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Abstract – Coherent M-PSK reception in M-PSK 
receivers is achieved through use of two main PLLs 
(Phase Lock Loops): the carrier synchronization PLL 
(carrier PLL for short) and the symbol timing 
synchronization PLL (symbol PLL for short). An SNR 
(Signal-to-Noise Ratio) estimation module is also 
typically present in the receiver. In this paper we shall 
present an overview of contemporary coherent M-PSK 
receiver structures. In particular, we shall treat the 
following subjects: (1) Phase Detectors for carrier PLLs; 
(2) Timing Error Detectors for symbol PLLs; (3) Lock 
detection for carrier and symbol PLLs; and (4) SNR 
estimators. 

I. INTRODUCTION 
  Wireless communications systems involve three general 
elements: the transmitter, the medium (or channel), and the 
receiver. The transmitter’s purpose is to modulate the data 
stream and send the RF (Radio Frequency) signal over the 
medium, where that signal is corrupted by noise and possibly 
also interference. The receiver’s purpose is to recover the 
original data stream while overcoming to the best of its 
ability the malicious effects of the noise and interference. 
This process is known as demodulation. 
  In this paper we shall investigate structures for coherent 
demodulation of M-PSK signals. Design of coherent 
receivers in digital communications involves generating a 
local carrier that is in phase with the received carrier, and 
then using this local carrier in order to demodulate the 
received signal. The receiver must also generate a local 
symbol clock which is timing-coherent with the received 
symbol clock. Generation of the local carrier and symbol 
clocks can be done in one of the following general manners: 
(1) by using information contained pilot symbols or pilot 
signals, or (2) extracting of carrier and timing information 
from the information-bearing signal itself. The use of pilot 
symbols or pilots signals has the distinct and inevitable 
disadvantage of necessitating the expenditure of transmitter 
power for transmission of the pilots, power that could 
otherwise have been used to increase the power of the 
information-bearing signal (or, alternatively, to increase the 
data rate). Hence, if possible, one would like to avoid the use 
of pilots and endeavour to deduce carrier and timing 
information using only information obtainable from the 
information-bearing received signal. This indeed shall be the 
focus of this paper. 

At the receiver, regeneration of the local carrier is 
generally done via a Phase Locked Loop (PLL) that operates 
on the output of a Phase Detector (PD). The phase detector 
provides an indication of the residual phase-error between 
the local and received carriers, and the carrier PLL acts in 
feedback in order to cancel that phase-error. In this paper, 
we shall give an overview of contemporary phase detector 
structures for M-PSK carrier PLLs. 

Recovery of the symbol clock is also done using a PLL, 
which in this instance is called the symbol timing 
synchronization PLL (or symbol PLL for short). The purpose 
of the symbol PLL is to generate a local symbol clock that is 
time-coherent with the received signal’s symbol clock. This 
allows the receiver to sample the received symbol 
waveforms at the optimal times (i.e., at the peak energy 
instant of each symbol). The symbol PLL operates upon an 
error signal that is supplied by a Timing Error Detector 
(TED). In this paper, we shall give an overview of 
contemporary TED structures. 

Another essential element in any PLL circuit is a lock 
detector. The purpose of the lock detector is to indicate when 
the PLL’s output is phase coherent with the PLL’s input, in 
which case the PLL is deemed “locked”. Timely lock 
detection is necessary for many receiver operations. For 
example, when the PLL becomes locked the receiver needs 
to know to stop scanning the input frequency uncertainty 
region in order to avoid driving the PLL out of lock. In this 
paper we go over the principles of lock detection as well as 
some practical lock detector structures for carrier and symbol 
PLLs.  

A crucial element in any modern communications 
receiver is an SNR estimation module. For example, certain 
error correction decoders utilize 0/SE N  information to 
increase their coding gain (e.g. turbo codes [1]). As another 
example, consider systems that employ diversity reception, 
in which SNR estimates are needed in order to assign 
relative weights to the outputs of the various receivers [2 
Sec. 14.4]. Thirdly, we mention communication links where 
the data and/or coding rates are adaptively chosen according 
to the 0/SE N . In this paper we shall investigate the 
fundamental theory behind SNR estimation and provide 
some examples of contemporary SNR estimator structures 

II. FEEDFORWARD VS. FEEDBACK DEMODULATION 
Before delving into the subject of coherent demodulation, 

we shall take a brief but worthwhile detour to explain the 
difference between feedforward and feedback demodulation.  
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Feedforward demodulation is not truly coherent 
demodulation and is best described as a phase-error 
compensation process. In contrast, when we talk about 
coherent communications this invariably means that 
feedback is involved. This differentiation is often difficult to 
make by the uninitiated, and can give rise to unfortunate 
errors of analysis and design. Put another way, the system 
designer must know the difference between feedforward and 
feedback methods and their respective performances in order 
to be able to choose the correct demodulator structure for the 
application at hand. 

To illustrate this point, let us discuss carrier demodulation 
(similar arguments and classifications apply to symbol 
timing recovery, and are omitted here to avoid repetition). 

A. General comparison of feedforward and feedback 
methods for carrier demodulation 

Carrier phase-error removal in M-PSK demodulators is 
generally achieved via one of two techniques. The first 
method uses a feedforward phase estimator ([3 Chaps. 5, 6], 
[4], [5], [6]) such as the Viterbi & Viterbi (V&V) detector 
[4] to estimate the phase-error, and that estimate is then used 
to demodulate the received signal. The second method is the 
use of feedback ([3 Chaps. 5, 6], [7], [8 Chap. 9], [9 Chap. 
16]) systems, which remove the carrier phase-error using a 
Phase Locked Loop (PLL) that ideally cancels the phase-
error between the local and received carriers.  

It is instructive to engage in a point-by-point comparison 
of the qualities of phase detectors with those of feedforward 
carrier phase estimators.  
 
Phase detectors: 
 

1. Are used in closed-loop as part of a PLL 
2. The receiver achieves coherent carrier 

synchronization (i.e., in normal operation the local 
carrier is phase-coherent with the received carrier) 

3. A phase-error estimate is produced for each symbol 
4. The PLL that produces the phase-error estimate is 

an IIR (Infinite Impulse Response) system 
5. The phase estimate is causal 
6. There is an acquisition time for the PLL to acquire 

lock 
 
Feedforward carrier phase estimators: 
 

1. Are used in an open-loop fashion and cannot be 
used in a PLL 

2. The receiver does not achieve coherent carrier 
synchronization (i.e., in normal operation the local 
carrier is not phase-coherent with the received 
carrier) 

3. One phase-error estimate is produced for each block 
of symbols 

4. The estimator produces a phase-error estimate using 
an FIR (Finite Impulse Response) system  

5. The phase estimate is non-causal 
6. There is no acquisition time 

 
Phase-detectors and feedforward carrier phase estimators 

are used for different purposes, and have different 
advantages and disadvantages which make them suitable for 
different tasks. Phase detectors are used when the 
communications signal is continuous, which allows for 
acquisition and tracking of the input carrier by a PLL. 
Feedforward carrier phase estimators, such as the V&V 
estimator [4], are best suited for burst transmission where the 
bursts are too short to allow a carrier PLL to be employed 
because the acquisition latency cannot be tolerated. The 
tradeoff for eliminating the PLL acquisition time is that the 
processing required by feedforward systems is much more 
computationally intense and the rate of phase estimates is 
significantly reduced (the receiver needs to store the entire 
burst in memory, and remove the phase-error later after a 
single phase-error estimate is made upon the burst. This is 
also a manifestation of the non-causality of the estimate). 
Increasing the rate of phase estimates garnered from a 
feedforward phase estimator requires even more significant 
processing, i.e. by using multiple overlapping estimation 
windows ([3 Sec. 6.5.4], [4]). A block diagram of the 
principle of feedforward demodulation is shown in Fig. 1. 
Block diagrams of feedback carrier demodulation are found 
in Fig. 2 and Fig. 3. 

B. Performance equivalence and non-equivalence of 
feedforward and feedback systems 
While the phase-error variance performances of 

appropriately chosen feedforward and feedback systems 
converge to the same bounds at high SNR (see [3 Chap. 6]), 
at moderate and low SNRs feedback systems exhibit 
nonlinear behavioural artefacts that cannot be modeled by an 
equivalent feedforward system. 

The phase-error variance of a feedback system will tend 
at high SNR to the same Cramér-Rao Bound of a 
feedforward system if we choose ( )1/ 2 LN B T=  where N  
is the number of symbols used to estimate the carrier phase 
in the feedforward system, LB  is the loop noise bandwidth 
of the feedback system, and 1/T  is the symbol rate (see [3 
Chap. 6]). However, at moderate and low SNR, loop 
nonlinearities and/or decision errors will cause an increase in 
the phase-error variance of the feedback system. This 
phenomenon will not be observed for the corresponding 
feedforward system. The feedforward and feedback systems 

Store burst in
memory

Estimate carrier
phase at center of
burst (e.g. using
V&V algorithm)

Demodulate
stored burst using
the carrier phase

estimate

MPSK near-
baseband signal

Recovered
symbols

Fig. 1 – Simplified flow diagram of feedforward demodulation of an M-
PSK burst. Note that storage and carrier phase estimation can proceed 
concurrently. 
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thus cannot remain equivalent at low and moderate SNR, 
because the PLL’s system dynamics change with decreasing 
SNR (behaving more and more as a nonlinear system), while 
the feedforward system’s dynamics remains unchanged.  

Now that we have defined the scope of our discussion, 
namely coherent feedback-based demodulation, we are ready 
to delve further into this subject. 

III. COHERENT M-PSK RECEIVER TOPOLOGIES 
There are three essential types of receiver topologies: (a) 

analog; (b) digital; and (c) hybrid.  
A. Analog architectures 
In analog PLLs the PLL is implemented using analog 

components. Examples can be found in many texts, for 
example [10 Chap. 11], [2 Chap. 6], [11], [12 Chap. 10]. 
Analog implementations suffer from some inherent 
problems, including: (a) variation of system parameters due 
to component value fluctuations; (b) parasitic and secondary 
effects which cause degradations; and (c) crosstalk-induced 
performance degradation. These problems are eliminated or 
at least significantly mitigated when using a digital 
implementation or a hybrid implementation.  

Until the late 1980’s to the beginning of the 1990’s, 
analog implementations were the workhorses of 
demodulators for high-speed communications. With the 
advent of powerful and cheap microelectronic circuits over 
the last 2 decades (including, notably, high-speed samplers 
and fast and dense FPGAs (Field Programmable Gate 
Arrays)), purely analog implementations are quickly being 
abandoned in favour of digital and hybrid systems. 

B. Digital architectures 
Digital receiver architectures have been the subject of 

much investigation over the past 20 years. Two general 
subclasses of this architecture are possible. 

1) IF sampling 
In the IF-sampling topology, the IF (Intermediate 

Frequency) signal is sampled, and the downconversion and 
demodulation is performed on the sampled IF signal. Since 
the IF frequency is usually much higher than the symbol rate, 
this means that the sampling of the IF signal must be done at 
a rate much higher1 than the theoretical minimum of 2 
sample/symbol, which renders this approach impractical for 
demodulating high datarate signals. Thus, the IF-sampling 
topology is usually adopted only for demodulation of low 
datarate communications. 

2) Near-baseband sampling 
In the near-baseband topology, coarse frequency 

downconversion is done in the analog domain and the 

________________________________________________________________________________ 

1 Sometimes the IF signal can be sampled using bandpass 
sampling techniques (see for example [13 Sec. 2.3.2], [14 Sec. 
10.4.3]). However, even with this approach the sampling rate is 
usually much higher than 2 samples/symbol, particularly when one 
takes into account the necessity to increase the sampling rate in 
order to be able to handle carrier frequency uncertainties.  

resulting near-baseband signal is sampled. Fine 
downconversion and demodulation is then performed 
entirely in the digital domain upon these near-baseband 
samples. Perhaps the most comprehensive treatment of this 
subject can be found in [3] (see an overview of this 
architecture in [3 Chap. 4]). An excellent tutorial and many 
important results can be found in [15] and [16].  

The near-baseband digital architecture offers the important 
advantage of considerably simplifying the analog section of 
the receiver (essentially reducing it to an AGC (Automatic 
Gain Control) circuit followed by a coarse downconversion 
circuit). However, the digital implementation has two big 
drawbacks. First, the need to perform downconversion and 
interpolation ([15], [16], [3]) in the digital domain implies a 
rather complicated digital section. Secondly, the sampling 
rate necessary for good performance is at least 2 
samples/symbol, and more likely at least 2.5 to 3 
samples/symbol (see [16 Tables IV, V]). This, as compared 
to a minimum of 1 sample/symbol that is necessary for a 
hybrid implementation (see below). 

As sampler speeds become higher and digital logic 
densities increase, there is no doubt that digital 
implementations will gradually replace hybrid and analog 
implementations for many communications systems. 
However, due to the high sampling rate requirement and the 
high digital logic complexity, there shall always be a sizeable 
portion of receivers which are implemented using hybrid 
architectures, especially for high datarate communications.  

C. Hybrid architectures 
In a hybrid architecture, some of the PLL components are 

implemented in the analog domain while others are 
implemented using digital logic. Since many components can 
be implemented either analogically or digitally, this gives 
rise to many architectural possibilities. For example, in one 

2cos( )o otω θ+

2sin( )o otω θ− +

Matched Filter

Matched Filter

ˆ( )S iQ kT τ+

ˆ( )S iI kT τ+

Fig. 2 – General structure of a hybrid receiver for digital 
communications. The parts within the dashed line are implemented 
digitally, while the rest are analog components (the samplers and DDS 
(Direct Digital Synthesizer) are mixed-signal components). 
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hybrid implementation of a carrier PLL only the phase 
detector is implemented digitally, while in another 
implementation the digital portion would also include the 
loop filter and the matched filters. In general, the choice as to 
whether to implement a certain component in the analog or 
digital domains will come down to economics: i.e. what is 
the cheapest and/or easiest and/or most performance-
effective way to implement that particular component, or 
what is the best implementational tradeoff given these 
constraints. We present an example hybrid implementation 
of an M-PSK receiver in Fig. 2. In the remainder of this 
paper we shall assume the architecture of Fig. 2, although the 
reader is advised to remember that other variations on this 
architecture are possible.  

Hybrid implementations offer the important advantages of 
being able to operate with excellent performance at sample 
rates as low as 1 sample/symbol (if a 1 sample/symbol TED 
is used, such as in various detectors discussed in [17], [18], 
[19], [20 Chaps. 7, 8] and [21]). This is at least 2 to 3 times 
lower than the necessary sampling rate for a digital topology 
[16]. Moreover, the digital logic can be made to be 
extremely simple (see [22], [23]). At a rate of 2 
samples/symbol, virtually ideal performance can be achieved 
and carrier-independent timing error detectors that require 2 
samples/symbol can be used ([24], [25], [21]). The rate of 2 
samples/symbol is still 25%-50% lower than the 2.5 to 3 
samples/symbol usually needed for using a simple linear 
interpolator within the digital topology [16 Table V]. 

Due to the low sampling rate requirements and the 
relatively low complexity in both the analog and digital 
domains, the hybrid implementation is the architecture of 
choice for high-datarate communications. Thus, it is of most 
interest to us. Hence, as already stated, we shall assume for 
the remainder of the paper that the receiver has a hybrid 
architecture as shown in Fig. 2. 

D. Mixed topologies 
In some receivers, the symbol and carrier PLL 

implementations may have different topologies (for example, 
the carrier PLL could have a hybrid implementation and the 
symbol PLL in the same receiver could have a digital 
implementation). The choice of which type of architecture to 
use for each PLL is naturally that of the designer, who will 
take into account economic and other considerations as 
appropriate. 

IV. SIGNAL MODEL FOR THE CARRIER PLL 
The sampling rate of I(t) and Q(t) may be higher than 1 

sample/symbol, but such oversampling is usually needed 
only for the symbol PLL (for example, for use with the 
Gardner timing error detector [24] or its variations ([25], 
[21], [26])). The carrier PLL only requires a sampling rate of 
1 sample/symbol. To simplify the ensuing discussion, we 
now present a simplified model of Fig. 2 which is applicable 
to the carrier PLL. This model is presented in Fig. 3. 
 We define the baseband signal as 

( ) ( )nn
m t a p t nT∞

=−∞
−∑ , where )(tp  is the baseband 

data pulse (with energy 2 ( )PE p t dt
∞

−∞∫ ) and 

( )expn na jφ , 2 /n nm Mφ π ⋅ , with 

{ }0,1,..., 1nm M∈ − . The modulated bandpass signal is 

[ ]( ) Re ( )exp( )m i is t m t j t jω θ+  and that signal is 

corrupted by Additive White Gaussian Noise (AWGN). In 
Fig. 3: 
1)  T/1  is the both the symbol rate and the sampling rate. 
2) ( )WNNtn 0,0~)(  where W  is the width of the 
bandpass IF filter (not shown).  
3) K  represents the physical gain associated with the 
circuit, which is a slow function of time controlled by the 
AGC to achieve a desired signal level at the sampler inputs2. 
For a more detailed discussion see [27 App. A].  
4) When the carrier loop is locked we have 0=∆ω  and 
(since M-PSK carrier synchronization has an inherent M-
fold ambiguity ([2 Chap. 6], [3 Chaps. 5, 6], [20 Sec. 5.7])) 

{ }2 / 0,1,..., 1o i ek M k Mθ θ π θ∈ + − = − , where 

[ / , / ]e M Mθ π π∈ −  is the phase-error. Without loss of 
generality, we assume 0k =  in the remainder of this paper. 
5) The matched filter )(th  is ideal (i.e. ( ) ( )h t p t− ), and 
the sampling at the outputs of matched filters is considered 
to be at the ideal time (i.e. the symbol PLL is assumed 
locked).  
6) From [2 Sec. 4.1.1] the symbol energy is 

( ) 2 21 1
2 2[ ( ) cos ] ( )S Pi iE Ep t t dt p t dtω θ

∞ ∞

−∞ −∞
≈+ =∫ ∫ . 

We assume for convenience 1PE =  (implying 1
2SE = ), and 

we use the notation γ  to refer to the 0/SE N  ratio (=SNR). 

The terms SNR and 0/SE N  are used in this paper 
interchangeably.  
7)  The carrier loop is a 2nd-order PLL, with linearized 
________________________________________________________________________________ 

2 Note that the notation K in this paper refers to a different 
quantity than in [22] and [23] (in which K is used to refer to the 
PLL’s loop gain). 

( ) i iRe m(t) exp + n(t)jω t + jθ  ⋅ ⋅  

2 cos( )oi t tω ω θ⋅ +∆ ⋅ +

 2sin( )i ot tω ω θ− ⋅ +∆ ⋅ +

( )h t

( )h t

Fig. 3 – Simplified model for the carrier PLL.  
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response 
2

2 2

2( ) ( ) / ( )
2

n n
o i

n n

sH s s s
s s

ζω ω
θ θ

ζω ω
⋅ +

=
+ ⋅ +

 where ζ  is 

the damping ratio and nω  (radians/sec) is the natural 
frequency [10 Sec. 2.2]. See [10], [28], [29], [30], [22] and 
[23] for a discussion of such responses. 
8) From Fig. 3 (see also [31 Sec. II]) we have that 

( )( ) 2 cos  ( ) ( )S e n II n K E nT n nTω θ φ= ⋅ −∆ ⋅ + + +  and 

( )( ) 2 sin ( ) ( )S e n QQ n K E nT n nTω θ φ= ⋅ − ∆ ⋅ + + +  

where 0( ), ( ) ~ (0, 2 )I Q Sn nT n nT N N E . 

9) We assume a narrowband bandpass signal (i.e. 
1/i Tω >> ) and that the Nyquist criterion for zero-ISI [2 

Sec. 9.2.1] is obeyed regarding the output of the matched 
filters. Two important pulse shapes that fulfill this condition 
are: 

• The rectangular pulse: 

1 /        - / 2 / 2( )
0               otherwise

T T t Tp t
 ≤ ≤= 


 (1) 

• The Square-Root Raised Cosine (SRRC) pulse ([32 
eq. 68.15]), where 0 1α≤ ≤  is the “rolloff” factor: 

( )( ) ( )( )

( )2 2 2

sin 1
cos 1

4( ) 4
1 16

−
+ +

=
−

t T
t T

t Tp t
T t T

α π
α π

αα
π α

 (2) 

V. LOCK DETECTORS FOR CARRIER PLLS 
A reliable carrier lock detection mechanism is a crucial 

part of any M-PSK receiver. Generally, this involves 
generating a lock metric which is based upon observations 
conducted upon many symbols. This lock metric is compared 
to a threshold; if that threshold is exceeded then the receiver 
is considered to be locked, otherwise the receiver is 
considered to be unlocked. A block diagram of this process 
is shown in Fig. 4. Lock detectors such as those suggested in 
[31], [33], [34], [35 Chap. 11], [3 Sec. 6.5.2], [10 Sec. 5.4], 
and [36] operate according to this principle. 

To gain an intuitive understanding of the lock detection 
operating principle, we take a look at a noiseless BPSK 
signal whose baseband data pulse is rectangular. We look at 
the post-matched filter waveforms (notice that the post-
matched-filter pulse shape is triangular) as is shown in Fig. 
5 and Fig. 6. The small circles represent the samples of the I 
and Q channels. In Fig. 7 we show the structure of the 2nd-
order nonlinearity lock detector for BPSK, defined as: 

2
2,

1

2 2

1

1 Re[( ( ) ( )) ]
2

1 ( ) ( )
2

N

N
n N

N

n N

LNDA I n j Q n
N

I n Q n
N

=− +

=− +

+ ⋅

= −

∑

∑
 (3) 

We can easily see how the lock detector of (3) functions 
upon the signals in Fig. 5 and Fig. 6. For the signal in Fig. 5, 
we have that the average over time of 2 2( ) ( )I n Q n−  is a 
positive number (since all the signal power is in the I 

channel), whereas for Fig. 6 we have that the average over 
time of 2 2( ) ( )I n Q n−  is 0 (since here the I and Q 
channels have the same average power). Thus, comparing 
the output of Fig. 7 to an appropriate lock threshold will give 
us an indication of the lock status of the carrier PLL. 
Obviously, the averaging period (which is 2 N T⋅ ⋅ ) must 
be chosen to be long enough to allow an accurate lock metric 

Computation
algorithm
based on

many
symbols

I(n)

Q(n)
Lock Metric Is Lock Metric bigger

than Threshold?

PLL is
locked

Yes

PLL is
unlocked

No

Fig. 4 – Lock detection principle. 
 

Fig. 5 – Noiseless BPSK signal; no carrier error, no timing error. 
 

Fig. 6 – Noiseless BPSK signal; carrier frequency error of 1/(50 )T⋅ . 

 

( )2•

( )2•

Fig. 7 – Operation of 2nd-order nonlinearity lock detector for BPSK 
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to be computed (for example, if we were to average 
2 2( ) ( )I n Q n−  only between times 22 and 26 in Fig. 6 we 

would erroneously conclude that the PLL is locked).  
 In general, the Mth-order nonlinearity lock detector is 
defined as: 

,
1

/ 2
2 2

1 0

1 Re[( ( ) ( )) ]
2

1 ( 1) ( ) ( )
22

N
M

M N
n N

N M
k M k k

n N k

LNDA I n j Q n
N

M
I n Q n

kN

=− +

−

=− + =

+ ⋅

 
= − 

 

∑

∑ ∑
 (4) 

This detector is studied in [33] and [34]. Though this 
detector works well, a problem with this detector is that its 
value includes a dominant term that is proportional to 

MK (see Sec. IV for a definition of K ) , and accordingly 
the lock threshold must be so dependent. Additionally, any 
attempt to compute those lock detectors must accommodate 
the dynamic range of MK , which quite often precludes their 
implementation through the use of fixed-point hardware. 
 Another lock detector is the decision directed lock 
detector, defined as [3 Sec. 6.5.2]: 

( )
,

1

1

1 ˆˆRe [ ( ) ( )] [ ( ) ( )]
2
1 ˆˆ( ) ( ) ( ) ( )

2

M N

N

n N
N

n N

LDD

I n j Q n I n j Q n
N

I n I n Q n Q n
N

=− +

=− +

− ⋅ ⋅ + ⋅

= +

∑

∑

(5) 

where ˆ( )I n  and ˆ ( )Q n  are decisions upon the I and Q 
channels, respectively. We can easily see that the latter is 
proportional to K . This may, depending on the receiver’s 
implementation, present dynamic range problems which are 
similar (though not as acute) as compared to ,M NLNDA  

 An even better detector has been suggested by Linn and 
Peleg [31] and is defined as: 

( )

( )

,
1 2 2 2

/ 2
2 2

0

1 2 2 2

1 Re[( ( ) ( )) ]ˆ
2 ( ) ( )

( 1) ( ) ( )
21

2 ( ) ( )

MN

M N M
n N

M
k M k k

N
k

M
n N

I n jQ nl
N I n Q n

M
I n Q n

k
N I n Q n

=− +

−

=

=− +

+

+

 
− 

 =
+

∑

∑
∑

 (6) 

It can be easily shown [31] that ,M̂ Nl  is independent of the 

K  and that it thus avoids the dynamic range problems that 
plague other detectors. It also has a simple fixed-point 
hardware implementation that is shown in Fig. 8. 
 The expected lock detector value of ,M̂ Nl  as a function of 

the SNR is shown in Fig. 9. This data plays a part in 
determining the lock threshold and lock probabilities (see 
[31]). Another application also comes to mind while looking 
at Fig. 9: since the lock metric value has a one-to-one 

correspondence vis-à-vis the SNR, then we can estimate the 
SNR from the lock metric value. This is discussed further in 
Sec. IX. 

VI. PHASE DETECTORS FOR CARRIER PLLS 

A.  Basic types of M-PSK carrier phase detectors 
Carrier PLLs in coherent M-PSK receivers are tasked with 

cancelling the carrier phase-error, an estimate of which is 
provided by a carrier Phase Detector (PD). There are two 
general categories of PDs: Non Data Aided (NDA) and 
Decision Directed (DD). The Mth-order nonlinearity detector 
([2 Chap. 6], [3 Chaps. 5, 6], [20 Chap. 5]) and the 
(mathematically equivalent) multiphase NDA Costas loop 
([11], [20 Chap. 5]) are examples of NDA phase detectors. 
Examples of DD detectors can be found in [2 Chap. 6], [3 
Chaps. 5, 6], [37], [38], [39], [40] and [41]. 

In this section we consider the following PDs: 
 The Mth-order nonlinearity, defined as [3 Sec. 6.3.4]: 

( ) 222

22
2/

0

)()(

)()()1(
2

M

kkMk
M

k

nQnI

nQnI
k

M

+

−






 −

=
∑

NMl ,
ˆ

 
Fig. 8 – Fixed-point hardware implementation of the Linn-Peleg lock 
detector. 
 

Fig. 9 – Lock detector 
,M̂ Nl  expected value vs. the 0/SE N  ratio 
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( )/ 2 1
2 1 2 1

0

( ) Im[( ( ) ( )) ]

( 1) ( ) ( )
2 1

M
M

M
k M k k

k

c n I n j Q n

M
I n Q n

k

−
− − +

=

+ ⋅

 
= − + 
∑

 (7) 

 The Decision Directed (DD) detector [38 eq. (7)]: 
ˆ ˆ( ) ( ) ( ) ( ) ( )MDD n I n Q n Q n I n⋅ − ⋅  (8) 

 The normalized Mth-order nonlinearity detector [27 eq. 
(8)]: 

( )

( )

2 2 / 2

/ 2 1
2 1 2 1

0
/ 22 2

Im[( ( ) ( )) ]( )
( ( ) ( ))

( 1) ( ) ( )
2 1

( ) ( )

M

M M

M
k M k k

k
M

I n jQ nd n
I n Q n

M
I n Q n

k

I n Q n

−
− − +

=

+
+

 
− + =
+

∑
 (9) 

The two most important parameters of a phase detector 
(from a carrier PLL design perspective) are its S-curves and 
its squaring loss (see [23], [22]). These are now discussed. 

B. S-curve 
The S-curve is the conditional expectation of the phase 

detector as function of the phase-error. That is, for a given 
phase detector ( )P n  the S-curve is defined as : 

( ) [ ( ) ]e ePS E nPθ θ  (10)
S-curve data is used in order to determine the phase 

detector’s gain, which is the partial derivative of the S-curve 
at 0eθ = . Formally, the gain of ( )P n  is defined as: 

( )

0
P e

P
e

S

e
g θ

θ θ

∂

∂ =
 (11)

The gain is then used in the PLL design procedure (see [23], 
[22]). As an example of S-curves, we present some S-curves 
for 2 ( )d n  in Fig. 10. 

C. Squaring loss and the performance of phase 
detectors 

The squaring loss is used in order to predict the PLL’s 
phase-error variance performance and as such is pivotal in 
determining the optimal PLL natural frequency (see [22], 
[23]). This shall now be discussed. 

One of the most widely used PLL performance metrics 
[37 Sec. I] is the phase-error variance var( )eθ , or, 

equivalently, the loop-SNR defined3 as 1/ var( )eρ θ . This 
is because the phase-error variance has a crucial role in 
________________________________________________________________________________ 

3 Sometimes the loop-SNR is defined as 1/ var( )oρ θ ; 
however, if we want to evaluate the performance of the phase 
detector only, then we should assume that there is no input-carrier 
phase noise, in which case we have var( ) var( )e oθ θ=  and the two 
definitions of loop-SNR coincide. This is the assumption made in 
this paper, and we adopt the definition 1/ var( )eρ θ . 

determining the cycle-slip rate of the PLL and the SER 
(Symbol Error Rate) degradation due to imperfect 
synchronization [20 p. 20-21, 210-211]. To understand this 
intuitively, we note that in order for the error rate to be small 
and to minimize the rate of cycle slips, we must have a small 

eθ , i.e. we desire 0eθ ≈ . Since eθ  is a zero-mean 
random process (when the PLL is locked), this means that 
for 0eθ ≈  to hold statistically we must have a small 

var( )eθ  or, equivalently, a high loop-SNR 

( 1/ var( ))eρ θ= . Now, S-curves of M-PSK phase 

detectors are periodic with period 2 / Mπ  (see for example 
Fig. 10), so if the phase-error strays outside the range 

[ / , / ]e M Mθ π π∈ −  we will observe a loss of lock which is 
at least momentary (i.e. a cycle slip [3 Chap. 6], [42 Chap. 
6])). Thus, the meaning of 0eθ ≈  for M-PSK receivers is 

more precisely expressed as /e Mθ π . Therefore, 

 
Fig. 10 – S-curves of 2 ( )d n  for various SNR ratios.  

 

 
Fig. 11 – Squaring Loss for various detectors. 
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recalling again that eθ  is a random process, for good 
performance in an M-PSK receiver we must have: 

2 2v a r ( ) /e Mθ π  (12)
It is clear from (12) that as M  increases the requirements 

upon var( )eθ  will be more stringent, i.e. a higher loop-SNR 
will be required in order to achieve good performance. 
Hence the useful 0/SE N  operating range of the PLL will 

start at a higher 0/SE N  as M  increases. 
 It can be shown [27] that when the carrier PLL is locked 
above the threshold region, the phase-error variance of a 
PLL which uses a given phase detector ( )P n  is: 

0

var( )
/

L
e P

S

B T
E N

θ ⋅
= ⋅Ω  (13)

where LB  is the PLL’s noise bandwidth (see [23], [27], 

[10]) which is 0.5 ( 1/(4 ))L nB ω ζ ζ= +  and PΩ  is 
( )P n ’s squaring loss4 (see [27]). 

 In Fig. 11 we see a comparison of squaring loss values for 
various phase detectors. The phase-error variance 
performance predicted via (13) is shown in Fig. 12. Also 
shown there is the Cramér-Rao Bound (CRB) which is [3 eq. 
(6-108)] 0( / )L SCRB B T E N= ⋅ . 
 To verify the results of Fig. 12, we can simulate the 
nonlinear PLL model and measure var( )eθ . These nonlinear 
simulation results are shown in Fig. 13. Comparing Fig. 13 
to Fig. 12, we see that there is excellent agreement between 
the results when the PLL is locked (when the PLL is 
unlocked in Fig. 13 (i.e. below the PLL lock thresholds), 
obviously the phase-error variance simulation results are 
meaningless). For more discussion of the methodology 
involved in evaluating phase-error variance performance see 
[27], [37], [38], and [39]. 

VII. INTERACTION BETWEEN THE AGC AND THE 
CARRIER AND SYMBOL PLLS 

One of the most understudied yet very important 
behavioural artefacts of coherent receivers is the interaction 
between the Automatic Gain Control (AGC) circuit and the 
carrier and symbol PLLs. As we noted in Sec. IV, the AGC’s 
purpose is to control the gain K (see Sec. IV and Fig. 3). 
This causes a profound interaction to occur between the 
AGC and the receiver’s synchronization loops. The reason is 
that the gain K often directly influences the gains of the 
phase detector and of the timing error detector. For 
simplicity of the discussion in this section, we shall 
________________________________________________________________________________ 

4 Note that the squaring loss here and in [27] is bigger than unity 
(that is, we have 1PΩ > ). Some texts define the squaring loss as 

1/ PΩ . To avoid confusion, a good rule of thumb is to remember 
that the squaring loss should always make the performance worse 
(i.e., make the phase-error variance higher).  

henceforth discuss only the effects upon the carrier PLL’s 
phase detector, although the reader is advised that similar 
phenomena occur for timing error detectors in symbol PLLs. 

To illustrate the dependence of the phase detector gain 
upon the AGC, consider for example the Mth-order 
nonlinearity detector. We have from (7) that 

( ) Im[( ( ) ( )) ]M
Mc n I n j Q n+ ⋅ , and it is easy to see 

(by substituting the expressions for I(n) and Q(n) given in 

Fig. 12 - Calculated phase-error variance var( )eθ , using (13). At each 

SNR the loop-filter’s gain is selected such that 0.95ζ = and 
38.24 10 /n Tω −= ⋅ , which ensures that 

2 ( 1/(4 )) 0.01L nB T Tω ζ ζ= + ⋅ =  at each SNR. AGC effects are 

ignored (i.e. 1K =  is assumed at all SNRs). 
 

Fig. 13. Simulated var( )eθ , using nonlinear model as shown in the 

bottom left. At each SNR the loop-filter’s gain aK  is selected such that 

0.95ζ =  and 38.24 10 /n Tω −= ⋅ , which ensures that 

2 ( 1/(4 )) 0.01L nB T Tω ζ ζ= + ⋅ =  at each SNR. AGC effects are 

ignored (i.e. 1K =  is assumed at all SNRs). The SNRs below which 
var( )eθ  increases dramatically for M=8 and M=16 are the PLL lock
thresholds (the thresholds for M=2 and M=4 are not visible in the 
figure). 
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Sec. IV into (7)) that the output of this phase detector will 
have a dominant term that is proportional to MK . This will, 
in turn, cause the S-curve and gain of Mc  to be dependent 

upon MK , i.e. there will be a nonlinear dependence upon 
the AGC’s behaviour. 

Virtually all synchronization texts (e.g., [3], [20], [37], 
[38], [39]) assume that 1K =  at all SNRs and hence ignore 
the effects of the AGC. For example, this is the approach 
adopted in Fig. 12 and Fig. 13. While the assumption of 

1K =  is useful for producing comparative performance 
data for phase detectors (such as in Fig. 12 and Fig. 13), the 
assumption of 1K =  at all SNR is an extremely unrealistic 
assumption that does not truly assume an ideal AGC, but 
rather an atrophied AGC which operates in a system whose 
samplers have an infinite dynamic range and an infinite 
number of quantization bits. In fact, the AGC’s control of 
K  results in the latter having a very strong dependence 
upon the 0/SE N , which in turn translates into great 

variations in the phase detector gain. For a more detail 
discussion, see [27 App. A]. 

A phase-detector gain that varies as a function of the 
AGC’s behaviour is undesirable, since this means that the 
PLL’s transfer function will vary as a result of the AGC 
([27], [37], [38], [39]). Hence, it is desirable to use phase 
detectors that are independent of the AGC’s operating point 
and performance. 

A. dM(n)’s independence from the AGC 
In (9) we defined the normalized Mth-order nonlinearity 

phase detector ( )Md n . It can be easily seen (by substituting 
the expressions for I(n) and Q(n) given in Sec. IV into (9)) 
that ( )Md n  is independent of K, and hence independent of 
the AGC.  

It is quite instructive to see this AGC independence 
graphically. This is facilitated by comparing ( )Md n  to the 

          
            (a)                         (b) 
 

          
            (c)                       (d) 
 
Fig. 14 - Received QPSK constellation, 0/ 20sE N dB= , with: (a) 0.3K = , over contours of 4 ( )d n ; (b) 0.8K = , over contours of 4 ( )d n ;

(c) 0.3K = , over contours of 4 ( )c n ; (d) 0.8K = , over contours of 4 ( )c n . 
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Mth-order nonlinearity phase detector given in (7). 
( ) Im[( ( ) ( )) ]M

Mc n I n j Q n+ ⋅ .  
As the chosen example we look at M=4 (QPSK). In Fig. 

14a and Fig. 14b we see a contour map of 

( )
3 3

4 22 2

4 ( ) ( ) 4 ( ) ( )( )
( ) ( )

I n Q n I n Q nd n
I n Q n

−
=

+
, upon which demodulated 

QPSK signals are superimposed, with 0.3K = and 
0.8K = , respectively. As can be clearly seen in the contour 

graphs, the symmetry of the curves means that the phase 
detector output does not depend on the value of K ; rather, it 
depends solely on the phase departure of the current received 
symbol from the ideal phase of a constellation point. This, 
however, is clearly not the case for the QPSK phase detector 

3 3
4( ) 4 ( ) ( ) 4 ( ) ( )c n I n Q n I n Q n= − , whose contour graph is 

featured in Fig. 14c and Fig. 14d, upon which the same 
demodulated constellations are superimposed. As is evident 
from those figures, for the 4th-order nonlinearity detector, 
there is a strong dependence of the phase detector value 
upon the value of K , and hence upon the AGC’s 
performance and dynamic range.  

The AGC-independence of ( )Md n  is not complete, in the 
sense that the AGC must still ensure that the samplers and 
preceding signal chains are not overdriven, and, conversely, 
that the samplers are not underdriven to the extent that 
quantization noise becomes significant. However, once the 
AGC meets these two basic requirements, the values of K  
(and the fluctuations thereof) are irrelevant. 

B. Dependence of other receiver structures upon the 
AGC 

As already noted at the beginning of this section, the 
symbol PLL is also affected by the AGC through the latter’s 
possible role in determining the TED gain. Other receiver 
structures that may be affected by the AGC are the lock 
detection circuitries for both the carrier PLL and the symbol 
PLL (see [31], [43]). In this context, it shall be commented 
that the carrier lock detector given in (6) is AGC-
independent (see [31]). AGC-independent structures for the 
symbol PLL are given in (22) and (24), and further 
discussion of those and other AGC-independent structures 
for the symbol PLL can be found in [25], [21], [44], and 
[43]. 

VIII. ADAPTIVE PHASE DETECTORS FOR OPTIMAL 
PERFORMANCE. 

A. The need for a constant-gain detector 
Although ( )Md n ’s gain is independent of the AGC, it is 

still dependent of upon the SNR. To see this, consider Fig. 
10. The gain of the detector is the slope of the S-curve at 

0eθ =  (see (11)). Clearly, as seen from Fig. 10, this slope 
will be SNR-dependent.  

SNR dependence of the phase detector gain is what is 
observed in practice for non-adaptive detectors. This has the 

detrimental effect of changing the damping factor ζ  and 
natural frequency nω  of the carrier PLL as a function of the 
SNR ([37], [38], [39], [27]). This is particularly problematic 
with regards to the damping factor ζ , which we usually 
want to stay constant as all SNRs ([23], [22]). As for nω , 
sometimes we would like it to change as a function of the 
SNR ([35 Chaps. 9, 10], [22]) but often that change does not 
correspond to the change that is mandated by the phase 
detector’s changing gain. We would much prefer to have a 
constant phase detector gain at all SNRs and then change the 
loop filter’s parameters as a function of the SNR (with the 
aid of an SNR estimator (see Sec. IX)). 

B.  An adaptive constant-gain phase detector 
We shall now present an adaptive phase detector that has 

a constant gain when the PLL is in lock. This detector shall 

( )

( )

/ 2 1
2 1 2 1

0

2 2 2

( 1) ( ) ( )
2 1

( ) ( )

M
k M k k

k
M

M
I n Q n

k

I n Q n

−
− − +

=

 
− + 

+

∑

( )

/ 2
2 2

0

2 2 2

( 1) ( ) ( )
2

( ) ( )

M
k M k k

k
M

M
I n Q n

k

I n Q n

−

=

 
− 

 

+

∑

)(ndM

NMl ,
ˆ

µ )(, nV NM

δ
( )1 Md n

M δ

 
Fig. 15 – Fixed-point hardware implementation of the constant-gain 
detector )(, nV NM . 

 

 
Fig. 16. Predicted and measured ζ  and nω  for PLLs using MDD , Mc , 

and 
,M NV . Modulation is QPSK ( 4M = ). For ,M NV , 2048N = was 

used. PLLs were designed to give 0.8optζ =  and 49 10opt Tω −= ⋅ at 

0/ 10 dBSE N = . K  behaves according to the AGC of [27 App. A]. 
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be named , ( )M NV n , and its structure is shown in Fig. 15. 

Note how it uses the structures ( )Md n  and ,M̂ Nl  defined in 

(9) and (6), respectively. Formally, we have: 

,

, Carrier is locked

Carrier is unlocked

( ) ( ) /( )  with
ˆ  

  
    

M N M

M N

V n d n M

l

δ

δ
µ

⋅

=


 (14)

where µ  is an appropriately chosen constant (see [27]).  
It can be shown [27] that (when the PLL is locked) 

, ( )M NV n  as defined in (14) has a constant gain 

independently of the AGC and the SNR. Hence, it can allow 
the PLL to maintain the same ζ  and nω  at all SNRs (see 
[27]). To prove this, we can use the Steiglitz-McBride 
system identification algorithm [45] in order to measure ζ  

and nω  which are attained in a PLL using , ( )M NV n . This is 

done in Fig. 16 (taken from [27]) which shows that indeed 
using , ( )M NV n  allows us to maintain a constant ζ  and nω  

(this, in contrast to PLLs which use other phase detectors). 

IX. SNR ESTIMATION 
As noted in the introduction, most modern receivers 

contain SNR estimation modules, since SNR estimates can 
be used (for example) to optimize the modulation parameters 
and to improve the performance of the receiver’s PLLs, to 
improve the performance of the error correction decoder, and 
in diversity reception. There have been many SNR 
estimation algorithms proposed by various researchers. For 
example, the reader is referred to [46], [47], [48], [49], [50], 
[51], [52], [53], [54] and [55]. We shall not address each of 
those estimators individually, since this would take an 
inordinate amount of space. In lieu of that, in this section we 
shall outline the principle behind SNR estimation and we 
shall make qualitative comparisons between selected SNR 
estimation algorithms. 

In general, there are two SNR estimator types: Data-Aided 
(DA) and Blind (or Non Data Aided (NDA)). Data Aided 
methods use known symbols that are embedded in the data 
stream in order to estimate the SNR. For example, we could 
estimate the SNR from measuring the error rate on a 
preamble or pilot sequence. Non Data Aided methods use a 
nonlinearity upon the received signal to generate an SNR-
dependent metric, which is then used to estimate the SNR. 

The SNR estimation principle is as follows. We want to 
estimate the 0/SE N  ratio, which we shall denote γ . We 

denote the estimate as γ̂ . First, we compute an observation 
variable  based upon many symbols of the input signal. 
The idea is to choose a computation process that will yield 
an  for which 0[ | / ]SE E N γ=  is a strictly 
monotonic function of γ  that we shall call ( )f γ  (i.e. 

0( ) [ | / ]Sf E E Nγ γ= ). Then, we can compute 

an estimate of γ  via 1ˆ ( )fγ −= . This process is shown 
in Fig. 17. 

Let’s exemplify this process for estimation via the Symbol 
Error Rate (SER), which is a Data Aided SNR estimate that 
many receivers use. For example, this is what is done when 
we estimate the SNR from the number of errors detected in 
preambles that are embedded in the data stream. For uncoded 
M-PSK the symbol error rate is [2 Sec. 5.2.7]: 

(
)

f
γ

γ

1
ˆ

(
)

f
γ

−
=

1( )f − γ̂

0

1

The main idea is that 
( ) [ | / ]

is strictly monotonic, so that an
ˆestimate of the SNR is ( )

Sf E E N

f

γ γ

γ −

=

=

 
Fig. 17 – SNR estimation principle. 
 

 
Fig. 18 – Curves of the SER functions ( )Mg γ  vs. γ  (the 0/SE N ). 

 

( )1
1010 log ( )Mg −⋅

ˆdBγ

 
Fig. 19 – SNR estimation via measurement of the SER. 
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( ) ( )
/

/

, 1 ( | )
M

e R M
M

P M p d g
π

π

γ τ γ τ γ
−

= − ⋅∫  (15)

where ( | )Rp τ γ  is the Rician phase distribution [31]: 

( ) ( )
( )

2 2
cos 2

cos /2

( | )

1 2 cos
2

R

y

p

e e e dy
τ γγ

γ τ

τ γ

γ τ
π

−
⋅ −

−∞

 
 + ⋅
  

∫
. (16)

Graphs of (15) are shown in Fig. 18. The observation 
variable  in this case is obtained by counting the number 
of errors in the observation interval, which we define as 
having L  symbols. Formally, define the binary variables iU  
as iU =1⇔  an error was detected in symbol i (otherwise 

0iU = ). We define the measured SER as 
1

1 L

i
i

U
L =

= ∑ . We 

then have that 0[ | / ] ( )S ME E N gγ γ= =  and we can 

therefore estimate γ  via 1ˆ ( )Mgγ −= . This is shown in 
Fig. 19. 
 While SNR estimation via the SER is easy to understand, 
it suffers from several problems. First, unless a known 
sequence of symbols is sent (thus reducing the information-
bearing throughput) then error detection must be achieved 
using an error correction decoder which adds considerable 
complexity. Secondly, the dynamic range of the function 

( )Mg γ  is quite large (see Fig. 18) so that it is difficult to 

implement 1 ( )Mg −  as a lookup table in fixed-point 
hardware. See [54 Sec. V] for a more detailed discussion.  
 In order for us to be able to estimate the SNR in fixed-
point hardware we seek a computation process that is easy to 
implement in fixed-point hardware and (as a related 
constraint) that will yield an observation variable that has a 
small dynamic range. And yet, the Linn-Peleg lock detector 

,M̂ Nl  as described in Sec. V is exactly such a process. That 

is, if we define 
, 0

ˆ( ) [ | / ]M M N Sf E l E Nγ γ=  then we can 

estimate γ  via 1
,

ˆˆ ( )M M Nf lγ −= . Crucially, 
,M̂ Nl  has a 

small dynamic range (see Fig. 9) and is easy to implement in 
hardware (see Fig. 8). Estimation via 

,M̂ Nl  is shown in Fig. 

20. 
 In addition to being an NDA estimator suitable for fixed-
point hardware implementation, the Linn-Peleg estimator can 
produce estimates much more rapidly than estimation via the 
SER. For a more detailed discussion, see [54]. 

X. THE SYMBOL TIMING SYNCHRONIZATION PLL 

A. The meaning of symbol synchronization 
In order to intuitively understand the function of the 

symbol PLL, we can look at Fig. 21 where we see where the 
sampling instances of the sampling waveform will be if there 
is a timing error of / 4T  between the local and received 

symbol clocks. Comparing Fig. 21 to Fig. 5 we see that the 
sampling instances in Fig. 21 are not in the optimal place, 
and hence when noise is present this will cause a degradation 
in the error rate. It is the task of the symbol PLL to ensure 
that the local and received symbol clocks are synchronized. 
To do this, the symbol PLL employs a Timing Error Detector 
(TED) which provides the error signal upon which that PLL 
operates. 

If we use the notation iτ  to signify the signal propagation 
delay, then the purpose of the symbol PLL is to generate an 
estimate of iτ , which we denote îτ , and this estimate is 
used to adjust the sampling instances of the I and Q channels 
(see Fig. 2). The symbol synchronization timing error is 
defined as ( )ˆ modi i Tτ τ τ− , with the modulo operation’s 

destination set being 2 2[ , ]T Tτ ∈ − . 

B. Timing error detectors for M-PSK  
There are a variety of TEDs available for M-PSK (see 

([17], [18], [19], [20 Chaps. 7, 8], [21], [24], [25]). The most 
popular detectors are those which require 1 sample/symbol 
or 2 samples/symbol, or those which can operate acceptably 
even without carrier synchronization (e.g. the Gardner 
detector [24] or its variations ([25], [21], [26])).  

Before discussing the TEDs, we assume a sampling rate of 
2 samples/symbol and denote the even samples of the 
channels as: 

ˆ2( ) ( )e iSt nTI n I t τ= +      ˆ2( ) ( )e iSt nTQ n Q t τ= +  (17)

( ) 222

22
2/

0

)()(

)()()1(
2

M

kkMk
M

k

nQnI

nQnI
k

M

+

−






 −

=
∑

ˆdBγ
( )1

10 ,
ˆ10 log ( )M M Nf l−NMl ,

ˆ

Fig. 20 –The Linn-Peleg SNR estimator (from [54]). 
 

Fig. 21 – Noiseless BPSK signal; the carrier is locked, but there is a 
symbol clock timing mismatch of / 4T . 
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and the odd samples as: 

ˆ(2 1)( ) ( )o iSt n TI n I t τ= + +   ˆ(2 1)( ) ( )o iSt n TQ n Q t τ= + +  (18)

When there is perfect timing synchronization (i.e. 0τ = ) 
then the sampling instances { }ˆS i k

kT τ ∞

=−∞
+  are such that the 

even samples given in (17) are taken at the peaks of the 
symbols and the odd samples given in (18) are taken at the 
boundaries between symbols. 

Now, let us look at several examples of NDA (Non Data 
Aided) and DD (Decision Directed) TEDs for BPSK (the 
carrier PLL is assumed locked): 
 Gardner NDA [24] (2 samples/symbol):  

( )( ) ( 1) ( ) ( 1)o e eGNDA n I n I n I n= − − −  (19)
 Gardner DD [24] (2 samples/symbol): 

( )( ) ( 1) ( ( )) ( ( 1))o e eGDD n I n sign I n sign I n= − − − (20)
 Mueller & Müller DD (M&M) [17] (1 sample/symbol) 

( ) ( ( 1)) ( ) ( ( )) ( 1)e e e eMM n sign I n I n sign I n I n= − − − (21)
 Linn NDA [25] (2 samples/symbol):  

( ) ( )2 2 2 2

( ) ( 1) ( 1) ( 1)( )
( ) ( 1) ( 1) ( 1)
e o e o

e o e o

I n I n I n I nLINN n
I n I n I n I n

− − −
= −

+ − − + − (22)

To understand the operation of the timing error detectors, 
we shall look at the I-channel of a noiseless BPSK signal 
assuming that the carrier PLL is locked, and we shall 
investigate the behaviour of the Gardner DD detector of 
(20). This is shown in Fig. 22  

In Fig. 22 (top) we see the even and odd sampling 
instances for a case of perfect symbol synchronization. We 
distinguish between two cases: (a) there is a transition 
between the current symbol and the previous symbol and (b) 
there is no such transition. To see what happens in case (a), 
we look for example at Symbol 1 and Symbol 2. We see that 

(1) 0oI =  so that the TED output is 

( )(2) (1) ( (2)) ( (1)) 0o e eGDD I sign I sign I= − = . For 

case (b), let’s look for example at Symbol 3 and Symbol 4. 
We see that in this case we have ( (4)) ( (3))e esign I sign I=  
so that ( )(4) (3) ( (4)) ( (3)) 0o e eGDD I sign I sign I= − = . 

Thus, in both cases the TED outputs 0, which is as it should 
be because we are in perfect synchronization (so no timing 
correction is needed). 

In Fig. 22 (bottom) we see what happens when the local 
clock lags the received symbol clock. Again, we distinguish 
between two cases: (a) there is a transition between the 
current symbol and the previous symbol and (b) there is no 
such transition. For case (b) (looking again at symbols 3 and 
4) it is easy to see that since we still have 

( (4)) ( (3)) 1e esign I sign I= =  then the error detector’s 
output will still be 0 in this case. However, for the case of a 
transition between symbols (case (a)), looking again at 
symbols 1 and 2, we have that now (1) 0oI <  so that 

( )(2) (1) ( (2)) ( (1)) 0o e eGDD I sign I sign I= − > . For 

symbols 2 and 3 (where the transition has the opposite 
direction) it is easy to verify that we also get (3) 0GDD > . 

Thus, the Gardner DD TED gives us an average nonzero 
positive error signal that can then be used by the symbol 
PLL to correct the sampling clock. 

From the above example we arrive at the conclusion that 
TEDs derive their error signals by extracting timing 
information from the transitions of the input signal. This 
makes sense intuitively, because when there is no transition 
between symbol values it is intuitively apparent that there is 
no information that we can glean about the symbol clock. 

C. Lock detectors for symbol PLLs 
As was the case for the carrier PLL, we also need a lock 

detector for the symbol PLL. Some lock detectors suitable 
for this purpose are (for BPSK, assuming a locked carrier 
PLL): 
 Karam et al. [56]: 
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 Linn [43]: 
2

, 2 2
1

2 2

2 2
1

Re[( ( ) ( )) ]1
2 ( ) ( )

( ) ( )1
2 ( ) ( )

N
e o

BPSK N
n N e o

N
e o

n N e o

I n j I nLINN
N I n I n

I n I n
N I n I n

=− +

=− +

+ ⋅
+

−
=

+

∑

∑
 (24)

 We shall not discuss these lock detectors further in this 
paper, though it shall be mentioned that the Linn detector is 
quite suitable for implementation in fixed-point hardware. 
For further discussion of these lock detectors, their operation 
for higher-order M-PSK and their operation in the case of 
lack of simultaneous carrier PLL lock, see [56], [43], [44] 
and [53].  

Fig. 22 - Sampling instances of the I-channel of a noiseless BPSK signal. 
Top: perfect synchronization. Bottom: local clock lags received clock. 
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XI. CONCLUSIONS 
  In this paper we have presented an overview of 
synchronization and SNR estimation techniques in 
contemporary M-PSK receivers. We have touched upon: 
feedback vs. feedforward demodulation, receiver topologies, 
carrier phase detectors, timing error detectors, lock detectors 
(for both carrier and symbol PLLs) and SNR estimation 
techniques. We also discussed the interaction of the AGC 
circuit with other receiver structures. Although in this paper 
we could only discuss these subjects in brief, an attempt was 
made to give a wide-ranging overview of the main concepts 
and structures, with an emphasis on providing the reader 
with an intuitive understanding of the subject matter. For 
more detailed information, the reader is directed to the 
references.  
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