
Microsoft PolyBase 
Customer Challenges 
Today, organizations face 
unprecedented complexities in 
capturing the extraordinary volume, 
velocity, and variety of data pouring in 
from new sources—like data from social 
posts, clickstreams, cameras, sensors, 
scanners, and RFID chips. Organizations 
are struggling to both gain business 
insight from this new data and combine 
it with traditional relational data stored 
in warehouses. Overcoming this struggle 
is critical because this combination of 
data allows organizations to ask and 
answer a new set of questions never 
possible before. For example, does 
social sentiment about a product have a 
correlation with actual product sales? Or, 
can negative online feedback of a 
product be captured and then used to 
take corrective measures before it 
affects the bottom line?  

To make this type of analysis possible, IT 
needs to set up complex distributed 
systems like Hadoop or pre-populate 
the data warehouse with non-relational 
data first—neither of which are non-
trivial tasks. Microsoft is making these 
difficult tasks easier with a new 
approach to “Big Data” strategy.  

HDInsight (a 100% Apache Hadoop 
compatible distribution for Windows 
Server and Windows Azure) eases 
deployment for IT and Microsoft 
Business Intelligence (BI) tools help 
users unlock insights from non-
relational sources within a familiar 
environment like Microsoft Excel.   

Microsoft PolyBase 
The Microsoft SQL Server 2012 Parallel 
Data Warehouse (PDW) appliance 
complements and extends this strategy 
with the introduction of PolyBase, a 
fundamental breakthrough on the data 
processing engine. Normally, IT is 
burdened to pre-populate the data 
warehouse with Hadoop or undergo 
extensive training on MapReduce to do 
analysis on both relational and non-
relational data in a single view. PolyBase 
simplifies this by providing the easiest 
and broadest way to access Hadoop 
with the standard SQL query language 
without needing to learn MapReduce. 
Finally, PolyBase also seamlessly moves 
data in parallel to and from Hadoop and 
PDW—allowing end users to perform 
their analysis without the help of IT. 

 

 

PolyBase offers organizations a multi-
temperature architecture option. That 
means data that is accessed frequently 
(“hot data”) can go into memory for 
high performance. Data that is accessed 
with a moderate degree of frequency 
(“warm data”) can be stored in a data 
warehouse. Finally, data that is accessed 
infrequently (“cold data”) can be stored 
on an inexpensive Hadoop cluster. Using 
PolyBase, customers can query, 
transform, and index hot, warm, and 
cold data based on their requirements. 
The multi-temperature architecture of 
PolyBase can be used in financial and 
insurance companies where keeping 
track of how aggregates have occurred 
is essential, as the data has to be online 
and accessible for seven years. 

 



Data Movement Service (DMS), a 
component of PDW, can be used to 
make parallel reads and imports of data 
from the Hadoop Distributed File 
System (HDFS), as well as do exports of 
PDW query results to HDFS files. HDFS 
Bridge in PolyBase is a managed 
interface to Hadoop that provides direct 
and parallelized HDFS access by 
enhancing DMS to enable direct 
communication between HDFS data 
nodes and PDW compute nodes. 

Solution Advantages 
Microsoft PolyBase offers advantages at 
the query level and through its 
integration capabilities. It also enables 
customers to expand to new data 
sources in the future. 

Queries over relational and 
Hadoop data 
PolyBase is one of the most exciting 
technologies to emerge in recent times 
because it unifies relational and non-
relational data at the query level. 

• Integrated query: PolyBase accepts 
a standard T-SQL query that joins 
tables containing a relational source 
with tables in a Hadoop cluster 
referencing a non-relational source, 
and seamlessly returns the results to 
the user. 

• No difficult learning curve: 
Standard T-SQL can be used to 
query unstructured data as if it were 
stored in Microsoft SQL Server. IT is 
not required to pre-load data from 
Hadoop into the warehouse and 
users are not required to learn 
MapReduce to execute the query. 

• Advanced query options: Apart 
from performing simple SELECT 
queries, users can also perform 
operations such as JOINs, GROUP 
BYs, and more on millions of rows 
stored in a Hadoop cluster. 

Query data in place 
Microsoft BI integration enables users to 
connect to PDW with familiar tools, such 
as Excel, to create compelling 
visualizations and make key business 
decisions from structured or 
unstructured data quickly.  

• Integrated BI tools: Power View 
and PowerPivot are fully integrated 
in Excel 2013, which gives PolyBase 
the ability to provide insight to 
users who may not be able to 
understand the technology or who 
don't want to. Excel 2013 is now a 
complete end-user BI tool that can 
increase user productivity with its 
familiar environment. 

• Innovation with Power View: 
Power View enables users to 
visualize and explore data residing 
in HDFS, and to quickly unlock the 
story hidden behind the data. In 
addition, Power View completely 
supports Data Analysis Expressions 
(DAX) query implementation on top 
of a Multidemensional Online 
Analytical Processing (MOLAP) cube 
to build reports for analyzing 
unstructured data. 

Future expansion to other data 
sources 
PolyBase is one of the latest innovations 
and is continuously evolving. PolyBase 
will be released in multiple phases. The 
first phase will be released as a part of 
SQL Server 2012 PDW. The future 
phases of PolyBase will provide more 
advanced query capabilities to 
customers. 

• Computational capabilities:  
The next phases of PolyBase will 
extend the PDW engine to submit 
MapReduce jobs as a JAR file to 
Hadoop clusters and take 
advantage of its computation 
capacity. The Query Optimizer will 
compile a predicate into an 
equivalent Java MapReduce job with 
column-level statistics on HDFS 
tables stored in PDW, and the Query 
Executor will submit that job to a 
Hadoop cluster for execution. 

• Semantic support: Java code will 
use a library of PDW-compatible 
type conversion routines to ensure 
semantic equivalence. 

PolyBase Use Cases  
PolyBase introduces the concept of 
external tables to represent data 
residing in HDFS. An external table 
defines a schema (that is, columns and 
their types) for data residing in HDFS. 
The table’s metadata lives in the context 
of a SQL Server database and the actual 
table data resides in HDFS. 

Clearly, PolyBase offers numerous 
benefits and advantages over traditional 
data management methods. PolyBase 
can deliver the following benefits: 

• Provides rapid “time to insight” for 
analysts using standard SQL 

• Exposes existing SQL-sourced BI 
toolsets to Hadoop 

• Loads and unloads data in parallel 
to and from PDW 

• Archives historical data 
• Harnesses the computational 

capacity of Hadoop clusters 

Additional Information 
More information on the Microsoft Big 
Data solution is available at: 

• Microsoft SQL Server 2012 
Parallel Data Warehouse: 
http://www.microsoft.com/en-
us/sqlserver/solutions-
technologies/data-
warehousing/pdw.aspx  

• Microsoft Big Data: 
www.microsoft.com/bigdata 

• Big Data Scenarios:  
www.windowsazure.com/en-
us/home/scenarios/big-data/ 
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