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Executive Summary  
 
This report presents the main achievements of the SpeDial consortium with respect to the 
integration and evaluation of the SpeDial platform. 
 
The main goals of WP4 was to 1) collect user requirements, examine use cases relevant to the 
SMEs and their customers, 2) define the platform architecture, functionality and user interface, 3) 
identify high-performing algorithms as candidates for integration in the platform, and finally 4) 
design, build and evaluate the spoken dialogue analytics and spoken dialogue enhancement 
platforms. Tasks 1-3 were mostly conducted during Year 1 of the project, while task 4 was 
achieved during Year 2. 
 
Based on the user requirements of the SMEs and their end-customers, the use case analysis, as 
well as the list of speech analytics technologies available by the research partners of the project 
we have defined the basic architecture and functionality of the SpeDial platform The use-cases 
have been especially valuable in guiding the platform design. 
 
The SpeDial spoken dialogue analytics platform has been integrated using a hub architecture into 
VoiceWeb’s Analytics Platform. The communication is performed via a central hub that acts as a 
broker between the modules. The main research modules integrated in the platform are the 
affective analysis and recognition module, the age/gender detection module and the hot-spot 
detection module. In addition, the core log processing functionality provided by the SME partners 
is included in the spoken dialogue analytics part of the platform. A common SPDXml log format 
was defined by the SpeDial consortium. Each module updates the SPDXml log file with the new 
information. This way information from the log and analytics information computed from the 
modules are seamlessly integrated and passed around. 
 
The SPDXml log is also used to communicate with the spoken dialogue enhancement module (Nu 
Echo’s Atelier). The dialogue enhancement module is mainly used to visualize and identify 
problematic parts of the dialogue. Substantial effort has been put on improving the hotspot 
detection algorithms, focusing on root-cause analysis, as well as automatically discovering the 
most promising tuning opportunities. 
 
The integrated speech analytics modules have been evaluated on various application domains (our 
five use-cases above) and languages. End-to-end integration of the platform has been achieved in 
Y2.  
 
Overall, the main contributions of WP4 of SpeDial in Year 2 were 1) the implementation of a hub 
architecture for providing speech analytics capabilities to the industrial partners’ technologies and 
tools, 2) improved analytics algorithms provided by the partners, 3) enhancements to VoiceWeb’s 
analytics tools to leverage the research modules, 4) enhancements to Nu Echo’s Atelier tuning 
platform to automatically detect and suggest tuning opportunities based on annotations provided 
by the research modules.  
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1 Introduction 
 
The main business driver behind this integration WP is to reduce the development effort is spend 
on fine-tuning the performance of deployed services, especially the call-flow, prompts and speech 
understanding grammars to reach their target key performance indicators (KPIs). As a first step we 
have investigated various use cases that are relevant for the SMEs and their end-customers in 
order to identify the user requirements for the platform and define the system functionality and 
architecture. 
 
Next we selected from the list of speech analytics technologies developed by the research partners 
in year 1 of the project (in WP2 and WP3) the most relevant and high-performing ones to integrate 
into the IVR analytics platform, namely affective recognition, hot-spot detection, intelligent log 
analysis and age/gender detection.  These technologies facilitate the automatic or semi-automatic 
extraction of relevant information from large amount of speech data. The end goal here (just as is 
the case for call centers) is to extract business intelligence and take the appropriate action for 
boosting the performance of the agent in order to meet the end-user key performance indicators 
(KPIs).  All these information is encoded in a SPDXml log file that is passed to the visualization 
software that is part of the spoken dialogue enhancement module. In the current version of the 
platform the dialogue enhancement module is mainly used to identify problematic parts of the 
dialogue rather than automatically correct them. Note that the SME requirement and invaluable 
experience in service doctoring was also used here to make decision on the design and 
functionality of the platform. Based on SME input the time it takes for detection of the root cause 
of a low performing speech service is many times higher than the time it takes to correct it. In 
Year 2, we thus focused a lot of our efforts to the automatic detection of tuning opportunities 
based on the annotations provided by the research modules. All in all, our end-goal is a platform 
that significantly speeds up the speech doctoring process by analyzing and modeling large 
amounts of human-computer interaction speech data, as spoken dialogue analytics. 
 

 
Figure 1.The high-level SpeDial workflow. 

 
The main concept behind the SpeDial platform is shown above: KPIs and IVR Analytics metrics 
together with logs/data from the deployed speech application fed into the SDS 
enhancement/customization module that identify the problems and help the developer 
update/localize the prompts/grammars and dialogue flow of the speech service. 
 
As discussed above, the main driver for the design of our platform has been the development of 
use cases that materialize the vision of our partners on the way the system should work. The 
development of the use cases drives our design specs, requirements, and prototypes. Note that the 
selection of use cases was driven by both (labeled) data availability and SME business needs.  
 
Here are the main use cases we worked on: 
 
Information seeking use-case 1: The Cambridge Dialogue System [Juricek et al., 2012] is a 
research system developed mainly to provide information to users, such as restaurant and bar 
recommendations in Cambridge. The system is a state-of-the-art statistical dialog manager. The 
corpus used in this project comprises of spoken interactions between the Cambridge Spoken 
Dialogue System and users collected as part of system evaluation. The users were recruited via 
Amazon Mechanical Turk (AMT), and were given a task to accomplish e.g. “You are looking for 
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a cafe food restaurant and it should have cheap price range. You want to know the address and 
postcode.” Their motivation to use the system was the financial reward that they got rather than a 
real interest on the information provided by the system. For further details about this data please 
see Section 1.8 in D2.1.This use case is mostly used for algorithmic development and evaluation 
by the research partners. 
 
Information seeking use-case 2: Let’s Go [Raux, Langner et al., 2005] is an SDS developed and 
maintained by the Dialog Research Center (DialRC) at Carnegie Mellon University that provides 
bus schedule information for Pittsburgh’s Port Authority buses during off-peak hours. The system 
ran live since 2005 until spring 2014, receiving an average of 40 calls per day on weekdays and 90 
calls per day during weekends. When dialing the Port Authority customer service number during 
off-peak hours users were informed that there was no human operator available at that time to take 
the call, however if they were looking for schedule information they were offered the possibility 
to be routed to the Let’s Go system to obtain the desired bus schedule information. More details 
about the Let’s Go data set are presented in Section 1.9 in D2.1.This use case is mostly used for 
algorithmic development and evaluation by the research partners. 
 
Call Center - Finance 1: The Swedish Call Center Corpus (SweCC) is a corpus of calls from a 
commercial customer service in Swedish that tries to extract some information from customers 
before routing the call to a human operator. This procedure allows the human operator to have the 
necessary information about the customer and the reason for calling beforehand. This saves 
working time for the operators and enables the service to handle more calls simultaneously. 
Details about this dataset can be found in Section 1.10 in D2.1. The relevance of these data for the 
SpeDial project is very high. These are large amounts of real data from real customers. However, 
these are not data generated within the project many restrictions are in place for using these even 
within the SpeDial consortium. 
 
Information Seeking use-case 3: The movie ticketing dataset consists of recorded dialogues in 
Greek (including both system and users) taken from a call center application dealing with movie 
booking and related information. The data was provided by VoiceWeb totaling in hundreds of 
thousands of dialogues. The main functionality of the service is the retrieval of information about 
movies and cinemas followed by ticket booking. A subset of dialogues was selected for 
transcription (including anonymization) and annotation with respect to emotion. Although these 
data are not a perfect match for SpeDial in terms of application domain, these data were collected 
from a deployed service of a SpeDial SME partner. Also this service has been enhanced over 
many years by VoiceWeb, making it an excellent use-case for studying the service development 
lifecycle, as well as, for spoken dialogue analytics algorithmic development. 
  
Call-Center - Finance 2: This use case will be used, as an end-to-end evaluation use-case for all 
research modules using the data (system’s log, grammars, recognizer’s logs, transcriptions and 
call recordings) of an actual system in the banking domain (in the Greek language). The system 
automates the whole communication with the customer, by identifying and routing her request, 
identifying and authenticating the customer and automatically servicing her request -either 
informational or transactional. This dataset is very relevant for SpeDial. This is a system that was 
developed by VoiceWeb (deployment in Q1 of 2015) and was a perfect use case for studying the 
end-to-end evaluation of the integration with the research modules.  
 
The rest of the document is organized as follows. In section 2, we present the SpeDial platform 
architecture following a review of the use cases identified in Y1 of the project. Section 3 then 
presents the IVR analytics platform and, more specifically, how the research modules are exposed 
and integrated to the platform. Finally, we describe the final datasets that were used by the 
SpeDial consortium members in section 4. 
 
In the next paragraphs, we provide a synopsis of the main work conducted during the second year 
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of the project for WP4 with respect to the recommendations and comments of the first year review 
meeting.   
 
Recommendation. “The hotspot detection seems to be a crucial element of the doctoring aspect 
of the project. It should be considered as the core of the research in the future.” 
 
Response. In Year 2, most of our efforts have been focused on two distinct aspects: 1) the 
integration of the SpeDial platform in VoiceWeb’s IVR Analytics tools, and 2) the development 
of better visualization and data analysis tools in Atelier. The latter, specifically, was developed in 
order to address the need to leverage hotspot detection annotations (and other research modules 
annotations) by tools capable of efficiently and automatically suggesting SDS optimization 
opportunities based on large sets of annotated utterances instead of call-level or utterance-level 
annotations.  
 

2 Platform Specifications 
 
Based on the user requirements of the SMEs and their end-customers, the use case analysis, as 
well as the list of speech analytics technologies available by the research partners of the project 
we have defined the basic architecture and functionality of the SpeDial platform as outlined 
below. The use-cases are further analyzed and presented in Section 2.4 in the context of the 
SpeDial platform. 

2.1 Progress from Year 1 

At the end of Year 1 of the project, most of the work on the specification of the SpeDial platform 
architecture was mostly done. Year 2 was essentially concerned with the implementation of this 
platform and the integration into VoiceWeb’s Analytics Platform and Nu Echo’s Atelier tool. 
 
The most important changes since then end of Year 1 are: 

● The architecture has been refined and is now described more appropriately using  Service-
Oriented Architecture (SOA) teminology. 

● Two new research modules have been added: 
○ A nativeness detection module 
○ A DTMF detection module 

● Nu Echo’s Atelier tool has been enhanced with new features to automatically detect and 
propose tuning opportunities, to address comments issues raised during the Interim report 
meeting.  

● Some of the datasets (linguistics resources) were enhanced. 

2.2 Use Cases 

Here we elaborate on the five use-cases defined in Section 1. As discussed above these use-cases 
are used to develop the research modules, define the SpeDial platform functionality and 
architecture, build, test and evaluate the end-to-end platform. Three cases have been defined from 
the SMEs business perspective, as well as driven by the project needs for annotated data for 
training models and evaluating algorithms. Here each use-case is tied to a specific project need. 
 
Use Case 1: Hotspot detection in the Cambridge Restaurant system 

Thank you for calling the Cambridge Information system. Your call will be 
recorded for research purposes. You may ask for information about a place to 
eat, such as a restaurant, a pub, or a cafe. How may I help you? 

Sys: 1 



                   
 

D4.4 Final Report on Platform Integration and Evaluation 
 
 
 Page 8 of 39                                          

hi I am looking for a Chinese takeaway restaurant Usr: 2 

Caffe Uno is a great restaurant. Sys: 3 

does it serve Chinese Usr: 4 

The Shanghai Family Restaurant is an outstanding restaurant and it serves 
Chinese food. 

Sys: 5 

what's the address Usr: 6 

The Shanghai Family Restaurant is on 39 Burleigh Street. Sys: 7 

ehm eh what's the area of the venue Usr: 8 

The phone number of the Shanghai is 01223 301761. Sys: 9 

what area is that Usr: 10 

The Shanghai Family Restaurant is on 39 Burleigh Street. Sys: 11 

what’s the area Usr: 12 

The Shanghai Family Restaurant is in the riverside part of town. Sys: 13 

eh thank you good bye Usr: 14 

  
The Cambridge dialogue system is a statistical dialogue system. In the corpus we observe that the 
system hardly engages in explicit or implicit clarification dialogue, rather it leaves the initiative on 
the user for correcting the system. In turn 3, the system recommended a restaurant (Caffe Uno) 
that didn’t meet the user requirements (Chinese food). In turn 5, the system presents a new 
recommendation without giving a clear response to user turn 4 (clarification). This makes the task 
of automatic detection of hotspots harder as more direct cues such as corrections using a “no, not 
X, but Y” are not readily available. 
 
Similar behavior is seen in user turns. In turn 10 and 11 the user repeats the request instead of 
saying, something like “no, not X, but Y”. Here again more direct cues are not available and thus 
the task of hotspot detection has to rely on detection of repetitions as a cue for hotspot. 
 
Use Case 2: Hotspot detection in the Let’s Go system 
 
In this use case we present an excerpt from a real Let’s Go call with the transcribed content of the 
user’s answer. Given that it is a system dealing with real users, explicit confirmation is a widely 
used strategy throughout the dialogue. In this excerpt the system shows that it is unable to detect 
that the user is rephrasing the content of the previous utterances and keeps confirming wrong slot 
values throughout the dialog. 
 

Leaving from EMERSON AND MAIN. Is this correct? Sys: 1 

HARTMAN AND ANDERSON Usr: 2 

Leaving from MAIN AND EMERSON. Is this correct? Sys: 3 

HARTMAN STREET Usr: 4 
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Leaving from CARSON STREET. Did I get that right? Sys: 5 

HARTMAN Usr: 6 

  
The hotspot detector should detect these cases and suggest changes in the dialog flow. As we can 
see in the excerpt this user is not answering with ‘yes’ or ‘no’ to explicit confirmation. As the 
dialogue progresses the user might get angrier, might start speaking more articulated than its 
normal way of speaking and consequently becomes less understandable to the speech recognizer. 
 
From this example, the hotspot detector should first detect that these turns where the user is 
repeating himself are hotspots. Then it should be able to provide feedback about the dialogue 
strategy used. For dialogues like the one presented in the example, clarifying what kind answer is 
expected from the user, rather than confirming unsuccessfully acquired slots would have been a 
better strategy. 
 
Use Case 3: Affective Analysis and Hotspot Detection in the SweCC system 
 
In this use case we show a dialogue from the SweCC corpus. This corpus contains data from real 
users using a commercial dialogue system in the customer service domain. In the excerpt 
presented the system is trying to fill the phone number slot before handing the call to a human 
operator. System prompts in English and transcribed utterances with respective English translation 
are shown in the example. Just like in Let’s Go, explicit confirmation is frequently used in this 
system. Unlike the previous example, the user is not repeating or rephrasing himself, instead he is 
showing dissatisfaction since the system does not understand him correctly. 
 

Which phone number does your request concern? You may also say 
‘continue’. 

Sys: 1 

NOLL SJU NOLL SJUTTIO ÅTTA TRETTIO FEM SJU TVÅ Å GUD 
(0707835572 oh God!) 

Usr: 2 

Did you say 0707835700? Sys: 3 

VAD ÄR DETTA DET MÅSTE JU GÅ ATT KNAPPA IN DET HÄR 
(what’s this, it must be possible to dial this) 

Usr: 4 

Did you say 0707835700? Sys: 5 

PÅ ATT FÅ EN HJÄRNBLÖDNING (to get a cerebral haemorrhage) Usr: 6 

The hotspot detector would first identify that turns 3 and 5 were not appropriate given the user 
answer in turns 2 and 4. Besides identifying the hotspot, some changes would also be proposed in 
order to avoid this behavior. First, a similar alternative to the one proposed in User Case 2, can 
also be proposed here, that is the user should clarify which answers it does expect at this point of 
the dialogue. Another aspect that should be taken into account is that there was no ASR output for 
turns 4 and 6, since the grammar used for confirmation was designed to recognize phone numbers, 
which in turn hinders the recognition of other content. The hotspot detector should also output 
that. Another useful output should be that it might be useful to increase the coverage of the 
grammar or language models used at this point of the dialog. Finally, if affective speech analysis 
is available, the hotspot detector could also propose a strategy whenever it is dealing with users 
that sound frustrated or dissatisfied with the system performance (as it evidenced  by the analysis 
of transcribed utterances). 
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Use Case 4: Emotion recognition for movie ticketing call center 
 
Here, a typical dialogue from the Call Center for movie ticketing dataset is shown. The overall 
task is the retrieval of information about movies and cinemas followed by ticket booking. The 
original dialogues are in Greek (the English translation is shown in parentheses). 

1.      Sys: ΓΙΑ ΤΙΣ ΩΡΕΣ ΠΡΟΒΟΛΗΣ ΚΑΙ ΤΙΣ ΛΕΠΤΟΜΕΡΕΙΕΣ ΟΛΩΝ ΤΩΝ ΤΑΙΝΙΩΝ 
ΠΕΙΤΕ ΠΡΟΓΡΑΜΜΑ ΤΑΙΝΙΩΝ. (For showtimes and information for all movies say 
movie program) 

2.      Usr: ΠΡΟΓΡΑΜΜΑ ΤΑΙΝΙΩΝ. (Movie program) 
3.      Sys: ΠΡΟΓΡΑΜΜΑ ΤΑΙΝΙΩΝ. ΤΩΡΑ ΠΕΙΤΕ ΜΟΥ ΤΟ VILLAGE Η ΚΑΙ ΤΗΝ 

ΗΜΕΡΑ. (Movie program. Now tell me the Village cinema and the day.) 
4.      Sys: ΠΕΙΤΕ, VILLAGE AT THE MALL, VILLAGE ΡΕΝΤΗ, VILLAGE ΜΑΡΟΥΣΙ Η 

VILLAGE ΠΑΓΚΡΑΤΙ (Say, Village at the Mall, Village Renti, Village Marousi or 
Village Pagkrati) 

5.      Usr: VILLAGE ΜΑΡΟΥΣΙ. (Village Marousi.) 
6.      Usr: ΝΑΙ. (Yes.) 
7.      Sys: ΠΑΜΕ ΣΤΟ VILLAGECENTER ΜΑΡΟΥΣΙ, ΠΕΙΤΕ ΜΟΥ ΤΩΡΑ ΠΟΙΑ ΗΜΕΡΑ 

ΘΕΛΕΤΕ? (For the Village Center Marousi, tell me which day you would like?) 
8.      Usr: ΤΡΙΤΗ. (Tuesday.) 
9.      Sys: ΕΙΠΑΤΕ, ΣΗΜΕΡΑ ΤΡΙΤΗ ΔΙΑΘΕΣΙΜΕΣ. ΠΡΟΒΟΛΕΣ ΟΛΩΝ ΜΑ ΟΛΩΝ ΤΩΝ 

ΤΑΙΝΙΩΝ ΣΤΟ ΜΑΡΟΥΣΙ. ΠΕΡΙΠΟΥ ΠΟΙΑ ΩΡΑ ΘΕΛΕΤΕ? (You said, today 
Tuesday. Available views for all movies at Marousi. What time would you like?) 

10.  Sys: ΥΠΑΡΧΟΥΝ. (There are.) 
11.  Usr: ΕΝΤΕΚΑ ΚΑΙ ΤΕΤΑΡΤΟ. (Eleven fifteen.) 
12.  Sys: ΠΡΟΓΡΑΜΜΑ ΤΑΙΝΙΩΝ ΚΟΝΤΑ ΣΤΙΣ ΔΕΚΑ ΚΑΙ ΤΕΤΑΡΤΟ. (Movie program 

for ten fifteen.) 
13.  Usr: ΕΝΤΕΚΑ ΚΑΙ ΤΕΤΑΡΤΟ. (Eleven fifteen.) 
14.  Sys: ΕΠΙΛΕΞΑΤΕ ΤΗΝ ΤΑΙΝΙΑ STRAIGHTSTORY ΣΤΙΣ ΕΝΤΕΚΑ ΚΑΙ ΤΕΤΑΡΤΟ. 

ΔΕΝ ΥΠΑΡΧΕΙ ΠΡΟΒΟΛΗ ΣΤΙΣ ΕΝΤΕΚΑ ΚΑΙ ΤΕΤΑΡΤΟ. ΠΕΙΤΕ ΜΟΥ ΤΩΡΑ 
ΑΚΡΙΒΩΣ ΠΟΙΑ ΩΡΑ ΠΡΟΤΙΜΑΤΕ. (You chose the movie Straight Story at eleven 
fifteen. There is no movie at eleven fifteen. Tell me exactly what time do you prefer.) 

15.  Sys: ΠΟΛΛΕΣ ΘΕΣΕΙΣ ΥΠΑΡΧΟΥΝ ΣΤΙΣ ΕΝΤΕΚΑ ΔΕΚΑ ΚΑΙ ΤΕΤΑΡΤΟ ΔΩΔΕΚΑ 
ΚΑΙ ΤΕΤΑΡΤΟ ΤΟ ΒΡΑΔΥ ΚΑΙ ΣΤΙΣ ΜΙΑ ΤΟ ΒΡΑΔΥ ΠΕΙΤΕ ΜΟΥ ΑΚΡΙΒΩΣ. 
ΠΟΙΑ ΩΡΑ ΠΡΟΤΙΜΑΤΕ? (There are many seats at eleven ten fifteen and twelve fifteen 
pm and at one o’clock am. What time do you prefer?) 

16.  Usr: ΑΡΘΟΥΡ ΚΑΙ ΟΙ ΜΙΝΙΜΟΟΙ. (Arthur and the Minimois.) 
17.  Sys: ΕΠΙΛΕΞΑΤΕ ΤΗΝ ΤΑΙΝΙΑ Ο ΑΡΘΟΥΡ ΚΑΙ ΟΙ ΜΙΝΙΜΟΟΙ 

ARTHURANDTHEMINIMOIS ΜΕΤΑΓΛΩΤΤΙΣΜΕΝΟ. ΤΙ ΩΡΑ ΘΕΛΕΤΕ? ΠΟΛΛΕΣ 
ΘΕΣΕΙΣ? (You chose the movie Arthur and the Minimois, Arthur and the Minimois in 
Greek. What time would you like? How many seats?) 

18.  Usr: ΕΝΤΕΚΑ ΚΑΙ ΤΕΤΑΡΤΟ. (Eleven fifteen.) 
19.  Sys: ΠΡΟΒΟΛΗ ΣΤΙΣ ΕΝΤΕΚΑ ΚΑΙ ΤΕΤΑΡΤΟ ΤΟ ΠΡΩΙ ΜΕΤΑΓΛΩΤΤΙΣΜΕΝΟ 

ΑΙΘΟΥΣΑ ΕΝΑ DIGITALTHEATRESOUND. ΠΕΙΤΕ ΜΟΥ ΤΩΡΑ ΠΟΣΑ ΕΙΣΙΤΗΡΙΑ 
ΘΕΛΕΤΕ. (Showtime at eleven fifteen in Greek am room one digital theatre sound. Tell 
me how many tickets would you like.)  

The emotion recognition module would recognize the user utterances 13 and 18 as slightly angry, 
because the uttered time (eleven fifteen) is not recognized by the system. This would be captured 
by the speech emotion recognition module. In similar dialogues we observed many cases where 
the anger is also lexicalized using insults that can be captured by the text-based module. 
  
Use Case 5: Speech Service Enhancement for a Financial Call-Center Application 
 
The financial call-center application was fully deployed in Q1 of 2015 by VoiceWeb for a major 
bank in Greece. Current running deployments permit us to build use case scenarios that are used to 
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evaluate the research modules both in an offline but also in an online mode. The complexity of the 
deployed system gives us the possibility to test the modules both in a natural language interaction 
with a system, but also in the traditional directed way. For the evaluation use cases from the 
financial domain are selected that can be described as follows: 
 
Scenario 1: The initial opening prompt of the system that aims to get the caller’s request. 
Example Prompt: Welcome to sample bank! How can we help you today? 
 
The grammar expecting the caller’s request is a GRXML grammar using a statistical language 
model for recognition and a semantic statistical model and the robust parsing technology for 
extracting the meaning and interpreting the caller’s request. 
 
The initial prompt can be followed by disambiguation questions if the caller’s request is not 
unique or unspecified. 
 
Example prompt (translated in English): 
For disambiguation: So you would like to activate your card! Is this about your credit or debit 
card? 
 
For unspecified utterances: I am sorry to hear that you are having a problem! Can you tell me a 
little bit more about it? 
 
Also in the disambiguation or clarification questions the same initial grammars are used. This 
allows also the caller to change the semantics of her request, but also creates many recognition 
issues, that can be used for hot-spot detection or affective analysis. 
 
Scenario 2: The caller wants to make a money transfer to another account but in different 
currencies. 
 
This scenario needs as an input: <origin account><target account><amount><origin 
currency><target currency> 
 
The prompt can vary, based on the input the system got from the caller in a previous dialogue 
state. 
 
Example prompt: You would like to transfer money from your current account. Please specify the 
target account, the amount and the currency. 
 
For the recognition a statistical language model is used, whereas for the extraction of the meaning 
in “slots” a robust parsing grammar is used. 
 
Although the dialogue in this scenario is more directed, it leaves great space for hot-spot 
detection, recognition deficits analysis, affective analysis and new suggestions for call-flow 
improvement. 
 
For all scenarios the “errors” and “no inputs” are handled based on best practices, by using 
different prompts for “no matches” or “no input” although the same grammars are still running 
behind. 
 
The advantages for using an under-deployment system for evaluation are the following: 

1) Manual hot-spot detections can be compared to the automatic ones coming from the 
research module 

2) Manually detected recognition issues in SLM, SSM or GRXMLs can be compared to the 
automatic ones 
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3) Manually affective analysis that indicates prompt or flow issues can be compared to the 
automatic one 

4) Automatic created suggestions for flows defects or re-prompting can be deployed and the 
efficiency can be measured 

5) Logs are in the consortium's agreed format and can be parsed without extra effort 
6) Grammars, flow diagrams and dialogue documents are available for research purposes 
7) The results of the SpeDial project find an immediate and practical effect. 

 
Apart from the logs (both recognition and system logs) that describe the flow and actual and 
candidate hot-spots and are available without the man-in-the-loop, 2500 calls were manually 
classified for their completion and recognition accuracy - in order to be used as a “groundtruth” 
for the evaluation of the results of the research modules. Apart from that hot-spots and 
emotionally loaded candidates were manually transcribed and annotated based on KTH and 
Athena’s annotations. These real customer data was used for evaluation purposes. 

2.3 Platform Functionality 

The final version of the platform has the following functionality: 
1.  Performs age/gender detection at the utterance level (language independent). 
2. Performs affective speech analysis (categorical emotions and continuous emotions) at the 

utterance and dialogue level (language independent). 
3. Performs affective text-based analysis. 
4. Performs continuous-space 3D (activation, valence, dominance) affective text analysis at 

the utterance and dialogue level in the English and Greek languages. 
5. Performs spoken dialogue hot-spot analysis using features extracted for the speech signal 

and the logs. Specific in-domain models are trained for each application in this version of 
the platform. 

6. Integrates application logs as provided by the interactive voice response (IVR) system, 
including timing information, recognizer output, recognizer confidence, concepts 
recognized etc. 

7. Integrates all information in a unified SPDXml log format. 
8. Provides advanced spoken dialogue analytics and dialogue flow visualization capabilities 

from the logs and speech analytics modules (SPDXml files) in the Atelier system, 
including dialogue state merge/split capabilities. Various visualization groupings and 
views are possible, enabling the developer to quickly identify problems in the dialogue 
flow, prompt structure or grammar/speech understanding component of the system. 

9. Provides automatic tuning opportunities suggestions from the Atelier system based on all 
available call-level and utterance-level annotations. 

10. Provides advanced spoken dialogue analytics and reporting visualization from the 
recognizer logs, VW system logs and speech analytics modules (SPDXml files) in the 
VW analytics tool. 

 

2.4 Platform Architecture 

The introduced platform acts as a “hub” that aims to provide integration among the different 
spoken dialogue analytics modules. The role of the central “hub” is to perform orchestration of the 
different research web service modules. Apart from its mediator role, the “hub” also acts as data 
provider; retrieves logged dialog data from persistence, fills the respective data structure and 
shares them vis-à-vis web service requests with the exposed modules. The research modules then 
use the provided input information in order to run their algorithms and return back, by means of 
web service responses, an enhanced version of the original data structure, containing the output as 
calculated at the specific tier. Upon retrieval of the enhanced information, the integration module 
is responsible for persisting the information which, in turn, is used for statistical analysis and 
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visualization purposes. 
 
The “hub” follows a service-oriented-architecture (SOA) paradigm that allows all involved 
modules to communicate by means of web services. Specifically, each research module exposes 
an endpoint that allows external systems to communicate by means of web service requests. After 
processing the requests, the modules return back, by means of web service response, the 
calculated scores, computed after running the algorithms implemented at research module level. 
The architecture follows a loosely coupled approach that clearly separates implementation details 
from interface specification. The aforementioned approach allows for more efficient integration, 
using commonly agreed upon data structures that serve as the “contract” for communication 
between the different web service modules with the data provider / integration module. In the 
aforementioned architecture, the “hub” performs the role of both data provider as well as that of 
the integrator. 
 
Specifically, VoiceWeb maintains a database of dialog related information. All logged dialog 
information is stored in persistence by VoiceWeb’s dialog manager platform, and corresponds to 
real-life data originating from banking related settings. Therefore VoiceWeb, on one level, 
provides data provision functionality that facilitates the respective web services by providing the 
required input that would allow the research modules to run their respective algorithms. 
 
In order to facilitate the service-oriented-architecture approach, a commonly agreed upon XSD 
structure has been defined, that serves as common specification and data structure serving as a 
container for all information maintained at VoiceWeb’s database, as well as output data returned 
by the different research modules. Specifically, the data provision functionality is performed by 
means of exporting the data logged in the database as XML files (following the XSD 
specification) and sending them to the exposed web service methods of the research modules. 
 
At a second level, the goal of the “hub” is to provide an integration module that performs 
orchestration of the different speech analytics web service modules. The “hub” therefore acts as 
the integration module that invokes the web service methods exposed by the different research 
modules and retrieves back the scores calculated for the attributes of interest of the specific dialog 
data (for which the request was made). Upon web service response, the integration module stores 
the retrieved data in persistence. On a later stage all collected data are going to be processed for 
visualization and reporting / statistical analysis purposes. 
 
The different modules that are involved in the “hub” platform include: i) data provision, ii) 
research modules, iii) integration and iv) visualization module. Furthermore, in this section we 
present in detail how integration of the aforementioned modules in achieved in the SpeDial 
platform, a high level of which is depicted in figure 1. 
   
The data provision module is provided by VoiceWeb and is responsible for retrieving the dialog 
data stored in VoiceWeb’s database and exporting them in respective XML files constructed 
according to the agreed upon XSD contract. VoiceWeb maintains all dialog data (provided by the 
Dialog Manager Platform, developed in-house) in persistence. 
 
The dialog data maintained by VoiceWeb can be distinguished into: 

i. Data in textual format; containing information grouped together in user and system turns, 
including text representation of system prompts as well as user utterances. 

ii. Data in audio format; i.e. audio files of the actual user turn utterances (for which textual 
representation has been provided) as recorded at IVR level. 

   
The integration module aims to orchestrate the web services of the aforementioned research 
modules and store their output in persistence. Specifically the integration modules first extracts 
the filled XML message (with dialog data) constructed by the data provision module, and in turn 
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invokes all exposed web services sequentially. Upon web service response, the values calculated 
by the web services (for each pertinent attribute of interest) are stored in persistence enhancing the 
original XML structure. 
  
The specific module aims to retrieve from persistence the stored, enhanced dialog data, as well as 
scores for the different attributes calculated by the research modules and then aggregate 
information in order to provide visualizations based on business imposed key performance 
indicators. 
 
 

 
 
 

Figure 2.The SpeDial platform architecture. 
 
 

2.4.1 Brief Description of Modules 

The main research modules integrated in the platform are the affective analysis and recognition 
module, the age/gender detection module, the nativeness detection module,   the DTMF detection 
module, and the hot-spot detection module. In addition the core log processing functionality 
provided by the SME partners is included in the spoken dialogue analytics part of the platform. 
 
Affective Module: Regarding the speech emotion recognition module, an utterance is 
characterized by 3 labels: a binary label (positive vs. negative emotion), and two continuous 
scores (within the 1,1  interval) dealing with valence and arousal. For training and testing the 
system, a subset of the 5757 features used in the 2012 Computational Paralinguistic set [Schuller 
et al, 2012] was used. The feature set is based on 32 well-established low-level descriptors, 
including prosody, spectrum, and voice quality. 
 
The text-based emotion recognition module, characterizes a word w with respect to its affective 
content in a continuous space within the [−1, 1] interval. The affective content of each word is 
defined by the three affective dimensions, namely, valence, arousal, and dominance. The affective 
score of each word and affective dimension derives through the linear combination of its semantic 
similarities to a set of K seed words and the corresponding seeds affective ratings [Malandrakis et 
al., 2013]. The affective score of a sentence is estimated using a combination of the scores of its 
constituent tokens. 
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The affective module fuses results from the speech and text modalities. It provides a REST 
interface to receive SPDXml files from other modules. A single score is computed based on the 
two values computed by the speech- and text-based modules. Finally, the fusion module updates 
the SPDXml file with these values (speech, text and fusion) and returns them back to the client. A 
late fusion scheme was developed during the second year based on the posterior probabilities and 
the decisions of the two affective models, which is detailed in deliverable D2.3. 
 
Age and Gender Detection Module: The age/gender classification modules currently in use were 
optimized for very low latency. The gender module is based on a multi-layer perceptron, and 
distinguishes between child, female and male speech. The age module uses 6373 features also 
used in the 2013 Computational Paralinguistic feature set [Schuller et al, 2013]. Each age class 
(child, adult and senior) is modeled using an SVM with a linear kernel, following a 1-vs-all 
strategy. The age/gender detection module provides results at a per utterance basis and updates the 
SPDXml log file per the server's request. 
 
Nativeness Detection Module: It is also well known that recognition systems fail in the presence 
of strong non-native speech. This was the motivation for including a non-nativeness classifier for 
English. This module receives an audio speech file and applies regression to identify the degree of 
nativeness of the corresponding speaker. It was recently developed during our participation in the 
INTERSPEECH 2015 ComPaRe challenge [Ribeiro:2015:Interspeech]. Results are given in a 
continuous scale from 1 to 5. The performance on the challenge test data was around 0.58 
Spearman score. 
 
DTMF Detection Module: The inclusion of a DTMF Detection module was motivated by the fact 
that DTMF tones may warn that the user resorts to the telephone keys when the spoken dialogue 
flow does not progress as expected. The algorithm in this module has been adapted from the 
DTMF Detection Library, written by David Luu available on https://pypi.python.org/pypi/dtmf-
detector. The module was tuned and evaluated on part of the LetsGo 2006 data [Schmitt2012], 
achieving about 86.5% Precision and 79.0% Recall. 
 
Hotspot Detection Module: In SpeDial, we have taken a supervised machine learning approach 
for training models for hot-spot detection. From our experience on the Cambridge, Let’s Go and 
SweCC datasets, we have learned that not all features are available in all datasets, and similarly 
not all features are found useful across the datasets. During Y2 we came up with a new feature set 
composed of features that could be computed in the different corpora. In any case, the optimal 
solution is to have application dedicated modules. As shown in D2.3 models trained with dataset 
collected with one application and tested in a different application are likely to be less performant. 
The hotspot detection module offers two services: training and testing. In the training part, data in 
bulk are exchanged across sites (either offline or online) for training and feature selection. Once 
this is done the service for hotspot detection can be offered for that specific client. 
 
The hotspot detector modules takes as input a SPDXml file (for the training part it is a batch of 
SPDxmls). Based on the features readily available in the file (e.g. ASR confidence scores), and 
features derived from them (e.g. phonetic and acoustic distances, WER) the hotspot detection 
module trains a model that best captures hotspots in a dataset. The test module adds the classifier 
output (hotspot score) to every system turn in the SPDXml log file and sends it back to the client 
requesting the service. For training and testing the module, the WEKA toolkit for machine 
learning is used [Hall et al. 2009]. 
 
In addition to the spoken dialogue analytics modules listed above, the logs contain the output of 
the speech recognizer (recognized transcript and confidence scores), the dialogue state, timing 
information and a variety of other useful information that can be used by the speech application 
tuning platform. The SPDXml logs contain the combined output of all the systems. 
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Atelier, Nu Echo’s speech application tuning platform, is used to analyze call logs in the SPDXml 
format.  It can be used to inspect individual calls at the interaction level or to look at the data set 
globally.  Using interaction graphs, statistics, tags and filters, Atelier can leverage the call logs 
augmented with the affective scores, hot spot detection and age/gender estimation annotations in 
order to pinpoint dialogue problems. The speech application tuning platform is described in more 
detail in Section 3.3. The spoken dialogue analytics modules are described in more detail in 
Section 3.2. 
 

3 IVR Analytics and SDS Enhancement 
 
The various modules of the SpeDial platform as defined in the Description of Work (DoW) are 
shown in the figure that follows. The main components of a spoken dialogue system are shown 
(speech understanding, dialogue manager, speech generation) along with the main associated data: 
grammars, call-flow and prompts. 

 

 
Figure 5.The architecture for IVR analytics and SDS enhancement. 

 
The input speech (transcribed automatically or manually via crowd-sourcing) along with the 
system logs is the input for the IVR analytics module of the platform that performs a range of 
analysis tasks: affective analysis, call-flow analysis, talk-over analysis, dialogue hot-spot detection 
etc. The output of the IVR Analytics platform together with the annotated data and target KPIs 
(optimization criteria) is the input of the machine-learning layer that helps the developer tune the 
application. 
 
In Section 3.2, we present in more detail the IVR analytics algorithms and the corresponding 
module that have been built for the SpeDial platform. In Section 3.3, we present in more detail the 
service doctoring and visualization platform (Atelier). 

3.1 Progress from Year 1  

In the second year of the SpeDial project the implementation of the platform described above -
including the integration with the research modules- was completed and tested.  
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Whereas in the first year more focus was given on creating the architecture of the platform, on 
testing its feasibility -mostly in terms of response times-, in the second year the focus was on 
finalizing the implementation of platform and evaluating it both in offline and online mode.  
 
In the offline mode, the system does not send the data real time, but stores it through the file-
service in a database that can be invoked by the research modules anytime, and afterwards the 
enhanced information in SPDXML format is updated again in the log service.  
 
The online-mode is also very important, as real-time information is always crucial for 
commercially deployed speech applications. This required a lot of implementation and testing 
time as it stressed both the integration module and the research-modules in terms of response time. 
 
In addition in year 2, the research modules (affective analysis, hotspot detection, age/gender 
detection) have been updated with the latest versions describe in WP2 and WP3 respectively. In 
addition, root cause analysis functionality was added. 
 
The release testing was made by enhancing real time application logs through the research 
modules. The application used for testing was a deployed call-routing application - as it does not 
contain caller’s personal info- and the average response time of the research modules was around 
3-5 seconds which is acceptable for both the online and offline mode. Further enhancements will 
be performed for the productization of the analytics modules in the future. 

3.2 IVR Analytics 

This section describes the three main speech analytics modules, namely affective analysis, 
age/gender detection and hotspot detection in more detail. 
  
Affective Analysis Module Architecture 

The main components of the Affective Analysis System are: 
1.      The Integration Module (or Fusion sub-module), 
2.      The Speech Emotion Detection Module and 
3.      The Text-Based Emotion Recognition Module 

  
The Integration Module of the Affective Analysis System will provide a RESTful interface to 
SPEDIAL platform modules in order to exchange data with them. Using pre-defined URLs, any 
SPEDIAL module can send a SPDXml file to the Integration Module using HTTP POST method. 
The Integration Module will analyze the file, request all relevant emotion detection scores from 
Speech and Text-Based Emotion Detection modules and then calculate the Fusion values from 
speech and text scores. Then the Integration Module will update the SPDXml file and return it 
back to the client that initiated the original call. 
  
The main functional components of the Affective Analysis System are displayed in Figure 6. 
  
Integration Module 

The Integration Module exchanges messages with all other subsystems and it is essentially the 
interface towards the rest of the SPEDIAL Platform.  It is also the Fusion Module that combines 
Speech and Text Emotion Detection values to produce combined results. The Integration Module 
uses a REST Web interface to communicate with all other SPEDIAL modules, which is initially 
based on an Apache Web Server. Web Server Gateway Interface (WSGI) specification is used to 
translate web server requests to Python function calls. Pecan Framework is used as a middleware 
between web server and application to route the different URLs to different application objects. 
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Figure 6. The architecture of the affective module. 

 
When an incoming POST request is coming to Apache Web Server, Pecan uses WSGI to translate 
the URL to a specific controller and route the request there. This controller analyzes the SPDXml 
file that accompanies the POST request and sends all relevant dialogue data to Speech and Text-
based Emotion Recognition Modules. These modules respond with their respective score 
calculations and the controller routes their responds to the Fusion Module. The Fusion scores are 
also calculated and finally all calculated values are integrated into the original SPDXml file and 
then returned back to the External Module that initialized the connection. 
  
Speech Emotion Recognition Module 
The speech emotion recognition module relies on a set of acoustic features, extracted using the 
OpenSmile toolkit. These features are then given as input to the WEKA API, which is a toolkit of 
classification and regression algorithms. The WEKA API is also used for feature selection by 
applying a forward selection algorithm. The module accepts as input audio files (.wave format). 
The path to those files is provided through the SPDXml file. As output, the module provides three 
utterance-level outputs: a binary label (positive vs. negative emotion), and two continuous scores 
(within the 1,1  interval) dealing with valence and arousal. The processing is performed faster 
than real time. 
  
Text Emotion Recognition Module 

The text emotion recognition module is language-dependent relying on the availability of seed 
affective lexicons. The system starts having a set of words with known ratings (seeds) and then 
expands it by computing the affective scores of new words, in the continuous interval [-1,1]. The 
model of estimating the affective scores of words is applicable to all the affective dimensions 
(valence, arousal and dominance) and it is described in deliverable D2.3. Having the affective 
ratings for each word, we can combine them in order to create affective ratings for larger lexical 
units, e.g., sentences. The simplest way is to assume that all the words in a sentence/utterance 
contribute equally, and thus the affective score of a sentence with K tokens is the average of the 
affective tokens of each word. A more sophisticated scheme for the fusion of word-level affective 
scores was developed during the second year and  it is presented in deliverable D2.3. The module 
input are the transcribed utterances that are provided via the SPDxml file. The outputs consist of 
affective scores that are computed at utterance- and dialogue-level. The computed word scores are 
stored into a database. For efficiency reasons, when a new utterance is encountered, the database 
is accessed in order to retrieve any existing scores for the words included in the utterance. If some 
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words are not found in the database, their affective scores are computed by applying the 
aforementioned formula. The processing is performed faster than real time. 
  
Hotspot Detection and Root Cause analysis 

The hotspot detection module relies on features previously extracted from dialogue logs and other 
features that could be computed from the data available in the logs. The first step to hotspot 
detection is to parse the SPDXml, extract the features that will be used in hotspot detection and 
output ARFF with the feature vectors for every instance in the dataset to be used in WEKA. 

Once the ARFF file is created it is ready to be handed to the hotspot detector. The hotspot detector 
currently uses two different algorithms for classification, JRip and SVM, but more can be added in 
the future. Subsets from the feature sets provided for each dataset can be tested by choosing which 
features will be used in the detection. The user has the possibility to user different features sets: 
on-line, off-line and manual. If string features are found in the datasets, they are converted into 
bag-of-words or bag-of-concepts in order since most algorithms tested require numeric data do 
work. 

The output of hotspot detection is written into an ARFF file. A final step is needed to extract the 
hotspot detection information from the ARFF file and placed correctly into the output SPDXml 
file. 

The workflow of the hotspot detection module is summarized in the figure below. 
  

 

Figure 7.Workflow of the hotspot detection module. 
 
With the output SPDXml already with the output of the hotspot detection we can proceed to the 
detection of the root cause for the hotspot. For that, we first filter the utterances that were 
classified as hotspots. Then we use a classifier to predict which hotspots were caused by ASR 
errors. From these hotspots, we could further analyze to see if the source of the error is in the 
language model or the acoustic model. From those hotspots that were not cause by ASR errors, we 
are going to find if the error was caused by the dialogue policy or a poor flow design. We do this 
by fetching the dialogue state sequences that more often led to hotspots. Knowing these 
problematic state sequences the developer can rapidly change the flow chart to avoid them in 
future dialogues. The root cause analysis gives to the developer more precise information where 
problems happen in the system reducing the time in the system development cycle. 
 
Age and gender detection 

The age and gender detection modules can be used to provide additional information for the 
dialog. These models work directly on the speech signal, either provided at the turn level or at the 
dialog level. The result is always produced for the entire dialog. The SPDXml template includes 
two attributes concerning the output of these modules, inside the element “dialogue-attributes”: 
age (child, adult, senior) and gender (child, female and male). The models that are currently in use 
can also assign a probability to the prediction, which can be useful for further processing. For that 
reason, future versions of the template may also include attributes for storing such probabilities. 

The gender module is based on a MLP with 9 input context frames of 26 coefficients, two hidden 
layers with 250 sigmoidal units each and the appropriate number of softmax output units (one per 
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target class) which can be viewed as giving a probabilistic estimate of the input frame belonging 
to each class. The age module uses the 2013 Computational Paralinguistic feature set [Schuller et 
al, 2013], which includes energy, spectral, cepstral (MFCC) and voicing related low-level 
descriptors (LLDs) as well as a few LLDs including logarithmic harmonic-to-noise ratio (HNR), 
spectral harmonicity, and psychoacoustic spectral sharpness. Altogether, the feature set contains 
6373 features. Support Vector Machines (SVM) with linear kernels are used to model each age 
class (child, adult and senior) following a 1-vs-all strategy. 

 
A web service is created that takes as input an audio file and produces an estimate for age and 
gender. For the integration into the SpeDial platform a wrapper around this web service is 
currently being implemented that handles communication with the SpeDial hub. 

3.3 VW Analytics Platform 

SpeDial follows a service-oriented-architecture (SOA) paradigm that allows all involved modules 
to communicate by means of web services. Each research module exposes an endpoint that allows 
external systems to communicate by means of web service requests. After processing the requests, 
the  the research algorithms/models return back  the scores for the system-caller interaction turn 
and a general score at the end of each call. 
 
More efficient integration was accomplished by using commonly agreed data structures that serve 
as the way of communication between the different web service modules with the data provider / 
integration module. VoiceWeb performs the role of both data provider as well as that of the 
integrator. 
 
Specifically, VoiceWeb maintains a database of system related information. All logged call 
information is stored in a database by VoiceWeb’s dialogue manager platform, and corresponds to 
real-life data originating from application’s domain related settings. The data logged in the 
database is parsed and converted into XML files (following the SpeDial XSD specification) and 
finally is sent to the exposed web service methods of the research modules. 
 
VoiceWeb provides an integration module that coordinates the web service of the different 
research modules. The integration module invokes the web service methods exposed by the 
different research modules and retrieves back the scores calculated for the attributes of interest of 
the specific dialogue data. Upon web service response, the integration module stores the retrieved 
data in persistence, while the data is then processed for visualization and reporting/statistical 
analysis purposes. 
 
More detailed information can be found in the deliverable D4.5. 

3.4 Service Doctoring via SDS Enhancement 

Atelier is Nu Echo’s speech application tuning environment.  It can be used to analyze call logs 
from a large variety of sources and has been adapted to read call logs in the SPDXml format.  
Atelier already had a strong foundation for analyzing individual speech samples and perform 
grammar tuning but was lacking when analyzing whole dialogues.  Much functionality was added 
in the context of the SpeDial project to allow such analyses. 
 
 

3.4.1 Atelier Architecture 

Atelier is a rich client application based on the Eclipse platform (http://eclipse.org/) and must be 
installed on the user workstation before being used.  It uses a simple but extensible data model 
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based on attributes and annotations.  Any log that can be fitted into this model can be used.  The 
core concepts are the “utterance” and the “utterance set”, the former representing a single 
interaction and the latter a sequence of interactions or a call.  Both may have string attributes and 
complex annotations like recognition results, semantic references, biometrics results, and more. 

 
The call logs are usually downloaded on the user workstation or made available through a shared 
drive.  Some formats like SPDXml and Atelier native format are directly supported and others 
must be converted (usually with Atelier) before being opened. 
 

3.5 Atelier Functionality 

After opening a SPDXml file (File => Open SPDXml File…), the user is greeted by a tabular 
representation of all interactions in the “Utterances” tab.  Here we used the Let’s Go corpus. 

 
 
The individual calls can be seen in the “Utterance Sets” tab.  When selecting an element in a table, 
various views are updated to show information on the selection like the attributes, annotations and 
other. 
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The dialogue visualization tool is automatically configured after opening a SPDXml file and can 
be used by toggling into the “Dialogues” tab.  The dialogue nodes can be expanded by double 
clicking on them.  More options are available in menus to modify various parameters of the graph 
(compression algorithm, transition thickness, etc…). 
  

 
  
When opening a SPDXml file, statistics based on attributes are automatically created and can be 
visualized using the “Dialogue State Statistics” and “Dialogue Path Statistics” views. 
 
Expressions based on statistics called “Triggers” can be used to highlight problematic states using 
colored pills.  Here we use KTH hot spot annotation to highlight states in yellow when hotspot 
percentage is between 20% and 40% and in red when it is above 40%. 
 
Atelier also offers some reports (when toggling on the “Reports” tab) to automatically spot 
problems by partitioning data on various dimensions and comparing them using metrics based on 
the recognition results and SpeDial partners annotations.  Those metrics can be used on an 
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absolute value basis or by calculating confidence intervals when comparing them on multiple 
dimensions. 
 

 
 
A more detailed User’s Guide is available to lessen the learning curve. 

3.5.1 SDS Enhancement Use Cases 

As seen above, Atelier can be used to leverage and combine all annotations provided by partners.  
In our example, we used hotspot annotations to find which states are more problematic.  The next 
step would be the analysis of individual interactions in order to figure out why those states are 
problematic.  By using existing grammars and transcriptions, it is possible to figure out what kind 
of sentences are out of grammar and should be supported.  Speech recognition issues can also be 
pinpointed and dialogue structural issues can be figured out by analyzing individual calls.  When 
audio files are available, the whole call can be listened to within Atelier. 
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4 Qualitative Evaluation 
A complete quantitative evaluation of the SpeDial platform was not possible as it would have 
required several tuning and optimization projects to be conducted in parallel with different teams, 
and on different types of applications.  However, both SMEs involved in the project (VoiceWeb 
and Nu Echo) have conducted qualitative/subjective evaluations of the output of the project. The 
results of these evaluations are reported in the next sections. 

4.1 VoiceWeb’s evaluation 

At the end of the project we conducted an evaluation in terms of performance and effort spent for 
analysis, based on real customer data coming from the phone-banking call center use-case. 
 
We let speech scientists and VUI designers analyze separately the data coming from the system’s 
logging/reporting (our traditional way of tuning a SDS) and the results of the research modules 
and finally report their findings from both sources. In the meantime we compared the outcomes of 
the research modules and/or system’s output to a “ground-truth” data-set – manually annotated 
data for hot-spots and emotional loaded utterances. 
  
The results from our evaluation may be summarized as follows: 
  

 The hot-spot detection module resulted in similar results regarding grammar (recognition) 
issues and prompt-weaknesses compared to the system’s outcomes (no-matches/no-
inputs). The analysis of semantic-repetitions (the caller repeated herself) was more easily 
identified when analyzing the results of the research modules. 

 The affective analysis module indicated flow deficiencies and caller-dissatisfaction that 
could not have been recognized only by the analysis of the system’s logs. 

 The outputs of the modules reduced the analysis effort and resulted in more accurate 
conclusions. 

 The maximum in terms of effort spent and accuracy of the analysis was achieved by 
combining both the system’s logs and the output of the research modules, as the 
information is complementary. 

  
The evaluation will be continued also after the end of the SpeDial project. 

4.2 Nu Echo’s evaluation 

The design and implementation of all enhancements applied to Nu Echo’s Atelier platform has 
been conducted using an iterative process. At the end of each iteration, Atelier was evaluated by 
an internal group of speech scientists on actual data from speech tuning and optimizations 
projects. Then their recommendations were analyzed and the next iteration was planned to further 
improve Atelier based on this feedback. 
 
In the last month of the SpeDial project, data from a past speech tuning project (an optimization 
project for a large utility company in Canada) was used to perform a final qualitative evaluation of 
Atelier. The goal of the evaluation was to determine whether the tag partition reporting tools are 
able to significantly reduce the time taken by speech scientists to find tuning opportunities in 
deployed SDS systems. This was done by comparing the findings of the actual tuning report of the 
project with the tuning opportunities reported by the Atelier tag partition reporting tools. 
 
Here is a summary of our observations: 
 

 The dialogue path navigator tool proved very effective 
 The single tag partition report was able to properly detect some tuning opportunities that 

were present in the actual tuning report and that required a significant amount of time for 
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experienced speech scientists to detect. Those opportunities consisted in specific numbers 
and acronyms not being properly recognized by the system. Identifying those numbers 
and acronyms required many hours of call analysis by speech scientists when the project 
was conducted. Using the tag partition report, those opportunities were identified very 
rapidly once the system was properly configured, thus proving the effectiveness of this 
technique. 

 The effectiveness of the multiple tag partitions report was not as easily measured, 
however. The main problem was that data used for the evaluation did not contain enough 
tags that the tool was able to leverage. 

 
Overall, the results of this final evaluation were very positive and it is clear that the SpeDial 
output will significantly reduce the time taken by Nu Echo’s speech scientists, and especially less 
experienced ones, to optimize and tune SDS systems.  
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5 Linguistic Resources 

Next we list the data used for the design and evaluation of v2 of the platform. 

 
Cambridge Data: 671 exchanges that were used for hotspot detection development. This is a tiny 
portion of the larger CamInfo Evaluation corpus that we used for AMT annotations for hotspots. 
In Year 2,  the dataset  has bee augmented with the annotations related with the objectives of 
project. 
 
Let’s Go Data: Three different subsets from Let’s Go data were used in the project. During Y1, 
the 2009 Let’s Go dataset was extensively used. It encompasses 675 exchanges that could be used 
for hotspot detection development. During Y2 Let’s Go 2012 (1016 exchanges) and 2014 (1449 
exchanges) datasets were added. Both of them are thoroughly annotated as documented in D3.2. 
They could be used for hotspot detection, dialogue flow enhancement and user modelling studies.  
 
SweCC: 856 exchanges that could be used for hotspot detection development. 1146 exchanges 
that will be used for test and development. Exchanges are also annotated in terms of anger, 
dissatisfaction and hyper-articulation. 
 
Financial domain: 5000 transcribed caller’s utterances in Greek language from a call routing 
application in the financial domain were used for the development of the speech understanding 
system. The data contains both answers to the initial prompt but also all kinds of disambiguation 
till a unique destination is selected. The data is transcribed and is followed by grammars and 
system logs that describe each call flow - along with the SPDXML logs. 
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6 Conclusions  
 
 
During the second year the following platform-related work was performed for hot-spot detection, 
age/gender detection and affective analysis:  

 Improvements in the hotspot detection module with the incorporation of new features and 
new training methods.  

 Improved support for different corpora by the hotspot detection module.  
 Implementation of techniques to find the source of the hotspot (root-cause analysis) and 

suggest possible modifications in the dialogue  
 Implementation of communication protocols between the hotspot detector and other 

platform modules.  
 Created new age and gender models, specific for telephone speech.  
 Affective text analysis in multiple languages (Portuguese, German).  
 Investigated domain independent hotspot detection algorithms. 

 
The main contributions of WP4 of SpeDial in Year 2 were 1) the implementation of a hub 
architecture for providing speech analytics capabilities to the industrial partners’ technologies and 
tools, 2) improved analytics algorithms provided by the partners (see above), 3) enhancements to 
VoiceWeb’s analytics tools to leverage the research modules, 4) enhancements to Nu Echo’s 
Atelier tuning platform to automatically detect and suggest tuning opportunities based on 
annotations provided by the research modules.  
 
End-to-end evaluation and testing of the platform was also performed in Y2.  
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Appendix A1: Updated XML Log Schema 
 
<?xml version="1.0"?> 
<!-- Author: Raveesh: Revised XSD schema with feedback from NuEcho and 
others --> 
<!-- The idea of XSD is to provide a structure/schema that is compatible 
across datasets and usable in SPEDIAL. 
This XSD is designed for batch processing, which is especially useful 
when training models. 
The XML can also be used to pass a single instance of dialogue-log as 
well.  
--> 
<xs:schema   
  xmlns:xs="http://www.w3.org/2001/XMLSchema" 
  targetNamespace="SpeDial"  
  xmlns:spd="SpeDial" 
  attributeFormDefault="qualified"  
  elementFormDefault="qualified" 
  version="1.0"> 
   
  <!-- The top element in the XML --> 
  <xs:element name="corpora" type="spd:corpora" /> 
  <xs:element name="corpus" type="spd:corpus" /> 
  <xs:element name="dialogue" type="spd:dialogue" /> 
   
  <!-- A dataset can be composed of multiple corpus --> 
  <xs:complexType name="corpora"> 
    <xs:sequence> 
      <xs:element name="corpus" type="spd:corpus" minOccurs="1" 
maxOccurs="unbounded" /> 
    </xs:sequence> 
     <!-- An id for the corpora --> 
    <xs:attribute name="id" form="unqualified" type="xs:string" 
use="required"/> 
     <!-- Version of the SPEDXml used to generate this XML --> 
    <xs:attribute name="schema-version" form="unqualified" 
type="xs:string" use="required" fixed="1.0"/> 
  </xs:complexType> 
 
  <!-- A corpus contains logs of dialogues--> 
  <xs:complexType name="corpus"> 
    <xs:sequence> 
      <xs:element name="dialogue" type="spd:dialogue" minOccurs="1" 
maxOccurs="unbounded"/> 
      <!-- Attributes or annotations at corpus level should be specified 
here --> 
      <xs:element name="attributes" type="spd:attribute-list" 
minOccurs="0" maxOccurs="1"/> 
    </xs:sequence> 
    <!-- Corpus Id --> 
    <xs:attribute name="id" form="unqualified" type="xs:string" 
use="required"/> 
    <!-- Version of the SPEDXml used to generate this XML --> 
    <xs:attribute name="schema-version" form="unqualified" 
type="xs:string" use="required" fixed="1.0"/> 
  </xs:complexType> 
   
  <!-- Contents of a  dialogue log --> 
  <xs:complexType name="dialogue"> 
    <xs:sequence> 
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      <!-- Annotator (or module) that has labeled the XML, e.g. KTH-
Hotspot --> 
      <xs:element name="annotators" type="spd:annotator-list" 
minOccurs="0" maxOccurs="1"/> 
     
      <!-- Dialogue level attributes/annotations should be specified 
here --> 
      <xs:element name="attributes" type="spd:attribute-list" 
minOccurs="0" maxOccurs="1"/> 
       
      <!-- a dialogue is composed of turn exchanges between system and 
user --> 
      <xs:element name="exchanges" type="spd:turn-exchange-list" 
minOccurs="0" maxOccurs="1"/> 
    </xs:sequence> 
    <!-- An id to refer to the dialogue--> 
    <xs:attribute name="id" form="unqualified" type="xs:string" 
use="required"/> 
     <!-- Date when the dialogue took place--> 
    <xs:attribute name="date" form="unqualified" type="xs:date"/> 
     <!-- Start time when the dialogue --> 
    <xs:attribute name="start-time" form="unqualified" type="xs:time"/> 
     <!-- End time when the dialogue --> 
    <xs:attribute name="end-time" form="unqualified" type="xs:time"/> 
    <!-- Version of the SPEDXml used to generate this XML --> 
    <xs:attribute name="schema-version" form="unqualified" 
type="xs:string" use="required" fixed="1.0"/> 
     
  </xs:complexType> 
   
  <xs:complexType name="annotator-list"> 
    <xs:sequence> 
      <xs:element name="annotator" type="spd:annotator" minOccurs="0" 
maxOccurs="unbounded" /> 
    </xs:sequence> 
  </xs:complexType> 
   
  <xs:complexType name="annotator"> 
    <xs:simpleContent> 
      <xs:extension base="xs:string"> 
      <!-- annotator (module) has an id --> 
        <xs:attribute name="id"  form="unqualified" type="xs:string" 
use="required"/> 
      <!-- annotator (module) has a version, e.g. KTH-Hotspot-v1.0, ATH-
Affect-v1.1.0 --> 
        <xs:attribute name="version"  form="unqualified" 
type="xs:string" use="required"/> 
      <!-- Date when annotator labeled the XML --> 
        <xs:attribute name="date"  form="unqualified" type="xs:date" 
use="required" /> 
      <!-- Time when annotator labeled the XML --> 
        <xs:attribute name="time"  form="unqualified" type="xs:time" 
use="required"/> 
      </xs:extension> 
    </xs:simpleContent> 
  </xs:complexType> 
   
  <xs:complexType name="attribute-list"> 
    <xs:sequence> 
      <xs:element name="attribute" type="spd:attribute" minOccurs="0" 
maxOccurs="unbounded" /> 
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    </xs:sequence> 
  </xs:complexType> 
   
  <xs:complexType name="attribute"> 
    <xs:simpleContent> 
      <xs:extension base="xs:string"> 
      <!-- attribute has a name --> 
        <xs:attribute name="name"  form="unqualified" type="xs:string" 
use="required"/> 
      <!-- attribute has a type, which indicates how the values is to be 
handled --> 
        <xs:attribute name="type"  form="unqualified" 
type="spd:attributeTypes" use="required"/> 
      <!-- attribute may have a category that indicates how the values 
is to be handled, --> 
      <!-- e.g. category "usr-goal" refers to attributes that define 
user goal--> 
        <xs:attribute name="category"  form="unqualified" 
type="xs:string" /> 
      <!-- annotations, such as Hotspot, Affect can be also saved a 
attributes --> 
        <xs:attribute name="annotator"  form="unqualified" 
type="xs:string" /> 
      </xs:extension> 
    </xs:simpleContent> 
  </xs:complexType> 
    
   <xs:complexType name="turn-exchange-list"> 
    <xs:sequence> 
      <xs:element name="exchange" type="spd:exchange" minOccurs="0" 
maxOccurs="unbounded" /> 
    </xs:sequence> 
  </xs:complexType> 
   
   
  <xs:complexType name="exchange" > 
    <xs:sequence> 
    <!-- Annotations at exchange level should be specified in this 
attribute list --> 
      <xs:element name="attributes" type="spd:attribute-list" 
minOccurs="0" maxOccurs="1"/> 
      <!-- An exchange is composed of a system and a user turn. --> 
      <xs:element name="system" type="spd:system-turn" minOccurs="0" 
maxOccurs="1"/> 
      <xs:element name="user" type="spd:user-turn" minOccurs="0" 
maxOccurs="1"/> 
    </xs:sequence> 
    <!-- A unique id (numeric) to identify the exchange number --> 
    <xs:attribute name="id" form="unqualified" type="xs:integer" 
use="required"/> 
    <!-- Seconds elapsed since beginning --> 
    <xs:attribute name="start-time" form="unqualified" type="xs:time"/> 
    <!-- Seconds elapsed since beginning --> 
    <xs:attribute name="end-time" form="unqualified" type="xs:time"/> 
  </xs:complexType> 
   
  <xs:complexType name="system-turn"> 
    <xs:sequence> 
      <!-- What the system said --> 
      <xs:element name="prompt" type="xs:string" minOccurs="0" 
maxOccurs="1"/> 
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      <!-- The semantics of system prompt --> 
      <xs:element name="semantics" type="spd:semantic-hypothesis-list" 
minOccurs="0" maxOccurs="1"/> 
      <!-- Any attribute related to system turn, e.g. Hotspot 
annotation, should be specified here --> 
      <xs:element name="attributes" type="spd:attribute-list" 
minOccurs="0" maxOccurs="1"/> 
    </xs:sequence> 
    <!-- Start time of this turn --> 
    <xs:attribute name="start-time" type="xs:time" form="unqualified"/> 
    <!-- End time of this turn --> 
    <xs:attribute name="end-time" type="xs:time" form="unqualified"/> 
  </xs:complexType> 
 
  <xs:complexType name="user-turn"> 
    <xs:sequence> 
      <!-- Here we keep a list of nbest ASR hypothesis  --> 
      <xs:element name="recognition-results" type="spd:recognition-
hypothesis-list" minOccurs="0" maxOccurs="1"/> 
       
    <!-- the manual transcriptions if available --> 
      <xs:element name="transcriptions" type="spd:transcription-list" 
minOccurs="0" maxOccurs="1"/> 
       
      <!-- Here we store the details of audio corresponding to user turn  
--> 
      <xs:element name="audio" type="spd:audio" minOccurs="0" 
maxOccurs="1"/> 
   
      <!-- Any attribute/annotation related to user turn, e.g Affect, 
Age, Gender, could be specified as attribute --> 
      <xs:element name="attributes" type="spd:attribute-list" 
minOccurs="0" maxOccurs="1"/> 
    </xs:sequence> 
     <!-- Start time of this turn --> 
    <xs:attribute name="start-time" type="xs:time" form="unqualified"/> 
     <!-- End time of this turn --> 
    <xs:attribute name="end-time" type="xs:time" form="unqualified"/> 
  </xs:complexType> 
 
  <xs:complexType name="recognition-hypothesis-list"> 
    <xs:sequence> 
    <!-- the n-best ASR results, preferably sorted  --> 
      <xs:element name="hypothesis" type="spd:recognition-hypothesis" 
minOccurs="1" maxOccurs="unbounded" /> 
     
    <!-- Here we keep a list of n-best semantic hypothesis, preferably 
sorted    --> 
      <xs:element name="semantics" type="spd:semantic-hypothesis-list" 
minOccurs="0" maxOccurs="1"/> 
    </xs:sequence>   
  </xs:complexType> 
 
  <xs:complexType name="recognition-hypothesis"> 
    <xs:simpleContent> 
      <xs:extension base="xs:string"> 
        <!-- Confidence score returned by the ASR system --> 
        <xs:attribute name="confidence"  form="unqualified" 
type="xs:float" /> 
        <!-- The rank of this hypothesis in the set of ASR results --> 
        <xs:attribute name="rank"  form="unqualified" type="xs:integer" 
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/> 
        <!-- The id of this hypothesis in order to be matched with the 
corresponding semantic parsing --> 
        <xs:attribute name="id"  form="unqualified" type="xs:integer" /> 
      </xs:extension> 
    </xs:simpleContent> 
  </xs:complexType> 
 
  <xs:complexType name="semantic-hypothesis-list"> 
    <xs:sequence> 
    <!-- the n-best results, preferably sorted  --> 
      <xs:element name="hypothesis" type="spd:semantic-hypothesis" 
minOccurs="1" maxOccurs="unbounded" /> 
    </xs:sequence>   
  </xs:complexType> 
 
  <xs:complexType name="transcription-list"> 
    <xs:sequence> 
      <!-- list of manual transcription for this user turn --> 
      <xs:element name="transcription" type="spd:transcription" 
minOccurs="1" maxOccurs="unbounded" /> 
     
      <!-- Here we keep a list of n-best semantic hypothesis, preferably 
sorted --> 
      <xs:element name="semantics" type="spd:semantic-hypothesis-list" 
minOccurs="0" maxOccurs="1"/> 
     
    </xs:sequence> 
  </xs:complexType> 
 
  <xs:complexType name="transcription"> 
    <xs:simpleContent> 
      <xs:extension base="xs:string"> 
        <!-- Any confidence annotation of this transcription --> 
        <xs:attribute name="confidence"  form="unqualified" 
type="xs:float" /> 
        <!-- The rank of this hypothesis in the set of transcriptions --
> 
        <xs:attribute name="rank"  form="unqualified" type="xs:integer" 
/> 
        <!-- Date of transcription --> 
        <xs:attribute name="date"  form="unqualified" type="xs:date" /> 
        <!-- Time of transcription --> 
        <xs:attribute name="time"  form="unqualified" type="xs:time" /> 
      </xs:extension> 
    </xs:simpleContent> 
  </xs:complexType> 
   
  <xs:complexType name="semantic-hypothesis"> 
    <xs:sequence> 
      <!-- The original parse results from the dialogue log --> 
      <!--e.g. Cambridge slu: "inform(name="The Avery",=pub,area=)" --> 
      <xs:element name="original" type="xs:string" minOccurs="1" 
maxOccurs="1"  /> 
       
      <!-- A semantic representation of the parse results. --> 
      <!-- We use a list (or bag) of semantic concepts --> 
      <xs:element name="semantic-concept" type="spd:semantic-concept" 
minOccurs="1" maxOccurs="unbounded" /> 
      <!--e.g. w.r.t to "original" the "semantic-concept" is "inform 
infrom_name inform_name_The_Avery inform_MSLOT inform_MSLOT_pub 
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inform_area inform_area_MSVAL --> 
      <!-- observe we mark-up the parse results for missing slot-values 
and slot-types using SLU-TAG such as  e.g. "MSLOT", "MSVAL" --> 
    </xs:sequence> 
    <!-- The confidence score returned by the parser --> 
    <xs:attribute name="confidence"  form="unqualified" type="xs:float" 
/> 
    <!-- The Rank of this hypothesis in the set of parse results --> 
    <xs:attribute name="rank"  form="unqualified" type="xs:integer" /> 
    <!-- The id of this hypothesis in order to be matched with the 
corresponding semantic parsing --> 
    <xs:attribute name="id"  form="unqualified" type="xs:integer" /> 
  </xs:complexType> 
   
  <xs:complexType name="semantic-concept"> 
    <xs:simpleContent> 
      <xs:extension base="xs:string"> 
      <!-- Confidence score returned by the parser in mapping of a 
specific concept --> 
         <xs:attribute name="confidence"  form="unqualified" 
type="xs:float" /> 
      </xs:extension> 
    </xs:simpleContent> 
  </xs:complexType> 
 
<!-- wav file name --> 
 <xs:complexType name="audio"> 
    <xs:simpleContent> 
      <xs:extension base="xs:string"> 
         <xs:attribute name="url"  form="unqualified" type="xs:anyURI" 
/> 
         <!-- Time when the audio recording started  --> 
         <xs:attribute name="start-time"  form="unqualified" 
type="xs:time" /> 
          <!-- Time when the audio recording ended  --> 
         <xs:attribute name="end-time"  form="unqualified" 
type="xs:time" /> 
      </xs:extension> 
    </xs:simpleContent> 
  </xs:complexType> 
   
  <!-- restriction for attribute types --> 
  <xs:simpleType name="attributeTypes"> 
 <xs:restriction base="xs:string"> 
  <xs:enumeration value="integer" /> 
  <xs:enumeration value="float" /> 
  <xs:enumeration value="boolean" /> 
  <xs:enumeration value="string" /> 
 </xs:restriction> 
  </xs:simpleType> 
     
</xs:schema> 
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Appendix A2: Updated example XML Log 
 
<?xml version="1.0" ?> 
<ns1:corpora id="SPEDIAL" schema-version="1.0" xmlns:ns1="SpeDial"> 
  <ns1:corpus id="letsgo-letsgo.2014.random" schema-version="1.0"> 
    <ns1:dialogue date="2014-01-01" end-time="06:17:56.872" 
id="20140101-015" schema-version="1.0" start-time="06:15:41.006"> 
      <ns1:annotators> 
        <ns1:annotator date="2015-08-17" id="KTH" time="15:15:00" 
version="1.0"></ns1:annotator> 
      </ns1:annotators> 
      <ns1:attributes> 
        <ns1:attribute category="usergoal" name="bus-number" 
type="string"></ns1:attribute> 
        <ns1:attribute category="usergoal" name="departure-place" 
type="string"></ns1:attribute> 
        <ns1:attribute category="usergoal" name="arrival-place" 
type="string"></ns1:attribute> 
        <ns1:attribute category="usergoal" name="travel-time" 
type="string"></ns1:attribute> 
        <ns1:attribute category="usergoal" name="task-success" 
type="string">fail</ns1:attribute> 
        <ns1:attribute name="wav-filename" type="string">LetsGoPublic-
20140101-015-input_and_output.wav</ns1:attribute> 
        <ns1:attribute category="man" name="task_success" 
type="string">not_successful_no_info</ns1:attribute> 
        <ns1:attribute category="man" name="age" 
type="string">adult</ns1:attribute> 
        <ns1:attribute category="man" name="gender" 
type="string">female</ns1:attribute> 
        <ns1:attribute category="man" name="accent" type="string">afro-
american</ns1:attribute> 
        <ns1:attribute category="man" name="expertise" 
type="string">expert</ns1:attribute> 
        <ns1:attribute category="man" name="intoxication" 
type="string">sober</ns1:attribute> 
        <ns1:attribute category="man" name="collaboration" 
type="string">collaborative</ns1:attribute> 
      </ns1:attributes> 
      <ns1:exchanges> 
        <ns1:exchange id="0"> 
          <ns1:system start-time="06:15:41.335"> 
            <ns1:prompt>Welcome to the CMU Let's Go bus information 
system.</ns1:prompt> 
            <ns1:semantics> 
              <ns1:hypothesis rank="0"> 
                <ns1:original>inform(welcome)</ns1:original> 
                <ns1:semantic-concept>inform</ns1:semantic-concept> 
                <ns1:semantic-concept>inform-welcome</ns1:semantic-
concept> 
              </ns1:hypothesis> 
            </ns1:semantics> 
            <ns1:attributes> 
              <ns1:attribute name="prompt-version" 
type="string">default</ns1:attribute> 
            </ns1:attributes> 
          </ns1:system> 
        </ns1:exchange> 
        <ns1:exchange id="1"> 
          <ns1:system start-time="06:15:49.288"> 
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            <ns1:prompt>To get help at any time, just say Help or press 
zero.</ns1:prompt> 
            <ns1:semantics> 
              <ns1:hypothesis rank="0"> 
                <ns1:original>inform(how_to_get_help)</ns1:original> 
                <ns1:semantic-concept>inform</ns1:semantic-concept> 
                <ns1:semantic-concept>inform-
how_to_get_help</ns1:semantic-concept> 
              </ns1:hypothesis> 
            </ns1:semantics> 
            <ns1:attributes> 
              <ns1:attribute name="prompt-version" 
type="string">default</ns1:attribute> 
            </ns1:attributes> 
          </ns1:system> 
        </ns1:exchange> 
        <ns1:exchange id="2"> 
          <ns1:system start-time="06:15:53.288"> 
            <ns1:prompt>Where do you want to leave from?</ns1:prompt> 
            <ns1:semantics> 
              <ns1:hypothesis rank="0"> 
                <ns1:original>request(DepaturePlace)</ns1:original> 
                <ns1:semantic-concept>request</ns1:semantic-concept> 
                <ns1:semantic-concept>request-
DepaturePlace</ns1:semantic-concept> 
              </ns1:hypothesis> 
            </ns1:semantics> 
            <ns1:attributes> 
              <ns1:attribute name="prompt-version" 
type="string">default</ns1:attribute> 
              <ns1:attribute category="man" name="systemInitiativeType" 
type="string">S</ns1:attribute> 
            </ns1:attributes> 
          </ns1:system> 
          <ns1:user end-time="06:15:54.694" start-time="06:15:53.74"> 
            <ns1:recognition-results> 
              <ns1:hypothesis confidence="0.188" 
rank="1">S</ns1:hypothesis> 
            </ns1:recognition-results> 
            <ns1:audio url="20140101/015/000.wav"></ns1:audio> 
            <ns1:attributes> 
              <ns1:attribute category="livefeatures" name="grammar" 
type="string">place</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="confidence" 
type="float">0.000</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="barge-in" 
type="integer">1</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="word-num" 
type="integer">1</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="unconf-word-
ratio" type="float">0.000</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="engine-name" 
type="string">male</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="mark-
disconfirm-bool" type="integer">0</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="latency" 
type="integer">-836</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="new-slots-
num" type="integer">0</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="slot-num" 
type="integer">0</ns1:attribute> 



                   
 

D4.4 Final Report on Platform Integration and Evaluation 
 
 
 Page 37 of 39                                          

              <ns1:attribute category="livefeatures" name="speak-rate" 
type="float">0.00667</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="style" 
type="string">I_DUNNO</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="timeout" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="miscommunication" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="hyperArt" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="shouting" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="dissatisfaction" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="containsSpeech" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" 
name="userIsAddressingTheSystem" type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="repetition" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="backgroundNoise" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="interrogatives" 
type="integer">0</ns1:attribute> 
            </ns1:attributes> 
          </ns1:user> 
        </ns1:exchange> 
        <ns1:exchange id="3"> 
          <ns1:system start-time="06:15:54.802"> 
            <ns1:prompt>Where would you like to leave from?</ns1:prompt> 
            <ns1:semantics> 
              <ns1:hypothesis rank="0"> 
                <ns1:original>request(DepaturePlace)</ns1:original> 
                <ns1:semantic-concept>request</ns1:semantic-concept> 
                <ns1:semantic-concept>request-
DepaturePlace</ns1:semantic-concept> 
              </ns1:hypothesis> 
            </ns1:semantics> 
            <ns1:attributes> 
              <ns1:attribute name="prompt-version" 
type="string">default</ns1:attribute> 
              <ns1:attribute category="man" name="systemInitiativeType" 
type="string">S</ns1:attribute> 
            </ns1:attributes> 
          </ns1:system> 
          <ns1:user end-time="06:16:02.115" start-time="06:15:58.2"> 
            <ns1:recognition-results> 
              <ns1:hypothesis confidence="0.392" rank="1">HELLO 
MOROEVILLE MIFFLIN</ns1:hypothesis> 
              <ns1:semantics> 
                <ns1:hypothesis rank="1"> 
                  
<ns1:original>inform(DepaturePlace=MIFFLIN)</ns1:original> 
                  <ns1:semantic-concept>inform</ns1:semantic-concept> 
                  <ns1:semantic-concept>inform-
DepaturePlace</ns1:semantic-concept> 
                  <ns1:semantic-concept>inform-DepaturePlace-
MIFFLIN</ns1:semantic-concept> 
                </ns1:hypothesis> 
              </ns1:semantics> 
            </ns1:recognition-results> 
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            <ns1:transcriptions> 
              <ns1:transcription rank="1">WEST MIFFLIN PENNSYLVANIA 
AVENUE</ns1:transcription> 
              <ns1:semantics> 
                <ns1:hypothesis rank="1"> 
                  
<ns1:original>inform(DepaturePlace=PENNSYLVANIA_AVENUE,DepaturePlace=WES
T_MIFFLIN)</ns1:original> 
                  <ns1:semantic-concept>inform</ns1:semantic-concept> 
                  <ns1:semantic-concept>inform-
DepaturePlace</ns1:semantic-concept> 
                  <ns1:semantic-concept>inform-DepaturePlace-
PENNSYLVANIA_AVENUE</ns1:semantic-concept> 
                  <ns1:semantic-concept>inform-DepaturePlace-
WEST_MIFFLIN</ns1:semantic-concept> 
                </ns1:hypothesis> 
              </ns1:semantics> 
            </ns1:transcriptions> 
            <ns1:audio url="20140101/015/001.wav"></ns1:audio> 
            <ns1:attributes> 
              <ns1:attribute category="livefeatures" name="grammar" 
type="string">place</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="confidence" 
type="float">0.237</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="barge-in" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="word-num" 
type="integer">3</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="unconf-word-
ratio" type="float">0.000</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="engine-name" 
type="string">male</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="mark-
disconfirm-bool" type="integer">0</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="latency" 
type="integer">2587</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="new-slots-
num" type="integer">2</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="slot-num" 
type="integer">2</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="speak-rate" 
type="float">0.00723</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="style" 
type="string">I_DUNNO</ns1:attribute> 
              <ns1:attribute name="wer" 
type="float">1.000</ns1:attribute> 
              <ns1:attribute name="cer" 
type="float">1.000</ns1:attribute> 
              <ns1:attribute category="state-tracking" name="num-
entries-arrival_place" type="integer">0</ns1:attribute> 
              <ns1:attribute category="state-tracking" name="num-
entries-departure_place" type="integer">1</ns1:attribute> 
              <ns1:attribute category="state-tracking" name="num-
entries-travel_time" type="integer">0</ns1:attribute> 
              <ns1:attribute category="state-tracking" name="num-
entries-route" type="integer">0</ns1:attribute> 
              <ns1:attribute category="livefeatures" name="timeout" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="miscommunication" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="hyperArt" 



                   
 

D4.4 Final Report on Platform Integration and Evaluation 
 
 
 Page 39 of 39                                          

type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="shouting" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="dissatisfaction" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="containsSpeech" 
type="integer">1</ns1:attribute> 
              <ns1:attribute category="man" 
name="userIsAddressingTheSystem" type="integer">1</ns1:attribute> 
              <ns1:attribute category="man" name="repetition" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="backgroundNoise" 
type="integer">1</ns1:attribute> 
              <ns1:attribute category="man" name="interrogatives" 
type="integer">0</ns1:attribute> 
              <ns1:attribute category="man" name="userInitiativeType" 
type="string">S</ns1:attribute> 
              <ns1:attribute category="man" name="transcription" 
type="string">WEST MIFFLIN PENNSYLVANIA AVENUE</ns1:attribute> 
            </ns1:attributes> 
          </ns1:user> 
        </ns1:exchange> 
      </ns1:exchanges> 
    </ns1:dialogue> 
  </ns1:corpus> 
</ns1:corpora> 
 
 
 


