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Executive Summary 

This report presents the main achievements of the SpeDial consortium in terms of Dialogue 
Enhancement and Evaluation. The goal of this WP is to create tools that use the output generated 
from WP2 to enhance the prompts, grammars and dialogue flow. In this WP we were also 
targeting the deployment of tools for service customization and multilingual service doctoring. In 
this report, we present the major findings for these sub-tasks. 
 
Most of the efforts performed in this WP were in dialogue flow enhancement and service 
customization, specifically on hot-spot detection and root-cause analysis. Starting with dialogue 
flow enhancement, two different approaches will be described. In the first we try to find sequences 
of dialogue states that can often lead to hotspots. A few rules were derived from our datasets with 
high precision (typically above 80%). Further work is needed to derive rules which have a larger 
coverage of the dataset, as currently we were able to recover 10% of the problematic instances 
using the rules derived. In the second we use supervised learning to distinguish hot-spots 
provoked by ASR from hotspots provoked by other sources, i.e., perform root-cause analysis for 
hotpspots. The best classifier we trained achieved a 71.1% unweighted average recall.  
 
Service customization is analyzed from the user perspective. We analyze a set of features already 
identified in the literature to identify different behaviors of different possible user types. Then we 
use these features to train supervised and unsupervised models to automatically identify user 
types. User expertise was our target dimension. Using a supervised learning approach and taking 
into account features from the whole dialogue we were able to predict the degree of expertise with 
70% accuracy. The set of features that has a higher contribution to the model was also computed. 
 
We have also devoted some effort on service enhancement for SDS grammars. An active learning 
framework was successfully used to try to predict when statistical grammars fail to process an 
utterance correctly. We managed to identify utterance collections for which the precision of the 
grammar is 30%, compared to its average prformance of 70%. This tool is valuable for identifying 
which subset of the service data to manually label for retraining statistical grammars. 
 
Finally, portability aspects of tools for prompt/grammar enhancement, dialogue flow enhancement 
and user modeling between different languages are discussed. 
 
During the Y2 of the project significant progress was made.  Specifically: 1) Active learning was 
successfully used in a call routing system to predict user utterances falsely classified. We show 
that we are able to detect problematic utterances up to two times more efficiently, compared to 
random sampling. 2) Rules derived from the dialogue state sequence were automatically generated 
to detect hotspots with high precision detection of hotspot. A model to separate hotspots created 
from ASR from other root causes was also put in place. Several features showed a significant 
difference between the user types analyzed and classifier to detect expert and novice user was 
trained. 3) Service customization was analyzed from the user perspective. 
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1 Introduction 

The SpeDial consortium aims to devise automatic methods for spoken dialogue system 
enhancement and customization for call-center applications.  The life-cycle of a Spoken Dialog 
System is typically composed of two phases. The first one is the development of the initial version 
of the system, until deployment. The second phase consists of evaluating the system performance, 
identifying bottlenecks and addressing them by modifying the corresponding component (for 
example the ASR module or the Spoken Language Understanding grammar). The second phase is 
repeated until the system achieves the desired performance level. 
  
In WP2 we have focused on finding the methods to analyze the data we got from the call-center 
applications. In WP3 we try to close the loop by using the output of the analysis performed by the 
modules described in WP2 to improve several aspects in the system: prompts and grammars, 
dialogue flow and user customization.  
 
We started by addressing the problem of grammar enhancement in Section 3. Typically a 
developer has to manually inspect the system’s annotation (classification) for each logged 
utterance, locate the "erroneous" ones and update the grammar. Manual inspection is a time 
consuming process and its impact is bounded by the amount of misclassified utterances located; 
identifying a correctly classified utterance does not help in improving the overall system 
performance. Therefore we present an approach to try to learn which utterances have been 
"erroneously" understood by our system and pass this information to the system developer. This 
subset of utterances can then be manually labeled and the statistical grammars retrained to 
improve performance. This process greatly speeds up the second phase of the grammar 
development life-cycle.  
 
ASR is certainly one of the most frequent causes of problems in dialogue systems. The literature is 
replete with studies on detecting whether ASR is problematic [Hirschberg 2004; Bohus 2005]. 
Since our stand is that the system has the onus to avoid errors, a niche area of research would be 
automatically identifying situations in which ASR becomes problematic. More specifically, we are 
interested in identifying situations where system actions (dialogue policy) may induce errors in 
ASR. An often cited example of such a situation (policy) is the strategy to ask the user to “repeat” 
after a non-understanding. If the system strategy is not adapted recovering from such an error 
becomes difficult as it leads to user dissatisfaction causing her to hyper-articulation which causes 
further errors, thus resulting into spiral of errors. As a first step towards this goal we are going to 
use the output of the hot-spot detector to filter the exchanges classified as hotspots. Then from 
those we are going to analyze the dialogue policy and try to identify the patterns that more often 
lead to the problem. A prior step would be to separate errors directly related with the acoustic or 
language models, which were labeled as ASR errors in our annotation scheme (see Appendix C in 
D2.3) from errors caused by other system components. Thus, we also propose an algorithm that 
tries to learn the error source. As a first step we are only separating ASR from the other sources of 
errors. The loop closes when this information is presented to the system developer that using the 
information provided is going re-design the policy. 
 
Finding problematic grammars and dialogue policy automatically is already a major step towards 
service enhancement. However, another question arises. How should the grammar and dialogue 
policy be modified? Dialogues are very personalized experiences, even in the case where one of 
the interlocutors is a Spoken Dialogue System. Defining customization parameters with the 
resources of data that we disposed is certainly a challenge. However, if we reduce the granularity 
of the problem we could probably find broader categories where users have similar behaviors. 
This information could be of major importance to a system designer, since it can lead to an 
adaptive dialogue policy targeting specific user types in order to increase the chances of the 
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dialogue being completed with success. In the scope of this project, where we are dealing with 
off-line data, we could take the advantage of the fact that we have access to the whole dialogue to 
identify which features could help distinguishing different user types.  
 
The question of which features are relevant for user modeling has been addressed in the literature. 
[Jokinen, 2006] observed higher latency between the system and user speech in novice users, 
together with a high number of timeouts. The lack of new information provided to the system can 
be a signal that the user is unable to progress in the dialogue [Chu-Carroll, 2000]. This has  been 
reported as a cue for low skilled users [Komatani et al., 2005]. The high skilled users should have 
a lower number of no input turns or turns without new input. The prompt version, namely if it was 
an over-explanatory one, could also be a clue to identify less skilled users [Komatani et al., 2005] 
so as the number of help requests throughout the dialogue. High skilled users should already know 
what the system is good at understanding, which means that they would normally know exactly 
what to ask from the system. In contrast, novice users might attempt to ask the same information 
in different ways until they find one that the system can understand. In stochastic systems, the 
Dialogue Manager keeps a record of the all the inputs conveyed by the user. The higher the 
number of hypothesis available for each concept the higher is the ambiguity of the intentions. We 
would expect that less experimented would express their intentions in a more ambiguous way. 
This would also result in a higher number of repeated states per dialogue [Komatani et al. 2005]. 
 
The document starts by mentioning the datasets used in Y2 for the tasks described in this WP. 
Section 3 will describe the work on how can statistical grammars be used to predict errors in 
spoken dialogues. In Section 4 two different approaches to dialogue enhancement will be 
presented. One to suggest changes in the dialogue policy, and the other to filter the problems 
caused by ASR, giving the possibility to analyze root causes in a more fine grained manner. 
Section 5 investigates how we can we approach user modeling towards a service customization 
purpose. First by analyzing the features and then trying to create methods to automatically detect 
user types. Section 6 discusses issues related on how the tools developed can be applied in 
different languages. The document finalizes with the summary of the contributions for this WP 
made during Y2. 
 
Next we discuss how the reviewer's comments (relevant to WP3) have been addressed in Y2 of 
the project: 
 
Recommendation: “Customization and user modeling is also less convincing.” 
Response: During Y2 of the project much effort was dedicated to user modeling. One of the 
datasets was annotated with respect to several potential user types that we have chosen both from 
the literature and ourselves, as were annotating the data. User expertise was the dimension 
selected to develop supervised and unsupervised approaches to automatic user type prediction. A 
supervised classifier for expertise was trained and tested. Some features were identified both from 
the statistical significance analysis and from the gain ratio to the trained model as relevant to 
distinguish between novice and expert users. The next step is customizing the dialogue strategy 
according to the user type detected. 
 
Recommendation: “Also, it is not totally clear how it takes advantage of the work done in WP2.” 
Response: The dialogue enhancement studies performed during Y2 were done require hotspot 
information. The core aspect is to create automatic detectors for events that can help developers in 
a servicing doctoring platform, particularly hotspot detectors. In order to close the loop, we need 
to take advantage of these detectors to help the developers to find out problems in the dialogue 
flow and fix them. In Section 4.1, after detecting the hotspots a set of rules was created with the 
sequence of dialogue states that most often lead to hotspots. The hotspot detection is also need to 
detect the root cause as we did in the work presented in Section 4.2. Finally, detectors for 
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repetitions and for hyper-articulated speech, also described in WP2, could be of major importance 
towards detecting specific user types. 
 
Recommendation: “Maybe the research should go towards hotspot classification instead of 
Detection” 
Response: During year Y2 we have addressed this recommendation building a classifier for 
hotspot root causes (Section 4.2). The next step to close the service doctoring cycle is to know 
what caused the error. We trained a binary classifier to separate ASR errors, the most common 
root cause, and from root causes. In Section 4.1, we also make an analysis of the errors caused by 
the dialogue design/policy. 

1.1 Progress from Year 1 

Unlike the work done during Y1 for WP3, we made significant progress towards closing the loop 
from detecting the hotspots to providing a solution to avoid the hotspot in a future release of the 
system. We are addressing this problem in two different ways. First, we are detecting problems 
inherent to the dialogue flow design. Second, we are trying to detect specific user types to take the 
user specificities into account in a future dialogue flow design. During Y2 we have conducted 
experiments both these tasks. Results will report in this deliverable.  
 
Studies on how to do dialogue flow enhancement from the output of the modules described in 
WP2 was done. Both by creating a machine learning method to distinguish errors caused by ASR 
from the others possible root causes and also analyzing the flaws in the dialogue flow that 
frequently led to ASR errors. Visualization tools can be also very powerful to spot problematic 
situations in the dialogue. During this second year we were also able to use the output of the hot-
spot detector from WP2 in the Atelier tool. 
 
The range of features analyzed, the user type studies and the attempt to use machine learning 
methods to both cluster and classify the user types were major steps from Y1 where only a very 
high level analysis was done for gender and age. 
 
Unlike what was done during Y1, where we focused mainly on web-harvesting to improve 
grammar, we tried to use the statistical grammars to predict the likeliness of having an error in 
user utterances. Concerning the multilinguality task, more data was annotated to increase the 
resources available, however the performance of a grammar created from translation still needs to 
be improved. 

2 Datasets 

In the first year of the project three datasets were used to investigate Dialogue Flow Enhancement 
and User Modeling: the Cambridge Restaurant data and the Let’s Go 2009. In this second year we 
had access to a more recent Let’s Go data from 2012 and 2014 which were used for the dialogue 
flow enhancement and service customization analysis. The Cambridge Restaurant and the Let’s 
Go 2009 datasets were also used in dialogue flow enhancement tasks. LEGO, the Let’s Go data 
set from 2006, was also used in this WP for User modeling studies. Regarding Prompt and 
Grammar Enhancement we have used the call logs of a call routing system deployed by VW. 
Finally, for the multilinguality experiments we have used an air travel domain corpus composed of 
1560 utterances available in English and Portuguese. 
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2.1 Let’s Go 2012 and Let’s Go 2014 

They were annotated using the same schema. However, the Let’s Go 2012 was annotated by only 
one expert user, whereas Let’s Go 2014 was fully annotated by one annotator and partially by two 
other annotators. 
 
Initially we only had access to the 2012 data. From this data we randomly selected 100 dialogues. 
From these we removed the dialogues with less than 4 turns. The final set is composed of 72 
dialogues and 1016 user turns (average 14.1 turns per dialogue).  
 
Later, we also had access to a more recent version of Let’s Go from 2014. By this time, the 
statistical dialogue manager had been improved from the 2012 version, thus we decided to use this 
dataset for most of the tasks in D3.2. This part of the dataset is composed of 85 dialogues between 
real users and the Let's Go dialogue system. Initially 105 dialogues were randomly selected from 
dialogues collected during the first half of 2014. Dialogues shorter than 4 turns were then 
excluded from the dataset since this is the minimum number of turns needed to get schedule 
information. The final 85 dialogues correspond to 1449 valid user turns (average 17.1 turns per 
dialogue).A more detailed description of this dataset is provided in deliverable D2.3. 

2.2 Cambridge Restaurant 

The data is from the CamInfo Evaluation Dialogues corpus. The corpus comprises of spoken 
interactions between the Cambridge Spoken Dialogue System and users, where the system 
provides restaurant recommendations for Cambridge. The dialogue system is a research system 
that uses dialogue-state tracking for dialogue management [Jurcicek et al., 2012]. As the system is 
a research prototype, users of these systems are not real users in real need of information. A total 
of 179 dialogues from the CamInfo Evaluation Dialogues were annotated. This resulted in 753 
annotated system turns that were used mostly for investigating hotspot detection and dialogue 
flow enhancement. A more detailed description of the corpus can be found in D2.1. 

2.3 Let’s Go 2009 

The data released for the Spoken Dialogue Challenge comprises all Let’s Go data generated 
between 2006 until 2009, including call logs from all the system components and audios from 
both system and user utterances. 47066 dialogues were included corresponding to 629637 
exchanges total, with an average of 13.4 exchanges per dialogue. Transcriptions are available for 
most of the turns collected between November 2008 and November 2009. These were collected 
via AMT. Each transcription was later labeled as ‘correct’, ‘incorrect’ or ‘non understandable’. 
‘Correct’ means that the transcription can be trusted. ‘Incorrect’ means that the transcription might 
not be correct. ‘Non understandable’ means that the turn was not transcribed. A subset of this data 
was selected for the development of repetition and hot-spot detectors. In order to have examples 
of these events we have specifically looked for dialogues where consecutive turns had confidence 
scores below 0.3 (threshold for non-understanding was fixed at 0.2, that’s why a higher threshold 
was chosen). This subset consists of 41 dialogues and 803 exchanges, averaging 19.6 exchanges 
per dialogue. This dataset was enhanced with root causes annotation during Y2. 

2.4 LEGO 

In our experiments we used the LEGO [Schmitt, A. et al. 2012] corpus, since it is annotated with 
information related to some of the features we selected. This corpus is a subset of 347 Let’s Go 
calls during the year of 2006, annotated by the Dialogue Systems Group at Ulm University, 
Germany. Each call with that information using two labels – Expert and Novice. Out of the 347 
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calls, 80 users were labeled as Expert and 235 as Novice. The remaining calls were left out of our 
analysis since they did not contain any user turn. 

2.5 VW Call routing system 

For the grammar enhancement experiments using active learning we have used a call routing 
corpus provided by VW. The corpus is composed of user utterances of a deployed call routing 
system for the Greek bank helpdesk domain. Each user utterance is associated with one of the 
available 43 intention tags. The corpus consists of 349 utterances, each one annotated with 
intention tags and confidence scores, as provided by the call routing system, as well as the correct 
(manually annotated) intention tag.   

2.6 Air Travel domain Corpus 

For the multilingual grammar induction experiments we have used a travel domain corpus. Each 
utterance is annotated with tags representing, for example, the concept of a departure city or the 
time of arrival. There are 15 tags in total. The corpus is split into train (10k utterances) and test 
(1560 utterances). The train corpus is available in English while the test corpus is available in both 
English and Portuguese (manually ported during Y1). 

3 Prompt and Grammar Enhancement  

In this section we explore the application of an active learning framework, where system 
performance for each utterance is predicted and manual inspection is performed first on the ones 
that are probably misclassified.  

3.1 Error Prediction using Active Learning 

The performance of a machine learning algorithm is dependent on both the amount and quality of 
training data. The goal of active learning is to provide a framework for selecting training data in a 
way that maximizes the accuracy of an algorithm trained on this data.  
 
In the case of supervised learning of a classifier a typical scenario is to have a large pool of 
unlabeled samples; manually labeling is a costly procedure so usually a subset of the pool has to 
be selected for labeling. In order to select the most informative samples (the ones that maximize 
the improvement in classifier accuracy) a typical technique is to rely on uncertainty sampling. 
This means applying the classifier on each sample and choosing the ones for which the classifier 
is least confident. 
 
There exists a number of ways to model uncertainty, for example entropy [Dagan & Engelson, 
1995], least confidence [Cullota & McCallum, 2005] and smallest margin [Scheffer et al., 2001]. 
In the following experiments we have relied on smallest margin. Smallest margin is comparing the 
confidence score of the first and second hypothesis of a classifier for every sample and selects the 
ones for which the scores are more similar. If for a sample  the classifier’s top prediction is label 

 with confidence ∨  and second best prediction is with confidence ∨  then 
the samples to choose for manual labeling should be the ones for which ∨

∨  takes the smallest values. 
 
Active learning has been used in the past in the context of Spoken Dialog Systems, for example in 
[Hakkani-Tur et. al., 2006] and [De Mori et. al., 2008]. In the rest of this section we describe an 
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experiment where we used active learning to analyze the performance of a statistical grammar on 
a corpus and locate utterances which the grammar failed to annotate correctly. 

3.2 Experiments 

The experiments have been conducted on a Greek corpus of recorded user utterances and intention 
tags from a deployed call routing system, provided by VW. The corpus is composed of 349 
utterances. An example utterance is “Θέλω πληροφορίες για το λογαριασμό της πιστωτικής μου 
κάρτας” (I would like information for the account of my credit card). A total of 43 intention tags 
are used in this corpus. 
 
For each utterance in the corpus we have the two most probable intention tags along with the 
corresponding confidence scores from the statistical grammar. An example is given in Table 1. In 
addition to the statistical grammar output, for each utterance we have the correct intention tag 
(manually labeled). 
 
 

Confidence 
score 

Intention tag Rank 

508 card_statement 1

259 bank_accounts 2 

Table 1. Top 2 intention tags and confidence scores for the utterance “Θέλω πληροφορίες για το 
λογαριασμό της πιστωτικής μου κάρτας”. 

 
The statistical grammar has correctly predicted the intention tag in 142 utterances, so the precision 

is 59.3. This means that randomly sampling 100 utterances from the corpus would 

result, on average, in 59 correctly classified utterances and 41 misclassified utterances.  In order to 
be able to identify misclassified utterances we have computed for each utterance the difference in 
(normalized) confidence between the two most probable intention tags. For the example of Table1 

we would get ∨ ∨ 0.325. Afterwards we 

have ranked the utterances in ascending order. We compare random sampling with selecting 
utterances from the ranked list in Figure 1.  
 

 



                  

 
 

D3.3 Final Report on SDS Enhancement and Evaluation 
 
 
 Page 12 of 45                                          
 

Figure 1. Comparison of precision of corpus created using random sampling and active 
learning. 

 
We see that using active learning we can better predict misclassified sentences. For example if we 
pick the top 100 utterances the precision falls down to almost 30% in comparison to 59.3% when 
using random sampling. In other words, by examining 100 utterances we manage to locate 70 
misclassified utterances. In contrast, randomly choosing 100 utterances will provide us (on 
average) with just 40 misclassified utterances. 

3.3 Conclusions 

We have successfully managed to predict utterances where the statistical grammar of a call 
routing system fails. The results can be used to speed-up the process of locating misclassified 
utterances to improve the grammar. It is important to note that we have not made any assumptions 
regarding the way the statistical grammar works, but only relied on the confidence score 
associated with each hypothesis. Moreover, the computational cost is linear with the size of the 
corpus, so it is easy to scale up to big datasets or use in an online application. 

4 Dialogue Flow Enhancement 

In Year 1 of the project we developed various data-driven models for automatically labeling 
system actions as to whether they were problematic. During Y2 we wanted to go one step further 
by automatically identify the causes for those problematic turns. For that purpose, we have 
selected the turns annotated as problematic from the Let’s Go datasets (2009, 2012 and 2014) that 
we have been using, and annotated them with the root cause for the problematic turns following 
the guidelines described in Appendix A.2 of D2.3.  

4.1 Rule-based Analysis for Root Cause Prediction 

To close the loop for service doctoring, we proposed a scheme for using the outcome of automatic 
labeling of problematic turns, which is: First manually label a fraction of a corpus for hotspots. 
Next, train the late-model (an online model using only automatic features) and use it to detect 
problematic turns on the complete dataset. Then, manually transcribe only those user turns (or 
dialogues) that were associated with problematic system behavior for further analysis. 
 
Once the manual annotations are there, it can be leveraged for various analyses: 
1. Simply looking at instances with high word error rate (WER) may help in identifying 
limitations of the language and/or acoustic model. 
2. Analyzing instances where the WER is low but the concept-error rate (CER) is high would help 
in identifying weaknesses in the parser. 
3. Problematic system behavior despite low WER and CER could point to bad dialogue policy 
(dialogue management). 

While this analysis will help identify errors that are genuinely introduced due to shortcomings, 
e.g., of the vocabulary for the ASR and the grammar for parsing, it is often the case that spirals of 
error in recognition or understanding are introduced by poor dialogue policy for error recovery 
and not due to shortcomings of ASR or SLU. Thus a niche area of analysis is automatic 
identification of situations (or patterns) in dialogues that lead to problematic system behavior.  
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Proposed approach 
 
We propose an approach to automatically extract descriptions of situations in a dialogue where the 
system policy is likely to lead to a problem in dialogue. Towards obtaining descriptions we 
leverage the rule learning algorithm RIPPER [Cohen 1995]. The rule learner learns rules that split 
the dataset into subsets. And each rule corresponds to a cut of original data and represents a 
specific property of that subset. For example, rules of the form “if( A) and if(B) and if(C) then 
class Z”, “if( A) and if(B) and if(D) then class X” correspond to  two different subsets of a dataset, 
represented by class Z and X. The key here is the features (A, B, C and D in this example) and the 
enterprise of our approach is in identifying such features. Each rule in RIPPER algorithm also 
provides an estimate of its accuracy and precision in cutting the data into the subsets. 
  
Note: the RIPPER algorithm uses a parameter “tolerance error” which refers to the acceptable 
classification error rate. In the original implementation this is set to 50%, i.e., the learner will 
accept a rule that has a classification error of 50%. In our approach, we experiment with different 
values of this parameter, as we want to identify rules that have very high precision, e.g. 90%. A 
dialogue designer can be sure that such a rule suggests a situation where the likelihood that the 
system will make errors is 90%. 
  
Features 

 
To start with, we looked at the discourse context proceeding to the system turn using n-gram 
representations of dialogue acts and slot types. To illustrate, observe the following sequence of 
dialogue acts (from an imaginary example): 
 

DialogueAct(Type) Speaker Turn Id 

Request(DepartureStop) S 1 

Inform(DepartureStop) U 2 

Confirm(DepartureStop) S 3 

Inform(DepartureStop) U 4 

Confirm(DepartureStop) S 5 

Inform(DepartureStop) U 6 

Request(DepartureStop) S 7 

Inform(DepartureStop) U 8 

 
Table 2. A hypothetical dialogue with discourse is represented by dialogue act and slots types. 

 
If the system confirmation in turn 3 was based on a wrong belief than turn 3 will be considered 
problematic. The cause for this error could be ASR or the policy, however, at the onset of a 
dialogue it is more likely to be the ASR. In contrast, if turns 5 and 7 are also found to be 
problematic than we need to also consider if this dialogue policy is correct. 
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Classification problem 
  
We frame our task as a classification problem: the task is to learn rules that would predict that a 
system action is highly likely to be problematic and for this the learner uses the discourse context 
preceding the exchange in question. As in illustration, in the previous example in Table 1, to 
assess whether system turns 7 is problematic, the learner can analyses all turns up-until 5. We 
exclude the most recent user feedback on system behavior to build a model that bases the decision 
largely on its own actions. In this analysis, we use a context window of size 3. Thus to assess 
whether system turn 7 is problematic the learner can analyze turns 3, 4 and 5. 
  
Feature representation 

 
The 3-gram representation for the dialogue act and slot type feature is a string of format Dact-
slotName_Dact-slotName_Dact-slotName, where the “_” sign distinguishes the states 
corresponding to the sequence of S, U and S turns, respectively. The feature value are extracted 
from manual annotation (SLU results on transcriptions) to obtain the ground truth about the 
events. 
 
Experimental evaluation  
 
The Let’s Go 2009 and Cambridge corpora introduced earlier were used. The SweCC corpus does 
not have SLU results on manual transcriptions and hence cannot be used for current feature set. 
One key difference between the data used for root cause analysis and the previous work on 
hotspot-detection is that here we also include instances of system actions that expressed non-
understandings. Remember that in hotspot-detection we excluded non-understandings from the 
learning task (non-understandings indicate that the system is aware of a likely problem). 
  
Results 

  
Let's Go 2009 corpus 
  
In this Let's Go corpus the dataset size was 754 instances. Of these 322 instances (42%) belong to 
the problematic class. The rules learned for this corpus are shown in Table 3. TP is true-
problematic, FP is false-problematic, P is precision. 
 

  Rule TP+FP TP P 

1 if(confirm-depatureplace_inform-depatureplace_request-depatureplace ) => 
problematic 26 16 0.62 

2 if (confirm-arrivalplace_inform-timetravel_request-timetravel ) => problematic 19 13 0.68 

3 if (request-depatureplace_inform-depatureplace_confirm-depatureplace ) => 
problematic 11 10 0.91 

4 if (confirm-depatureplace_inform-depatureplace_confirm-depatureplace ) => 
problematic 12 10 0.83 
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5 if (request-depatureplace_NA_confirm-depatureplace ) => problematic 7 6 0.86 

6 if (request-timetravel_NULL _request-timetravel ) => problematic 6 6 1.00 

Table 3. Rules describing the discourse context in which the Let’s Go system action is likely to be 
problematic. TP is true-problematic, FP is false-problematic, P is precision. Of particular interest 

to us are the rules where the precision (P) is above 80%, i.e., rule 3, 4, 5 and 6. 
  

 rule 3 indicates a dialogue flow pattern that is problematic on 91% of the times (high 
precision, but low coverage - just 11 instances were found). 

o The rule suggests that the pattern of the system requesting a departure station, the 
user giving the departure station, and the system clarifying the departure station 
will on 91% times lead to a system action that will be problematic. 

 rule 4 captures 12 instances of another situation where the following system action is 
going to be problematic (with a  confidence score of 83%) 

 rule 5 captures 7 instances of situation where it was not possible to manually transcribe 
the audio for departure station: NA indicates that no transcription for user turn was 
available which we attribute to poor audio quality or noisy signal. 

 rule 6 captures all the 6 instances where filling time slot is problematic as the SLU of 
manual transcription returns NULL. This suggests further investigation as to whether the 
grammar for understanding time information is sufficient. In fact, time information can be 
given by users in many ways. 

  
Cambridge corpus 
 
In the Cambridge corpus the dataset size was 915 instances. Of these 245 instances (26%) belong 
to the problematic class. The rules learned are summarized in the table: 

  Rules TP+FP TP P 

1 if (inform-name_request-postcode_inform-name >= 1) => problematic 61 35 0.57 

2 If(inform-name_BYE _inform-name >= 1) => problematic 10 10 1.00 

3 if (inform-name_confirm-hastv_inform-name >= 1) => class=problematic 10 2 0.80 

Table 4. Rules describing the discourse context in which the Cambridge system action is likely to 
be problematic. 

 
Of particular interest to us are the rules where the precision (P) is above 80%, i.e., rule 2 and 3. 
  

 rule 2 captures all those instances (10) where the user indicated end of dialogue (BYE) but 
the system continued to recommend a restaurant name. 

 rule 3 captures instances that suggest that the likelihood of  a user’s clarification regarding 
“whether the recommended restaurant has a TV” resulted in the follow up system actions 
to be judged as problematic is 80%. 
 

Conclusions 
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We have attempted to automatically derive description of dialogue situations/pattern that result 
into problematic system behavior. In an experimental evaluation we have observed that using 
carefully designed features we can explain a small fraction of system errors albeit with high 
precision. For the Let’s Go and Cambridge data we were able to recover 32 and 22 instances, 
respectively, where the dialogue pattern lead to problematic system actions, that too with a 
precision of above 80%. These are promising results even though the coverage of the rule is not as 
high (could explain approx. 10% of the errors in each corpus). A richer feature representation can 
also be useful; the key here is that we are aiming for rules that have high precision. Thus we may 
only be able to explain a tiny fraction of error from the complete dataset 

A working example from Let’s Go corpus 
 
In the table below (Let’s Go dialogue id 20090227-048), L in column 1 indicates the manual 
hotspot annotation, P indicates the model predictions on hotspots. Labels with red background are 
PROBLEMATIC instances, labels with green are NOT-PROBLEMATIC). In column 2, “Sys” is 
system prompt. “slu” is internal representation of the communicative intention. “Usr”: is manual 
transcription of what the user said. “asr” is the speech recognition, “slu-tr” is the SLU on manual 
transcription. 
 

1. the system turn 13 ( see 36.13 ) is going to be problematic based on the events in turns 9, 
10 and 11 

2. the system turn in 15 ( see 36.15 ) is going to be problematic based on the events in turns 
11, 12 and 13 
 

36.7LP Sys: What can I do for you? 
slu: (request(open)) 

36.8 Usr: LEAVING FROM DYNAMO WAY TO SWISSVALE 
asr: 0.6 : LEAVING FROM BROWNSVILLE ROAD TO SWISSVALE 
slu: NA : (inform(DepaturePlace=BROWNSVILLE ROAD)) 
slu-tr: - : (inform(DepaturePlace=DYNAMO WAY)) 

36.9LP Sys: Leaving from BROWNSVILLE ROAD. Did I get that right?. 
slu: (confirm(DepaturePlace=BROWNSVILLE ROAD)) 

36.10 Usr: NO DYNAMO WAY 
asr: NA : DYNAMO 
slu: NA : (inform(DepaturePlace=DYNAMO)) 
slu-tr: - : (inform(DepaturePlace=DYNAMO WAY))(no()) 

36.11LP Sys: Leaving from DYNAMO. Is this correct?. 
slu: (confirm(DepaturePlace=DYNAMO)) 

36.12 Usr: DYNAMO WAY 
asr: 0.46 : DYNAMO WAY 
slu: NA : (inform(DepaturePlace=DYNAMO WAY)) 
slu-tr: - : (inform(DepaturePlace=DYNAMO WAY)) 

36.13LP Sys: Leaving from DYNAMO. Did I get that right?. 
slu: (confirm(DepaturePlace=DYNAMO)) 

36.14 Usr: LEAVING FROM DYNAMO 
asr: 0.52 : LINCOLN 
slu: NA : (inform(DepaturePlace=LINCOLN)) 
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slu-tr: - : (inform(DepaturePlace=DYNAMO)) 

36.15LP Sys: Leaving from DYNAMO. Is this correct?. 
slu: (confirm(DepaturePlace=DYNAMO)) 

36.16 Usr: EAST PITTSBURGH 
asr: 0.23 : EAST PITTSBURGH 
slu: NA : (inform(DepaturePlace=EAST PITTSBURGH)) 
slu-tr: - : (inform(DepaturePlace=EAST PITTSBURGH)) 

Table 5. Working example from the Let’s Go corpus. 
 

4.2 Supervised Learning for Root Cause Prediction 

We experimented with using machine learning algorithms to model root cause prediction. We 
extracted lexical and non-lexical features from turn exchanges in a dialogue and used them to train 
various classifiers and compared their performance. We also inspected the contribution of each 
feature in the classification performance. Finally, we present results showing the tradeoff between 
precision and recall in the classification results with respect to the operation point of the classifier. 

4.2.1 Datasets 

We used all the Let’s Go datasets in order to extract features and train the classifiers. The Let’s Go 
dataset is available in three versions, specifically, a a) 2009, b) 2012, and c) 2014 version. The 
Let’s Go 2012 and 2014 datasets are described in detail in D2.3. We utilized all three different 
versions of the dataset to create appropriate train and test sets. We did so in order to experiment 
with different sets in our machine learning approach for supervised learning, i.e., for training and 
testing the classifiers.  
 
In Table 7, we present an analysis of the used datasets, specifically the 2009, 2012, and 2014 Let’s 
Go datasets. The analysis displays the number of root causes within the turn exchanges between a 
user and the system, for each dataset. Hotspots were detected in approximately one out of three 
turn exchanges. Those exchanges were then annotated with the respective root cause by one expert 
annotator. In our approach, we focused on predicting the types of root cause, regarding a target 
turn exchange, rather than detecting whether or not a root cause is associated with it. Thus, we 
only considered turn exchanges which were associated with some root cause type. 
 

Dataset # dialogues # turn exchanges / per dialogue # root cause (%) 

Let’s Go 2009 41 801 / 19.5 305 (38%) 

Let’s Go 2012 73 1784 / 24.4 568 (32%) 

Let’s Go 2014 85 2201 / 25.9 684 (31%) 

Table 7. Analysis of Let’s Go datasets and root cause statistics. 
 
In Table 8, we present a short description of each root cause type and the number of turn 
exchanges associated with each root cause type. ASR errors are the most frequent root cause type 
in the datasets. Our efforts focused in separating ASR from the other root cause types. To this end, 
we defined two main categories for predicting root causes for turn exchanges: a) ASR, consisting 
of turn exchanges that were associated with ASR as their root cause type (i.e., errors derived by 
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the speech recognizer), and b) Non-ASR, consisting of turn exchanges associated with DD/DF/DP 
(i.e., errors caused by the dialogue policy) and EP (i.e., endpoint errors) root cause types. 
 

Root Cause Type Let’s Go 2009 Let’s Go 2012 Let’s Go 2014 Total 

ASR (speech recognizer error) 240 326 460 1026 

BE (back-end error) 0 1 5 6 

DD/DF/DP (dialogue policy 
error) 

84 168 93 345 

EP (endpoint error) 0 100 111 211 

OOD (out-of-domain utterance) 23 30 31 84 

PROMPT (prompt design error) 15 5 4 24 

SLU (spoken language 
understanding failure) 

17 11 23 51 

Table 8. Number of turn exchanges (per dataset) associated with each root cause type. 

4.2.2 Feature Description 

The features described in this section were extracted from each turn exchange that was associated 
with some root cause type, and used for training the classifiers. 
 
 ASR Confidence: The confidence score of the hypothesis of speech recognition, 

attributed to a user utterance. 
 Semantics: The task that the user is trying to achieve. 
 Timestamp: The relative position of the target turn exchange in the dialogue, estimated as 

the ratio of current to total dialogue time. 
 Word Count: The number of words in the user utterance in the target exchange. 
 Lexical Features: The unigrams, bigrams, trigrams as well as the full utterance extracted 

from the: 
 Current user utterance 
 Current system utterance (prompt) 
 Previous user utterance 
 Previous system utterance (prompt) 

An example turn exchange, along with its preceding turn exchange and the respective n-grams that 
were extracted from each utterance, is presented in Table 9. 
 

Utterance Content Extracted n-grams (n=1, 2, 3, full) 

Previous System 

Utterance 

Departing from Rocks. Is 

this right? 

departing, from, rocks, is, this, right, departing 

from, from rocks, rocks is, is this, this right, 

departing from rocks, from rocks is, rocks is 

this, is this right, departing from rocks is this 

right 
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Previous User 

Utterance 

No, Chauncey Drive. no, chauncey, drive, no chancey, chancey drive, 

no chancey drive 

Current System 

Utterance 

Departing from McKees. 

Did I get that right? 

departing, from, mckees, did, i, get, that, right, 

departing from, from mckees, mckees did, did i, 

i get, get that, that right, departing from mckees, 

from mckees did, mckees did i, did i get, i get 

that, get that right, departing from mckees did i 

get that right 

Current User 

Utterance 

Chauncey Drive. chauncey, drive, chauncey drive 

Table 9. Sample turn exchanges between a user and the system, and their extracted n-grams. 

 
The extracted n-grams were ranked according to class-conditional entropy, computed as 
 

∑ ∨ ∨ , 
 
where ∨  denotes the probability of class , given the n-gram  for the ASR or Non-ASR 
classes. We selected the n-grams with lowest entropy. 

4.2.3 Classifiers 

To predict the different root causes, we tested the following classifiers: 
 
 Random Forest: A classifier that utilizes the notion of a general random decision forest 

technique. [Breiman 2001]. 
 RIPPER: This classifier implements a propositional rule learner, specifically the 

Repeated Incremental Pruning to Produce Error Reduction (RIPPER) [Cohen 1995]. 
 SMO: Widely used for training Support Vector Machines (SVM), the Sequential Minimal 

Optimization (SMO) algorithm learns a support vector classifier [Platt 1998; Keerthi 2001]. 
 Voted Perceptron: Implementation of a neural network classifier model [Freund 1998]. 
 Decision Table: This type of classifier constructs a decision table in order to guide the 

decision flow for a classification task [Kohavi 1995]. 
 BoosTexter: An implementation that is based on a collection of boosting algorithms 

which can learn from raw textual input [Schapire 2000]. 

4.2.4 Experimental Setup 

We experimented with four different combinations of training and test sets, comprising of 
different concatenations of the Let’s Go datasets, as it is shown in Table 10.  All corpora have 
been preprocessed by lowercasing and removing punctuation. 
 

# System Training set Test set 

1 Let’s Go 2009 + 2012 Let’s Go 2014 
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2 Let’s Go 2009 + 2014 Let’s Go 2012 

3 Let’s Go 2012 + 2014 Let’s Go 2009 

4 Let’s Go 2009 + 2012 + 2014 10-fold cross-validation 

Table 10. Training and test sets. 
 
We evaluated our experiments based on Unweighted Average Recall (UAR). As the baseline for 
our experiments, we used the majority class approach. Specifically, we computed the ratio of the 
number of annotations in the test set that are associated with the most frequent category, with 
respect to the total number of annotations for both categories. This means that UAR for majority 
baseline will always be 0.5. 
 
Regarding the BoosTexter, we further utilized the confidence value of the classification, computed 
by the classifier, as a means of estimating the quality of the classifier decision. We then used the 
score as an inclusion criterion in order to enhance classification quality and optimize error. 
Specifically, for each turn exchange between a user and the system, we utilized the computed 
confidence score of the classifier’s decision regarding its classification as ASR or Non-ASR. 
Based on that score, we determined whether the turn exchange should be classified to the 
designated root cause category, or if the turn exchange should instead be ignored from 
classification. For example, given a confidence threshold of 0.002, we would ignore all 
classification decisions associated with a confidence score that is lower than that, i.e., exchanges 
that would be classified with a confidence score lower than 0.002 were not classified at all. Thus, 
regarding the BoosTexter classifier, in order to additionally measure the coverage of the 
classification, we evaluated our experiments based on classification error, i.e., the precision  
regarding each root cause category, and the recall , measuring the total root cause coverage. To 

this end, we also computed the F-measure  for each experiment, defined as 2 . 

4.2.5 Evaluation Results 

The evaluation results for the baseline majority class and each classifier are presented in Table 11. 
When using the Let’s Go 2009+2012 dataset, BoosTexter performed best among the classifiers 
with a score of 59.2%, followed by SMO and Random Forest. RIPPER and Voted Perceptron 
performed slightly better than chance. For the Let’s Go 2009+2014 dataset, almost all of the 
classifiers managed to perform better than the majority baseline. The best result is achieved by 
Decision Table reaching 57.9% UAR. All classifiers performed significantly better when using the 
Let’s Go 2009+2012+2014 dataset. In this case, SMO performed best, with an UAR score of 
71.1%, followed by the Decision Table and RIPPER classifier (66.2% and 65.8%, respectively). 
Random Forest and BoosTexter performed on the same levels (63.1% and 62.2%, respectively). 
 

Classifier / 
Training 
Dataset 

System 1:  
Let’s Go 09+12 

System 2: 
Let’s Go 09+14 

System 3:  
Let’s Go 12+14 

System 4:  
Let’s Go 09+12+14 

Majority class 50.0 50.0 50.0 50.0 

Random Forest 53.5 51.4 52.1 63.1 

RIPPER 51.3 54.4 50.7 65.8 
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SMO 54.2 52.8 50.7 71.1 

Decision Table 49.9 57.9 48.7 66.2 

Voted 
Perceptron 

51.3 49.4 48.9 51.2 

BoosTexter 
(thres = 0) 

59.2 51.8 49.1 62.2 

Table 11. Evaluation of classifiers in terms of Unweighted Average Recall (UAR) (%). 
 
In Figure 2, we present the Precision , Recall , and F-measure , using BoosTexter on the 
Let’s Go 2009+2012+2014 dataset for several values of the confidence threshold. We 
experimented with values in the range of [0 0.04], as after 0.04 the coverage of the predictions 
decreases. It is shown that, although after a certain point the lack in coverage does not justify any 
further increase of the threshold, the precision can be boosted. Similar results were obtained when 
using the rest training and test sets. 

 
Figure 2. Performance of BoosTexter (Precision , Recall , F-measure ) on different 

confidence threshold values (Let’s Go 2009+2012+2014 dataset). 
 
Finally, we present the relative importance that the features have in the performance of 
predictions. To measure the impact of each feature, we removed one feature at a time, and 
retrained the classifier with the remaining features. In Figure 3, this is shown for System 4 when 
using the SMO classifier. 
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Figure 3. Performance of different feature types in terms of absolute % accuracy improvement 

(SMO classifier, System 4). 
 
The most salient lexical feature type is the full utterance, while the non-lexical features do not 
improve the classification performance. Also, it is observed that the most informative lexical 
features are extracted from the previous user utterance and the current system utterance. 
 
Overall, the findings suggest that a salient feature for the identification of the root causes of 
hotspots is the distance between the semantics of the dialogue state where the problem occurs and 
the associated user intent. A first step towards this direction is the exploitation of the lexical 
features (e,g., n-grams) that are related with the dialogue state under investigation (e.g., through 
the appropriate system prompt) and the associated user utterance(s). 

4.3 Visualization tools for Dialogue Flow Enhancement 

The analyses described in the two previous sections would benefit if combined with a 
visualization tool that summarizes it and presents the results to the system developer in a way that 
she could easily understand it. In this Section we will show a few examples of how we addressed 
this problem using the Atelier toolkit with Let’s Go and Cambridge datasets. The following 
screenshot visualizes the Atelier frontend.  The pane with tree structure visualizes the various 
“system states” and the general pattern of the order of state transition. 
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Figure 4. Atelier frontend. 

 
Atelier is flexible regarding how one wants to represent the dialogue state. In the Cambridge 
example presented above the dialogue state is defined as the combination of the dialogue act and 
the various concept types present in the system utterance. For example, the system prompt “Aki 
Teri is a great restaurant, it serves fusion food and it's in the moderate price range.” has the 
semantic representation inform(name="Aki Teri", type=restaurant, food=Fusion, 
pricerange=moderate) in the Cambridge corpus, which is available in the SPDXml. In Atelier one 
can define these elements of the SPDXml to be used to represent a dialogue state, e.g. as 
“inform:name&type&food&pricerange” .  To illustrate Atelier’s flexibility, let us have a look at 
the dialogue state transition chart for the Let’s Go corpus (Figure 5). The Let’s Go system uses 
different grammars for recognizing user responses following a system prompt. In the visualization 
below the name of the grammar used for ASR has been used instead of the dialogue state 
representation. 

 
Figure 5. Dialogue state chart transition for the Let’s Go corpus. 
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The state chart captures the Let’s Go dialogue system’s strategy of using explicit clarification at 
each turn (state “yes-no” using grammar for recognition of response to polar questions). For 
example, almost 77% of the system responses to user’s first turn were yes-no type clarification 
questions. The state transition “first-query - >yes-no -> first-query” indicates problematic state-
transition pattern, more specifically the system failed to understand the user’s first turn.  

 
The state transition chart for Let’s Go corpus based on the dialogue state representation using 
system dialogue act and concepts present in system utterance (Figure 6) reveals that after the 
request_DeparturePlace state only on 8% occasions the next state is request_ArrivalPlace, 
whereas on 83.3% instances the system went for confirm_DeparturePlace. Interestingly this state 
was followed by request_DeparturePlace on 50% occasions, suggesting that the system goes in 
circles in certain states more often, and that ASR is definitely one big source of error in the Let’s 
Go system.  

 

 
Figure 6. Dialogue state chart transition using dialogue states and concepts. 

 
Data can also be visualized in a tabular way which allows sorting and filtering of worst states 
based on various statistics as seen in Figure 7.  Data can be grouped by state, by path, by call or by 
individual interactions.  For example, here is a list of dialogue states in the Cambridge corpus 
sorted using the proportion of Hotspots as per the manual annotations. We observe that of the 46 
instances when the system was in reqmore_MISSING_S_TYPE state (“Can I help you with 
anything else?”) on 31 instances it was an inappropriate turn. What causes this requires further 
investigations. The correlation of hotspot with states can also be easily visualized in the state chart 
with setting of manual thresholds. 
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Figure 7. Tables to visualize data in Atelier. 
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5 User Modeling 

In this section we will try to further investigate how can we improve the customization of the 
speech services. First, we analyze the features identified in the literature as relevant for user 
modeling tasks. Then we will use those features to find user types both in a supervised and 
unsupervised way. The Section is organized as followed: 5.1 we will describe the features used. In 
Section 5.2 a qualitative analysis of the features regarding user types will be performed. Then in 
Section 5.3 we will explore unsupervised and supervised approaches to automatic user modeling 
and present preliminary results. Finally in Section 5.4 we explore the possibility of training a user 
expertise classifier with one dataset and test it in a different dataset. 

5.1 Features used 

Regarding the features that we used for use modeling, some them already mentioned in the 
introduction like the number of new slots and the number of slots provided in the user input were 
already available in the Let’s Go logs. The latency was computed parsing the timestamps from the 
end of the system turns and beginning of the subsequent user turn. The number of hypothesis 
available for each state, the number of repeated dialogue states and the version of the prompt were 
also obtained by parsing the system logs. To these features, we added other features available on 
the system logs that we believed could be useful for user modeling. The complete list of 
automatically extracted features can be found in Table 12. 
 

Feature Name Feature description Feature Type 

Confidence Score Value attributed by the system 
to a user turn based in the all 
the information provided by 
the different system modules 

Dialogue Manager 

Barge in If the user starts to speak 
while the system is still 
speaking 

Audio Server 

Number of Words Number of words in the user 
turn 

ASR 

Unconfident word ratio Percentage of words in the 
user turn below the ASR 
confidence level 

ASR 

Latency [Jokinen (2006)] Time between the system 
stopped speaking and the user 
starts speaking (negative if 
there was barge in) 

Audio Server 

New Slots Number [Chu-
Carroll (2000)] 

Number of new slots parsed in 
the user turn 

SLU 
  

Slots Number [Komatani et 
al. (2005)] 

Number of slots parsed in the 
user turn

SLU 

Speak Rate Speech rate of the user turn Audio Server 
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Timeout [Jokinen (2006)] If user didn’t speak within the 
system allowed timeout 

DM 

Number of hypothesis for 
each concept [Komatani et 
al. 2005] 

Number of hypothesis 
provided for each concept in 
the belief tracker 

DM 

Number of repeated 
dialogue states [Komatani et 
al. 2005] 

For each state compute the 
number times that each 
dialogue state occurred 

DM 

Version of the prompt 
[Komatani et al. 2005] 

Which version of the prompt 
is loaded from the template 

NLG 

Number of recognized help 
requests 

- SLU 
 

Turn duration - DM 

Table 12. List of automatically extracted features used in the user modeling studies. 
 
To complete the feature set we added the turn level annotations described in Section 2.2.3 of D2.3. 
The system and user initiative annotations were automatically mapped into an intention mismatch 
feature. That is if the initiative type in two consecutive turns was different, then there was a 
mismatch between system and user intentions. Since we also have access to the transcription we 
computed the WER for each turn. Using the transcription and an off-line version of the parser 
running in the on-line system we computed the CER for each turn. At the dialogue level we used 
both the dialogue duration and dialogue length as features in our analysis. 

5.2 Qualitative Analysis of feature for Different User Types 

Before performing any approach to automatically predict the user type, we decided to make a 
qualitative analysis of our data and verify that the types behave as we expected. For each of the 
turn level features above presented (both automatic and manual) we have computed minimum, 
maximum and average value and we performed a statistical significance test between the values 
for the different user types in each of the dimensions specified in Table 12. The analysis for each 
dimension will be presented in the following sections.  
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5.2.1 Task Success 

The distribution of the dialogues according to the success rate is presented in Table 13. 
 

Task Success Number of Dialogs 

Successful_ride 29 

Successful_no_ride 3 

Not_successful_wrong_info 28 

Not_successful_no_info 25 

Table 13. Distribution of Dialogues according to task success. 
 
To get a more meaningful analysis of the data we decided to remove the ‘Successful_no_ride’ 
dialogues out of the analysis for the moment. We performed one-way ANOVA for all the features 
previously described.  The differences in the average number of turns with mismatched intentions 
between system and user were found to be statistically significant (F(1)=8.217, p=0.001). The 
average number of mismatches was higher when no info was provided (0.21), then when the 
wrong info was provided (0.15) and finally when a ride was provided (0.06). This means that the 
users who followed more closely the system initiative were generally more successful. A 
significant difference was also found in the number of disfluent turns per dialogue (F(1)=3.3, 
p=0.042). The unsuccessful dialogues had a higher number of disfluent turns 0.06 and 0.05, for 
dialogues that gave no information and dialogues that gave the wrong information respectively. 
Successful dialogues averaged 0.02 disfluent turns per dialogue. Since the ASR used does not deal 
with disfluencies in any particular way, this is an expected result, since disfluencies were mostly 
mistakenly recognized as other words in the lexicon. The average number of slots parsed in each 
turn is another significantly different parameter from the three types of possible outcomes 
analyzed (F(1)=6.373,p=0.003). The fewer slots provided for each turn the more successful tends 
to be the dialogue. Not surprisingly, WER (F(1)=22.073, p<0.001), CER (F(1)=20.040,p<0.001), 
average number of repetitions (F(1)=8.109, p=0.001) and average number of hotspots 
(F(1)=23,92, p<0.001) are also among the features that were found to be significantly different 
between the possible dialogue results analyzed. The number of hyper-articulated turns was also 
found to be significantly different (F(1)=3.228, p=0.045). As expected the fewer hyper-articulated 
turns found in a dialogue the more successful it tends to be. Hyper-articulated turns are especially 
frequent in dialogues where the system returned no information. The analysis performed for 
dissatisfaction has a similar trend. Significant differences were found (F(1)=8.109, p=0.001). 
Fewer dissatisfied turns were found in successful dialogues. However, unlike the case of hyper-
articulation, there is considerable difference between successful dialogues and dialogues where 
the system delivered the wrong the information. Regarding the version of the prompt used, 
significant differences were found in the usage of default (F(1)=4.108, p=0.02) and timeout 
(F(1)=4.203, p=0.018) version. Successful dialogues had higher number of default prompts and 
fewer timeout prompts. These numbers show that the system has some difficulties when some 
unexpected input comes in such as disfluencies, hyper-articulation and dissatisfaction. A higher 
number of slots is also another kind unexpected behavior by the system that is more likely to lead 
to less successful dialogues.  

5.2.2 Age  

The distribution of dialogues with respect to age can be found in Table 14. 
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Age Number of Dialogs 

Adult 66 

Male 19 

Table 14. Distribution of the dataset with respect to age. 
 
The previous experiments regarding the impact of age in the system performance during Y1 were 
inconclusive. From the evaluated features only speech rate (F(1)=4.028, p=0.048), shouting 
(F(1)=4.121, p=0.046), number of turns where the user is addressing the system (F(1)=4.048, 
p=0.047) and the number of help requests per dialogue (both recognized (F(1)=4.213, p=0.043) 
and transcribed (F(1)=4.173, p=0.044)) had significant differences between the two user groups. 
Even in the case of these features the results are misleading. For instance, the speaker rate average 
is higher among Adult subjects, when the opposite is expected. Nevertheless, as it could be 
expected the elderly users shout more frequently and ask for help more often than adult users. This 
could be correlated with the fact that older people are less technologically literate than younger 
people, which means that they do not know what to expect from a dialogue system and therefore 
ask for help. 

5.2.3 Gender 

Table 15 shows the distribution of dialogues according to user. 
 

Gender Number of Dialogs 

Female 44 

Male 40 

Male/Female 1 

Table 15. Distribution of dialogues according to gender. 
 
The dialogue label with Male/Female was a dialogue where two subjects interacted with the 
system, one male and one female. For the moment, we left it out of our analysis. One-way 
ANOVAs were performed for the features available. Dialogues with female subjects had a 
significantly higher number of repeated dialogue states, 0.86 for female subjects and 0.46 for male 
subjects (F(1)=9.734, p=0.002). The length of the dialogue was also found to be significantly 
higher in dialogues with female subjects (30.4 Vs 19.8, F(1) = 7.664, p=0.007). This difference 
could be explained by the fact that the system uses simultaneously two gender dependent speech 
recognizers. This trend is verified in the higher values for WER and CER in dialogues with female 
subjects, although the difference was not found to be statistically significant.  

5.2.4 Accent  

Our dataset is divided with respect to accent as follows in Table 16. 
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Accent Number of Dialogues 

Inland North 39 

Afro American 39 

Not Available 7 

Table 16. Distribution of data according to the accent of the user. 
 
The dialogues where the accent annotation is not available are those where the annotator could not 
clearly decide for any of the accents. These dialogues are, for the moment, left out of the analysis. 
Once more we performed one-way ANOVA with our features set to find those that would help us 
to better separate the two accents. All the differences observed in the feature values were not 
significant, except for number of hyper-articulated turns (F(1)=4.638, p=0.034) which is higher 
among users with an Inland North accent (0.07 Vs. 0.03). Among the features that were not 
significantly different, there are some interesting trends. For instance, the dialogue duration in 
time is higher within user with an Afro American accent, whereas the dialogue length in turns is 
nearly equal for accents with both accents analyzed. This is something that would need a more 
detailed analysis to extract any conclusion. 

5.2.5 Intoxication 

As we pointed out earlier, when annotating the data, intoxication was probably the dimension 
where the data seemed to be more easily separable. The distribution of dialogues according to the 
intoxication level is shown in Table 17.  
 

Intoxication Level Number of Dialogues 

Sober 74 

Drunk 10 

Not Available 1

Table 17. Distribution of the data with respect to intoxication. 
 
To better investigate the impact of intoxication in the dialogues we would need a more balanced 
dataset. Nevertheless, when performing one-way ANOVA tests over the features compiled in 
Section 5.1.1, we find some interesting trends. Significant differences between groups were only 
observed in the amount of turns with background noise per dialogue (F(1)=6.792, p=0.011). 
Drunk users do not seem care much about from where they are calling the system. This is also 
reflected in the differences found in the number of timeouts and the number of unconfident words, 
although these differences were not significant. These numbers could be explained by the fact that 
users sometimes were not able to listen to the system. It also may be that the system was also 
recognizing background noise as (unconfident) words. Differences were expected for instance in 
latency, but they were not observed in this sample set. 

5.2.6 Expertise 

Expertise is one of the most studied dimensions in user modeling. In our data we managed to have 
a balanced set of users as it is reported in Table 18. 
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Level of Expertise Number of Dialogues 

Novice 38 

Expert 42 

Not Available 5 

Table 18. Distribution of subjects with respect to expertise level. 
 
Similarly to Intoxication, Expertise level is a very subjective dimension. Therefore, we have 5 
dialogues where the annotator could not decide which Expertise level to annotate. Those are left 
out of the analysis for the moment. 
 
Interestingly, some of the features found to be significantly different for the success of the 
dialogue, were also found to be significantly different between novice and expert user according 
to the results of the one-way ANOVA tests performed. Although, no significant difference in task 
success between Novice and Expert users was found in the Chi-Square test performed.  The 
number of mismatched intention within the same exchange (F(1)=37.463, p<0.001), the number of 
disfluent turns (F(1)=10.132, p=0.002), WER (F(1)=9.156, p<0.001), CER (F(1)=13.822, 
p<0.001), number of hotspots (F(1)=15.417, p<0.001) and number of repetitions (F(1)=6.349, 
p=0.014) are the features that were found to be significantly different between different types of 
user expertise. In all of them, the average value for novice user was higher than for expert users. 
Since the higher the parameters are, the worse the system is likely to perform, we could deduce 
that the system has no particular strategy to deal with novice users. Another significant difference 
that we found is that novice users are more wordy than expert users (F(1)=18.228, p<0.001), 
which has an impact on the number of slots provided each turn (F(1)=14.052, p<0.001). However, 
no difference was found in the number of new slots provided per turn, which combined with the 
difference found in the number of repetitions found and the lack of significant differences found in 
the number of repeated dialogue states could mean that novice users are trying to find the best way 
to convey the information to the system throughout the dialogue, possibly using paraphrases, 
which were not annotated as repetitions. 
 
In order to evaluate if discourse markers can also be used for signaling novice users, we manually 
analyzed 64 dialogues from the Let’s Go 2009 corpus. Only 4 out of 67 dialogues were actually 
discourse markers. The remaining examples were mistaken with locations, hours, numbers (“Well 
Hill” - “Squirrel Hill”, “Well Downtown from Homestead” - “I'm going downtown from 
Homestead”, “The Well Verona” - “Around nine”), and similar words (“So” - “No”; “Oh” - “or”). 
The 4 discourse markers found were assigned to inexperienced users. One of them was actually a 
“swear word”, and another was produced not for the system but for people around the speaker.  
This analysis shows that discourse markers are difficult to find in IVR systems, being mainly 
produced, in this context, out-of-domain, and that automatic transcripts are not reliable for this 
task. 

5.2.7 Collaboration 

Table 19 confirms that when interacting with real users the number of non-collaborative subjects 
is very low. Most users are in need of information and thus they stick to the system expectations 
even more than if they were addressing a human operator. Nevertheless, there are some users 
which interact with the system at the same time that they are talking with someone else, or do not 
talk to the system for a couple of turns and they talk back a few turns later. Users that change their 
intention turn after turn were also considered to be non-collaborative. 
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Task Success Number of Dialogs 

Collaborative 71 

Non-collaborative 14 

Table 19. Distribution of the data according to the degree of collaboration from the user. 
 
The one-way ANOVAs performed on our data confirmed significant differences in some expected 
features such as number of turns the user is addressing the system (F(1)=24.768, p<0.001) or the 
number of turns containing speech (F(1)=12.186, p=0.001). This outcome is rather expected since 
these were one of the cues used to annotate collaboration. This kind of behavior provokes 
significant differences in the number of hotspot (F(1)=4.888, p=0.03), the number of unconfident 
words in user turns (F(1)=5.939, p=0.017), the number of default version of prompts user per 
dialogue (F(1)=11.161, p=0.001) and the number of ‘explain more’ version prompts used 
(F(1)=5.422, p=0.022) . Since non-collaborative users are generally not synchronized with the 
system it is expected that they do not pay attention to whether the system is talking or not to 
speak. This behavior is confirmed by the significant differences found in the number of barge-ins 
per dialogue (F(1)=28.360, p<0.001) and the latency (F(1)=4.761, p=0.032). Not surprisingly, the 
difference in task success between collaborative and non-collaborative users was found to be 
significant according to the chi-square test performed (p=0.05). 

5.2.8 Conclusions 

Six different types of users were qualitatively analyzed. The analysis made suggests that gender, 
age and accent seem to have a low impact in the system performance. Expertise, intoxication and 
collaboration, on the other hand have several features where values differed significantly. The 
features found to be significant were somehow different, which suggest that there might be little 
overlap between these categories, although more tests are needed to confirm this tendency. Some 
of the features found to be significant, such as WER and CER, require human intervention to be 
computed. Others such as barge-in or latency are already automatically computed such as barge-
in, latency, number of words in the user turn, number of slots parsed and number of new slots 
provided. Hotspots and repetition detectors were developed in the scope of this project (see D2.3). 
They could be very useful in a fully automatic user type predictor or model. A detector for turns 
without speech should be straightforward to implement and could be very helpful in the detection 
of dialogues with non-collaborative users.  Detectors for disfluencies, hyper-articulated turns and 
turns where the user is not addressing the system seem to be more challenging, but definitely 
something to be investigated in the future. 
 
In the next two sections we will go a step further investigating the possibility of using these 
features to build classifiers for user type. First we tried it in an unsupervised fashion and later in a 
supervised one. 

5.3 Unsupervised Approaches for User Type Prediction 

The user types analyzed in Section 5.2 were chosen according to what the literature suggested for 
this problem and also from the annotator’s perception of what other user types could pose new 
challenges to the system. In this Section we will try to verify if the types identified could be 
distinguished in a meaningful way without any supervision and/or if there are other types that 
might have been left out of our analysis or if the data is not separable in any dimension that could 
relate to the user behavior. 
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5.3.1 K-means 

For each of the user type dimensions proposed in Table 4 of Section 2.2.5 in D2.3 we evaluate 
how the K-Means unsupervised clustering relates to the true label. For this, we have computed the 
attribute matrix with all the features presented in Section 5.2, normalized them and then we 
performed clustering using the K-Means implementation available in Python’s SciKit Learn 
toolkit [Pedregosa et al, 2011]. For this step, we defined the number of centroids in the clustering 
algorithm to be the number of labels for each dimension in our corpus (e.g.: the number of 
centroids for Task Success is 3, whereas for age is 2). Once we had the outcome of the clustering 
we computed the Adjusted Mutual Information (AMI) between the value obtained by clustering 
and the manual annotation. The closer to 1 this values is the more similar are the clusters and the 
annotations. The closer to 0, the more the cluster is closer to random partitions. Results can be 
found in Table 20. 
 

Dimension AMI 

Task success 0.08 

Age 0 

Gender 0.01 

Accent  -0.01 

Intoxication -0.01

Expertise 0.07 

Collaboration 0.02 

Table 20. AMI for between the clusters created with K-Means and the manually annotated values. 
 
The results in Table 20 show that the created clusters have very little mutual information with the 
manual annotations. These results confirm that user type modeling is no trivial task. Nevertheless, 
those dimensions which the cluster partitions were less random were task success and expertise. 
This was expected given the number of significant features found in these dimensions. 
 
In order to verify the hypothesis that there might be a user behavior that separates better the data 
than those we have manually annotated, we have performed K-Means clustering using different 
values of K and plot a histogram of the distribution of dialogues per cluster. Figure 8 shows the 
histograms for 25, 50 and 75 centroids. 
 

 
Figure 8. Distribution of dialogues per cluster using 25 (left), 50 (center) and 75 (left). 

 
This figure shows that the dialogues in our datasets are very difficult to cluster. Even with 25 
centroids, the number of dialogues per cluster is quite low to draw any conclusions about a new 
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type of user not covered by our study. The experiment with 75 centroids emphasizes the difficulty 
of the task. Each dialogue is very different to the other. In fact, given that returning users were not 
found in this dialogue set, this could be seen as an expected outcome. Each user has a different 
behavior when addressing the system. Although more data would be needed to make such a 
statement, it seems that user specific models seem to be the best approach for this kind of system. 
In the case of Let’s Go this is particularly hard to get, since no caller id is available. 

5.3.2 Principal Component Analysis 

Another common way to analyze how the features impact on the distribution of the data is to 
perform a Principal Component Analysis (PCA) to reduce the dimensionality of the data. 
Similarly to what we have done in the case of the K-means clustering we have computed a matrix 
where each row is the feature vector for each dialogue. Following we normalize the data and 
perform PCA.  To evaluate if the dimensionality reduction resulted in a meaningful separation of 
the datasets we have plotted the dialogues in the PCA 2D-space providing the labels for the two 
most separable dimensions found in the analysis of Section 5.1, expertise and task success. The 
resulting plots can be seen in Figure 9. 
 

 
 

Figure 9. 2-D PCA components with respect to expertise (left) and task success (left). 
 
In both plots it is hard to observe a clear separation between user types after the PCA 
transformation was applied. The variance ratios found for the first and second components are also 
relatively low. This confirms the conclusions from the previous section about the difficulty to 
separate dialogues in a meaningful way. 
 
Another common way to use PCA is to plot the features in the PCA space and analyze the 
distribution in this space. The feature distribution in the 2D PCA space is shown in Figure 10. 
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Figure 10. First two components of the PCA dimensionality reduction. 

 
Very few features have a positive first component, only repeated the average number of repeated 
dialogue states (avg_rep_ds), dissatisfaction (diss), shouting (shout), disfluencies (disf), 
confidence score (conf) and ratio of unconfident words (unconf_WR). On the negative side 
speaker rate (SR), contains speech, interrogatives (interr), background noise (noisy), barge-ins 
(BI) and mis-matched intentions (intent) have the highest absolute coefficients (<-0,3). It seems 
that the positive side of the first component we have the features that correspond to turns where 
turn taking was working correctly but the user altered her way of addressing the system. On the 
negative side, some of the features seem to indicate that there was a problem with turn taking, for 
instance, barge ins, background noise and contains speech. To some extent we could also say that 
mis-matched intentions could also be caused by inappropriate turn taking. For instance, if the user 
was answering to a previous system request while the system already triggered an explicit 
confirmation strategy, this would be labeled as an intention mis-match and it was caused by 
inappropriate turn taking. 
 
Analyzing the second component, the features with highest absolute coefficient (<-0.2) in the 
negative axes were mis-matched intention, barge in, number of words (words), disfluencies, 
confidence score and shouting. The highest coefficients in the positive part of the axis were 
number of slots (slots), number of turns (NT) and number of new slots (new_slots). In this case it 
is harder to establish relations between the variables. On the negative sides we have some 
symptoms of novice users: higher number of words, barge ins, disfluencies and shouting. On the 
positive side, we have two features that could be related to expert users as we expected them to 
provide a large number of slots with fewer words as possible. The higher number of turns it is 
harder to explain. However, in some dialogues expert users refine their search parameters if they 
are not happy with the result from the first search, which might explain this outcome. 
This analysis is obviously limited from the fact that the variance ratio is very low in the first two 
components. In the next section we will try to use a supervised approach to find the user type.  

5.4 Supervised Approaches for User Type Prediction 

As described in the previous sections, the unsupervised methods although providing interesting 
overviews over our datasets, still lack in usefulness in a future application for to customize the 
dialogue policy. Thus, in this Section we explore the possibility of obtaining user models in a 
supervised manner. The models created might be difficult to be used across different systems, but 
still we could see them as a valuable resource for the system developer. 
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In this study we will focus on user expertise since it is a well-known user type where we have 
identified significant differences in several dimensions and we have a balanced distribution of 
novice and expert users in the dataset analyzed. The first research question is if we are able to 
automatically identify user types. The second is at which point of the dialogue (i.e. how many 
turns) are we able to make an accurate prediction of the user type. This second questions is 
especially relevant for the system developer. The earlier the user type is identified the better, since 
the system could adapt its strategy for a specific user type. 
 
Experimental Procedure 
 
The features previously described were combined with the dialogue state N-grams, obtained with 
the gensim toolkit [Rehurek and Sojka, 2010]. The N-grams correspond to the sequences of states 
(separate N-grams were computed for user and system sequences) in the dialogue. We have 
created different features sets depending on the number of exchanges considered: 4, 6, 8, 10 or the 
whole dialogue. An exchange contains at least a system turn and most of them have also a user 
turn associated. For each of these, we have also varied the size of the N-grams from 1 to 8. We 
also consider a feature where no dialogue state features were used. Since we have a very small 
dataset (79 samples) we adopted the leave-one-out validation procedure in order to maximize the 
number of training samples. Three different classifiers were evaluated: SVM, JRip and Random 
Forests. We will only report the results on the Random Forest since they were better than the other 
two. Table 21 shows the results obtained in terms of Accuracy and also the Kappa value. Kappa is 
a similarity measure with the ground truth. The closer to 1 the better is the model. 
 

 4 exch 6 exch 8 exch 10 exch All 

n-gram Acc (kappa) Acc (kappa) Acc (kappa) Acc (kappa) Acc (kappa) 

0 0.65 (0.29) 0.65 (0.29) 0.65 (0.29) 0.68 (0.36) 0.65 (0.29) 

1-gram 0.63 (0.27) 0.60 (0.19) 0.66 (0.34) 0.68 (0.37) 0.67 (0.24) 

2-gram 0.60 (0.19) 0.62 (0.24) 0.67 (0.34) 0.67 (0.34) 0.73 (0.47) 

3-gram 0.61 (0.22) 0.67 (0.33) 0.61 (0.21) 0.66 (0.32) 0.71 (0.41) 

4-gram 0.61 (0.21) 0.63 (0.26) 0.66 (0.31) 0.65 (0.29) 0.7 (0.39) 

5-gram - 0.62 (0.24) 0.62 (0.23) 0.63 (0.27) 0.66 (0.31) 

6-gram - 0.66 (0.31) 0.63 (0.26) 0.68 (0.36) 0.66 (0.31) 

7-gram - - 0.62 (0.24) 0.65 (0.31) 0.7 (0.39) 

8-gram - - 0.7 (0.39) 0.62 (0.24) 0.68 (0.36) 

Table 21. User expertise classification results. 
 
Since the baseline majority accuracy for this case dataset is 0.52, we see that the trained classifiers 
clearly outperform that, despite the difficulty of the task. This answers to the first research 
question. It is possible to train reasonably accurate (0.73) supervised model for user modeling 
even with a small training set. The model with best performance uses the whole dialogue to 
compute the feature vector for each dialogue. This means that for this specific feature set the 
larger the context the better. Nevertheless, using 8 exchanges we can get 0.7 accuracy. In a 
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different experiment we combined the dialogue state N-grams from this dataset with the means of 
the features used for hotspot detection. With that feature set using 6 exchanges and a dialogue 
state sequence representation with 3-grams we have obtained a model with 0.72 accuracy and 0.44 
Kappa. Thus, the answer to the second question is yes. It is possible to classify accurately the 
expertise using the first few turns of the dialogue. 
 
Another interesting analysis is what features give the highest contribution to the model. For this 
purpose we have ranked the features using gain ratio with respect to the class method available in 
WEKA for the combinations N-gram Vs. number of exchanges where the best performances were 
achieved. The top 5 features for the best performing feature sets can be found in Table 22. Some 
of the features found for 2-gram All and 8-gram 8 exch feature sets had already been identified in 
the analysis performed in Section 5.2 such as the intention mismatch, WER, CER, number of 
words and number of slots. The N-gram features seem to be more useful when the features user 
for hotspot detection were used. The fact that some of these sequences only occur (or only not 
occur) with specific type of uses was used by the Random Forest classifier. For instance, all the 
dialogues where the sequence of the user states Inform(BusNumber)-Inform(DepPlace) 2-gram 
occurred were from novice users (8 total). This turns this set of feature very system dependent, 
and suggests that the other features, some of them previously identified in the literature, could be 
more generalizable than dialogue state N-grams.  
 

2-gram All 8-gram 8 exch 6-gram 6 exch1

intention_mism
atch 

intention_mismatch Inform(BusNumber)-Inform(DeparturePlace) 

WER word num Number of slots values changed between two 
consecutive system turns 

slot-num barge-in request(DepPlace)-confirm(DepPlace) 

CER request(DepPlace)_confirm(D
epPlace) 

inform(DepPlace)_inform(BusNumber)_infor
m(DepPlace) 

request(ArrPlac
e) 

confirm(BusNumber)-
confirm(DepPlace) 

req(DepPlace)_conf(BusNumber)_conf(DepPl
ace) 

Table 22. Top 5 features with highest gain ratio in the best performing feature sets. 
 
All the analysis made in this section is limited by the small dataset that we have. This is 
particularly critical when we increase the N-gram size creating more sparsity on our training set. 
The trends observed when we used the whole dialogue to create the model is that higher the 
number of states in the N-gram the better is the performance. It would be interesting to confirm 
this tendency with a larger dataset. More data would need to be annotated in order to develop 
classifiers for different user types. Another interesting question that it is not answered is whether 
user type models would work if we train in one dataset and test in a different one. The next section 
will approach this issue. 

                                                 
 
1  Using the same set of feature that was used for hotspot detection combined with the state sequence 
N-grams. 
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5.5 Cross-corpora User Modeling 

The possibility of using existing datasets to train user type models and apply them to new datasets 
could be an interesting feature to have in a dialogue doctoring platform. This would save the time 
that takes to annotate a new dataset. This Section approaches this problem. We are using two 
corpora from Let’s Go that were collected 8 years apart: LEGO collected in 2006, and Let’s Go 
2014. The system has greatly evolved throughout the years. Some components, like the dialogue 
manager, were replaced. The acoustic and language models were retrained using the collected 
dataset. The domain though remains the same.  First, we are going to train a user expertise model 
for LEGO and evaluate its performance. Then we will use the LEGO dataset to train a user 
expertise model and test it on Let’s Go 2014.  
 
Feature Set 
 
The feature set used to train the classifier includes barge-in rates (in both directions), latency (in 
LEGO only from the first turn, since this was not available for other turns),  turn and call duration, 
speech rate obtained from output of the phoneme sequence provided by the AUDIMUS speech 
recognizer and number of help requests. 
 
Classification Results 
 
Distinguishing between novice and expert users is a binary classification task. From the multiple 
classification approaches that could be used, we opted for SVMs and Random Forests. The first is 
widely used in classification tasks and typically produces acceptable results. The second is an 
approach based on decision trees, which is appropriate for this task, given the distribution of our 
features among the two classes. For SVMs we used a C parameter of 1.0 and for Random Forests 
the number of trees in the forest was set to 1000. 
 
Since the LEGO dataset is unbalanced, containing 235 novice users and 80 expert users, part of 
the experiments use a balanced dataset, achieved using the Spread Subsample filter provided by 
the Weka Toolkit, which contains 80 novice and 80 expert users. Still, we performed experiments 
on both the balanced and unbalanced versions of the dataset. 
 

 Unbalanced Balanced 

 Random Forest SVM Random Forest 

Feature Set Accuracy Kappa Accuracy Kappa Accuracy Kappa 

Duration 0.790 0.406 0.594 0.188 0.744 0.488 

First Turn 0.767 0.321 0.594 0.188 0.713 0.425 

Global 0.783 0.377 0.681 0.363 0.769 0.538 

All 0.793 0.385 0.706 0.413 0.794 0.588 

Selected 0.796 0.403 0.706 0.413 0.781 0.563 

Table 23. Classification results over the LEGO dataset. 
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Table 23 presents the obtained results on both versions of the dataset. The first line corresponds to 
using only Duration, the most informative feature. The First Turn set combines all the features 
extracted from the first turn only, while the Global set combines all the features extracted from the 
whole dialogue. The All set combines the two previous sets. The Selected set is obtained by 
applying the Best First feature selection algorithm, provided by the Weka Toolkit, to the All set. 
For the balanced dataset it contains the barge-in rate, the first turn and average utterance durations, 
and the number of help requests. For the unbalanced set it contains all the selected features for the 
balanced dataset, as well as the number of barge-ins, the number of exchanges, the average speech 
rate, and whether there was a help request on the first turn. 
 
We hide the column for the SVM classification approach on the unbalanced dataset, as it 
performed poorly for all feature sets, never surpassing 74%, the accuracy of a majority baseline. 
However, the Random Forest approach achieved 80% accuracy using the Selected feature set, 
which represents an improvement of 6 percentage points over the majority baseline. Furthermore, 
given the difficulty and subjectivity of the task, the Kappa coefficient of 0.40, although low, 
should not be disregarded. 
 
On the balanced dataset, both the SVM and Random Forest approaches were able to surpass the 
50% accuracy of the majority baseline. Still, similarly to what happened on the unbalanced 
dataset, the Random Forest approach performed better than the SVM. Using all the available 
features, the Random Forest approach achieved 79%, which represents an improvement of 8 
percentage points over the SVM counterpart and 29 percentage points over the majority baseline. 
Furthermore, the Kappa coefficient of 0.59 is 50% higher than the one obtained for the unbalanced 
dataset, in spite of facing the same concerns. In this version of the dataset, feature selection did 
not improve the results.   
 
The results obtained using the First Turn feature set were less satisfactory. On the unbalanced 
dataset an accuracy of 77% was achieved, which represents an improvement of 3% over the 
majority baseline, but presents a small Kappa coefficient. On the balanced dataset, the results were 
more satisfactory, as the Random Forest approach was able to improve the results of a chance 
classifier by 21 percentage points and achieve a Kappa coefficient of 0.42. However, the SVM 
classifier performed poorly, achieving only 59% accuracy and a Kappa coefficient of 0.19. 
Overall, this means that it is not easy to identify the level of expertise of a user based solely on the 
first turn of the dialogue. Still, a preliminary classification can be obtained to start guiding the 
system towards user adaptation, and improved as the dialogue flows.  
 
In terms of the individual feature sets, we can see that duration related features are the most 
important for the Random Forests approach on both versions of the dataset. Furthermore, on the 
balanced dataset, interruption and help related features also provide important information. 
However, for the SVM approach, although the important features remain the same, the order of 
importance is inverted, with help related features as the ones that provide most information. 
 
To evaluate the portability of the user expertise models, we have followed the same procedure but 
now we use all the balanced LEGO dataset as the training set and we test it on 85 Let’s Go 2014 
dialogues. The ground truth labels were the same that were used in the experiments described in 
Section 5.3. As expected, the performance obtained on the data from Let's Go 2014 is worse than 
the one obtained using cross-validation on the LEGO corpus. In terms of accuracy, the SVM 
approach achieved the top result of 61%, which represents an improvement of 8 percentage points 
over the 53% of the majority baseline, just by using help related features. For the Selected feature 
set, the best performance obtained was only 58% using both methods. The performance decrease 
could be explained by two factors. First, as we mentioned before, although we are comparing two 
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systems that perform exactly the same task, there are differences associated with the evolution of 
the system throughout the years that will be visible in the dialogue strategies employed by the 
different systems. 2006 was the second year that Let’s Go was in production. The distribution of 
the dataset confirms that most of the users were highly inexperienced. Thus, we decided to repeat 
the experiments, using as ground truth for Let’s Go 2014 a different annotation derived from the 
annotation scheme adopted to annotate LEGO for expertise. The annotation agreement between 
the two annotation schemes was 0.426 Cohens’s Kappa (moderate agreement). The class 
distribution of previous annotations is 42 Expert - 37 Novice, while in the revised version is 31 
Expert - 48 Novice. The most common reasons for disagreement are related to help requests and 
latency. On the other hand, we had a third annotator who annotated 10% of the Let’s Go 2014 
corpus for expertise using the same guidelines as annotator 1. The agreement found between that 
annotator and the first annotator was 0.73 (substantial agreement), suggesting that the guidelines 
play a more important role than the user perception on the decision to annotate the dialogue for 
expertise. 
 
The same procedure was applied, but using as ground truth the annotations from annotator 2. In 
this case, the best performance achieved was 66% (Kappa=0.31), using the complete feature set 
and the SVM classifier. This result shows that the annotation scheme adopted had an impact on 
the classifier performance.  

6 Multilinguality 

6.1 Language Specific Aspects of Dialogue Enhancement and Customization 

The experiments performed both for Dialogue Enhancement and Customization were only 
performed for English, although we kept in mind that one of the goals of SpeDial is to develop 
dialogue analytics tools that are language agnostic. When investigating Dialogue Flow 
Enhancement we did not used the SweCC dataset, since it was not possible to obtain the SLU for 
the transcriptions, which were of major importance in the analysis described in Section 4.1. 
Nevertheless, since the analysis was done at the dialogue act level, the problem of the portability 
to a different system should be more related with the domain of the system, rather than the 
language itself. The work presented in Section 4.2 relies mostly on language independent features 
as well, except from the similarity measures between turn N-grams, which means that it could also 
be easily applied to a different corpus in a different languages. The same thing applies to the 
features employed in the user modeling studies. However, since no other corpus was annotated for 
user modeling, this outcome would need to be further experiment’s to support it.  

6.2 Multilingual Grammar Induction  

In the first year of the project we have developed a statistical grammar for the English travel 
domain (section 3.1 of Deliverable 3.1) and also manually translated the test corpus utterances and 
annotations from English into Portuguese (section 6.2 of Deliverable 3.1). In the second year of 
the project we experimented with automatically porting the English train corpus and annotation 
into Portuguese and evaluated the performance on the manually translated test set. We used an 
approach described in [Jabaian et al., 2011] where the train corpus is first translated to the target 
language and then the annotation is transferred by utilizing the alignment between the source and 
the target language corpus. 
 
Annotation porting 
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The annotation used has been explained in detail in D3.1. An example annotated sentence from 
the English train corpus is presented in Table 24. There is one rule used in this sentence 
<fromcity>->”from montreal”. 
 

 B-FROMCITY I-FROMCITY 

FLIGHTS FROM  MONTREAL 

Table 24. Example of English annotated sentence. 
 
 
For annotation transfer we used the GIZA++ statistical alignment tool2. An example alignment 
produced by GIZA++ is presented in Figure 11. 
 

 
Figure 11. Example alignment between English and Portuguese utterance. 

 
To transfer the annotation from the source to the target language we exploit the alignment of 
GIZA++. For the above example, we only have one rule to transfer <fromcity>->”from 
Montreal”. The word “from” in English is aligned with “de” in Portuguese and “Montreal” with 
“Montreal”. As a result the rule is transferred into Portuguese as <fromcity>->”de Montreal”. 
 
Experiments 
 
The available resources consist of an English travel domain train and test corpus (annotated with 
the domain semantics) which has been described in D3.1. The test corpus has been manually 
translated into Portuguese (also detailed in D3.1). We used the Google translation service to 
translate the English train corpus into Portuguese. Afterwards we extracted the alignments 
between English and Portuguese using the GIZA++ toolkit and used them to port the annotation to 
the Portuguese train corpus. A statistical grammar was trained on the Portuguese train corpus 
using Conditional Random Fields (statistical grammar training using CRFs has been detailed in 
D3.1) and evaluated in the test set in terms of Precision, Recall and F-Measure. The results for the 
automatically ported Portuguese grammar are presented in Table 25. For reference we add the 
performance of the English statistical grammar. 
 

Language Precision(%) Recall(%) F-measure(%) 

Portuguese 10.12 5.09 6.77 

English 94.07 89.24 91.59 

Table 25. Statistical grammar performance for English and Portuguese. 
 
We can see that porting the grammar from English to Portuguese has resulted in a very big 
performance penalty. The reason is that the automatic translation service is adapted to translating 

                                                 
 
2 

 Available from http://www.statmt.org/moses/giza/GIZA++.html 
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towards Brazilian Portuguese. We did not succeed in finding an alternative free translation 
service. A solution to this problem would be to develop an English-Portuguese translation system 
(for example using the Moses toolkit, available at http://www.statmt.org/moses/), but doing so 
would require an important investment in time and resources.  
 

7 Summary of Contributions 

Task 3.1 Prompt and Grammar Enhancement 
 
In Y2 of the project we focused on predicting the errors of a statistical grammar. We used a corpus 
of utterances from a deployed Greek language call routing application provided by VW.  We did 
not exploit any grammar specific information (like resources used to train the grammar or 
grammar rules used). We instead employed an active learning framework which models the 
confidence of the grammar for each utterance. This approach can be used by a grammar developer 
to efficiently locate utterances where a grammar fails and aid in improving performance. 
 
Task 3.2 Dialogue Flow Enhancement 
 
During Y2 of the project efforts have been made to close the loop of dialogue doctoring, namely 
mapping the hotspot detection into meaningful information to the system developer.  A study on 
how to create rules that could help to detect problematic dialogue sequences was made by KTH. 
The rules found fail to cover most part of the corpus, despite achieving the requisite of high 
precision. Further investigation is needed to create a feature set appropriate for this task. Three 
Let’s Go datasets were annotated with respect to root cause analysis. A supervised approach to 
separate errors caused by ASR from errors with a different root cause was investigated by 
ATH/TSI. Relative success was achieved, but more data would be needed to build more robust 
models. An upgraded version of Atelier was created, providing new tools to better visualize the 
problems in the dialogue flow both using graphs and tables. 
 
Task 3.3 User Modeling 
 
As part of the user modeling studies new annotations were added to the Let’s Go 2014 dataset. A 
thorough analysis of the features that we used for user modeling was done; provide interesting 
trends for several of the user/dialogue types studied at KTH. Task success and expertise were the 
dimensions were more feature had significant changes between datasets.  Approaches to 
unsupervised clustering were tried, but data was not clustered according to any of the dimensions 
proposed in the annotation scheme. This led to a supervised approach to predict user expertise. 
Results clearly overcame the baseline majority. We also verified that with 6 exchanges, it was 
possible to achieve a performance close the one using the whole model. Finally, an attempt to use 
a corpus to train a user expertise model and train in a different one was investigated at INESC-ID. 
The results were quite below what was achieved when doing the training using leave-one-out 
validation procedure.  
 
Task 3.4 Multilinguality 
 
In terms of multilinguality, ATH-TSI and INESC-ID have collaborated in order to perform three 
different tasks. The first task, completed in Year 1, consisted of translating a number of prompts 
from English to Portuguese. The second task concerned the translation of annotated corpora in 
order to evaluate statistical grammars. In the beginning of Year 2, we have completed the manual 
translation of an annotated corpus from the travel domain, previously annotated with an FSM 
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grammar, from English into Portuguese, with the purpose of training a statistical grammar for 
Portuguese. The resources were used to evaluate the performance of porting a statistical grammar 
for the travel domain from English into Portuguese.  
 
Overall, good progress has been achieved in all four tasks. Especially relevant for the SpeDial 
platform (see WP4) has been the new algorithms for root-cause analysis and user modeling. 
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