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Executive Summary 
	  

The main goal of the SpeDial project is to minimize the effort and expertise required for the 
development of speech services. WP3 specifically aims to provide tools and algorithms for the 
enhancement and adaptation of deployed speech services, namely grammars and prompts, dialogue 
flow enhancement and user modeling, which can be ported across languages. 

For grammars, effort has been divided on two tasks. First, to build and test a web harvesting module 
that can be used for mining and filtering corpora relevant to a domain. Second, to use these corpora to 
build a statistical grammar. We have worked on two domains for the English language, air travel and 
finance. We show that web harvesting can produce corpora that induce grammars of high quality, 
similar to that of manually collected corpora. Statistical grammars trained on these corpora can 
achieve annotation F-measure up to 93% and 68% for the air travel and finance grammar respectively.  

For dialogue flow enhancement we use the Atelier toolkit and demonstrate how it can be used to 
visualize information about dialogue states using two datasets, Cambridge restaurant and Let’s Go. 
The functionality provided by the toolkit can aid a developer in locating problematic spots of the 
dialogue and correlating them with specific states. 

Initial experiments regarding user modeling where done on the SweCC corpus, where age and gender 
information is available. No correlation was found between age/gender and hotspots, the only 
observance being that elder and females tend to use more words per turn compared to younger and 
males, respectively. 

An important goal within the SpeDial project is to provide SDS developers with tools and resources 
that cover multiple languages. In year 1, we have started investigating multilingual grammar induction 
and prompt creation. As a first step we ported two different resources from English to Portuguese in 
preparation for our work in year 2. The first resource is a list of prompts from the travel domain. The 
second is an English automatically annotated corpus for the travel domain.  

Overall, in the first year of the project we have worked on preparing the tools that will exploit the 
outcome of WP2. A considerable effort has been made to re-use and adapt available tools and 
algorithms, such as the web-harvest workflow developed in TSI and the Atelier toolkit developed by 
NuEcho. Finally, the first steps towards addressing multilinguality have been made and the effort will 
be intensified in Y2, as annotated resources and live data are being made available to the consortium. 
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1. Introduction 
 

Dialogue design is a key step in Spoken Dialogue System (SDS) development. This includes both 
creating of the dialogue flow and implementing strategies to deal with unexpected events. In 
commercial Spoken Dialogue Systems this design relies mostly on the developer expertise. 

The goal of this WP is to provide algorithms and tools that use the output of the WP2 to enhance and 
customize the speech service, namely update prompts, grammars and call-flows in order to minimize 
dialogue hot-spots, maximize user satisfaction and reach target key performance indicators (KPIs). 
Machine learning is used to select prompts from a list, train/update statistical grammars from 
transcribed service data and optimize the dialogue-flow. In addition, we will investigate user 
modeling/adaptation will be investigated (e.g., experimented users vs naive users). Multilingual 
speech services are also covered, where machine translation and crowd-sourcing is used to enhance 
prompts and grammars across languages. 

Prompts and grammars play an important role in a SDS. Prompts provide the user with information 
and can be used to direct his answer. The ability to easily create personalized prompts is important 
since it enables the adaptation of the SDS to the situation at hand. Grammars constitute a major 
building block of an SDS, enabling the extraction of information from a user’s utterance. In the first 
year of the project we worked along two directions. First, we evaluated the performance of web 
harvesting with respect to grammar induction for finite state grammars in two domains, air travel and 
finance. Afterwards, we developed a baseline statistical grammar for the English travel domain. We 
have evaluated the baseline system performance varying the amount of available training resources. 
Regarding prompts, we have created a pool of prompts for the English travel domain. 

While much effort has been dedicated to the detection of problematic turns in spoken dialogue 
systems, little work has been done on determining their causes and suggesting objective changes in 
the system to avoid those problematic turns. In Section 4 of this document, the first steps taken in this 
direction are described. First, an example of error source analysis is presented. Then, two examples of 
datasets used that were loaded into NuEcho’s Atelier visualization are shown and the conclusions that 
could be extracted from the visualization are also described in detail. The visualization of the data can 
play an important role in finding the root of the problem. It allows the developer to find problematic 
dialogue states or sequences of dialogue states that often lead to hotspots. During year 2, efforts will 
be dedicated to develop methods to automatically find the reasons why some states are more prone to 
hotspots than others. 

Throughout the years, personalization has become more and more important for interfaces dealing 
with real users. While it is true that most of data that will be analyzed in the project is anonymous, it 
is interesting to study the impact of the different user groups in the system performance. In Section 5 
we present the first analysis of different user types. The way age and gender impact in appropriateness 
of the system answers and the number of words per turn will be analyzed. First conclusions towards a 
user modeling that serves our project will be discussed. 
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Tools and resources for efficient SDS development need to perform well in the language of the 
application. To address multilinguality, we report in Section 6 the work done on prompts and 
grammars. For the moment we have translated a pool of prompts for the travel domain from English 
into Portuguese, and are completing the translation of an annotated corpus for the same domain. In 
year 2, we plan to experiment with more language pairs and domains to identify the best way to port 
resources across languages. 

 

2. Datasets used 
	  
The datasets used in the user modeling and dialogue flow enhancement analyses were Cambridge, 
Let’s Go and SweCC. These corpora are respectively described in detail in Sections 1.8, 1.9 and 1.10 
of deliverable D2.1. In the grammar enhancement task a grammar and a seed corpus were used for the 
two tasks, air travel and finance. The air travel corpus is composed of 1560 utterances, and contains 
297 terminal rule instances and 162 grammar rule instances1. The finance corpus is composed of 416 
sentences and contains 119 terminal rule instances and 71 grammar rules instances. 
	  

3. Prompt and grammar enhancement  
	  
Prompts and grammars play an important role in the performance of a SDS, the former providing the 
user with information and guiding the answers and the latter extracting information from the user’s 
utterances. The goal of this task is to provide tools for the rapid development and enhancement of 
prompts and grammars. For the grammars we report work on mining the web for corpora, filtering to 
keep the most informative sentences and evaluating their quality by means of grammar induction 
performance. Next, we use these corpora to train and evaluate the performance of a statistical 
grammar. For prompts, we have collected a pool of prompts for the travel domain which has been 
used in Task 3.4 and will be exploited in year 2. 

3.1 Grammar enhancement  
For the grammar enhancement task in Y 1 we have focused on two scenarios: the English travel 
domain, which covers user utterances regarding flight details and the finance English domain, which 
covers utterances of a bank client such as problem reporting and account transactions. We have re-
used resources from the PortDial project, namely a finite state grammar and manually created seed 
corpus for each domain. 

We have worked on two directions, i) improving the web-harvesting module that was created within 
the PortDial project [Klasinas et al., 2013] and ii) creating a baseline statistical grammar. For web 
harvesting we compare various query selection approaches (starting from a grammar, a corpus, 
estimating the impact of a query to the results), corpus selection (filtering sentences by requiring the 
presence of domain salient terms, perplexity based ranking of sentences optionally exploiting terminal 
rules). Evaluation is performed by using the web-harvested corpus to induce grammar rules. The 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
1	  Terminal	  and	  grammar	  rules	  are	  explained	  in	  Section	  3.1.1.	  
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results show that web-harvested corpora outperform the initially available small corpora and are on 
par with a manually harvested corpus.  

The finite state grammars used for web-harvesting are used to create baseline statistical grammars 
which are trained on the best web-harvested corpora and evaluated on the manually created corpora. 
We present experiments on the performance of the induced grammars varying the size of the training 
corpus and show that exploiting multiword terms improves the results. 

	  

3.1.1 Finite state and statistical grammars 
	  

The finite state grammars are composed of terminal and grammar rules. Terminal rules correspond to 
basic concepts of the grammar like citynames, airline names and credit card names. An example 
instance would be <city>→”New York”. Grammar rules are composed of words and terminal rules 
and express high level concepts relevant to the domain, such as the departure city or a bank account 
balance query. An example fragment would be <fromcity>→”from <city>”. 

 

The finite state grammars available are deterministic and have a fixed coverage. In the SpeDial project 
we exploit finite state grammars as a starting point to annotate corpora, which are then used to train 
and evaluate statistical grammars. The statistical grammar works by finding the most probable tag 
sequence for a sentence. The details of the implementation used are presented in Section 3.1.3. 

	  

3.1.2 Web harvesting 
	  

To increase the availability of training resources we utilize the web. The basic workflow consists of 
extracting queries from a seed corpus that are then submitted to a web search engine, downloading the 
corresponding web pages and afterwards filtering the fetched corpora, keeping only the most relevant 
sentences. 

 
	  

Prior work 
 

There has been a lot of work on using the web to mine domain specific corpora. In [Berger and Miller, 
1998] ASR hypotheses were used as web search queries. In [Misu and Kawahara, 2006] queries were 
constructed extracting keywords from a knowledge base, while in [Sarikaya, 2008] various heuristics 
were employed to extract queries from user utterances. 

To filter the downloaded documents, if in-domain data are available using BLEU [Papineni et al., 
2002], n-gram similarity [Sarikaya, 2008] or perplexity [Bisazza, 2010] has been shown to work. In 
the absence of in-domain data, manually defined heuristics can be used [Misu and Kawahara, 2006]. 
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Query generation and filtering 
 

For the query extraction we have used supervised and unsupervised methods. Queries can be 
manually created (manual), extracted from a seed corpus (ALL) or a grammar (GRM). In the first 
case a grammar developer selects words and phrases that are descriptive of the domain, like “flights 
from New York”. Alternatively n-grams can be extracted from the seed corpus. For example, from the 
utterance “Show me the flights that leave from New York” a non-exhaustive list of queries is “Show”, 
“Show me”, “Show me the flights ”...,”York”. In the grammar extraction scenario we use as queries 
the lexical part of the grammar rules. For example from the rule “<fromcity>→fly out of <city>” we 
get the query “fly out of”.  

When extracting queries from the seed corpus we used all n-grams up to order 7. Preliminary 
experiments showed that the most informative queries are composed of four words, so we report the 
results (N=4) for these queries too. Another approach to find the most informative queries is to rank 
all queries with respect to perplexity computed using an out of domain language model and keep the 
ones with the highest perplexity. In the following experiments we kept the top 10%. This technique is 
applicable because the seed corpus is manually created, so there are no grammatical errors and 
disfluencies. We did not use a language model trained on the seed corpus, because this would result in 
keeping a lot of stop words.  

In order to narrow down the search space we have experimented with requiring the presence of a few 
hand-picked terms, Query Pragmatic Constraints (QPG). For example the query “Show me the 
flights” is transformed to “Show me the flights AND (Flight OR Airport OR Ticket). 

Once all the corpora are fetched and preprocessed they are filtered to keep the most informative 
sentences. We have used two approaches, Filtering Pragmatic Constraints (FPG) and perplexity 
ranking (ppl). FPGs are similar to QPGs; each downloaded sentence is kept or discarded depending 
on the presence or not of at least one FPG. In perplexity filtering a LM is trained on an in-domain 
corpus and the downloaded sentences are ranked wrt. perplexity, keeping the ones with the smallest 
value. A modification of this technique is to preprocess the in-domain and web harvested corpus by 
replacing all terminal rules and then use perplexity ranking (pplterm). For example the sentence  
“Show me the flights that leave from New York” becomes “ “Show me the flights that leave from 
<cityname>”.  

Web harvest evaluation 
To assess the suitability of a corpus for grammar induction we have used three approaches, i) a string-
similarity based grammar induction algorithm, ii) a statistical slot sequence tagging algorithm and iii) 
a combination of i and ii.  

String-similarity based grammar induction (SSGI) 
	  

This approach, proposed in [Athanasopoulou et al., 2014], employs a human in the loop workflow. 
The input is a corpus where the terminal rules have been replaced by the relevant tag, a number of 
seed fragments for a rule and the number of requested fragments. Below follows a brief description of 
the algorithm. 
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The first step is to extract all candidate fragments from the corpus. The set of fragments is then 
filtered, according to hand-crafted rules like the number of tokens and the relative position of the 
terminal fragment. Afterwards each fragment is assigned a similarity score, based on its manhattan 
distance to the seed fragments. The most similar fragments are then returned to the user. 

	  

Statistical slot sequence tagging (SST) 
	  

In this scenario the corpus is first annotated with the seed fragments. Afterwards, a statistical grammar 
is trained for the rule at hand and it is applied on the corpus. The induced fragments are sorted in 
terms of frequency of appearance and the most frequent are returned to the user. The implementation 
is identical to the one described in Section 3.1.3. 

In this scenario the induction is only based on context and frequency instead of string similarity. 

Combination 
This scenario is using the slot sequence tagger to create the list of candidate fragments, which are then 
sorted wrt. string similarity to the seed fragments. The frequency of each fragment is not taken into 
account. 

Experiments 
Two domains have been used in the experiments, travel and finance, both for the English language. A 
seed corpus of 1400 sentences was available for the travel domain and 450 for the finance domain. 
For the travel domain 24136 queries have been used, while for the finance 1036. The set of QPGs and 
FPGs for the travel domain is “Airport, Travel, Ticket” and for the finance domain “Bank, Credit, 
Account”. Each query was submitted to the Yahoo! web search engine and the top 50 documents 
where downloaded. The resulting corpus for the English travel domain was composed of 336M 
sentences (using QPGs) and 95M sentences (without QPGs). For the finance domain 40M sentences 
where downloaded. Each document was preprocessed by: 

1. Extraction of raw text using Javaparser (Javaparser 1.4, http://code.google.com/p/javaparser/) 
2. Sentence boundary detection using the Lingua::Sentence Perl module. 
3. Removal of punctuation marks.  
4. Removal of sentences shorter than 5 or longer than 50 words. 

 
For perplexity filtering trigram language models where trained on the seed corpora using the SRILM 
toolkit [Stolcke, 2003]. The web corpora for the travel domain are 50k sentences long, while for the 
finance 5k. The smaller size of the finance corpora is due to the smaller grammar and seed corpus 
size. In addition to the automatically web harvested corpora, the induction performance is evaluated 
for i)a manually web harvested corpus (English travel only)  ii) a crowdsourced corpus (English travel 
only) iii) the seed corpus.  

Evaluation in the travel domain is done on 5 grammar rules, providing 3 seeds fragment per rule and 
requesting 12 new fragments. For the finance scenario 2 rules are used, with the same configuration 
for induction. The rules are described in Table 1. 
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Domain Rule Description 

Attribute Various flight information 
(airline, airport, etc) 

FROMTIME Departure time 

STOPCITY Connection city in multistop 
flight 

TOCITY Arrival city 

 
 
 
 

Travel 

TOTIME Arrival time 

Account Types of account (saving 
account, online account) 

Finance 

expression_cardproblem Credit card problems (blocked, 
lost pin, etc.) 

Table 1: Description of rules used for evaluation. 

	  The precision of the induced rules for the various corpora are presented in Tables 2 and 3. 

Query selection Filtering SSGI (% precision) SST (% precision) SSGI+SST (% 
precision) 

seed corpus 24.7 14.2 16.8 

manual 33.5 25.5 29.7 

crowd 23.1 12.6 22.0 

ALL none 15.6 16.4 17.3 

ALL ppl 30.2 13.1 21.1 

ALL+QPG ppl 30.4 14.5 20.1 

ALL+QPG ppl+FPG 30.6 16.8 20.9 

N=4+QPG ppl+FPG 31.1 20.1 21.9 

GRM+QPG ppl+FPG 28.3 22.7 23.7 

ALL+QPG pplterm+FPG 24.7 25.2 28.8 

10%+QPG pplterm+FPG 33.0 26.7 28.3 

Table 2: Grammar induction precision for various corpora in the English travel domain. 
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Query selection Filtering SSGI (% precision) SST (% precision) SSGI+SST (% 
precision) 

seed corpus 15.6 8.3 9.7 

ALL+QPG none 10.5 6.5 6.8 

ALL+QPG ppl 22.2 24.7 27.6 

ALL+QPG ppl+FPG 21.8 23.2 24.2 

ALL+QPG pplterm+FPG 21.2 36.8 30.3 

Table 3: Grammar induction precision for various corpora in the English finance domain. 

We observe that the automatically web harvested corpora perform better than the seed corpora. In the 
travel domain they perform as well as a manually harvested corpus. Using QPGs does not affect 
performance, but QPG corpora require downloading roughly 30% of the non-QPG web documents. 
Similarly, FPGs do not have a great impact on performance, but can be efficiently implemented and 
greatly speed-up filtering. Using terminal rules for perplexity filtering generally improves the results, 
depending on the induction algorithm used, especially in the finance domain where there the seed 
corpus is smaller. Finally, the query selection approaches (based on n-gram length and estimation of 
query quality) result in at least as good corpora as when using all possible queries, while lowering the 
resources required in terms of time and computational power to download and filter the web data. 

To evaluate the induction performance as a function of the seed set size, we have also run experiments 
using the best corpus for each domain, varying the seed set size from 1 to 15. The results are 
presented in Figures 1 and 2. We observe that in the travel domain where the rules fragments are quite 
similar to each other (e.g. “leave from <cityname>”,”leaving from <cityname>”) SSGI performs 
better than the others for small seed set sizes. In the finance domain where the lexical part of the rules 
is more variable SST performs better, since it utilizes context. As expected, in all cases increasing the 
seed set size results in increased precision. 
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Figure 1: Travel domain induction results for varying seed set sizes. 

	  

	  

 

Figure 2: Finance domain induction results for varying seed set sizes. 
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3.1.3 Experiments on statistical grammars 
	  

During the first year of the project we have implemented and evaluated a baseline statistical grammar 
for two domains, English air travel and English finance. The statistical grammar is trained on a corpus 
that is annotated with the domain concepts and then used to predict the annotation of a test set. In the 
rest of this section we detail the i) implementation of the grammar ii) train and test set creation and 
annotation and iii) experiments and evaluation. 

Statistical grammar 
The goal of a statistical grammar is to extract information from a user’s utterance. This can be done in 
various levels, for example the whole utterance can be classified to a set of categories, like call 
routing. Classification can also be done on a more fine-grained level, where only parts of an utterance 
are classified. In the Y1 experiments we have focused on the second scenario, building domain-
specific grammars that extract utterance fragments related to e.g. departure city (travel domain) or 
credit card problems (finance scenario). 

Resources used 
Experiments have been conducted for the English language in two domains, air travel and finance. For 
each domain a train and a test set have been compiled, where the grammar rules are annotated using 
the IOB format, where each word is annotated as: 

● O: Outside a rule 
● B: Beginning of a rule 
● I: Inside a rule 

 An example for the air travel domain is presented in the Figure 3.  

	  

Show me Flight
s 

leaving from New York tomorrow morning 

O O O B- 
<fromcity> 

I- 
<fromcity> 

I- 
<fromcity> 

I- 
<fromcity> 

B- 
<timespec> 

I- 
<timespec> 

Figure 3: Annotation example for the English air travel domain. 

Two rules have been annotated in this sentence, <fromcity>→”leaving from New York” and 
<timespec>→”tomorrow morning”. 

The annotation is performed by using the finite state grammar described in the previous section and 
then post processing the result to use the IOB format. The test set is the seed corpus described in the 
previous section. The train set for the air travel domain is the manually harvested corpus while for the 
finance domain the web harvested corpus which has been filtered using terminal based perplexity. 

	  

Since the finite state grammar produces some erroneous annotations, especially on the web harvested 
corpora, a subset of its rules has been selected. The rules used for each domain are presented in Table 
4. 



	  
	  

D3.1 Interim report on SDS enhancement and evaluation                      
 

Page 14 of 14 
	  

	  

Grammar Rules used 

Travel AIRLINE, DATE, DONTCARE, FLIGHTNO, 
FROMCITY, FROMDATE, FROMTIME, 
INFORMQ, STOPCITY, TIME, TIMESPEC, 
TOCITY, TOTIME, attribute, wh-question 

Finance account, expression_cardproblem 

Table 4: Grammar rules used for each domain. 

	  

Experiments 
In order to build the grammar the CRF++ toolkit2 was used. The features used are the unigrams and 
bigrams in a size 2 window around the predicted token. Motivated by the fact that the finite state 
grammar is constructed in a hierarchical way, with grammar rules built upon terminal rules, we have 
used two annotation schemes. In the first one each word is treated as a token, while in the second 
scheme multiword terms are concatenated to a unique token. An example of the first format has been 
given in Figure 3, which using multiword terms is transformed as shown in Figure 4.  

Show me flights leaving from New_York tomorrow morning 

O O O B- 
<fromcity> 

I- 
<fromcity> 

I- 
<fromcity> 

B- 
<timespec> 

I- 
<timespec> 

Figure 4: Annotation example for the English air travel domain 

When using the full train set, the results on the test set are presented in Table 5. Using multiwords 
improves the results, especially in the finance case, where the train corpus is quite smaller. It should 
be noted that using multiwords is a valid option, since in commercial SDS systems they are typically 
provided by the client with the specifications and more generally they can be easily compiled in a 
semi-supervised manner (e.g. cities lists from the web, tuning a Named Entity Recognizer to the 
domain at hand). 

We have also evaluated the performance of the grammar when varying the amount of train data 
available. The results are presented in Figure 5 and Figure 6, for the travel and finance domain 
respectively. We observe that using multiwords results in a constant improvement for each domain, 
regardless of the training set size. 

 

 

 

 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
2	  https://code.google.com/p/crfpp/	  
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Grammar Precision(%) Recall(%) F-measure(%) 

Travel 94.07 89.24 91.59 

Travel (with 
multiwords) 

95.59 90.77 93.12 

Finance 64.63 59.38 61.89 

Finance (with 
multiwords) 

83.19 58.75 68.86 

Table 5: Statistical grammar performance for the travel and finance scenarios. 

 

	  

Figure 5: Annotation F-measure as a function of the train set size for the English travel domain. 
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Figure 6: Annotation F-measure as a function of the train set size for the English finance domain. 

3.2 Prompt enhancement 
In the first year of the project a set of prompts was constructed for the English travel domain. 937 
prompts were gathered, split into 4 categories (CAR, DATE, HOTEL, PLACE). Due to the lack of a 
deployed system that could be used to evaluate the quality of the prompts no evaluation has been 
performed, and the prompts where only used for Task 3.4. Evaluation of prompts is planned for year 2 
of the project. 

	  

4. Dialogue flow enhancement  
	  
One of the outlined objectives in the SpeDial project is to provide tools and algorithms for 
automatically improving dialogue strategies in deployed systems. This would eventually require 
leveraging the machine learning algorithms developed in Task 2.2 to identify problematic turns in 
dialogues (hotspots), the annotated data towards developing methods of automatic adjustment of the 
policies of the system that increase the probability of successful interactions. Therefore a prerequisite 
for this deliverable is tangible progress on goals envisaged in Task 2.2, particularly hotspot detection. 
The next step is to obtain insights into the symptoms of problems in a dialogue system and then 
identify methods for automatically incorporating the remedy of problems as dialogue strategies. A 
tool for visualization of events in a dialogue corpus is vital for obtaining these insights for dialogue 
flow enhancement.	  
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4.1 An intuitive example for dialogue flow enhancement 
As an illustration, in the following Cambridge dialogue corpus we observe that the system (a 
statistical model) lacks an efficient strategy to deal with user negations, particularly in this context. 
Not only is that the system repeats the turn 6 “Can I help you with anything else?” (in turn 10) but 
also the information already presented in turn 2 in turn 8, and again in turn 12. The limitation of 
learning the dialogue strategy could be attributed to lack of training data, but this example highlights 
shortcomings in representation of dialogue state. How likely is that the system has to present the 
information presented in turn 2 again in turn 8 or 12.	  
	  

2	   Sys:	  Aki	  Teri	  is	  a	  great	  restaurant	  ,	  it	  serves	  fusion	  food	  and	  it's	  in	  the	  moderate	  price	  range	  

3	   Usr:	  Adress	  and	  phone	  number	  please	  	  	  	  	  	  	  	  	  	  	  	  	  	  [	  SLU	  :	  request(phone) ]	  

4	   Sys:	  The	  phone	  number	  of	  Aki	  Teri	  is	  01223	  323888	  	  	  
5	   Usr:	  Ok	  that’s	  done	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  [	  SLU	  :	  ack()	  ]	  

6	   Sys:	  Can	  I	  help	  you	  with	  anything	  else?	  

7	   Usr:	  No	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  [	  SLU	  :	  negate()	  ]	  

8	   Sys:	  Aki	  Teri	  is	  a	  great	  restaurant	  ,	  it	  serves	  fusion	  food	  and	  it's	  in	  the	  moderate	  price	  range.	  
9	   Usr:	  Ok	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  [	  SLU	  :	  ack()	  ]	  

10	   Sys:	  Can	  I	  help	  you	  with	  anything	  else?	  

11	   Usr:	  No	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  [	  SLU	  :	  negate()	  ]	  
12	   Sys:	  Aki	  Teri,	  which	  serves	  fusion	  food	  ,	  is	  an	  outstanding	  restaurant.	  It's	  in	  the	  moderate	  price	  range.	  

13	   Usr:	  Good	  bye	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  [SLU:	  bye()]	  

	  
Thus identifying attributes of a dialogue that are missing in a dialogue state representation could be 
step towards automatic enhancement of dialogue flow. During the first year of this project, we have 
focused mostly on Task 2.2, identifying features that are useful for hotspot detection. At the same 
time we have been also trying to find intuitive ways for visualization of what is going wrong in the 
system. NuEcho has been engaged in developing -Atelier - a tool for visualization. The Atelier tool 
takes dialogue logs as input and can provide various visualizations of the dialogue. The richer the 
details in the dialogue logs the better. So that Atelier could take basically any dialogue log as input we 
have agreed on a common dialogue log representation. At KTH we have already started to use a 
common format for dialogue data representation for testing our methods on the three data sets 
(Cambridge, Let’s Go and SweCC), which has now been adapted as a common format - SPDxml - by 
all partner sites. In the following section we discuss the utility of this common representation. In the 
section after that we will describe how Atelier can be used to visualize the dialogue corpus.	  

4.2 SPDxml - A common data format 
The SPDXml is an XML formatted file especially created to be used in this project. The reason for 
this new format is the need to represent dialogue system logs (or data) in a common format that could 
be easily parsed by all the project partners. The XML can be thought of an API or data structure that 
can be used by the project partners to exchange data and services. For example, the Hotspot detection 
methods at KTH would like to use user’s emotional state, age, gender, etc. as features for the machine 
learning. The features are not available in the dialogue logs. In Task 2.1 methods for emotion and for 
age and gender detection are being developed. If each project site sets up a service that takes dialogue 
logs as input and outputs labeled dialogue logs, the algorithms developed in Task 2.1 could be better 
integrated in the project. The complete workflow is roughly represented in the figure below.	  



	  
	  

D3.1 Interim report on SDS enhancement and evaluation                      
 

Page 18 of 18 
	  

	  
Figure 7: Research modules communication using SPDXml. 

	  

4.2.1 The workflow:  
1. Each project site converts their corpus or dialogue system logs (data) in the SPDxml format. 
2. Supplementary data (e.g. audio files) will need to be shared (somehow) across the sites. 
3. The data in SPDxml can be enriched by other sites, e.g. ATH-TSI can enrich Cambridge data 

with Emotion labels, INESC-ID can add Age-Gender label, and KTH can use any of these 
SPDxmls to add Hot-spot labels. 

4. The SPDXml is an input for Nu-Echo Atelier tool for visualization. 
	  
Details about the XML structure are defined in the SPDXml.xsd file and have been shared across 
projects. The elements of the XML basically capture the: 

●  The progression of dialogue (turn exchanges in chronological order) 
● Details from system logs at each turn level (as attributes) see for example the definition of 

attribute ”sysprompt” in the figure below.  
● The format of attribute values (e.g. How the output of a Semantic Parser is to be represented) 
● Most importantly labels: annotation (manual or AMT) and automatically assigned labels 

(Classifier output) 
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SPDXml.xsd : sysprompt (schematic representation of system prompt): 
 

	  
	  
As we can see in the figure above a “sysprompt” element includes one prompt, a prompt start time, 
the system dialogue act (sys-dact) of type “spd-sem-rep” which is another complex type (definition of 
the schema for representing semantics), annotator labels (Hotspot) which are basically existing labels 
for current turns that can be both automatically or manually generated, and audio element 
corresponding to the system prompt audio. Each sysprompt has a turn number associated as well. All 
the other elements in the xml are defined in a similar way.  In the actual SPDXML the sysprompt 
looks like the figure below. 
  
	  

	  

4.3 Visualization in Atelier 
	  
In this section we show the visualization of Cambridge and Let’s Go data in the Atelier toolkit. The 
following screenshot visualises the Atelier frontend. The pane with tree structure visualizes the 
various “system states” and the general pattern of the order of state transition. 
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Figure 8: System state visualization using Atelier. 

	  
The following figure illustrates the details of the state chart drawn using only 22 dialogues from the 
corpus for the sake of demonstration. 
	  

	  
Figure 9: State chart visualization using Atelier. 
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We observe that almost 60% of system responses to the first user query were followed by dialogue 
states in which the system presents information about food, name, area, pricerange and type (state 
inform_food_name_pricerange_type - [27.32 %] and state inform_area_name_price_range_type [ 
31.8%]) indicating a good start. This is suggestive of that users turns are generally long, i.e., contains 
request for multiple information. Interestingly, the Cambridge system always uses the “name” of 
recommended restaurant in all the states, i.e., all the system utterances. This is indicative of the 
systems approach to grounding, leaving the initiative on the user for clarification.  
	  

4.3.1 Dialogue State representation in Atelier 
	  
Atelier is flexible regarding how one wants to represent the dialogue state. In the Cambridge example 
presented above the dialogue state is defined as the combination of the dialogue act and the various 
concept types present in the system utterance. For example, the system prompt “Aki Teri is a great 
restaurant, it serves fusion food and it's in the moderate price range.” has the semantic representation	  
inform(name="Aki Teri",type=restaurant,food=Fusion,pricerange=moderate)in the 
Cambridge corpus, which is available in the SPDXml. In Atelier one can define these elements of the 
SPDXml to be used to represent a dialogue state, e.g. as “inform_name_type_food_pricerange” . To 
illustrate Atelier’s flexibility, lets have a look at the dialogue state transition chart for the Let’s Go 
corpus. The Let’s Go system uses different grammars for recognizing user responses following a 
system prompt. In the visualization below the name of the grammar used for ASR has been used as 
the dialogue state.	  
	  

	  
Figure 10: ASR grammar visualization within dialogue states using Atelier. 
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The state chart captures the Let’s Go dialogue system’s strategy of using explicit clarification at each 
turn (state “yes-no” using grammar for recognition of response to polar questions). For example, 
almost 77% of the system responses to user’s first turn were yes-no type clarification questions. The 
state transition “first-query - >yes-no -> first-query” indicates problematic state-transition pattern, 
more specifically the system failed to understand the user’s first turn.  
 
The state transition chart for Let’s Go corpus based on the dialogue state representation using  system 
dialogue act and concepts present in system utterance (figure below) reveals that after the 
request_DeparturePlace state only on 8% occasions the next state is request_ArrivalPlace, whereas 
on 83.3% instances the system went for confirm_DeparturePlace. Interestingly this state was 
followed by request_DeparturePlace on 50% occasions, suggesting that the system goes in circles in 
certain states more often, and that ASR is definitely one big source of error in the Let’s Go system.  
	  

	  
Figure 11: State transition charts using system dialogue acts and concepts. 

	  
Data can also be visualized in a tabular way, which allows sorting and filtering of worst states based 
on various statistics.  Data can be grouped by state, by path, by call or by individual interactions.  For 
example, here is a list of dialogue states in the Cambridge corpus sorted using the proportion of 
Hotspots as per the manual annotations. We observe that of the 46 instances when the system was in 
reqmore_MISSING_S_TYPE state (“Can I help you with anything else?”) on 31 instances it was an 
inappropriate turn. What causes this requires further investigation. The correlation of hotspot with 
states can also be easily visualized in the state chart with setting of manual thresholds. 
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Figure 12: Visualization of hotspots per state. 

	  

5. User Modeling  
	  

Analyzing the user type has been a very strong motivation for SDSs research. Information about the 
type of users can enhance system adaption, which can lead to different interaction strategies according 
to the type of user that the system is dealing with. The task of determining the user type is very 
challenging. [Riezer and Lemon, 2006] and [Chandramohan et al., 2011] have tried to cluster different 
type of users from a corpus of simulated user interaction. There is also work on how to adapt a real 
system to a specific population type such as non-natives and elderly [Raux et al., 2003].  

The user-modeling task is highly dependent on previous modules developed in the scope of the 
project. Nevertheless, a preliminary analysis was performed with parts of the SweCC corpus where 
there was a ground truth for age and gender. The following section will report our major findings and 
point future directions in user modeling. 
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5.1 Age 
We tend to think younger people are more familiar with new technologies than older people. This 
could also be transferred to the interaction with SDSs. However this has, to our knowledge, not yet 
been studied, although there was a first approach to improve SDSs performance for elderly users in 
[Raux et al. (2003)]. With ageing the voice suffers transformations that could have impact in speech 
recognition. People also adjust their way of expressing themselves according to their age. As 
mentioned in D2.1, this is reflected in turns that are typically aimed at a human assistant, 
demonstrating for instance extra politeness and a large ignorance of the limitations of the 
automatic systems. They also may have hearing problems that may significantly affect their 
understanding of synthetic prompts. Does this affect the quality of the interaction? In this section 
we will present a preliminary analysis performed on the SweCC where age was available and we try 
to reach some conclusions concerning future directions in user modeling according to age. The 
graphic below shows that in terms of hotspots, elderly dialogues actually have a lower percentage of 
‘not appropriate’ and ‘not most appropriate’ exchanges. 

	  

Figure 13: Turn exchange in terms of age. 

Analyzing the results obtained by dialogue states, we obtain the graph below. Each column shows the 
percentage of hotspots for elderly and adult subjects for each state. The distribution across different 
dialogue states seems very close to actual turn distribution (572 for adult Vs 575 for elderly). This 
means that age did not have much impact in hotspots in this system. 
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Figure 14: Dialogue state distribution in terms of age. 

	  

Another interesting analysis that could be performed is looking at the number of words used by 
different type of subjects in each dialogue state, which is depicted in the graph below.  The graph 
suggests that elderly indeed use a higher number of words when they are given the freedom to use 
their own words in the MainMenu. Nevertheless, this does not seem to affect the system performance.	  

	  

Figure 15: User utterance length per state and age. 

	  

5.2 Gender 
In this section we aim to analyze the behavioral differences between genders observed in our dataset. 
The dataset used was the emotional tagged dataset. The figure below shows the percentage of turns 
from each type for users from each gender. According to the graphic, there are no major differences 
observed. However, male subjects have a slightly higher percentage of ‘Appropriate’ turns, whereas 
female subjects have a slightly higher number of ‘Not the most appropriate’ turns. This could be 
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interpreted as the male subjects using more computer directed speech than women, which could result 
in male subjects having longer dialogues than female subjects. We also evaluated the dialogue 
duration for both genders. The average number of exchanges per dialogue found for female subjects 
was 6.78, whereas male subjects’ dialogues average 6.92 exchanges. However, this difference was not 
statistically significant. 

	  

Figure 16: Turn exchange classification  in terms of gender. 

	  

The graph below shows that differences in behavior between states are very small. The distribution is 
very much like the percentage of male versus female exchanges (60% Vs 40%). One of the states that 
women are above the average is MainMenu. The number of words that female subjects used in this 
dialogue state compared to male subjects was higher, 4.69 for male subjects versus 5.47 for female 
subjects. But a higher difference in wording was found when comparing elderly and adult subjects 
and it did not seem to impact on the system performance. 

	  

Figure 17: Dialogue state distribution in terms of gender. 
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6. Multilinguality  
An important goal within the SpeDial project is to rapidly port existing resources, developed for a 
specific domain or language, to new domains or languages. Even though a lot of work on spoken 
dialogue systems is language independent (e.g. web harvesting, affective prediction), annotated data 
in different languages is an important resource for bootstrap training or for evaluation purposes. While 
it is possible to manually create these annotated resources in different languages, such annotation is 
expensive and time consuming. In the multilinguality task within SpeDial, the reusability of existing 
resources is thus a major guideline. This section addresses the adaptation and reusability of existing 
resources to new domains/languages, with the purpose of fastening the development cycle. The 
remainder of this section reports our initial experiments exploiting the adaptation of two existing 
resources from English to Portuguese, namely: a small list of prompts from the travel domain and 
grammar annotations. 

6.1 Prompts 
This section addresses the manual translation of the English prompts from a travel domain into 
Portuguese. The main motivation for this task includes: i) the identification of problems with generic       
solutions. For example, automatic translation services are still a poor solution for translating English 
into Portuguese in certain domains; ii) provide evaluation data, overcoming the lack of an existing 
live system in a new language iii) for scalability purposes, get a perspective on the amount of 
resources required; and iv) provide feedback for deciding future directions in terms expert/manual 
translations, crowd-source translations, or Statistical Machine Translations (SMT). 

The set of prompts used in task 3.1  (English) were translated to European Portuguese (EP). This set 
consisted of 4 files, containing 937 prompts related with the travel domain (CAR, DATE, HOTEL 
and PLACE). Google Translator was used, but manual correction was needed, in order to account for 
problems such as: 

a) The differences between the two varieties of the Portuguese language. The current Portuguese 
target of Google Translator is Brazilian Portuguese (BP), which differs from European Portuguese 
(EP). For instance, the word "você", that is usually not used in EP, appeared in almost every Google 
translation;  

b) The translation and placement of prepositions. Putting the prepositions in the right place was a 
frequent correction, as many appeared at the end of the sentences, which is not possible in Portuguese. 
An illustrative example is the sentence "What date would you like to travel on", that Google translated 
to "Qual a data você gostaria de viajar em" instead of "Em que data gostaria de viajar". In this 
example, the word "você" is omitted in the manual translation and the preposition "em" moved from 
the end of the sentence to its beginning. 

Another difficulty associated with the translation task was that some of the prompts represented part 
of a sentence, given that sometimes it was not obvious to understand the right context. 
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6.2 Grammars 
This section describes our efforts in manually translating the annotated corpora described in Task 3.1, 
from English into Portuguese. Our main motivation concerned the creation of a bilingual dataset for 
the travel domain, which will make possible to: i) investigate the applicability of Task 3.1 algorithms, 
such as web harvesting, across languages; ii) analyze the performance of porting a grammar from 
English to Portuguese, either automatically or semi-automatically; iii) analyze the performance of 
semi-supervised annotation of harvested corpora for grammar enhancement; and iv) measure the 
difficulty and assess the time and resources required for porting a grammar into another language. 
This is a first step in porting the existing grammar to other languages.  

	  

	  

Figure 18: Workflow of porting a grammar across languages. 

	  

Figure 16 summarizes the main steps related with this task. We have started the process of manually 
translating sentences from the English travel domain that have been previously annotated with an 
FSM grammar. The corpus contains 1530 sentences, corresponding to 16190 words, and uses a tagset 
of 15 different tags. The following table presents the frequency of each one of the tags, when 
occurring either at the beginning (B-frequency) or inside entities (I-Frequency). 	  
	  

Tag B-Frequency I-Frequency 

<FROMCITY> 1284 1318 

<TOCITY> 1264 1359 

<DATE> 513 638 

<TIME> 337 366 

<AIRLINE> 292 176 

<TIMESPEC> 72   
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<attribute> 67 24 

<STOPCITY> 65 138 

<FROMTIME> 57 177 

<FROMDATE> 54 106 

<TOTIME> 43 129 

<whquestion> 35 28 

<FLIGHTNO> 18 41 

<INFORMQ> 5 10 

<DONTCARE> 2 2 

Table 6: Statistical grammar’s tags frequencies. 

 

6.2.1 Translation process 
	  
We have started the translation process by organizing each sentence into words and multiword units. 
The following figure illustrates a translation example: 	  
	  

	  
Figure 19: Example translation of air travel utterance from English to Portuguese. 

	  
	  
In this example, the multiword unit “nonstop flights” was translated as “voos diretos” into Portuguese. 
While the multiword unit was separated in English sentence, it was concatenated in Portuguese one. 	  
	  
The translation of some sentences is not always a trivial task because multiword units are not 
adequately represented and the existing grammar does not always correctly annotates the data. The 
following two figures show examples that have been manually marked as incorrect in the source.  
	  

 
Figure 20: Example of annotation error in the source utterance. 

 
 
The first example annotates “one hundred” as TIME when the number is incomplete (it should be 
“one hundred fifty” referring to price. The second example does not contain annotation for Miami as 
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“TOCITY”. As a result, the manual annotation process contributes to improving the original 
grammar. 	  
	  

	  
Figure 21: Example of annotation error in the source utterance. 

	  
	  
As future work, we will finish manually translating the corpus; use the resulting translation to assess 
the quality of other possible automatic translations; train a statistical grammar over an automatic 
translation, apply it to the manual translations and evaluate the performance; and use web harvest to 
create additional training corpora.	  
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7. Summary of contributions and Y2 plan  
	  

Task 3.1 
During the first year of the project we have implemented and evaluated a web-harvesting approach for 
mining corpora for automatic grammar induction. It should be noted that web-harvesting can be useful 
too for other tasks, as a way of bootstrapping corpora. Afterwards, we trained and evaluated statistical 
grammars in two domains for the English language, travel and finance.  

For the second year of the project we plan to develop confidence metrics used for the automatic 
annotation of corpora (web and from deployed SDS) so that we can increase the performance of the 
grammar. We also plan to work on real data as they become available from the industry partners. 
Input from the WP2 research modules can be used to investigate the building of user-aware grammars 
(for example check if dividing the user to expert/non-expert groups and training separate grammars 
results in improved performance). Finally, we have already started integrating the grammar 
enhancement module to the NuEcho platform (NuGram), and plan to evaluate its performance on a 
selection of the consortium data.  

For prompts, we will focus on prompts that do not perform well in live data and check if 
automatically generated ones can aid in solving the problem. Paraphrasing and generative context-free 
semantic grammars will also be used to automatically suggest prompt alternatives. 

Task 3.2 
During year one, the main contribution to this task was the integration of the SPDxml format with 
NuEcho’s Atelier to create a visualization tool for dialog data. 

During year two, we plan to use the methods developed for hotspot detection to detect not just the 
hotspot, but also what caused the hotspot together with reports about why a particular dialogue state is 
recurrently problematic (acoustic models, SLU, language models, etc.). This information is vital to 
suggest changes in the current dialogue strategy implemented towards an optimal dialogue design.  

Collaboration between KTH and NuEcho should continue in the scope of this task, particularly in 
intuitive and easy visualization of details such as annotations in the logs (both manual as well as 
automatically annotated) or classification results, as well as offering suggestions to the spoken 
dialogue developer on how to fix a hot-spot. 

	  

Task 3.3 
	  
The analyses performed during year on suggest that factors such as age and gender do not seem to be 
relevant for hotspot detection at turn level. During the second year we will continue this analysis at 
dialogue level, to verify if certain users types are causing more troubles for the system than others.  
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We will continue to explore differences in how different user types interact with the system, 
particularly users who get the task done with higher satisfaction vs. those who didn’t. We plan to go 
beyond the exchange level, and perform analysis at the dialogue level. New population groups that 
can be relevant for the system performance should be included such as naive and experimented users. 
	  

Task 3.4 
	  
In terms of multilinguality, ATH, TSI and INESC-ID have been collaborating in order to investigate 
the portability and performance of the grammar induction and prompt creation algorithms in English, 
Greek and Portuguese. In year 1, we have laid the foundation for this collaboration by preparing the 
corpora, specifically: 1) translation of a number of prompts from English to Portuguese and 2) 
translation of annotated corpora in order to evaluate statistical grammars for Portuguese in year 2. 
This is a first step in migrating a grammar to another language.  
 
For the second year, we will evaluate the performance of the statistical grammar in Portuguese  and 
compared with the English one. Future work will extend this process to other languages, including 
French and Spanish. A comparison between translating resources to the target language and directly 
creating them (for example translating a corpus to the target language or performing web-harvest in 
the target language) will be performed and the results will be used to decide on the best approach for 
language pairs and domains. The end result will consist of both algorithms and resources that can be 
used by both the research community and SMEs. 
 
It is relevant to mention the existing fruitful collaboration between ATH, TSI and INESC-ID in the 
scope of these tasks. That collaboration will intensify over the second year of the project. 
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