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Executive Summary 

The main goal of the SpeDial project is the application of spoken dialogue analytics to the 
Interactive Voice Response (IVR) arena in order to enhance the user interface of Spoken Dialogue 
Systems (SDS). For this purpose, call logs and transcripts of SDS are analyzed. The aim is to use 
machine learning to detect places where the call-flow and prompts/grammars should be improved, 
based on a combination of different features including acoustic and textual ones. 

The main tasks of WP2 are the affective analysis of user dialogues and the computation of 
call-flow, discourse, and cross-modal analytics for detecting areas of problematic communication 
(hotspots). The proposed algorithms are tested in multiple domains and for various languages. The 
affective analysis deals with the computation of the affective content of user utterances and 
dialogues. The call-flow and discourse analysis enable the extraction of a variety of features that 
can be used for hot spot-spot detection. The analysis also includes a number of related tasks such 
as the detection of speech acts, repetitions, disfluencies, and hyper-articulated speech. 

In this report, we present the core features, algorithms and data for the aforementioned 
analytics, as well as the respective evaluation results for the second year of the SpeDial project. 
The presented work was conducted with respect to the recommendations and comments of the 
first year review, which are discussed in the introductory part of the report. 

Following the multilingual vision of SpeDial, numerous datasets were used, including 
those provided by the SME partners, covering more than five languages. A number of them was 
created in the framework of the project (e.g., the first Greek affective lexicon), while other 
existing datasets were augmented with annotations related to the objectives of SpeDial (e.g., 
hotspot annotations). 

Two modalities were investigated for the affective analysis of dialogues, namely, speech 
and text. For the speech-based affective analysis, a model was proposed that utilizes a minimum 
classification error criterion in order to fuse information over time. For the task of anger detection, 
10% relative improvement in binary classification accuracy was achieved. Regarding affective 
text analysis, word-level affective scores were estimated with respect to the three basic 
dimensions of emotion (valence, arousal, and dominance). The estimated scores were evaluated 
with respect to five languages (English, German, Greek, Portuguese, Spanish) achieving high 
correlation with human ratings. Especially for the case of valence, the obtained correlation 
coefficient reaches 0.86 for English, while it ranges between 0.79 and 0.85 for the other 
languages. In addition to the affective analysis, the detection of gender and age, as well as the 
degree of nativeness were investigated. For the task of gender classification excellent performance 
was achieved (96% classification accuracy), while for age classification 67% accuracy was 
obtained with respect to three classes (child, adult, and senior). Regarding the computation of the 
degree of nativeness, various features (e.g., phonotactic models, i-vectors, goodness of 
pronunciation) were combined, while 54% relative improvement over the baseline was obtained. 

A significant part of the present work was devoted to the detection of problematic parts of 
dialogues (hotspots). We experimented with four different domains and three languages (English, 
Swedish, and Greek). Emphasis was given to the selection of features extracted from application 
logs, discourse analysis, etc. In addition, various text-based features were exploited capturing 
lexico-semantic and affective information. The early fusion of all different features yielded very 
good performance, e.g., 0.85 unweighted average recall for the Let’s Go 2009 dataset. In the 
framework of call-flow and discourse analytics, a number of related areas were investigated. The 
detection of repetitions was based on phonetic distances yielding 86% accuracy (SweCC dataset). 
The models of disfluency detection were re-trained for telephone speech obtaining 86% accuracy. 
Very good performance was also achieved for the task of automatic detection of hyper-articulated 
speech exceeding 80% for various datasets and reaching 92% for the Let’s Go 2014 dataset. 

Last but not least, the multilingual aspects of the developed models were investigated with 
respect to different domains, while the majority of the exploited features was found to be 
language-agnostic. 
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1 Introduction 

One major roadblock in commercial spoken dialogue systems (SDS) is the need for the 
enhancement of the performance of deployed services and the customization of services to 
specific user populations. For example, our SME partners have indicated that over 50% of the 
development effort is spend on fine-tuning the performance of deployed services, specially the 
call-flow, prompts and speech understanding grammars to reach their target key performance 
indicators. This iterative enhancement and service adaptation process is often performed with little 
automation by inspecting data log and partially transcribed calls. In the framework of the SpeDial 
project, we introduce the term service doctoring to refer to the enhancement and customization 
cycle of speech services. For example, the system can identify areas of problematic 
communication (hotspots) in the call flow. We refer to the (semi-) automation of the speech 
doctoring process by analyzing and modeling human-computer interaction speech data, as spoken 
dialogue analytics. The fundamental goal of SpeDial is the application of spoken dialogue 
analytics to the interactive voice response (IVR) arena in order to better train the mechanical agent 
(SDS) by enhancing the speech interface to better meet user requirements and expectations. By 
automating the service-doctoring process one can achieve faster service deployment, significant 
cost savings, and improved user satisfaction. 
 
The objective of WP2 is the analysis of call logs and transcripts of SDS including those that have 
been deployed by the SME partners. For this purpose, machine learning algorithms are applied for 
detecting places where the call-flow should be improved. Such algorithms exploit a rich set of 
diverse features extracted from the speech signal and the respective transcriptions, as well as 
dialogue-based characteristics. The main tasks of WP2 are the affective analysis of user dialogues 
and the computation of call-flow, discourse, and cross-modal analytics. The estimation of the 
emotional content of user utterances is at the core of affective analysis, since the emotional state 
of users constitutes a cue for detecting hotspots in SDS. The call-flow and discourse analysis 
enable the extraction of a variety of features used for hot spot-spot detection. A key aspect of the 
SpeDial analytics is multilinguality, i.e., the identification of cross-language features. In this 
report we present the progress during the second year of the SpeDial project for WP2. 
 
In accordance to the multilingual spirit of the SpeDial project, substantial effort was made for 
experimenting with numerous datasets span five languages, namely, English, German, Swedish, 
Portuguese, Spanish and Greek (see Section 2). This enables the comparison of features and 
algorithms across languages. The datasets can be distinguished into two broad categories: newly 
created datasets (e.g., from data collected by SME partners), and existing datasets augmented with 
annotations that are aligned with the goals of the SpeDial project (e.g., hotspot annotations). In 
addition, a common format (XML-based) was adopted by all partners facilitating the data sharing.  
 
Two modalities were investigated for the affective analysis of dialogues, namely, text and speech, 
which are presented in Section 3.2 and Section 3.3, respectively. The core idea of text analysis is 
the computation of the affective content of words. This was performed with respect to the three 
basic dimensions of emotion, namely, valence, arousal, and dominance, based on the assumption 
that semantic similarity implies affective similarity. For each dimension, a mapping from semantic 
to affective spaces was performed utilizing a bootstrapping lexicon of words with known affective 
scores and metrics of word semantic similarity. The model developed during the first year was 
improved by enhancing the computation of semantic similarity as well as the robustness of the 
semantic-affective mapping with respect to the size of the bootstrapping lexicon. Affective lexica 
for five languages (English, Greek, German, Spanish, and Portuguese) were automatically created, 
while the compositional aspects of emotion (i.e., computation of affective content beyond the 
word level) were also investigated. Regarding speech analysis, during the second year we 
advanced the baseline system by investigating how information over different time-scales is fused. 
A fusion algorithm was developed that weights frame-level posterior probabilities based on their 
affective saliency. The algorithm was applied for the task of anger detection in several datasets 
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from call centers for two languages, Greek and English. The speech- and text-based systems were 
fused for the problem of anger detection (Section 3.4). In addition to the affective analysis, the 
detection of gender/age and degree of nativeness is presented in Section 3.5 and 3.6, respectively. 
For the detection of speaker gender/age, additional corpora were used for adapting the respective 
modules taking into account the SpeDial core requirements, telephone speech and multilinguality. 
The detection of user nativeness was also investigated. 
 
The detection of hotspots constitutes the core aspect of the call-flow and discourse analysis task. 
Miscommunication is a frequent phenomenon in both human-human and human-machine 
interactions. The task of endowing dialogue systems with human like ability in detection, 
resolution and even prevention of miscommunications has fascinated researchers in the dialogue 
system community. Access to information about the states where the dialogue fails or runs into 
trouble could enable systems designers to make better design choices and improve the systems. 
Typically this type of error analysis is done manually, which is time and labor intensive. The 
automation of this task has high relevance for dialogue system developers. The work presented in 
Section 4.2 aims at developing methods for the automatic detection of such miscommunication 
errors in dialogue system interactions (hotspots). The goal is to help dialogue system designers 
identify problematic turns in the interaction and possibly identify the respective root causes. In 
particular, an automatic data-driven approach is presented based on the analysis of system logs 
hypothesizing that the onus of hotspot is on the system. Since the main goal here is to integrate the 
approach in a toolkit for offline analysis, the focus is on models for offline hotspot detection 
utilizing the full dialogue context. In addition, the performance of these models is studied when 
using only online features and limited dialogue context. In human-human dialogues it is a 
common practice to use repetitions as a mechanism to correct messages that were not correctly 
understood. The analysis of the experimental datasets revealed that repetitions could be a very 
powerful cue for the detection of hotspots. We investigated several features dealing with the 
lexico-semantic similarity between system prompts and user utterances assuming that high 
similarity scores correspond to such repetitions. 
 
In the framework of call-flow and discourse analysis a number of additional issues were 
investigated (Section 4.3). Dialogue, speech, or illocutionary acts are the minimal unit of linguistic 
communication, as they reveal the intention behind the words uttered. In order to naturally 
communicate with humans, artificial agents must be able to identify that intention. The automatic 
classification of dialogue acts is discussed in Section 4.3.1. An algorithm that compares utterances 
at the acoustic level for the detection of repetitions is presented in Section 4.3.2, while the 
detection of disfluencies is discussed in Section 4.3.3. Hyper-articulation is a speech adaptation 
that consists of adopting a clearer form of speech, typically in an attempt to improve recognition 
levels. However, although it may work in child directed speech or when talking to people with 
hearing impairment, it typically has the opposite result when talking to an automatic speech 
recognition (ASR) system, decreasing its performance. Automatic hyper-articulation detection can 
be used to find possible causes of hot spots in a dialogue. The automatic detection of hyper-
articulation is presented in Section 4.3.4 based on various feature sets and classification 
algorithms. Last but not least, the multilingual aspects of the developed models and features were 
investigated with respect to different domains (Section 4.4). 
 
A summary of the contributions in each of the aforementioned areas is presented in Section 5. In 
the next paragraphs, we address the recommendations and comments of the first year review.   
 
Recommendation. “The hotspot detection seems to be a crucial element of the doctoring aspect 
of the project. It should be considered as the core of the research in the future.” 
Response. A significant amount of the work conducted in this work package was devoted for 
further investigating the detection of hotspots (see Section 4.2). In particular, the following actions 
were undertaken. The large number of features that were explored during the first year was 
studied in greater depth and a reduced number of them was selected. This resulted in the 
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identification of a uniform set of features across corpora and enabled the development of 
algorithms that are now more transparent and generalizable to new datasets. In this framework, we 
worked on the creation of a general model of hotspot detection performing a series of cross-
corpora experiments. It was found that the higher the error type coverage of the dataset is the 
better the detector trained on this corpus works in other datasets. In addition, the amount of the 
data that are required for building an accurate detection model was studied. Also, based on the 
observation that repetitions constitute a very powerful cue for detecting hotspots, effort was put on 
the computation of new features and algorithms. A new measurement of repetition detection was 
employed based on phonetic distances outperforming the previously used Levenshtein distance. 
The detection algorithm was improved by taking into account phenomena such as hyper-
articulation that were observed to take place in repetitions. Furthermore, emphasis was given to 
the detection of repetitions by exploiting the lexico-semantic similarity between combinations of 
system prompts and user utterances. Additional similarity measurements were used (e.g., the 
semantic relatedness between sentences) as well as the application of existing relevant 
technologies (e.g., paraphrasing detection) was investigated. The set of text-based features was 
also enriched, e.g., the semantic concreteness of prompts/utterances was computed. The 
performance of these features was evaluated in a series of cross-corpora experimental settings, 
while the Greek language was considered in addition to English. Last but not least, we 
experimented with the early fusion of various features types.   
 
Recommendation. “Although the agnostic view of dialogue analytics is very interesting, it might 
result to some misleading conclusions. The research on hotspot detection should include more 
contextual information such as the task, the type of dialogue management system (rule-based, 
stochastic etc.). Maybe the research should go towards hotspot classification instead of 
detection.” 
Response. In order to take into account the contextual information, the following aspects of the 
experimental datasets were identified: 1) type of dialogue manager (stochastic, rule-based), 2) 
type of confirmation strategy (mostly implicit, explicit only), 3) system type (research, 
commercial), 4) user type (hired, real), and 5) language (see Section 4.2.1). The main finding was 
that the dialogue strategy constitutes the most important factor regarding the porting of a hotspot 
detection model to a new dataset, i.e., better performance is achieved when the dialogue strategies 
in the source and target domains are similar. The cross-lingual validity of this observation was 
verified by the observation that the performance of the hotspot detector is rather influenced by the 
dialogue strategy than the language itself. The second part of the present recommendation 
(“hotspot classification instead of detection”) is addressed in the framework of WP3. The basic 
idea is the analysis and classification of hotspot root causes. The respective features and 
classification models are discussed in the D3.3 deliverable along with a number of datasets that 
were annotated with respect to various types of root causes. 
 
Comment. “The consortium also worked on dialogue act recognition but this should be more 
compared to state-of-the-art results”. 
Response. This comment is addressed in Section 4.3.1 where the experimental results are 
discussed with respect to three datasets, namely, Switchboard, Let’s Go 2006, and Cambridge. 
Regarding the first dataset, the obtained performance was compared to other published studies and 
improvements were achieved. For the Let’s Go 2006 and Cambridge dataset a comparative 
evaluation with the state-of-the-art was not possible due to the lack of previously published 
results. Nonetheless, the obtained results are consistent among corpora and approaches and can be 
used as a baseline for further work in the area. 
 

2 Multilingual Datasets 

In Section 2.1, the progress from Year 1 is reported, while the descriptions of the datasets are 
provided in Section 2.2. 



          
 

D2.3 Final Report on IVR Analytics and Evaluation 
 
 
 Page 9 of 93 

2.1 Progress from Year 1 

The majority of the experimental datasets that were used in the first year of the project were also 
used during the second year. A description of those datasets is provided the D2.1 deliverable. In 
addition, during the second year a number of new datasets were created in the framework of the 
SpeDial, i.e., two datasets dealing with phone banking call centers described in Section 2.2.2 and 
2.2.3. The movie ticketing dataset (Section 2.2.1), during the second year was extended by adding 
100 more dialogues that were annotated with respect to their emotional content and hotpots. The 
first Greek affective lexicon [Palogiannidi et al., 2016] that was created in the first year of the 
project, during the second year was further analyzed with respect to a number of comparable 
lexica in other languages. Moreover, we distinguish a special category that includes existing 
datasets (i.e., previously created, out of the project's frame) that were augmented with annotations 
related with the objectives of SpeDial (e.g., hotspot annotations). The CamInfo, SweCC, and the 
three versions of Let’s Go belong to this category. The 2014 and 2012 versions of the Let’s Go 
dataset (Section 2.2.5) were used for first time during the second year. Another example of a 
dataset that was also used for first time in the second year, but without being augmented, is 
SpeechDat described Section 2.2.11. SpeechDat is a series of speech data collection projects 
funded by the EU whose aim was to establish speech databases for the development of voice 
operated teleservices and speech interfaces. A number of datasets created in the framework of 
SpeDial constitute the main part of a recent conference paper that currently is under review [Lopes 
et al., 2016]. 

2.2 Datasets Description 

A synopsis of the datasets is presented in Table 1.  
 

Dataset name Language Created in 
SpeDial 

Movie ticketing Greek Yes 

Phone banking call center I Greek Yes 

Phone banking call center II Greek Yes 

Greek affective lexicon Greek Yes 

Let’s Go 2006 (LEGO) English No 

Lost baggage English No 

CamInfo English Yes 

SweCC Swedish Yes 

Let’s Go 2009 English Yes 

Let’s Go 2012 English Yes 

Let’s Go 2014 English Yes 

SpeechDat&Multilingual telephone speech Several (incl. Portuguese) No 

Nativeness detection datasets Several No 

Table 1. Multilingual datasets used for experiments. 
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In total, there are 13 datasets dealing (mainly) with the following four languages: 1) Greek, 2) 
English, 3) Swedish, and 4) Portuguese. Nine datasets were developed within the framework of 
the SpeDial project. Note that the subset of those nine datasets includes a number of existing 
datasets that were augmented by annotations related with the objectives of the project (CamInfo, 
SweCC, the three versions of Let’s Go). Next, a brief description is provided for each dataset. 

2.2.1 Movie ticketing 

This dataset contains audio files and their transcriptions for a call center application developed by 
VoiceWeb. The main functionality of the application is the retrieval of information about movies 
and showtimes followed by the booking of tickets. The first version of the dataset was created at 
the end of the first year, including 100 dialogues (in Greek) that were annotated with respect to 
their emotional content. In addition, miscommunication hotspots and dialogue-level characteristics 
were and annotated. This dataset was also described in deliverable D2.1. In the second year, the 
number of the annotated dialogues was increased to 200. Both the audio files and the respective 
transcriptions were used for evaluating research modules, such as text- and speech based affective 
analysis, gender and hotspot detection. A subset of the dataset is also presented in [Lopes et al., 
2016]. 

2.2.2 Phone banking call center I 

This dataset was created during the second year of the project in the context of a call center 
application developed by VoiceWeb. The main functionality of this application is to provide 
information regarding bank services. The dataset consists of 1702 user utterances and their 
respective transcriptions (in Greek). The user utterances were annotated with respect to their 
emotional content (arousal/valence ratings and anger on a 5-scale scheme) and two personality 
dimensions, namely neuroticism and extraversion.  

2.2.3 Phone banking call center II 

This dataset was created during the second year of the project in the context of a call center 
application developed by VoiceWeb. Similarly to the previous dataset, the main functionality of 
the application is to provide information for bank services.  
 

Category #dialogues (calls) #turns per dialogue 

All dialogues 2621 1.93 

Correctly-routed 1992 2.30 

Mis-routed 126 1.72 

No-interaction 503 0.54 

Table 2. Statistics of phone banking call center dataset. 
 
The dataset consists of 2621 dialogues (audio files and respective automatic transcriptions in 
Greek). Three annotation labels were defined for each dialogue, namely, “correctly-routed” (the 
caller succeed his purpose), “mis-routed” (the system does not understand the caller and misroutes 
the call), “no-interaction” (the caller did not respond to the latest system prompt).  The number of 
calls and turns are presented in Table 2 for the aforementioned labels. Additional annotations were 
added for a subset of the dataset consisting of 278 “misrouted” and “no-interaction” calls. These 
calls were labeled with respect to (i) the affective content of user utterances 
(arousal/dominance/valence ratings based on transcriptions; binary values regarding the presence 
of anger based on audio), (ii) hotspots, and (iii) root causes of hotspots (prompt 
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design/ASR/spoken language understanding (SLU)/dialogue policy). 

2.2.4 Greek affective lexicon 

The Greek affective lexicon was created during the first year of the project. During the second 
year we enhanced our analysis by comparing it with a number of similar affective lexica that were 
created according to the English ANEW [Bradley and Lang, 1999]. These lexica deal with the 
Spanish [Recondo et. al., 2007] and Portuguese [Soares et al., 2012] language, including valence, 
arousal and dominance scores for 1034 words. This analysis is presented in [Palogiannidi et al., 
2016]. 
 
The process for creating the Greek affective lexicon is depicted in Figure 1. 

 
Figure 1. The process of creating the Greek affective lexicon. 

 
After the compilation of the entries of the Greek lexicon (via manual translation of the English 
lexicon performed by experts), each word was rated with respect to valence, arousal and 
dominance by 20 participants (on average). No extreme annotator biases were noticed and hence, 
none of the annotators was excluded. We computed the annotators’ agreement for each word in 
terms of Fleiss’ κ. We show the average Fleiss’ κ over all the words for the three affective 
dimensions and two different point scales, namely 9-point scale and 3-point scale (positive, 
negative neutral) in Table 3. 
 

 9-point scale 3-point scale 

 κ Agreement κ Agreement

Valence 0.29 Fair 0.68 Substantial 

Arousal 0.20 Slight 0.46 Moderate 

Dominance 0.23 Fair 0.49 Moderate 

   Table 3. Annotator agreement per affective dimension. 
 
The (empirical) distribution for the valence, arousal and dominance ratings that were collected is 
shown in Figure 2, where the dashed lines denote the median values. Regarding valence, the 
distribution seems to be bimodal, which is not the case for arousal and dominance. 



          
 

D2.3 Final Report on IVR Analytics and Evaluation 
 
 
 Page 12 of 93 

 
Figure 2. Distribution of the collected affective ratings. 

 
 
The valence-arousal distribution is shown in the Figure 3. Each point corresponds to a word, and 
some words (translated into English) are shown. The distribution appears to follow the well-
known from literature V-shape meaning that words with highly positive or negative valence tend 
to have high arousal as well.  
 

 
Figure 3. Valence-arousal distribution for the Greek affective lexicon. 

 
 



          
 

D2.3 Final Report on IVR Analytics and Evaluation 
 
 
 Page 13 of 93 

 
Figure 4. Valence-arousal distribution for the affective lexica in four languages. 

 
In Figure 4, the valence-arousal distribution is depicted for four languages foe which the ANEW 
affective lexicon is available. It is shown that the distributions are qualitatively similar for all 
languages. 

2.2.5 Let’s Go 2012 and Let’s Go 2014 

These two datasets were used to address the question of how do the algorithms developed in Y1 fit 
to a statistical dialogue manager. They were annotated using the same schema. However, the Let’s 
Go 2012 was annotated by only one expert user, whereas Let’s Go 2014 was fully annotated by 
one annotator and partially by two other annotators. 
 
Initially we only had access to the 2012 data. From this data we randomly selected 100 dialogues. 
From these we removed the dialogues with less than 4 turns. The final set is composed of 72 
dialogues and 1016 user turns (average 14.1 turns per dialogue).  
 
Later, we also had access to a more recent version of Let’s Go from 2014. By this time, the 
statistical dialogue manager had been improved from the 2012 version, thus we decided to use this 
dataset for most of the tasks in D3.2. This part of the dataset is composed of 85 dialogues between 
real users and the Let's Go dialogue system. Initially 105 dialogues were randomly selected from 
dialogues collected during the first half of 2014. Dialogues shorter than 4 turns were then 
excluded from the dataset since this is the minimum number of turns needed to get schedule 
information. The final 85 dialogues correspond to 1449 valid user turns (average 17.1 turns per 
dialogue). 
 
We have annotated the dialogues in 6 different dimensions associated with different user types. 
Some of them are already identified in the literature as user types in dialogue systems such as 
expertise and collaboration.  Others, like age and gender, were manually annotated to test our 
gender and age automatic classifiers. The decision to annotate intoxication was made throughout 
the annotation process since these users exhibited a behavior totally different from the other users, 
thus a potential candidate to train an accurate classifier. Finally, we have manually annotated task 
success. Despite the fact that it does not corresponds directly to a user type, we wanted to study 
which features could be distinctive between successful and unsuccessful dialogues, taking into 
account the complete dialogue. Table 4 summarizes the dimensions annotated, the tags used and a 
high-level description of the tags when the meaning is not obvious from the name of the tag. 
During the annotation process, the annotators had access to the whole dialogue, system prompts, 
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user turn (provided by ASR) and Spoken Language Understanding (SLU). They could listen to the 
audio from the user turns. The annotations for the 6 dimensions above mentioned (except for task 
success), were done as soon as the annotator felt confident to take a decision about them. The task 
success was labeled once the dialogue was analyzed until its end, in order to check if the user 
intention was fulfilled.  
 

Dimensions Tags Description 

Dialogue 
Success 

Successful ride The system has provided schedule information to the 
user 

Successful no ride The system has provided information saying that 
there is no schedule for the requested journey 

Not successful wrong 
info 

The system provided information but is not correct 
according to the user’s intention 

Not successful no info The system provided wrong information to the user 

Age Adult Adult < 65 

Elder Adult >= 65 

Gender Male

Female  

Collaboration Collaborative The user is providing the intended information 
throughout the major part of the conversation 

Non-collaborative The user is cursing the system, talking to someone 
else, not talking at all during most part of the 
dialogue, changing the intention constantly 

Accent Inland North  

Afro-American  

Non-Native  

Expertise Expert The user acts as he/she has used the system before 

Novice The user acts as he/she was using the system for the 
first time 

Intoxication Drunk  

Sober  

Table 4. Summary of the user types annotated and respective characteristics. 
 
All the turns in the corpus were annotated by one expert annotator. These annotations were done 
along the user type annotations mentioned in Table 4. Some of the dimensions that we have 
annotated, such as hotspots, hyper-articulation, shouting, dissatisfaction repetition or 
interrogatives, could later be provided by some of the automatic detectors developed in the scope 
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of this project. By including them in the feature set for user modeling, we wanted to evaluate how 
much these could contribute to a better description of the user type. The list of annotations used 
can be found in Table 5. 
 

Feature Name Feature Description Feature Values 

Hotspot If the system answer is appropriate 
given the previous exchange and the 

whole of the current exchange 

0 = appropriate 
1 = not appropriate 

2 = partially appropriate 
Lc_1 = not appropriate if 

long context 1 
Lc_2 = not most appropriate 

if long context 

Hyper-Articulation If the user has hyper-articulated more 
in the current than in the previous turns 

0 = no hyper-articulation 
1 = hyper-articulation 

Shouting If the user shouted in the current turn 0 = user did not shout 
1 = user shouted 

 

Dissatisfaction If there is some audio hint can may 
indicate that the user is not totally 

satisfied with the system 

0 = satisfied 
1 = dissatisfied 

User is Addressing 
the System 

If the user is addressing the system and 
not talking to the side or being silent 

0 = not talking to the system 
1 = talking to the system 

Repetition If the user is repeating (totally, partially 
or mixing it with new content) any 

content from the previous turns 

0 = no repetition 
1 = total repetition 

2 = partial repetition 
3 = mixed repetition 

Background noise If background noise is perceivable 
regardless the user is speaking or not 

0 = no background noise 
1 = background noise 

Interrogatives If the user is addressing the system in 
an interrogative way (either from 

prosody or for syntax) 

0 = no interrogative 
1 = interrogative 

System Initiative Which type of initiative is the system 
taking 

S = asking direct questions to 
the user 

M = asking open questions to 
the user 

U = answering directly to the 
user questions 

User Initiative Which type of initiative is the system 
taking 

S = answering directly to the 
system questions 

M = providing other slots 
beyond what system 

                                                 
1The miscommunication annotation is performed with 4 turn snippet of the dialogue containing 2 
system turns and 2 user turns. Long context mean that the turn is apparently not problematic in the 
context of the 4 snippets, but if a larger context is considered it is indeed problematic. 
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requested 
U = asking questions directly 

to the system 

Contains Speech If the turn contains speech whether or 
not speech directed to the system 

0 = does not contain speech 
1 = contains speech 

 

Disfluent turns If a turn contains any disfluent speech  0 = there is no disfluency in 
the turn 

1 = there is at least a 
disfluency in the turn 

Root Cause If hotspot=1 what caused the hotspot See Appendix A.3 for 
annotation guidelines  

Transcription  

Table 5. Turn-level annotations. 
 
The dataset was enhanced with features from ASR, audio manager, dialogue manager, SLU and 
the estimated task success extracted from system logs. Some features derived from transcription 
and its parsing, were also included, e.g., word error rate and concept error rate. The Let’s Go 2014 
dataset was annotated by two expert annotators. The Cohen's kappa agreement observed for the 
dimensions annotated can be found in Table 6 for turn-level annotations and Table 7 for dialogue-
level annotations. We have computed the agreement between the majority annotation for task 
success and the estimated task success. The Cohen's kappa was 0.44 (fair agreement).  
 

Dimension Annotated Cohen’s Kappa 

Hotspots 0.79 (substantial agreement) 

Interrogatives  0.87 (almost perfect agreement) 

Dissatisfaction 0.83 (almost perfect agreement) 

Contains Speech  0.82 (almost perfect agreement) 

Anger 0.38 (fair agreement) 

Has Disfluency 0.91 (almost perfect agreement) 

Type of disfluency  0.29 (fair agreement) 

Repetition 1.00 (total agreement) 

User is addressing the system 0.97 (almost perfect agreement) 

Hyper-articulation 0.83 (almost perfect agreement) 

Background Noise 0.55 (substantial agreement) 

User Initiative Type 1.00 (total agreement) 

System Initiative Type  1.00 (total agreement) 

Table 6. Agreement on turn-level annotations (149 turns considered). 
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Dimension  Cohen’s Kappa 

Expertise 0.74 (substantial agreement) 

Accent 0.31 (fair agreement) 

Collaboration 1.00 (total agreement) 

Intoxication 1.00 (total agreement) 

Task Success 1.00 (total agreement) 

Gender  1.00 (total agreement) 

Age -0.125 (no agreement) 

Table 7. Annotator agreement for dialogue-level annotations (9 dialogues considered). 
 
Most of the annotations have substantial or perfect agreement. These results indicate that the 
computation of some of these features should be possible to be done automatically. Age and 
gender will be addressed in Section 3.5, hotspots in Section 4.2, anger in Section 3.4, hyper-
articulation in Section 4.3.4, repetition in Section 4.3.2 (regarding expertise, see Section 5 of 
deliverable D3.3). 

2.2.6 Lost baggage 

This is a project internal dataset of spontaneous speech that was created by collecting user calls 
from a call center devoted to incidents of lost baggage. For each call a wave file is available along 
with respective transcriptions. Each file (and the respective transcription) is annotated with one 
label: negative or non-negative. Also, for each file the speaker gender (female, male) is available. 
This dataset was also described in D2.1. 

2.2.7 SweCC 

The Swedish Call Center Corpus (SweCC) is a corpus of calls from a commercial customer 
service in Swedish, which tries to extract some information from customers before routing the call 
to a human operator. This procedure allows the human operator to have the necessary information 
about the customer and the reason for calling beforehand. This saves working time for the 
operators and enables the service to handle more calls simultaneously. 
 
The major part of the dataset is composed of very short calls (average 4.24 exchanges). We took 
the short calls as cases where the dialogue was successful and concentrated rather in the longer 
dialogues since those were more likely to have hotspot examples. Unlike the previously described 
Let’s Go corpora which did not have caller’s personal information such as age and gender, in 
certain parts of this corpus this information is available. Thus, a first subset was selected where 
gender and age was available. This subset contains 645 dialogues with a total of 5165 exchanges, 
averaging approximately 8 turns per dialogue. Since this subset is larger than the other corpora 
used in this project, we decided to select part of this dataset that was equivalent in size with the 
other subsets used in the project in order to study the impact of different ages. In order to ensure 
that the age groups are represented, we selected a similar number of dialogues from elderly and 
adults. All the 120 dialogues available from elderly (> 64 years old) were included in the subset 
and 119 dialogues from adult subjects were randomly selected from the database. The final set 
includes 239 dialogues with 1960 exchanges. This dataset was used mostly for hotspot detection, 
age and gender detection tasks. A more detailed description of the dataset can be found in D2.1. 
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2.2.8 CamInfo 

The data is from the CamInfo Evaluation Dialogues corpus. The corpus comprises of spoken 
interactions between the Cambridge Spoken Dialogue System and users, where the system 
provides restaurant recommendations for Cambridge. The dialogue system is a research system 
that uses dialogue-state tracking for dialogue management [Jurcicek et al., 2012]. As the system is 
a research prototype, users of these systems are not real users in real need of information. A total 
of 179 dialogues from the CamInfo Evaluation Dialogues were annotated. This resulted in 753 
annotated system turns that were used mostly for investigating hotspot detection and dialogue 
flow enhancement. A more detailed description of the corpus can be found in D2.1. 

2.2.9 Let’s Go 2006 (LEGO) 

We have complemented the annotation of Let’s Go 2006, commonly referred to as the LEGO 
corpus [Schmitt et al., 2012], with call-level annotations for nativeness, expertise, noise and 
occurrence of DTMF tones. These annotations were used for training, tuning, and evaluating 
models described in Sections 3.6, 3.7, and in Section 5.2 of D3.3. The number of accurately 
labeled categories varies across category, due to several audio problems and call characteristics. 
Below, we describe the annotation guidelines for each one of the categories and present the label 
distributions in the data. 
 
Nativeness. Three different labels were used to classify the users in terms of their degree of 
nativeness - high, medium, and low. The high label was attributed to speakers that used clear and 
correct (including slang) English speech, in a native accent (e.g., American and British). The 
medium label was attributed to speakers who spoke with a perceptible, but still clearly 
understandable, foreign accent, and to those who committed a few construction errors. The low 
label was attributed to speakers that used incomprehensible utterances, both in terms of accent and 
words. We were able to correctly annotate 299 calls, out of which 222 were annotated with the 
high label, 55 with medium, and 22 with low. The number of users labeled as high was expected 
because the system was functioning in the United States and was used mostly by native 
Americans. 
 
Expertise. Expertise annotation deals with the classes novice and expert, corresponding to novice 
and expert users, respectively. In order to determine these two categories, we looked into the 
delays between the system and user utterances, interruptions, help requests, and the length of the 
user utterances, in terms of information provided and speech duration. We were able to correctly 
annotate 315 calls, out of which 235 were annotated as novice and 80 were labeled expert. Once 
again, the high number of novice users was expected since the system has been introduced 
recently, and it was noticeable that most people were trying it for the first time. 
 
Noise. Noise annotation uses two labels indicating whether calls contain or do not contain 
background noise, independently of its duration and source. Thus, calls that contained people 
talking in the background, traffic noise, TVs, music, coughing, among others were all annotated as 
containing noise. We were able to correctly annotate 328 calls, out of which 104 contained 
background noise, while the remaining 224 did not. 
 
DTMF. The initial annotation of the corpus already contains DTMF information automatically 
provided by the dialogue system. We have validated around 150 turns concerning the DTMF tone 
annotation, which corresponds to all turns previously marked plus all tones the have been later 
automatically marked by a DTMF classifier that was setup with a low threshold in order to 
achieve a high recall.  

2.2.10 Let’s Go 2009 

This dataset used in most of the tasks described in D2.1, where the reader can find the detailed 
description of the corpus, was enhanced with root cause analysis annotation. The annotation was 
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performed according to the guidelines specified in Appendix A.2 by one expert annotator. 

2.2.11 SpeechDat & Multilingual telephone speech 

For the task of age and gender estimation, the objective was to define a corpus that could be useful 
for the systematic development, evaluation and comparison of the modules under study, in 
addition to characterize some of the most distinctive particularities of SpeDial: telephone speech 
and multilinguality. Thus, several corpora from the SpeechDat project have been used. SpeechDat 
is a series of speech data collection projects funded by the EU whose aim was to establish speech 
databases for the development of voice operated teleservices and speech interfaces. In particular, 
SpeechDat(M) is a collection of 8 fixed telephone network databases with 1000 speakers each, 
and SpeechDat(II) is a collection of 25 fixed and mobile telephone network databases with from 
500 to 5000 speakers each. The main features of these corpora are: 

● coverage of applications (application-oriented words, phonetically rich sentences, 
spontaneous utterances, speaker verification), 

● coverage of the 11 official European languages and variants (Danish, Dutch, English, 
Finnish, French, German, Greek, Italian, Portuguese, Spanish and Swedish), 

● coverage of speaking styles (commands, carefully pronounced and spontaneous speech), 

● coverage of environmental influences (mobile and fixed telephone network). 

Each speaker recorded approximately 40 utterances, 7 spontaneous sentences and 33 read 
sentences, including: numbers and digits, dates, times, money amounts, names of persons, 
companies and cities, application words, spelled words, answers to yes/no questions, some 
spontaneous speech, and phonetically rich words and sentences. The utterances were recorded at 
8kHz, coded with 8-bit in the A-law format. 
 
The multilingual telephone speech corpus consists of a subset of the SpeechDat corpora. In 
particular, it is composed of speech data from the Portuguese version of SpeechDat(II), and 
additional speech from the English, Spanish, Italian, French and German versions of 
SpeechDat(M). In our first attempt to define the corpus, only Portuguese data was considered. 
However, after an initial set of experiments, we opted for integrating additional English, Spanish, 
Italian, French and German languages data, in an attempt to better balance the age distribution 
among classes: Child (≤14), Adult (15-64), and Senior (≥65). Given the limited amount of data 
existing for the age groups Child and Senior, all the speech utterances belonging to these classes 
have been selected. On the other side, considering the high amount of data available for the Adult 
group, only the set of phonetically rich sentences was firstly selected and then augmented with the 
other types of sentences included in the corpus, up to reaching a value proportional to the amount 
of data existing for the classes Child and Senior. This has the effect of increasing the number of 
speakers in this class, since for many speakers only a reduced subset of data was selected (9 
sentences instead of 40). 

The Portuguese subset contains 16308 recordings from 3280 speakers, while the gender 
distribution is 46% male and 54% female. The English dataset does not determine the exact 
speakers ages, thus according to the SpeechDat guidelines, the midpoints of the defined classes 
was reported. The total number of recordings is 10210, from 539 speakers, and the gender 
distribution is 44% male and 56% female. The Spanish corpus contains 4722 recordings, from 400 
speakers, and the gender distribution is 48.5% male, 51.5% female. The Italian corpus contains 
5817 recordings from 435 speakers, and the gender distribution is 39.5% male and 60.5% female. 
The French corpus contains 4559 recordings from 443 different speakers, and the gender 
distribution is 58% male and 42% female. The German corpus comprises 5484 recordings from 
388 speakers, and the gender distribution is 5% male and 95% female. 
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Training set Test set 

Age M spk F spk Total M spk F spk Total 

≤ 14 55 (1898) 96 (3434) 151 (5332) 13 (444) 22 (803) 35 (1247) 

15-64 1837 (9630) 2376 (14391) 4213 (24021) 346 (2167) 464 (3709) 810 (5876) 

≥ 65 104 (4059) 113 (4323) 217 (8382) 31 (1211) 28 (1031) 59 (2242) 

Total 1996 (15587) 2585 (22148) 4581 (37735) 390 (3822) 514 (5543) 904 (9365) 

Table 8. Age and gender distribution of the complete corpus separated by training and test sets. 

The complete corpus generated by the fusion of six languages (Portuguese, English, Spanish, 
French, German, Italian) is composed of 5485 speakers, of which 186 Child, 5023 Adult, and 276 
Senior. The total number of recordings is 47100, of which 6579 belong to the set Child, 29897 to 
the set Adult, and 10624 to the set Senior. The gender distribution is 43.5% male and 56.5% 
female. The corpus is then divided into two subsets; the 80% is devoted at training a probabilistic 
model for the task of age estimation; the remaining 20% is used for evaluating how well the model 
discriminates on new cases. The training and the test do not share the same speakers. The 
distribution of the speakers with respect to age and gender (M: male, F: female) is shown in Table 
8, numbers in parentheses refer to the number of utterances. 

2.2.12 Nativeness detection datasets 

This section describes the datasets used from training and evaluating the nativeness regression 
models, created in the context of the INTERSPEECH 2015 ComPaRe challenge [Ribeiro et al., 
2015].  
 
The AUWL, ISLE, and C-AuDiT datasets were provided for the challenge (details are provided in 
[Schuller et al., 2015]). The first two are used for training while the last is used for development. 
The material from AUWL corresponds to 5.5 hours (3732 files) of pre-scripted dialogues spoken 
by learners of English as a second language. From ISLE, only 5 distinct sentences from 36 
speakers are used, comprising 0.3 hours (158 files). C-AuDiT contains sentences read by non-
native English speakers. 999 speech files containing 19 distinct sentences were selected. All the 
files were annotated by five phoneticians. However, while a five-point scale was used for the 
training data, a three-point scale was used for the development set. 
 
In addition to the provided datasets, some of our experiments involve model-based features and 
approaches trained with external datasets. This is the case of acoustic models and phonotactic 
language recognition models that are part of the set of previously available technologies at the 
group (INESC-ID).  
 
The AUDIMUS acoustic modeling dataset consists of multilingual data used for training our in-
house ASR system [Meinedo et al, 2008]. For the European Portuguese (pt) acoustic models, 57 
hours of BN down-sampled data and 58 hours of mixed fixed-telephone and mobile-telephone 
data were used. The Brazilian Portuguese (br) models were trained with around 13 hours of BN 
down-sampled data. The European Spanish (es) networks used 36 hours of broadcast news (BN) 
down-sampled data and 21 hours of fixed-telephone data. The American English (en) system was 
trained with the HUB-4 96 and HUB-4 97 down-sampled datasets, containing around 142 hours of 
data. 
 
The Wall Street Journal (WSJ) database [Paul and Baker, 1992] is an US English native speakers 
database that contains high-fidelity speech recordings with excerpts from the Wall Street Journal. 
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Only the SI-84 training material from WSJ0 was used for the development of a pronunciation 
quality measurement approach, consisting of approximately 15 hours of speech material. 
 
The euTV corpus consists of data used to develop the euTV [Bertini et al., 2013] system for media 
monitoring and publishing. One of its services is able to identify the 12 most spoken languages 
across the European Union - English, Spanish, Polish, Greek, Portuguese, Hungarian, Czech, 
German, Italian, French, Dutch, and Swedish. Data was obtained from previously existing corpora 
used for automatic speech recognition, from the podcasts and archives made available online by 
the respective national radios and TV stations, and also from the podcasts and archives of the SBS 
(http://www.sbs.com.au/) multi-language radio site. 
 
The LRE2011 corpus consists of data used by INESC-ID's Spoken Language Systems Laboratory 
for developing the language recognition systems [Abad, 2011] submitted to the 2011 NIST 
Language Recognition Evaluation. It comprises data from 24 different languages obtained from 
different sources, including the data provided for the challenge, previous LRE campaigns, and 
several available Linguistic Data Consortium (LDC) sets. 

3 Affective Analysis of Dialogues & Detection of Gender/Age/Nativeness 

This section deals with the affective analysis of dialogues, as well as with the detection of a series 
of aspects that characterize the users of SDS, e.g., gender, age, degree of nativeness. In Section 
3.1, the progress from Year 1 is briefly reported. The text- and speech-based systems of affective 
analysis are presented in Section 3.2 and 3.3, respectively, while their fusion is discussed in 
Section 3.3. The detection of gender/age is presented in Section 3.5, followed by the work on the 
detection of nativeness in Section 3.6, and DTMF detection in Section 3.7. 

3.1 Progress from Year 1 

In this section, the main aspects of the progress made during the second year of the project are 
briefly described. Regarding the affective text analysis (Section 3.2), the robustness of the 
semantic-affective model was improved by incorporating ridge regression. For the task of 
semantic similarity computation, which constitutes a major feature for the semantic-affective 
model, several parameters were investigated. In addition, the compositional aspects of affective 
text were investigated. For this purpose, a compositional model was proposed for the estimation of 
the affective scores of short phrases. Regarding the speech-based affective analysis described in 
Section 3.3, the baseline system (developed during the first year) was extended via a model for 
fusing information over time. The fusion of the text- and speech-based system was also 
investigated (Section 3.4). For the tasks of age and gender detection, a considerable amount of 
work has been performed, mostly because in the first year the gender module was optimized for 
broadcast news, and the age detector did not match the core SpeDial requirements. During the 
second year we integrated a number of additions to the gender module based on the existing 
architecture, overcoming its limitations (Section 3). In addition, new modules for age 
classification were developed, targeting telephone speech. A first approach was followed that 
resembles the gender detection approach, while a second approach relied on regression analysis 
(details are given in Section 3.5). Moreover, we tackled the task of detecting the degree of 
nativeness (Section 3.6) for the first time. We have participated in the INTERSPEECH 2015 
ComPaRe challenge [Ribeiro et al., 2015] with our developed system. We also worked on low-
level detectors, such as DTMF(Section 3.7). 

3.2 Affective Text Analysis 

During the second year, the robustness of the semantic-affective model was improved by 
incorporating ridge regression. For the task of semantic similarity computation several parameters 
were investigated, such as the positive point-wise mutual information scheme used for weighting 



          
 

D2.3 Final Report on IVR Analytics and Evaluation 
 
 
 Page 22 of 93 

the contextual features. This scheme improved the previous (binary) weighting scheme. The 
adaptation of the semantic-affective mapping was studied for the domain of news headlines. In 
addition, the compositional aspects of affective text were investigated. For this purpose, a 
compositional model was proposed for the estimation of the affective scores of short phrases. This 
work is organized as follows. In Section 3.2.1, the model for estimating the affective scores 
(valence, arousal, dominance) of words is described. The evaluation on multiple languages is 
shown in Section 3.2.2. The adaptation on the news headlines is presented in section 3.2.3, while 
the description of the compositional model is provided in Section 3.2.4. 

3.2.1 Semantic-affective model 

Emotion is mainly conveyed by speech, but it can still be perceived in text and it can be elicited 
by its content and form. Computational tools of affective text analysis typically rely on the 
exploitation of affective lexica. Affective lexica consist of word entries (usually about 1K) of a 
target language that are annotated with respect to emotional dimensions, usually valence, arousal 
and dominance. Since the size of such manually created resources is limited, the development of 
models that automatically expand them is very important. An affective-semantic model that 
automatically expands small affective lexica is of great relevance for the creation of lexica with 
good vocabulary coverage. Here, we apply a model that was first proposed in [Malandrakis et al., 
2013] in similar fashion to [Turney and Littman, 2002]. The model is expanded to model more 
affective dimensions (valence, arousal, dominance) and languages (English, German, Greek, 
Portuguese and Spanish).  
 
The model takes as input a small affective lexicon and consists of two modules: the semantic 
similarity computation module and the mapping from the semantic to an affective space. A small 
manually annotated affective lexicon is required for bootstrapping the process. Specifically, the 
affective model is fed with a number of seed words (a subset of the affective lexicon) and their 
corresponding affective ratings, in order to train the semantic-affective map. The affective rating 
of unknown words is then estimated based on the assumption that words that are semantically 
related are also affectively related, leading to an expanded affective lexicon. According to 
[Malandrakis et al., 2013], the semantic-affective model estimates affective ratings as a weighted 
linear combination of semantic similarities between the unknown and the seed words, as follows: 
 

∑ , ,    (1) 
 
where  is the unknown word, , … ,  are the seed words, , 	  are the affective rating 
and the weight corresponding to the word  and .  is the semantic similarity metric between 
two words. The underlying assumption is that semantic similarity implies affective similarity. An 
important advantage of the model is the fact that it requires only a small affective lexicon in order 
to estimate affective ratings for any number of unknown words. 
 
Semantic similarity metrics 
 
The .  metric used in the semantic-affective model can be implemented within the framework 
of distributional semantic models (i.e., corpus-based models). Such models are based on the 
assumption that words that occur in similar context tend to be semantically related [Rubenstein 
and Goodenough, 1965]. Each word is represented by a contextual feature vector x, in which 
lexical features are extracted after centering a contextual window of size 2H+1 words on each 
instance of the target word in a big corpus.  The semantic similarity between two words can be 
computed as the cosine of their respective feature vectors: 
 

,
‖ ‖

,     (2) 

 
where ,  are the contextual feature vectors for the words  and  respectively. 
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The feature extraction typically deals with words; however, we modified it in order to deal with 
character n-grams as well. Two schemes are employed in order to set the elements of the feature 
vectors, 1) a binary scheme (B), where each element is set to one if the corresponding feature 
frequency is at least one and zero otherwise [Iosif and Potamianos, 2010] and 2) a weighting 
scheme based on the frequency of the features and specifically based on pointwise mutual 
information (PMI). The PMI between a word  and the k–th feature of its vector , , is 
computed as shown below [Church and Hanks 1990]: 
 

, log
,

,    (3) 

 
where  and  are the occurrence probabilities of  and  , respectively, while the 
probability of their co-occurrence (within the H window size) is denoted by , . The 
probabilities are computed according to the maximum likelihood estimation, using the corpus 
frequencies of the lexical items of interest (words or character n-grams). Finally, we use positive 
point-wise mutual information (PPMI) bounding the computed scores from ∞, ∞  to 0, ∞ . 
This is based on the idea that the contextual features that exhibit negative PMI do not contribute to 
the estimation of similarity much [Bullinaria and Levy 2007]. 
 
Semantic-affective mapping 
 
The semantic-affective model employs the  weights because not all seed words are equally 
salient for the estimation of affective ratings. Supervised learning can be applied for estimating 
these weights as follows: 

 
,     (4) 

 
where  is a 	  matrix containing  training samples and  features for each sample. β is a 
	 	1 vector including the	  weights, while y is a 	 1 vector containing the known affective 

ratings. According to Least Squares Estimation (LSE), the weights can be estimated as follows:  
 

‖ ‖     (5) 
 
LSE may yield weights with large variance, so we investigate the use of Ridge Regression for 
alleviating this problem. Ridge Regression (RR) uses the same estimator with LSE, incorporating 
a regularization factor, , which forces the weights to shrink toward zero. 
     
    ‖ ′‖ ‖ ′‖,   (6) 
 
where  is the weights vector. The λ values should be greater than zero, while for λ = 0 the LSE 
and RR estimators are identical [Marquardt and Snee, 1975]. 

3.2.2 Evaluation of affective model on multiple languages 

We evaluate the semantic-affective model on the affective lexica of five languages, i.e., English 
[Bradley and Lang, 1999], German, Greek [Palogiannidi et al., 2016], Portuguese [Soares et al 
2012], Spanish [Redondo et al., 2007] and three affective dimensions, namely, valence, arousal, 
and dominance [Palogiannidi et al., 2015]. All the affective lexica except from the German consist 
of 1034 words and the corresponding ratings for the three affective dimensions. The German 
affective lexicon consists of 2902 words rated on valence and arousal while dominance labels are 
not provided. To simplify performance comparisons, a subset of the German lexicon was selected 
in order to contain 1034 words with similar with the rest of the lexica ratings distributions. 
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Experimental procedure 
A corpus per target language was harvested for the computation of context-based semantic 
similarities. The corpora we used were created using web data as follows. The process starts with 
the definition of a vocabulary for each language: 135K, 332K, 407K, 125K, 187K entries for 
English, German, Greek, Portuguese and Spanish, respectively. For each word of the vocabulary a 
web search query was formulated and the snippets of 1K top-ranked documents were downloaded 
and aggregated. 
 
In order to show the impact of the semantic features on each language’s affective lexicon 
expansion, we employ the context-based semantic similarity metric. The contextual window size 
is set to H=1 and variations of the contextual features and weighting schemes are used in order to 
create the similarity metrics described below. The metrics employ two types of contextual 
features, namely, words (W) and character n-grams (ngram), while two types of weighting 
schemes are also employed binary (B) and frequency-based (PPMI) (see Table 9).  
  

Similarity metric Contextual Features Weighting scheme 

Words Character n-grams PPMI Binary 

W-B YES NO NO YES 

W-PPMI YES NO YES NO 

4-gram-B NO n = 4 NO YES 

4-gram-PPMI NO n = 4 YES NO 

2/3/4/gram-B NO n = 2,3,4 NO YES 

w+4gram-PPMI YES n = 4 YES NO 

Table 9. Contextual features and weighting schemes for the semantic similarity metrics. 
 
Moreover, the semantic-affective weights are estimated using either LSE or RR. RR requires a 
tuning step in order to find the appropriate value of the parameter λ that maximizes the affective 
model’s classification accuracy. The tuning step is repeated for each language and each affective 
dimension, using the W-PPMI semantic similarity metric on held-out data. 
 
For the evaluation of the semantic-affective model, we use the seed selection algorithm of 
[Malandrakis et al 2013] and we apply 10-fold cross validation using the affective lexicon of each 
language both for parameter estimation and for evaluation. In each fold, 10% of the affective 
lexicon is used as test (unknown words) and 90% is used as train. The model performance is 
evaluated through binary classification accuracy (positive vs. negative values) and Pearson 
correlation between the automatically estimated and the manually annotated valence ratings. In 
Figure 5 and 6, we show the performance with respect to valence for each language as a function 
of the seed words, using W-PPMI. The corresponding results for arousal and dominance are 
shown in the appendix (see A.1 and A.2). 
 



          
 

D2.3 Final Report on IVR Analytics and Evaluation 
 
 
 Page 25 of 93 

 
Figure 5. Valence: classification accuracy for five languages. 

 

 

 
Figure 6. Valence: correlation for five languages. 

 
The semantic-affective model appears to be robust and well-performing when at least 100 seeds 
are used. The highest performance is reached for 500-600 seeds, for all the affective dimensions. 
The performance for valence is consistent across all languages, while the highest scores are 
obtained for English and Portuguese. Similar performance was also observed for arousal and 
dominance. Among the three affective dimensions, the highest performance is achieved for 
valence, while the lowest results are achieved for arousal. The reasons for the differences in the 
results across languages may be attributed to differences related to morphology. 
 
We also investigated the performance of the model using different semantic similarity metrics and 
keeping fixed the number of seeds to 600 words. The classification accuracy and the correlation 
are shown in Table 10 and 11. 
 

 English German Greek Portuguese Spanish

W-B 0.80 0.68 0.74 0.82 0.84 
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W-PPMI 0.86 0.80 0.76 0.84 0.84

4-gram B 0.82 0.78 0.77 0.80 0.84 

4-gram PPMI 0.84 0.80 0.78 0.82 0.85 

2-3-4/gram B 0.82 0.78 0.75 0.80 0.83 

W+4gram PPMI 0.85 0.80 0.79 0.83 0.85 

Table 10. Pearson correlation between the manually rated and the automatically estimated 
valence scores. 

 

 English German Greek Portuguese Spanish

W-B 86.9 77.1 84.3 89.3 85.9 

W-PPMI 90.9 85.2 87.6 90.8 85.3 

4-gram B 87.8 82.3 87.8 87.6 86.4 

4-gram PPMI 89.8 82.6 87.5 87.4 87.7 

2-3-4/gram B 88.1 82.2 87.6 86.4 86.6 

W+4gram PPMI 90.5 83.0 87.2 89.3 87.9 

Table 11. Classification accuracy of valence (positive vs. negative scores). 
 
The performance is consistently high for all languages and features of semantic similarity. The 
PPMI weighting scheme is always superior to binary, and highest performance difference was 
observed for German. English and European Portuguese with feature vectors of the contextual 
words achieved the highest performance. The use of context character n-grams yields a slight 
improvement to performance especially for morphologically rich languages when the binary 
scheme is used. The early fusion scheme that uses both the contextual words and 4-grams 
achieves the highest performance for almost all languages. 
 
An interesting question is why the performance of the model is not always robust when large 
number of seeds is used. In particular, we investigated whether the low performance of arousal for 
Spanish and Greek can be attributed to the method of weight estimation method. For this purpose, 
we used RR with λ = 0.05 (derived after tuning the parameter for both languages on arousal, W-
PPMI and 600 seeds). The obtained classification accuracy and the correlation of the arousal 
ratings for Spanish and Greek (the two languages with the lowest performance in arousal) using 
LSE and RR for 10 up to 900 seeds are shown in Figure 7 (left) and Figure 7 (right), respectively. 
 

 
 
 
 
 
 
 
 
 



          
 

D2.3 Final Report on IVR Analytics and Evaluation 
 
 
 Page 27 of 93 

 

 
Figure 7. Classification accuracy (left) and correlation (right) for arousal using LSE and 

RR for the estimation of weights. 
 
It is observed that as the number of seeds increases the arousal model that uses weights estimated 
with RR becomes superior to the model that uses weights estimated with LSE. The model that 
employs RR is robust to a large number of seeds compared to LSE. Additionally, we observed that 
the best performance achieved using 600 seeds; W-PPMI and LSE can be improved (up to 0.5-
1%) for almost all languages when 900 seeds and RR are used. 
 
Overall, the semantic-affective mapping was found to be applicable across all languages and 
affective dimensions. Minor differences in performance could be attributed to the linguistic 
properties of each language e.g., morphology. It was shown that the performance of the model 
depends on the weights estimation method, especially for a large number of seeds. Specifically, 
the employment of a more robust approach for the estimation of weights such as ridge regression 
leads to small performance improvements. 

3.2.3 Polarity detection for news headlines 

In this section, we use the dataset of SemEval 2007-Task 14 “Affective Text” [Strapparava and 
Mihalcea, 2007]. The dataset consists of 250 training and 1000 testing news headlines annotated 
with respect to the polarity of the conveyed emotion (valence). The task is the classification of 
headlines as “positive” or “negative”.  
 
Adaptation of the semantic-affective mapping. The main idea here is to augment the affective 
lexicon from which the seeds of the semantic-affective mapping are selected (the English ANEW 
lexicon) by adding the words that are included in the dataset of interest (i.e., domain-specific 
words). The affective ratings for the domain-specific words can be estimated by taking into 
account the respective annotations, e.g., by averaging the valence scores of the sentences in which 
they appear. The domain-specific newly added words can be considered as more salient compared 
to the words in the generic lexicon. In order to investigate this hypothesis four adaptation schemes 
were followed based on the amount of the domain-specific words that were added to the ANEW 
lexicon for learning the α weights of (1). The adaptation schemes are as follows. Scheme 1: no 
adaptation, i.e., only the ANEW words are used; Scheme 2: the domain-specific words are added 
to the ANEW lexicon once; Scheme 3: the domain-specific words are added to the ANEW lexicon 
twice; and Scheme 4: only the domain-specific words are considered.  
 
Experimental procedure. For each sentence (headline) and an adaptation scheme (described in 
the previous paragraph) the valence of its constituent words is computed according to the 
semantic-affective model described in Section 3.2.2. For each sentence six statistics (mean, 
median, min, max, variance and standard deviation) are computed and used as features. We 
experimented with several classifiers including Support Vector Machines (SMO), and Random 
Forest. The classification accuracy was used as evaluation metric and the evaluation results are 
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shown in Table 12 along with the performance of a classifier that assigns each test sample to the 
most populous class (majority classification). 
 
 Classification Accuracy (%) 

Majority Classification 52.6 

Adaptation  Random Forest SMO 

Scheme 1 (no adaptation) 62.7 68.7 

Scheme 2 69.7 68.4 

Scheme 3 69.1 67 

Scheme 4 62.4 57.3 

Table 12. Polarity (positive vs. negative) detection of news headlines: classification accuracy for 
several adaptation schemes. 

 
For the case of Random Forest, we observe that the addition of the domain-specific words 
(Scheme 2 and Scheme 3) improves the performance. The highest score is achieved for Scheme 2. 
However, when the domain-specific words are used as seeds (i.e., Scheme 4) the performance 
drops. This indicates the positive contribution of out-of-domain seeds in the semantic-affective 
model. Overall, the adapted model does not always outperform the unadapted one. This may be 
attributed to the way according to which the affective ratings of the domain-specific words were 
estimated. 

3.2.4 Compositional model 

In this section, we investigate the compositional aspects of affective text analysis motivated by 
similar approaches from the field of distributional semantic models dealing with compositional 
models of meaning [Pelletier, 1994; Baroni and Zamparelli, 2010]. The key idea behind semantic 
compositional frameworks used for representing the meaning of phrases/sentences is the 
composition of feature vectors, which represent the semantics of words, using operations such as 
addition and multiplication [Mitchell and Lapata, 2008; Mitchell and Lapata, 2010]. Recently, a 
compositional approach based on the semantic neighborhoods of words (sub-spaces of 
semantically related words) was proposed in [Georgiladakis et al., 2015]. 
 
Here, the underlying hypothesis is that the composition occurs within the affective space (instead 
of the semantic space). In particular, we focus on the estimation of the affective content of short 
phrases that consist of two words. We assume that the affective content of a phrase is determined 
by the affective content of the constituent words via a transformational function . Such 
transformation can be the multiplication of the affective scores of words with a matrix having as 
elements the appropriate weights that correspond to the affective dimensions. When a single 
affective dimension is considered, a multiplicative model with scalar weights can be used. Here, 
we adopt a 1-D model dealing with valence.  
 
The valence of a phrase  that consists of two words,  and , can be estimated by employing 
the semantic-affective model of (1). We distinguish two cases as follows. In the first case, the 
constituent words are treated separately (unigram model), while in the second case the sequence of 
the constituent words is treated as a single token (bigram model). 
 
Unigram model. The valence of the phrase is estimated by averaging the valence of the 
constituent words: 
 

,    (7) 
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where  is the valence of the phrase,  and  denote the valence of the words that 
formulate the word pair. The assumption of (7) is that the two words contribute equally to the 
affective content of phrase. 
 
Bigram model. Given that the phrase is treated as a single token, the semantic-affective model of 
(1) can be directly applied for estimating the valence of the phrase. 
 
Compositional model. The words that constitute the phrase exhibit different roles.  is called 
“modifier” (also denoted as ), while  is called “head” (also denoted as ). The modifier is 
expected to act as an operator to the head by modifying its affective content. This is motivated by 
a similar idea dealing with the modification of lexical semantics of short phrases investigated in 
[Baroni and Zamparelli, 2010], where the modifications were are implemented as linear 
transformations in the Vector Space Model (VSM). Here, we propose the following model:  
 

,    (8) 
 
where  stands for the valence of the phrase ,  (bias) and  are the weights 
learnt for the modifier , and  denotes the valence of the head. The process for computing 
the proposed model is depicted in Figure 8. 
 

 
 

Figure 8. Overview of the compositional model. 
 
Given a corpus and a phrase  that consists of a modifier  and a head , we extract all the 
phrases that consist of the modifier  and any other head except from . The training phrases 
(for learning  and ) are all the pairs , for , that occur in the corpus, while the 
training heads are the  tokens. The semantic-affective model of (1) is applied estimating the 
valence of the training heads. The same model is also used according to the bigram model for 
estimating the valence of the training phrases (i.e., a phrase is handled as a single token). These 
valence ratings are exploited in order to learn the  and  coefficients via linear regression 
(e.g., via LSE). 
 
Experiments. We experimented with two types of phrases: (i) adjective-nouns (AN), and (ii) 
noun-noun (NN). The test dataset contains English phrases that were extracted from a corpus of 
movie reviews [Socher et al., 2013] as follows. Each review was split into sentences, and the 
sentences were segmented into the constituent phrases. Then, each phrase was annotated with 
respect to its polarity (positive vs. negative valence) using crowdsourcing. The dataset was filtered 
by retaining only those phrases that met the following criteria: (i) the first word is adjective or 
noun, and (ii) the second word is noun. The filtered dataset consists of 1009 AN (717 positive and  
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292 negative) and 357 NN (261 positive and 96 negative) phrases. Regarding the estimation of the 
phrase valence (using either the unigram or the bigram model), we applied the semantic-affective 
model described in Section 3.2.2 using 600 seeds and applying the context-based semantic 
similarity computation. 
 
In Table 13, the evaluation results for the three aforementioned systems (unigram, bigram, and 
compositional) are presented. The task is the classification of phrases as “positive” vs. “negative”. 
The annotations collected via crowdsourcing were used for evaluation purposes. The results are 
reported in terms of classification accuracy and F-measure.  
 

Table 13. Performance of the valence estimation systems on the NN and AN dataset. 
 
We observe that for both AN and NN phrases, the compositional model yields higher performance 
compared to the bigram model according to which a phrase is treated as a token. However, the 
best scores are achieved by the unigram model for both types of phrases. This can be attributed to 
the highly accurate estimation of valence exhibited by the unigram model as shown in Section 
3.2.2. Regarding the bigram model, higher results are achieved for the case of NN compared to the 
AN phrases. These observations suggest that further improvement can be achieved via the fusion 
of the models according to the degree of compositionality that characterize the phrases under 
investigation. Last but not least, we plan to extend the model by considering all three affective 
dimensions (valence, arousal, dominance). 

3.3 Affective Speech Analysis 

In the first year, we developed a baseline system based on a large set of low-level descriptors 
(LLDs) and a set of statistics computed at the utterance-level. During the second year, we 
improved this baseline by investigating a model of fusing information over time for speech 
emotion recognition, including feature selection. The proposed model utilizes a minimum 
classification error (MCE) criterion for fusing information. In particular, frame-level weights are 
learnt by optimizing an objective loss function related to the classification error rate of the 
emotion recognition system. The multilinguality of the model was also investigated for the task of 
anger detection with respect to four call-center datasets dealing with two languages (Greek and 
English).  

3.3.1 Fusion over time 

One of the main issues in affective classifiers is the level (phoneme, utterance) of information 
integration and decision fusion, as well as how information over different time-scales is fused over 
time. The most popular information fusion method for affective computing is feature-level fusion, 
where statistics of frame-level features (low-level descriptors) are estimated over a segment or for 
the whole utterance. In [Ruta and Gabrys, 2000], a number of fusion methods are presented, while 
in [Metallinou et al., 2010] decision fusion over different modalities is presented. Applying a 
discriminative procedure as minimum classification error (MCE) training [Juang and Katagiri, 
1992] for information fusion over time has been investigated in the past for several tasks including 
automatic speech recognition and speaker recognition [Liu et al., 1995]. In [Dimopoulos et al., 

Type of affective model Classification accuracy (%) F-measure 

 AN NN AN NN 

Unigram 79 80 0.87 0.88 

Bigram 58 64 0.62 0.71 

Compositional 73 75 0.83 0.85 
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2009] spectral distance features combined with a frame-level misclassification error have been 
investigated for information fusion over time for conditional random field classifiers. Such 
techniques are shown to reduce the classification error rate significantly and increase the 
discriminability among the different labels. 
 
We propose an algorithm for information fusion over time that weights frame-level posterior 
probabilities based on their affective saliency. Affective saliency is estimated via a regression 
model that utilizes features extracted from the acoustic signal (e.g., energy) and the frame-level 
posterior probabilities. The regression model is trained using a MCE criterion. The method 
iteratively updates the trainable parameters, in order to minimize the classification error rate.  
 

Figure 9. System architecture. 
 
The main components of the system are presented in Figure 9. First, a frame-level feature vector is 
constructed. It is assumed that each frame contains an expression of the emotion of the utterance it 
belongs to, and therefore it is given that same label. The resulting feature vector with the assumed 
frame-level labels is then given as input to train a frame-level classifier. The emotion decision for 
an utterance is then computed by combining the decisions of its constituent frames in a weighting 
scheme, in order to emphasize the most salient affective information over time. This weighting 
scheme is trained via a regression model with features derived from the frame-level acoustic 
features and (optionally from) the posterior probabilities of the frame-level affective classifier. 
The regression parameters are trained iteratively by minimizing the classification error rate via 
Minimum Classification Error (MCE) training/Generalized Probabilistic Descent (GPD). 
 
Let x , … ,  be a frame-level vector of an utterance , and  discrete affective labels, 
e.g., levels of anger vs. neutral, with 1,… , . The emotional content of an utterance 	is 
computed over time by considering the corresponding frames weighted according to a factor  
which indicates the affective saliency (amount of emotional information) for frame . 
     
    ∗ 	 argmax | ,     (9) 

 
| log | ∑ log  ,  (10) 

 
where |  are the frame-level posterior probabilities, while the weights  are estimated via 
Minimum Classification Error (MCE). In order to learn the optimal weights, a regression model is 
trained as: 
 

∑ ,    (11) 
 

where the  values stand for the trainable weights, and the  values denote the regression 
features. Next, the misclassification measure  is defined as follows: 
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| | ,    (12) 
 
where  and  correspond to the incorrect and correct emotional classes, respectively. The loss 
function, which maps the misclassification error into the interval 0,1  is based on a sigmoid 
function and it is defined as: 
 

	 ,    (13) 

 
where  represents the sigmoid scaling factor. The loss function approaches zero when 0, 
otherwise, it is close to one. So, by minimizing the loss function, the classification error is also  
minimized. The loss function  can be differentiated and optimized via an iterative gradient 
descent algorithm, by establishing the algorithmic convergence property. The updated equation of 
a specific unknown parameter  is 
 

w 	 – ∑∀ ,   (14) 

 
where  is the total number of utterances  in the dataset,  is a learning rate parameter used 

during the iterative MCE training and   is the partial derivative of the loss function .	
 
 

	 	 ⋅ ⋅    (15) 

3.3.2 Experimental procedure 

We used four spoken dialogue datasets from four call-centers in two languages: (1) bus 
information (Let’s Go 2006 (LEGO)), (2) lost baggage (CC) incoming customer service calls, (3) 
phone banking call center I (PB-Ι) and (4) movie ticketing (MT). CC was annotated in a binary 
scale: angry vs. neutral. LEGO, PB and MT datasets were annotated using a 5-level scale for 
anger detection: friendly, neutral, slightly angry, angry, very angry. These labels were then 
mapped to 2 classes, namely non-negative and negative. A subset of the data was selected to 
obtain balanced data with respect to affect (negative vs. non-negative) and gender 
(Male/Female).A brief description of the datasets is presented in Table 14. 
 

 LEGO CC PB-Ι MT 

#non-negative 935 313 113 80 

#negative 934 319 110 95 

#speakers 200 284 223 62 

Language English English Greek Greek 

Table 14. Dataset description. 
 
Affective feature extraction 
A set of 30 frame-level features (low-level descriptors) were extracted in a fixed window size of 
30 ms with a 10 ms frame update, using the OpenSmile toolkit. The list of spectral and prosodic 
features used is given in Table 15. 
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Loudness Energy

Waveform Zero-crossing 

Spectral Energy, entropy, flux, skewness, kurtosis, variance 

FFT spectrum Magnitude 

Voice quality Jitter, shimmer, Prob. of voice 

Table 15. List of features. 
 
The following functionals were computed at the utterance-level, for each of the features presented 
in Table 15: means, percentiles, extremes, peaks and segments. For more details see [Schuller et 
al., 2012]. These functionals were used for the baseline classifier. For the proposed frame-level 
classification system we used the same frame-level features. 
 
Regression features 
In this section, we present the parameter estimation model. Features derived from the posterior 
probabilities of the frame-level affective classifiers have been evaluated as candidates for 
estimating affective saliency. In our approach a weighting moving window of fixed size (  
frames) is proposed, based on the assumption that consecutive frames have similar emotional 
content. The  right and left frames are considered as frames of interest for the frame . As a 
result, we create sets of frames, i.e., , … , , … , . In a pre-processing step we employ a 
Hamming window over the  right and left frames, which emphasizes the frames nearest to the 
frame . The following functionals are applied on these features within the window of 2  frames: 
mean, standard deviation, percentiles and percentile range. These are used as the features  for 
estimating the unknown parameters . 
 
Experiments 
We conducted two types of experiments across all datasets: matched (training and testing on the 
same corpus) and cross-corpus. In the matched experiments, we divided each dataset in equally 
sized training, development and test sets. For the cross-corpus experiments, we used 3 datasets for 
training and development, while tests were conducted on the fourth. The development set was 
used for learning the unknown parameters , using a context window size of  frames for 
computing the features . 

 
Figure 10. Average loss function values for MCE feature weight learning for the CC dataset. 
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In Figure 10, the average loss values for the lost baggage dataset are presented. After 300 
iterations the loss value is shown to decrease from 0.18 to 0.13, during MCE training. After 
experimenting with several values, the selected ones of the scaling factor  of (13) and learning 
factor  of (14) were set to 2 and 0.001 for the match experiments, while for the cross-
corpus experiments the learning factor was set to 0.01. An additional constraint was that the 
unknown parameters 	were not allowed to take negative values. 
 
In the majority class baseline, the classifier assigns each test sample to the majority class. For the 
baseline experiments an SVM classifier with polynomial kernel was used (due to its better 
performance compared to other classifiers for this particular task). Regarding the fusion 
experiments, we applied a Naive Bayes classifier and we present results with (post-MCE) and 
without MCE training (pre-MCE), i.e., equal weights, λ 1. 
 
Evaluation results 
Next, we present the evaluation results in terms of classification accuracy for all datasets for the 
matched and cross-corpus experiments. The unweighted average accuracy (UA) is also reported, 
which was computed across all datasets (Table 16 and 17). Figure 11 shows the results in terms of 
classification accuracy using different window sizes  when computing the regression features. 
The results suggest that as  increases the performance increases, due to the emotional cohesion 
between consecutive frames. The only exception is the CC dataset, where for window size 

10,… ,40 we can see a small decrease in the performance. For window size 50 the 
performance flattens out, so we selected the 50 for the results shown in the next tables. 
 

 
Figure 11. Post-MCE results using different window sizes. 

 
 

 LEGO CC PB-Ι MT UA 

Majority class baseline 55.2 56.3 52.1 54.2 54.4 

Baseline 64.4 66.8 71.3 60.3 65.7 

pre-MCE 63.2 66.2 65.4 65.9 65.2 
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post-MCE 66.3 69.4 74.7 71.4 70.4

Table 16. Classification accuracy (%) results for the matched experiments. 
 
Table 16 shows the emotion recognition results (classification accuracy) when using the same 
dataset for training and testing (matched scenario). The regression model (affective saliency 
weights) is trained independently by minimized the average loss function on each dataset. Results 
are presented before (equal weights) and after MCE training. As we can see the MCE approach 
has better or equal performance with our baseline system for all the datasets, while clearly 
outperforming the pre-MCE equal frame weighting model. 
 

 LEGO CC PB-Ι MT UA 

Majority class baseline 50.2 52.4 51.6 54.3 52.1 

Baseline 67.4 66.4 60.3 62.8 64.2 

pre-MCE 64.7 63.1 62.4 62.6 63.2 

post-MCE 68.3 67.0 65.3 68.3 67.2

Table 17. Classification accuracy (%) for the cross-corpus experiments. 
 
Table 17 shows the classification accuracy results for the cross-corpus experiments. Results are 
presented before and after MCE training, along with the classification accuracy of the majority 
class and the baseline classifiers. Here, the affective saliency model (regression) is computed on 
three datasets and tested on a fourth. We observe similar behavior with the results of the matched 
experiments, which suggests robustness across the different datasets. This is impressive given that 
our datasets are of different languages, sizes and SDS type. 
 
Overall, we showed improvement across all datasets using the MCE-based fusion over time 
algorithm, suggesting that frame-level decisions can be fused more efficiently in order to 
characterize the utterance-level emotional content. 

3.4 Fusion of Speech and Text Analysis 

During the second year, we also investigated the fusion of the speech- and text-based affective 
systems for the task of anger detection.  Recent studies on SDS have shown that the combination 
of semantic and acoustic information can improve the emotion recognition since both convey 
emotional information. In [Karadoğan and Larsen, 2012], the affective dimensions of arousal and 
valence were investigated in short movie clips based on acoustic and semantic features. Results 
suggested that the semantic information was able to better detect valence, while the acoustic 
information (e.g., pitch and energy) better captured the dimension of arousal. Also, in [Lee et al., 
2002], semantic information was used in order to improve the performance of a speech-based 
system for the detection of negative emotions. The basic idea for the fusion of the two systems is 
motivated by the hypothesis that each system exhibits different types of errors. For example, cases 
of offensive language may be missed by the speech system, while cases of anger are likely to be 
missed by the text-based. 
 
Consider an utterance , and the posterior probability |  for the class C , where  denotes the 
modality (speech or text) according to which the classification is performed. The class posterior 
probabilities can be used for the fusion of systems. The classification decision can be determined 
by selecting the class with the maximum |  as: 
 

∗ 	 |     (16) 
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| ∑ | ,    (17) 

 
where 2 (two modalities).  
 
Experiments. A subset of the movie ticketing dataset (presented in Section 2.2.1) consisting of 
217 utterances (selected from 62 dialogues) was used, with binary annotation labels related to 
anger, i.e., “angry” vs. “not-angry”. The experimental task dealt with the classification of 
utterances with respect to these labels. Regarding the text-based system, two models were trained, 
one for each modality used for annotations (the annotators listened to the spoken utterances or 
read the transcribed utterances). The speech- and text-driven annotations are characterized by low 
correlation coefficient (0.31) that is attributed to the respective modal differences. The affective 
scores of the constituent words of utterances were used as features (computed according to (1) 
defined in Section 3.2.1). Regarding the speech system (Section 3.3), the first 10 Mel-frequency 
coefficients were exploited, while the speech-based annotations were taken into account during 
training.  
 
In Table 18, the performance of the two individual systems is reported in terms of classification 
accuracy using the leave-one-dialogue-out process (i.e., testing on the utterances of one dialogue 
and training with the rest of the utterances).The JRip classifier was used for the speech module, 
while Random Forest was employed for the text module. Note that for these experiments the 
emphasis was on the improvement of the speech-based analysis, so, we primarily worked with the 
annotations that were provided according to the speech modality. In the same table the 
performance of the majority classification is also reported according to which the test samples are 
assigned to most populous class. We observe that the speech-based system achieves higher 
performance compared to the text-based one. 
 

Type of system Modality of 
annotations 

Majority 
classification 

Classification 
accuracy 

Speech Speech 59.5 67.3 

Text  Speech 59.5 62.7 

Table 18. Classification accuracy (%) results for the individual systems. 
 
In Table 19, the evaluation results are presented in terms of classification accuracy for the 
following fusion schemes. The mean of the classification posterior probabilities were used 
according to (16) and (17). In addition, an SVM classifier with polynomial kernel was employed 
having as features the classification posterior probabilities of the speech and text systems. 
 

Fusion scheme Speech+Text (S) Speech+Text (S)+Text (T) 

Mean of posterior probabilities 68.2 53.9 

SVM 64.8 69.6 

Majority voting - 70.2 

Table 19. Classification accuracy (%) results for the fusion of systems. 
 
When using only the speech annotations (the “Speech+Text (S)” column in Table 19) for 
training/testing, the best performance (68.2%) is achieved by the first fusion scheme. In addition 
to the aforementioned systems, we considered a variant of the text system trained with respect to 
the text-based annotations (the “Speech+Text (S)+Text (T)” column in Table 19). For this case, a 
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third fusion scheme was also adopted using majority voting, which yielded the highest 
performance (70.2%). Overall, it appears that the performance of the speech-based system can be 
(slightly) benefited by the incorporation of the text-based analysis. 

3.5 Gender and Age Detection 

Automatic identification of speaker age and gender can be applied to improve the performance of 
other speech technology systems such as emotional state recognition, smoker speaker detection, 
identifying the level of intoxication and even automatic speech recognition (ASR).  
 
The gender module described in Year 1 was optimized for BN captioning. In Year 2 we have 
integrated a number of additions based on the existing architecture, overcoming its limitations: i) a 
frame-level non-speech removal stage was incorporated; ii) the MLP model was re-trained using 
multilingual telephone speech corpora; iii) classes were restricted to male and female; and iv) 
novel approaches were explored, based on segment-level features in combination with neural 
network modeling and i-vector based classifiers.  
 
The age detector from Year 1 consists of a first segment-level front-end extraction stage followed 
by a 3-class Support Vector Machine (SVM) classification, but does not match core SpeDial 
requirements. In Year 2, new modules for age classification have been developed, targeting 
telephone speech. A first approach resembles the gender detection approach, and consists of a) a 
frame-level network classifier based on PLP features and MLP modeling, b) a segment-level 
network classifier based on OpenSMILE features and MLP modeling, c) a total-variability 
modeling classifier based on GMMs of i-vectors. A second approach exploited regression 
analysis. In this section, we describe the age and gender estimation systems developed during 
Year 2, along with and their evaluation. 

3.5.1 Corpora 

The multilingual telephone speech corpus, described in Section 2.2.11 has been used for 
systematic development, evaluation and comparison of the age and gender estimation modules. It 
is a multilingual telephone speech corpus, corresponding to the fusion of six languages 
(Portuguese, English, Spanish, French, German, Italian).  

3.5.2 Gender estimation 

In this section, the main activities regarding the development and assessment of the SpeDial 
gender estimation modules are described. These include a brief description of the Year 1 baseline, 
followed by a series of improved developed systems ranging from segment-level speech 
representations to factor analysis based methods, the so-called i-vectors. 
 
Year 1 baseline system 
The gender module described in Year 1 was mainly optimized for BN captioning. It is based on an 
artificial neural network model of the multi-layer perceptron (MLP) type with 9 input context 
frames of 26 coefficients (12th order PLP coefficients plus deltas), two hidden layers with 350 
sigmoidal units each and the appropriate number of softmax output units (one per target class). 
The model was trained mainly with downsampled BN data, which does not fit the characteristics 
of SpeDial. Moreover, the baseline model, in addition to male and female classes, included a third 
class: child. Given that the presence of children speech in the SpeDial scenario is expected to be 
low, posterior probabilities provided by the network for the child class are disregarded. Hence, the 
strategy followed by the module to classify a speech segment is to compute the average posterior 
probability for the two target classes and select the one with the highest probability. 
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Improved frame-level network classifier 
In order to overcome some of the limitations of the Year 1 baseline system for the SpeDial 
scenario, we integrated some improvements into the same architecture module. First, a frame-level 
non-speech removal stage was incorporated to avoid decision taking over the whole speech 
segment. Thus, this component performs frame-level classification of each speech utterance 
exploiting an MLP trained with Modulation-Filtered Spectrogram (MSG) features (28 static) 
corresponding to  50 hours of downsampled TV Broadcast News data and 41 hours of varied 
music and sound effects at 8kHz sampling rate. Hence, the MLP module now computes gender 
average posterior probabilities for each sentence based only on the frames previously labelled as 
speech. Second, the MLP model was re-trained using the multi-lingual telephone speech corpora 
described previously. The same network architecture as for the baseline system is considered, 
except for the output layer, given that in this case only 2 classes were considered: male and 
female. Alternatively, we have also explored novel approaches for gender classification based on 
segment-level features in combination with neural network modeling and i-vector based 
classifiers. 
 
Segment-level network classifier 
A new approach to gender estimation exploited an architecture composed by an alternative 
module of audio and speech-related feature extraction plus an Artificial Neural Networks (ANN) 
for the model estimation. In particular, we used OpenSMILE [Eyben et al., 2013], an open-source 
audio feature extractor that enables the extraction of large audio feature spaces in real-time. It 
combines features from Music Information Retrieval and Speech Processing, among which: signal 
energy, loudness, MFCC, pitch, Jitter, Shimmer, CHROMA features, and many others. First, low-
level descriptors (LLDs) are extracted and smoothed by simple moving average low-pass filtering. 
Next, several functionals (mean, standard deviation, skewness, kurtosis, quartiles, percentiles, 
etc.) are computed over the LLDs. In these experiments it was used the configuration provided by 
the INTERSPEECH 2010 Paralinguistic Challenge [Schuller et al., 2010]. In fact, the original 
configuration set, which extracted 1582 acoustic features, was slightly updated in order to reduce 
the number of functionals computed, providing a total of 724 features. A single feature vector was 
obtained to characterize each speech segment. 
 
The gender classification network is designed as a feed-forward network with softmax activation 
functions. The cost function used for training is the cross-entropy, minimized through stochastic 
gradient descent. The number of iterations of retraining of the network ranged around 15. The 
network is formed by an input layer of 724 units (equal to the number of input features), a single 
hidden layer with 200 units, and an output layer with 2 outputs (male/female). 
 
Total-variability modeling classifier 
Total-variability modeling [Dehak et al., 2009] has recently emerged as a powerful tool for speech 
characterization that has been mostly applied in the fields of speaker and language verification. In 
this approach, the variabilities related to speakers and channel (represented in high-dimensional 
GMM supervectors) are jointly modeled as a single low-rank total-variability space. The low-
dimensionality total variability factors extracted from a given speech segment form a vector, 
named i-vector, which represents the speech segment in a very compact and efficient way. Thus, 
the total-variability modeling is used as a factor analysis based front-end extractor. 
 
During the second year of the project, we developed an i-vector based gender classification system 
where the distribution of i-vectors for each gender is modeled with a single Gaussian. The 
acoustic feature extraction front-end is based on Perceptual Linear Prediction (PLP) features: 13 
PLP static features followed by non-speech frame removal (according to the classification 
provided by a speech/non-speech MLP classifier) and mean and variance normalization in a per 
segment basis. A GMM-UBM of 1024 mixtures has been trained using all the training data of the 
multi-lingual telephone corpus described above. The total variability factor matrix (T) was 
estimated according to [Kenny et al., 2008]. The dimension of the total variability subspace was 
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fixed to 400. 10 EM iterations were applied, consisting of both ML estimation followed by 
minimum divergence updates. The covariance matrix was not updated in any of the EM iterations. 
The estimated T matrix is used for extraction of the total variability factors of the processing 
speech segments as described in [Kenny et al., 2008]. The extracted factor vectors are centered 
and whitened (mean and decorrelation parameters are learnt in the training set), before unit length 
normalization is applied, which results in the final i-vectors. Like in [Martínez et al., 2011], all the 
training i-vectors from a gender class are used to train a single mixture Gaussian distribution with 
shared full covariance matrix. For a given test i-vector, the two Gaussian models (male and 
female) are evaluated and log-likelihood scores are obtained. 
 
Experiments 
 

 
 
Figure 12: Gender classification results on the multi-lingual telephone speech corpus. Four bar 
plots are shown for each classifier under study. Top-left histograms show the distribution of 
speech segments per age. The remaining figures present the error rates distribution according to 
different age groupings. 
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System 

ALL PRS 

Baseline 87.84% 93.30% 
Frame-level MLP 94.19% 96.89% 

Segment-level MLP 91.20% 94.58% 

i-Vector 92.53% 96.19% 
Table 20. Average gender classification accuracy of the different systems under study on the 

complete test set and on the sub-set of phonetically rich sentences. 
 
Figure 12 presents the distribution of gender classification errors and error rates across different 
age groupings obtained by the gender classification modules under study in the multilingual 
telephone speech test set. Table 20 shows the average accuracy of the different gender modules 
obtained on the whole test set and on the sub-set of phonetically rich sentences. The latter not only 
represents a sub-set with longer utterances, but also with a reduced number of speech segments 
from the Children and Adult groups. 
 
It is clear from these results that considerable performance improvements have been achieved with 
respect to the Y1 baseline. The use of a new multi-lingual training set contributed for overall 
better classification accuracies in all the systems. Moreover, the application of explicit non-speech 
frame removal stage or alternatively, the use of segment-level features, contributed to reduce the 
negative impact of non-informative portions of audio. In particular, the improved frame-level 
MLP-based classifier outperforms the baseline in the three age groups, and this performance 
increase is particularly remarkable in the case of gender classification of adult speakers. In terms 
of error analysis, all the systems under study present similar trends in which most of the errors are 
concentrated in the gender classification of the Child group, which was expected. 
 
Regarding the three new systems, the frame-level MLP approach outperforms the other ones, 
followed closely by the i-vector based system, while the segment-level MLP classifier is the one 
that shows poorer performance. It is not clear if this lower performance is due to a poorer 
representation obtained by the segment-level features or as a consequence of the reduction of 
training patterns with respect to the use of frame-level features. With regard to the i-vector 
classifier, it seems that a better single vector characterization of the speech segment is achieved 
than the one based on OpenSMILE, since the performance of this classifier is consistently better. 
In fact, there is almost no performance difference between the frame-level MLP system and the i-
vector system when only longer segments (phonetically rich sentences) are considered in 
evaluation. This is not surprising, since i-vectors are known to perform better with longer 
utterances, since they are based on a sort of MAP estimation of the speech segment. 

3.5.3 Age estimation 

Experimental studies reveal major effects of vocal ageing on the speech signal such as lowered 
speaking rate and increased jitter and shimmer [Schotz, 2006], and has shown to negatively 
influence speaker recognition performance [Kelly et al., 2013]. However, the relation of these 
acoustic cues with speaker age is usually complex and affected by many other factors such as 
speech content, language, gender, weight, height, emotional condition, smoking and drinking 
habits [Schotz, 2006; Bahari and Van Hamme; 2011, Bahari et al, 2012]. Furthermore, in many 
practical cases we have no control over the available speech duration, content, language, etc. 
These issues make automatic speaker age estimation very challenging for both humans and 
machines [Bocklet et al., 2008; Li et al., 2013; Schotz, 2006]. 
 
The remainder of this section reports the activities related with the development and assessment of 
the SpeDial age estimation modules. These include a brief description of the Year 1 Baseline, 
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followed by a set of new systems ranging from artificial neural network based approaches to 
factor analysis based methods, similar to the ones developed for gender classification. Moreover, 
alternatively to age classification, related work on age regression is also reported. 
 
Year 1 baseline system 
The SpeDial age detector baseline of Year 1 consists of a first segment-level front-end extraction 
stage followed by a 3-class Support Vector Machine (SVM) classification. Feature vectors are 
formed by 450 features extracted with OpenSMILE and correspond to the official reduced-set of 
the InterSpeech 2010 Paralinguistic Challenge [Schuller et al., 2010]. The SVM classifier uses a 
linear kernel. 
 
Like in the case of the gender classification baseline, this module does not match some of the core 
characteristics of the SpeDial scenario. In particular, telephone speech was not included in the 
training corpora [Meinedo et al., 2011]. Consequently, following previously reported work on 
gender classification, new modules for age classification have been developed during the last year 
of the project. 
 
New age classification systems 
Three new age classification systems have been developed during the last year of the project by 
the Consortium. The new modules closely resemble the ones developed for gender classification, 
that is: a) a frame-level network classifier based on PLP features and MLP modeling, b) a 
segment-level network classifier based on OpenSMILE features and MLP modeling, c) a total-
variability modeling classifier based on GMMs of i-vectors. 
 
Details about the three approaches can be found in previous sections. In the development of the 
modules based on neural networks, the same network architecture and training strategies like in 
the gender classification were followed, except for the output layer that corresponds to 3 output 
classes: Child, Adult and Senior. In the case of the i-vector based module, 3 shared full-covariance 
GMM models were trained. Like previously, the multi-lingual telephone speech corpus has been 
used for model training. 
 
Age regression system 
Another approach to age estimation exploited regression analysis. Regression based approaches 
have the advantage of estimating directly the numeric age of the speaker avoiding the need for 
discretizing age into a predefined set of classes. In this way there is no need to define hard 
thresholds for separating different age groups. 
 
Different models were tested combining Support Vector Regression (SVR) with three kernel 
functions: a linear kernel, a polynomial kernel, and a radial basis function (RBF) kernel. The input 
features used for these experiments correspond to the i-vectors described for gender detection, 
computed on the multi-lingual telephone speech corpus. 
 
Since SVR can be quite sensitive to the training parameters, a grid search has been performed to 
tune the most important ones for each kernel. Among them, the regularization constant (C) that 
determines the trade off between the model complexity and a small error penalty; the degree of the 
polynomial kernel; and the width of the Gaussian of an RBF kernel (γ). 
 
Experiments 

Multi-lingual telephone speech corpus 
Table 21 shows the confusion matrices for the four age classification modules under study. As it 
can be clearly observed, the task is considerably more challenging than gender classification. The 
Year 1 baseline fails to provide reasonable results on the multi-lingual telephone speech corpus. 
The three alternative systems consistently outperform the baseline. In particular, once again, the 
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two top performing systems are the frame-level MLP classifier and the i-vector classifier. The 
frame-level MLP classifier provides the best average age classification rate of up to 67.26%. 
Notice that these results are obtained on the whole corpus including both phonetically rich 
sentences and other types of sentences. 
 

 

 C A S 

C 34.72 25.02 40.26 

A 8.71 63.72 27.57 

S 4.01 58.92 37.07 

(a) Year 1 Baseline classifier 

 

 C A S 

C 71.75 24.80 3.45 

A 20.20 65.44 14.36 

S 7.14 23.33 69.54 

(b) Frame-level MLP classifier 

 

 C A S 

C 57.36 30.27 12.37 

A 3.14 83.43 13.43 

S 11.31 30.92 57.77 

(c) Segment-level MLP classifier 

 

 C A S 

C 76.03 15.90 8.07 

A 22.23 60.36 17.41 

S 8.00 22.79 69.21 

(d) I-Vector classifier 

Table 21. Age (C: child, A: adult, S: senior) classification confusion matrix results (%) on the 
multi-lingual telephone speech corpus for each classifier under study. 

 
We have also developed and evaluated gender-dependent age classification modules. For sake of 
brevity, detailed experimental results are not shown in this report. In fact, we could not obtain 
conclusive observations. In our current experimental set-up, gender-dependent age classification 
provided improvements in the case of the i-vector based system (average accuracy from 64.6% to 
67.7%), but also degraded the performance of the frame-level MLP based system (from 67.3% to 
65.7%). In general, age classification of females resulted more challenging and all modules 
obtained lower age classification performances for this group than for the male group. 
 
Figure 13 provides detailed results of the frame-level MLP classifier showing the error rates 
obtained per age groups of 5 years. It is clear that higher error rates are concentrated in the groups 
corresponding to the “senior” class, meaning that the class definition according to a fixed 
biological age threshold may not be the best way to approach the age classification problem. This 
age threshold definition problem is quite notorious also close to the Child group. The second bar 
in the bottom error rate plot of Figure 13 is formed by speakers around the low age threshold, 
which results in a considerable error rate increase compared with the next age blocks. These 
observations are the main reason that motivated tackling the age problem as a regression problem.  
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Figure 13. Results of the frame-level MLP-based age classifier on the multi-lingual telephone 
speech corpus. Top: Age distribution. Middle: Error histogram per age groups. Bottom: Error 

rates per age groups and average error (dashed line). 
 

The main achievements in terms of age regression are described next. The systems have been 
evaluated in terms of Mean Absolute Error (MAE). Overall, the three kernels produced similar 
performance; however, the lowest error was obtained with an RBF kernel function, with a MAE of 
14 years. The linear kernel reported a MAE of 16 years and the polynomial kernel a MAE of 15 
years. In all cases the regularization constant C was quite high ( ≥ 100); the degree of the 
polynomial kernel was 3, while the width of the Gaussian of the kernel RBF was quite small 
(0.065). A deeper analysis has shown that the regression models evaluated preferably predict an 
age corresponding to the class Adult group, resulting in a detriment of the classes Senior and 
Child, which are strongly mis-predicted. This behavior can be observed through the confusion 
matrix computed with the RBF kernel, reported in Table 22. 
 

 C A S 
C 26.63 73.20 0.16 
A 6.97 91.63 1.40 
S 0.22 76.32 23.45 

Table 22. Age (C: child, A: adult, S: senior)prediction confusion matrix results (%) on the multi-
lingual telephone speech corpus with SVR and an RBF kernel. 

 
Like in the case of age classification, we tried a gender-dependent approach, where a separate age 
model is trained for each gender. In this case i-vector mean and decorrelation parameters are 
learnt in the training set for each gender separately, then the extracted factors are centered, 
whitened, and unit length normalized depending on their gender. The gender-based approach was 
evaluated with the configuration that previously achieved the lowest MAE. Like before, this 
approach did not provide any noticeable improvements, in fact the MAE error for both groups is 
equal to the MAE achieved on the whole set. For both gender groups we observe, consistently 
with the previous results, an high number of mispredictions in favor of the “adult” class. Table 23 
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reports the confusion matrices for the male and female groups. 
 

 

 C A S 

C 26.24 73.53 0.23 

A 0.92 96.63 2.45 

S 0.00 70.36 29.64 

(a) Male group 

 

 C A S 

C 28.86 71.14 0.00 

A 9.07 90.26 0.67 

S 0 83.87 16.13 

(b) Female group 

 
Table 23. Gender-based age (C: child, A: adult, S: senior)prediction. Confusion matrix results 

(%) on the multi-lingual telephone speech corpus with SVR and an RBF kernel. 
 

Overall, and in contrast to our previous hypothesis, the age regression results suggest that the age 
recognition problem can not be properly tackled as a regression problem in our current 
experimental set-up. 

3.6 Predicting the Degree of Nativeness 

Knowing the degree of nativeness of a user is relevant for a number of applications. For instance, 
that information can be used by an ASR system to swap or adapt its language models, minimizing 
recognition errors in the presence of non-native speech. Furthermore, it can also be used to 
identify causes of hot spots in the dialogue, which is relevant for this project. In Year 2 we have 
tackled this task for the first time, and participated in the INTERSPEECH 2015 ComPaRe 
challenge [Ribeiro et al., 2015]. We approached the automatic identification of the degree of 
nativeness as a regression task, and multiple approaches have been applied to obtain information 
that could be combined and fed to an SVM regressor, including phonotactic models, i-vectors, and 
goodness of pronunciation.  

3.6.1 Features 

Our experiments use both segmental and suprasegmental features extracted from each speech file. 
OpenSMILE [Eyben et al., 2013] was used with the ComParE 2013 configuration file to extract 
the features used by the baseline approach of the challenge. The HTK Toolkit [Young, 1994] was 
used to extract MFCC, and a module from our hybrid ASR system AUDIMUS [Meinedo et al., 
2008] was used to extract RASTA-PLP features. For each feature set, 7 static values were 
extracted. After that, mean normalization was applied in a per file basis. SDCs were computed 
from each feature set using a 7-1-3-7 configuration, originating two new feature sets. Finally, low-
energy frames were detected with the alignment generated by a bi-Gaussian model of the log 
energy distribution computed for each speech file, and then discarded. 
 
We performed a multi-language phone tokenization using the neural networks that are part of 
AUDIMUS [Meinedo et al., 2008]. The recognizer for each language combines four MLP outputs 
trained with PLPs (13 static + 1st deltas), RASTA-PLPs (13 static + 1st deltas), MSG (28 static), 
and ETSI (13 static + 1st and 2nd deltas). A phone-loop grammar with phoneme minimum 
duration of three frames is used for phonetic decoding. The language-dependent MLP networks 
were trained with the AUDIMUS dataset described previously. Each MLP network is 
characterized by the size of its input layer that depends on the particular parameterization and the 
frame context size (13 for PLP, RASTA-PLP and ETSI; 15 for MSG), the number of units of the 
two hidden layers (500), and the size of the output layer. MLPs are composed by two hidden-
layers with a relatively small number of hidden units in order to accelerate the tokenization 
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process. In this case, only monophone units are modeled, resulting in MLP networks of 41 (39 
phonemes + 1 silence + 1 respiration) softmax outputs in the case of EN, 39 for PT (38 phonemes 
+ 1 silence), 40 for PT-BR (39 phonemes + 1 silence) and 30 for ES (29 phonemes + 1 silence). 
The obtained phonetic tokenization provides phone alignments for each speech file which can be 
used to generate more complex features. 
 
Based on the tokenization, we have created what we have called pseudo-words, which consist on 
grouping phones into sequences separated by silences for each one of the languages. 
 
From the phone alignments we were also able to extract a set of durational features. For instance, 
we extracted silence and speech duration ratios, namely silence ratio, speech ratio, and silence to 
speech ratio. Furthermore, we were able to extract the speech rate in terms of phones per second, 
either taking or not pseudowords into account. 
 
The phone tokenization also provided means to characterize each audio segment using n-grams of 
phones for each one of the languages. As elongations may play a relevant role in nativeness 
detection, we have created additional n-gram variations whenever phones longer or equal than a 
given threshold (200 ms) were involved. For example, when in the presence of the phone n 
followed by the elongated phone ay, the bigrams n.ay and n.ay+ would be activated. 
 
Finally, we also used the Snack Sound Toolkit (http://www.speech.kth.se/snack/) as an alternate 
way of extracting pitch and energy from the speech signal. We have calculated pitch and energy 
metrics, such as maximum, minimum, standard deviation, range, and slope, inside and between 
pseudowords [Batista et al., 2012]. Pitch related results were calculated based on semitones rather 
than frequency. On top of such features, we calculated elaborated prosodic features for the whole 
sentence, involving the sequence of calculated pseudowords, which were measured in terms of 
standard deviation and slope. 

3.6.2 Approaches 

Although we used multiple approaches in our experiments, the final labels are always given by an 
SVM regressor. This means that the approaches described in this section were used to produce 
features to be used by that regressor. Furthermore, it is important to notice that some of the 
features described in the previous section are very informative by themselves and were used 
directly, without influence of any of these approaches. Finally, it is also important to refer that, for 
each experiment, we explored different combinations of the regressor's C (complexity) and 
epsilon parameters. 
 
Phonotactic models 
To our knowledge, phonotactic models had not been used for degree of nativeness assessment. 
However, they have good performance on language recognition tasks and, thus, we decided to use 
them for this task. Our models are obtained using PRLM [Zissman, 1996]. To develop such 
systems, we exploit the information provided by the phonetic tokenizers described in the previous 
section. First, phonetic sequences are obtained for every file. Then, for each target language and 
for each tokenizer a different phonotactic n-gram language model is trained with the training 
sequences. 
 
In order to train the models, we split the training data in classes relative to the level of nativeness. 
We used both a 2-class - Native and Non-Native - and a 3-class - Good, Average, and Bad - splits. 
Using these splits, we were able to train a model for each class and for each tokenizer language. 
The outputs of these models for the development and test datasets are the likelihoods of a given 
speech segment fitting each model. These likelihoods can be used as features for the SVM 
regressor. 
 
Furthermore, we used models trained on euTV and LRE2011 data, which output the likelihood of 
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a given speech segment belonging to a certain language. These likelihoods can also be used as 
features for the regressor. 
 
Goodness of pronunciation 
The GOP algorithm is widely used in CALL systems [Bernstein 1990] for automatic assessment 
of phone pronunciation comparing speakers' realizations with native phone models [Witt, 1999, 
Witt and Young, 2000]. In this work, GOP-based features have also been considered for the 
Degree of Nativeness task. In order to estimate them, we set up a four-step process. First, the 
conventional GOP algorithm is used to obtain phone-level confidence measures, by aligning 
reference phones from manual transcriptions and free-loop recognized phones. Second, we 
conduct a phone-dependent mean score normalization. The phone means are estimated taking into 
account all the phone realizations of the training corpus. Then, GOP values are first grouped at 
word-level, considering three different arithmetic operators: sum, average, and maximum. These 
three operators create three word-level GOP-based features. Finally, three sentence-level features 
are obtained for each arithmetic operator by simply accumulating the GOP values of all the words 
in a given sentence. This approach exploits monophone acoustic models for American English 
trained with the WSJ corpus using the HTK toolkit [Young, 1994]. 
 
Phone n-gram sequences 
In this approach each audio segment was described in terms of using n-grams of phones, ranging 
from unigrams to trigrams, based on the previously produced phone tokenizations for each 
language. Elongated phones with duration above 200ms were represented using additional n-
grams, as previously described. The n-gram counts (or simply their binary presence) were then 
used as features for the SVM regressor, discarding the ones not present in the training set. 
However, this process led to more than 80 thousand features, considering all possible languages, 
making the execution of experiments very slow. For that reason, most of our experiments restrict 
n-grams to those occurring at least 10 or 25 times in the training data. 
 
i-vectors 
In the experiments using this approach, we used both SDC sets as features. The first step of this 
approach consists on training a GMM-UBM using all the training data. We performed 
experiments with different numbers of mixtures, ranging from 64 to 1024. Next, zero and first-
order sufficient statistics are computed from the training data and used to estimate the T matrix. In 
order to do so, 10 EM iterations are applied. In the first 7 iterations only ML estimation updates 
are applied, while in the last 3 EM iterations both ML and minimum divergence updates are 
applied. The covariance matrix is not updated in any of the EM iterations. We also performed 
experiments with different total variability subspace dimensions, ranging from 16 to 400. The 
estimated T matrix is then used for extraction of the total variability factors of all speech data. 
Finally, the resulting factor vectors are normalized to be of unit length. These vectors are referred 
to as i-vectors. The i-vectors extracted from the provided datasets were later used as features for 
the regressor. 

3.6.3 Results 

 
Feature Set 

Development Test

Spearman Pearson Spearman

Baseline 

ComPaRe 2013 0.403 0.415 0.425 

Acoustic-Prosodic 

Phone-based speech rate (SR) 0.570 0.565  
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SR +  Pseudo-words + Silence Ratio + Energy (P1) 0.591 0.609 0.559

P1 + F0 (P2) 0.588 0.597 0.557 

Phonotactic 

N-gram Sequences 0.406 0.457  

2-Class 0.379 0.435  

3-Class 0.394 0.443  

euTV 0.543 0.589  

LRE2011 0.543 0.589  

euTV + LRE2011 0.544 0.589  

Goodness of Pronunciation (GOP)

GOP 0.305 0.368  

Normalized GOP (NGOP) 0.260 0.277  

i-Vectors 

RASTA-PLP SDC 0.145 0.135  

MFCC SDC 0.214 0.222  

Combinations 

SR + euTV + LRE2011 0.576 0.609  

SR + euTV + LRE2011 + GOP 0.580 0.621 0.580 

SR + euTV + LRE2011 + NGOP 0.599 0.638 0.564 

P1 + euTV + LRE2011 + NGOP 0.605 0.638 0.576 

P2 + euTV + LRE2011 + GOP 0.617 0.644 0.559 

Table 24. Results achieved by the most relevant approaches. 
 
Table 24 summarizes the results achieved by the most relevant approaches on the development 
and test sets of the ComPaRe 2015 challenge. The Spearman’s Correlation Coefficient is our 
primary evaluation measure [Schuller et al., 2015], but the Pearson Correlation Coefficient is also 
presented for the development set. The first line shows results for the baseline approach.  The first 
relevant point to notice is the importance of prosodic features, shown on the second group of 
approaches. Both speech rate and silence ratio were able to surpass the baseline. However, our 
Speech Rate experiments worked better with multiple language alignments produced by our phone 
tokenizers, while Silence Ratio performed better when only the Portuguese alignment was used. A 
possible explanation is that the Portuguese tokenizer is the one with more effort put into and the 
most accurate one, which makes its silence detection more reliable. 
 
All phonetic-based approaches, shown on the third group of approaches, were also able to surpass 
the baseline. N-gram phone sequences produced acceptable results, but required several thousands 
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of features, which increased considerably the regressor's training time when compared to other 
approaches. For that reason, reported experiments restricted N-gram features to those occurring at 
least 25 times in the training data. Such an approach relies on sequences seen during the train, 
which may constitute a problem when generalizing to other data. The phonotactic models trained 
using the provided train dataset performed well in cross-validation (Spearman > 0.70). However, 
such value reduced considerably when the evaluation was performed on the development dataset, 
suggesting that the models needed to be trained with more data in order to generalize well. In 
terms of the class split, the system using 3 classes performed slightly better than the 2-class one. 
This means that the introduced entropy is beneficial. Furthermore, it is important to notice that 
performance increased with each new language model added, which suggests that using data 
provided by phone tokenizers for other languages would improve the overall performance. Further 
evidence of this, are the results obtained by the models trained using euTV and LRE2011 data, 
which contain larger training datasets and different languages. Also, by combining the models 
trained with those datasets, a more robust system can be build, improving generalization 
capabilities. 
 
The approaches based on goodness of pronunciation were not able to surpass the baseline on their 
own, which can be surprising since pronunciation is a very important factor to identify non-native 
speech.  The most surprising factor is the negative effect of normalization, for which we have no 
plausible explanation. 
 
Although i-vector approaches have performed well in language identification tasks, the results 
obtained in this task were low. Although we performed experiments using multiple combinations 
of the number of Gaussian mixtures (used to train the UBM and the number of total variability 
subspace dimensions) the results were always in line with the ones presented in the table, which 
are far from the baseline. 
 
By fusing some of the previous approaches we were able to further improve the results. For 
instance, by merging the combined euTV and LRE2011 phonotactic model with the speech rate, 
we were able to achieve Spearman > 0.60. By appending non-normalized GOP features to that 
system, the results improved to 0.621. Surprisingly, appending the normalized GOP features, 
which had worse performance on their own, improved that result to 0.638. This represents a 54% 
relative improvement over the baseline. 
 
In order to have more training data, we merged the train and development datasets by linearly 
scaling the development set labels. Using this approach, our best trial on the test set achieved 
0.580 Spearman, representing a 36% relative improvement over the baseline. Such result was 
achieved by merging the speech rate, euTV and LRE2011 phonotactic models, and unnormalized 
GOP. Contrarily to what happened on the development set, using normalized GOP decreased the 
score to 0.564. 
 
Finally, it is important to compare our results with related work. Our 3-class phonotactic models 
trained with the provided data achieved a 0.75 Pearson correlation when evaluated using cross-
validation. Under the same evaluation conditions, [Honig et al., 2012] obtained a 0.52 Pearson 
score. This represents a relative improvement of 44%. By performing cross-validation on the 
development dataset, we were able to achieve a 0.66 Pearson correlation. Although not completely 
comparable, this result is still slightly better than the 0.64 score obtained by [Honig et al., 2012] 
on the C-AuDiT corpus. 

3.7 DTMF Detection 

In Year 2, we have expanded our set of basic modules that can be used for providing hotspot clues 
with several low-level modules, such a DTMF detector. The inclusion of a DTMF detection 
module was motivated by the fact that DTMF tones may warn that the user resorts to the 
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telephone keys when the spoken dialogue flow does not progress as expected. The algorithm in 
this module has been adapted from the DTMF Detection Library, written by David Luu available 
on https://pypi.python.org/pypi/dtmf-detector. The module was tuned and evaluated on part of the 
LetsGo 2006 data, achieving about 86.5% precision and 79.0% recall. 

4 Call-Flow, Discourse and Multilingual Analytics 

This section deals with the call-flow, discourse, and multilingual analytics. In Section 4.1, the 
progress from Year 1 is briefly reported. Various features and models are presented in Section 4.2 
for the automatic detection of hotspots. The detection of user intended speech acts is discussed in 
Section 4.3.1, followed by the presentation of the work conducted on the detection of a series of 
call-flow/discourse analytics: repetitions (Section 4.3.2), disfluencies (Section 4.3.3), and hyper-
articulation (Section 4.3.4). The multilingual aspects of the used features and models are 
investigated in Section 4.4. 

4.1 Progress from Year 1 

Regarding the detection of hotspots, emphasis was given to the selection of features in order to 
overcome the difficulties encountered during the first year. This is presented in Section 4.2.1, 
where a uniform set of features is used across corpora. Also, we tried to answer the question of 
how much data do we need to have a sufficiently accurate model. We worked on the problem of 
creating a general model for hotspot detection. Moreover, additional lexico-semantic features were 
exploited (Section 4.2.2), while all feature types were combined via early fusion. Furthermore, a 
new technique based on phonetic-distances was used for the detection of repetitions. We 
conducted additional experiments on detecting dialogue acts by combining transcriptions and 
features extracted from audio (Section 4.3.1). For the task of disfluency detection (Section 4.3.3), 
the work was focused on the application to IVR domains, specifically to the Let’s Go corpus. The 
original disfluency detection models trained with full bandwidth data for Portuguese were 
retrained with data downsampled to 8kHz, and passed through a telephone simulator in order to 
compare the performance between full and telephone bandwidth. Also, we tackled the task of 
automatic hyper-articulation detection for first time using multiple feature sets and classification 
algorithms (Section 4.3.4). Last but not least, the multilingual aspects of the developed models for 
the aforementioned areas were investigated with respect to different domains (Section 4.4). 

4.2 Dialogue Hotspot Detection 

Miscommunication is a frequent phenomenon in both human–human and human–machine 
interactions. However, while human conversational partners are skilled at detecting and resolving 
problems, state-of-the-art dialogue systems often have problems with this. Various studies have 
been reported on detection of errors in human–machine dialogues. While the common theme 
among these studies is to use error detection for making online adaptation of dialogue strategies 
(e.g., implicit vs. explicit confirmations), they differ in what they model as error. 
 
One of the difficulties faced during Y1 was to compare the performance of our methods between 
corpora. Therefore, we developed as new set of features that remains the same across the different 
corpora evaluated. This allowed us not only to compare the performance of our method between 
corpora, but also to develop efforts to create a general model for hotspot detection that could 
achieve a satisfactory performance in a newly collected corpus. For this, apart from the original 
experiments with hotspot detection, we also report results of cross-corpora hotspot detection and 
the minimum number of instances needed to train a classifier for hotspot detection. 
 
In this section, various features and models are investigated for the problem of dialogue hotspot 
detection. In total, two approaches are presented. The first one is based on features extracted from 
the analysis of systems logs (Section 4.2.1). The second approach is focused on the exploitation of 
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dialogue transcriptions for the computation of lexico-semantic and affective features (Section 
4.2.2). The combination of all features according to a simple scheme of early fusion is presented 
in Section 4.2.3. 

4.2.1 Detection based on system log analysis 

In this section, we present a data-driven approach for detection of hotspots in dialogue system 
interactions through automatic analysis of system logs. This analysis is based on the assumption 
that the onus of hotspot is on the system. Thus, instances of non-understandings, implicit and 
explicit confirmations based on false assumptions, and confusing prompts are treated as 
problematic system actions that we want to detect in order to avoid them. Since our main goal is to 
integrate the approach in a toolkit for offline analysis of interaction logs we focus here largely on 
models for offline detection. For this analysis, we have the full dialogue context (backward and 
forward) at our disposal, and use features that are both automatically extractable from the system 
logs and manually annotated. However, we also report the performances of these models using 
only online features and limited dialogue context, and demonstrate our models’ suitability for 
online use in detection of potential problems in system actions. 
 
We evaluate our approach on four datasets (see Table 25) from three different dialogue systems 
that vary in their dialogue modeling, dialogue strategy, language, user types, etc. We also report 
findings from an experimental work on cross-corpus analysis: using a model trained on logs from 
one system for analysis of interaction logs from another system. Thus the novelty of work 
reported here lies in our models’ relevance for offline as well as online detection of hotspots, and 
the applicability and generalizability of features across dialogue systems and domains. 
 
 

Dataset CamInfo Let’s Go 2009 Let’s Go 2014 SweCC 

System type Research Research Research Commercial 

User type Hired Users Real Users Real Users Real Users 

Confirmation Strategy Mostly implicit 
confirmation 

Mostly explicit 
confirmation 

Only explicit 
confirmation 

Only explicit 
confirmation 

Dialogue manager type Stochastic Rule based Stochastic Rule based 

Language English English English Swedish 

Number of dialogues 179 41 85 219 

Average number of 
turns per dialogue 

5.2 19 17.1 6.6 

Table 25. A comparative summary of the datasets used. 
 
The detailed description of the annotation scheme can be found in Section 4.1.2 of deliverable 
D2.1. All the turns of the dataset were annotated either as PROBLEMATIC or NOT-PROBLEMATIC, 
depending on whether it was appropriate or not, or PARTIALLY-PROBLEMATIC when it is not 
straightforward to choose between the former two labels.  The Cambridge data was annotated 
using crowd-sourcing whereas the remaining datasets were annotated by one expert annotator.  
The annotation collected via crowd-sourcing was correlated with the information collected from 
the questionnaires that users filled out when testing the CamInfo system. The result can be seen in 
Figure 14. 
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Figure 14: Correlation between the turns label as PROBLEMATIC and the system user answers. 

to the question ‘The system understood me well’. 
 
This shows that the way we are defining the problem is very close to the user’s perception of the 
system performance.  
 
Table 26 shows the distribution of dialogues according to the annotations labels used for the 
datasets used in this study. 
 

Dataset 
(# instances) 

CamInfo 
(753) 

Let’s Go 2009
(760) 

Let’s Go 2014 
(1317) 

SweCC 
(968) 

PROBLEMATIC 16% 42% 46% 31% 

NOT-PROBLEMATIC 73% 57% 50% 61% 

PARTIALLY-PROBLEMATIC 11% 1% 4% 8% 

Table 26. Distribution of the dialogues according to the annotation for hotspot for each of the 
datasets used. 

 
Features 
We wanted to train models that are generic and can be used to analyze system logs from different 
dialogue systems. Therefore we trained our models on only those features that were available in 
all the three datasets. Below we describe the complete feature set, which include features that were 
readily available in system logs and manual annotations. A range of high-level features were also 
derived from the available features. Since the task of the three dialogue system is to perform slot-
filling we use the term concept to refer to slot-types and slot-values. 
 
ASR: the best hypothesis, the recognition confidence score and the number of words. 
NLU: user dialogue act (the best parse hypothesis – nlu_asr), the best parse hypothesis obtained 
on manual transcription (nlu_trn), number of concepts in nlu_asr and nlu_trn, concept error rate: 
the Levenshtein distance between nlu_asr and nlu_trn, correctly transferred concepts: the fraction 
of concepts in nlu_trn observed in nlu_asr. 
NLG: system dialogue act, number of concepts in system act, system prompt, and number of 
words in the prompt. 
 
Manual annotations: manual transcriptions of the best ASR hypothesis, number of words in the 
transcription, word error rate: the Levenshtein distance between the recognized hypothesis and 
transcribed string, correctly transferred words: fraction of words in the transcription observed in 
the ASR hypothesis. 
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Discourse features: position in dialogue: fraction of turns completed up to the decision point. 
New information: fraction of new words (and concepts) in the successive prompts of a speaker. 
Repetition: Two measures to estimate repetition in successive speaker turns were used: (i) cosine 
similarity, the cosine angle between vector representation of the two turns and (ii) the number of 
common concepts. 
Marked disconfirmation: whether the user’s response to a system request for confirmation has a 
marked disconfirmation (e.g., “no”, “not”). 
Corrections: various features indicating number of slots-values mentioned in previous speaker 
turn that were given a new value in the following turn by either the dialogue partner (corrections, 
misunderstandings), as well by the same user (rectifications, change in intentions).  
 
Models and method 
As mentioned earlier, the early and late models are aimed at online use in dialogue systems, 
whereas the offlinemodel is for offline analysis of interaction logs. A window of 4 turns, as 
discussed in Section 2, is used to limit the dialogue context for feature extraction. Accordingly, 
the earlymodel uses features from turns 1-3; the latemodel uses features from the complete 
window, turns 1-4. The offlinemodel like the latemodel uses the complete window, but 
additionally uses the manual transcription features or features derived from them, e.g. word error 
rate. 
 
For the purpose of brevity, we report four sets of feature combinations: (i) Bag of words 
representation of system and user turns (BoW), (ii) DrW: a set containing all the features derived 
from the words in the user and system turns, e.g., turn length (measured in number of words), 
cosine similarity in speaker turns as an estimate of speaker repetition, (iii) Bag of concept 
representation of system and user dialogue acts (BoC), and (iv) DrC: a set with all the features 
derived from dialogue acts, e.g., turn length (measured in number of concepts). 
 
Given the skew in distribution of the two classes in the four datasets accuracy alone is not a good 
evaluation metric. A model can achieve high classification accuracy by simply predicting the 
value of the majority class (i.e. NOT-PROBLEMATIC) for all predictions. However, since we are 
equally interested in the recall for both PROBLEMATIC and NOT-PROBLEMATIC classes, we use the 
unweighted average recall (UAR) to assess the model performance, similar to [Schmitt et al., 
2011]. 
 
We explored various machine learning algorithms available in the Weka toolkit [Hall et al., 2009], 
but report here models trained using two different algorithms: JRIP, a Weka implementation of the 
RIPPER rule learning algorithm, and Support Vector Machine (SVM) with linear kernel. The 
rules learned by JRIP offer a simple insight into what features contribute in decision making. The 
SVM algorithm is capable of transforming the feature space into higher dimensions and learns 
sophisticated decision boundaries. The figures reported here are from a 10-fold cross-validation 
scheme for evaluation. 
 
Results 
We use the majority class baseline model that predicts the value of majority class for all test 
samples. The UAR for such a model is shown in Table 27 (row 1). The UAR for all the four 
datasets is 0.50. 
 
All the three dialogue systems employ confirmation strategies, which are simple built-in 
mechanisms for detecting hotspots online. Therefore, a model trained using the marked 
disconfirmation feature alone could be a more reasonable baseline model. Row 2 in Table 27 
(feature category MDisCnf) shows the performance for such a baseline. The figures from late and 
offline models suggest that while this feature is not at all useful for CamInfo dataset (UAR = 0.50 
for both JRIP and SVM) it makes significant contributions to models for Let’s Go 2009 and 
SweCC datasets. The late model, using the online features for marked disconfirmation and the 
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JRIP algorithm obtained a UAR of 0.68 for Let’s Go 2009 and 0.87 for SweCC. The 
corresponding offline models, which use the manual feature in addition, achieve even better results 
for the two datasets: UAR of 0.74 and 0.89 respectively. These figures clearly illustrate two 
things: First, while Let’s Go and SweCC systems often employ explicit confirmation strategy, 
CamInfo hardly uses it. Second, the majority of problems in the Let’s Go and SweCC are due to 
misunderstandings on the system’s part. 
 

SNr.  CamInfo Let’s Go 2009 SweCC 

1. Majority class baseline 0.50  0.50 0.50 

 Feature Set Model Jrip SVM Jrip SVM JRip SVM

2. MDisCnf Late 0.50 
 

0.50 

0.50 
 

0.50 

0.68 
 

0.74 

0.68 
 

0.73 

0.87 
 

0.89 

0.83 
 

0.84 Offline 

3. BoW Early 0.72 
 

0.73 
 

0.78 

0.75 
 

0.79 
 

0.80 

0.72 
 

0.80 
 

0.84 

0.74 
 

0.81 
 

0.82 

0.78 
 

0.88 
 

0.90 

0.80 
 

0.88 
 

0.89 

Late 

Offline 

4. BoW+ 
DrW 

Early 0.75 
 

0.71 
 

0.77

0.77 
 

0.82 
 

0.79

0.71 
 

0.82 
 

0.85

0.75 
 

0.80 
 

0.84

0.84 
 

0.92 
 

0.92 

0.82 
 

0.91 
 

0.90

Late

Offline 

5. BoC Early 0.80 
 

0.81 
 

0.81 

0.81 
 

0.82 
 

0.82 

0.76 
 

0.86 
 

0.88

0.76 
 

0.84 
 

0.85 

0.81 
 

0.89 
 
- 

0.81 
 

0.88 
 
- 

Late 

Offline 

6. BoC+DrC+
DrW 

Early 0.80 
 

0.78 
 

0.82 

0.83 
 

0.82 
 

0.84 

0.70 
 

0.84 
 

0.87 

0.80 
 

0.85 
 

0.86 

0.84 
 

0.93 
 

0.92 

0.82 
 

0.89 
 

0.89 

Late 

Offline 

Table 27.Performance of models trained on the three datasets. 
 

Word-related features 
Using the bag of word (BoW) feature set alone, we observe that for CamInfo dataset the SVM 
achieved a UAR of 0.75 for the early model, 0.79 for the late model, and 0.80 for the offline 
model. These are significant gains over the baseline of 0.50. The figures for the early model 
suggest that by looking only at (i) the most recent user prompt, (ii) the system prompt preceding it, 
and (ii) the current system prompt which is to be executed, the model can anticipate, well over 
chance whether the chosen system prompt would lead to a problem. 
 
For the Let’s Go 2009 and SweCC datasets, using the BoW feature set the late model achieved 
modest gains in performance over the corresponding MDisCnf baseline model. For example, 
using the SVM algorithm the late model for Let’s Go achieved a UAR of 0.81. This is an absolute 
gain of 0.13 points over the UAR of 0.68 achieved using the marked disconfirmation feature set 
alone. This large gain can be attributed partly to the early model (a UAR of 0.74) and the late 
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error detection features which add another 0.07 absolute points raising the UAR to 0.81. 
Regarding the SweCC dataset, although the gains made by the JRIP learner models over the 
MDisCnf baseline are marginal, the fact that the late model gains in UAR scores over early model 
points to the contributions of words that indicate user disconfirmations, e.g., no or not. 
 
When using the BoW feature set in combination with the DrW feature set that contains features 
derived from words (e.g., prompt length (number of words), speaker repetitions, ASR confidence 
score, etc.) we achieved both minor gains and losses for the CamInfo and Let’s Go dataset. The 
offline models for Let’s Go 2009 (both JRIP as well as SVM) made a gain of approx. 0.04 over the 
late models. A closer look at the rules learned by the JRIP model indicates that features such as 
word error rate, cosine similarity measure of user repetition, number of words in user turns, 
contributed to rule learning. 
 
In the SweCC dataset we observe that for all the early and late models the combination of BoW 
and DrW feature sets offered improved performances over using BoW alone. The rules learned by 
the JRIP indicate that in addition to the marked disconfirmation features the model is able to make 
use of features that indicate whether the system takes the dialogue forward, the ASR confidence 
score for user turns, the position in dialogue, and the user turn lengths. 
 
Concept-related features 
Next, we analyzed the model performance using the bag of concept (BoC) feature set alone. A 
cursory look at the performances of the models for the three datasets suggest that for both 
CamInfo and Let’s Go 2009 the BoC feature set offers modest and robust improvement over using 
BoW feature set alone. In comparison, for the SweCC dataset the gains made by the models over 
using BoW alone are marginal. This is not surprising given the high UARs achieved for SweCC 
corresponding to the MDisCnf feature set (row 2), suggesting that most problems in SweCC 
dataset are inappropriate confirmation requests, and detection of user disconfirmations is a good 
enough measure. 
 
We also observed the contribution of the late model in Let’s Go 2009 and SweCC datasets, while 
this is not true for CamInfo. Based on the earlier observation (i.e., that explicit confirmations are 
seldom seen in CamInfo) we can say that users are left to use strategies such as repetitions to 
correct false assumptions by the system. These cues of corrections are much harder to assess than 
the marked disconfirmations.  Overall, the best performance was obtained by the offline models: 
UAR of 0.82 on CamInfo dataset using SVM algorithm and 0.88 for Let’s Go 2009 using JRIP). 
Some of the features used by the JRIP rule learner include: number of concepts in parse 
hypothesis being zero, the system dialogue act indicating open prompts “How may I help you?” 
during the dialogue (suggesting a dialogue restart), and slot types which the system often had 
difficulty in understanding. These were user requests for price range and postal codes in the 
CamInfo dataset, and time of travel and place of arrival in the Let’s Go dataset. (Since the NLU 
for manual transcription is not available for the SweCC dataset the corresponding row for the 
offline model in Table 27 is empty.) 
 
Next, we trained the models on the combined feature set, i.e. BoC, DrC and DrW sets. We 
observed that the majority of models achieved marginal gains using the BoC set. However, the 
rest ones did not exhibit a major drop in performance. The best performance for the CamInfo is 
obtained using the offline model (against the SVM algorithm): a UAR of 0.84. For Let’s Go 2009 
the JRIP model achieved the best UAR, 0.87 for the offline model. For the SweCC the late model 
performs better than the offline model and achieved a UAR of 0.93 using the JRIP rule learner. 
These are comprehensive gains over the two baseline models.  
 
We also trained a model with the combined set of features for the Let’s Go 2014 dataset. The 
SVM offline model achieved 0.81 UAR whereas the JRIP offline achieved 0.88. This result shows 
that the method that we have used for hotspot detection achieves similar performances regardless 
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of the dialogue manager type. 
 
Impact of data on model performances 
We also analyzed the impact of amount of training data used on model performances. A held-out 
validation scheme was followed. A dataset was first randomized and then split into 5 sets, each 
containing equal number of dialogues. Each of the set was used as a hold-out test set for models 
trained on the remaining 4 sets. Starting with only one of the 4 sets as the training set, four rounds 
of training and testing were conducted. At each stage one whole set of dialogue was added to the 
existing training set. The whole exercise was conducted 5 times, resulting in a total of 5x5=25 
observations per evaluation. Each point in Figure 15 illustrates the UAR averaged over these 25 
observations by the offline model (JRIP learner using feature set 6, cf. row 6 in Table 27). The 
performance curves and their gradients suggest that all the models for the three datasets are likely 
to benefit from more training data, particularly the CamInfo dataset.   
 

 
Figure 15. Gains in UAR made by the offline model (JRIP learner and feature sets BoC+ 

DrW+DrC). 
 
A model for cross-corpus analysis 
We also investigated whether a model trained on annotated data from one dialogue system can be 
used for automatic detection of problematic system turns in interaction logs from another dialogue 
system. Table 28 illustrates the performances of the offline model (JRIP learner using feature set 
6, cf. row 6 in Table 27). This experiment mostly used numeric features such as turn length, word 
error rate, and dialogue act features that are generic across domains, e.g., request for information, 
confirmations, and disconfirmations. 
 
We observed that using the Let’s Go dataset as the training set we can achieve 0.89 UARfor 
SweCC and 0.72 for CamInfo. Although both SweCC and Let’s Go use explicit clarifications, 
since SweCC dataset exhibits limited error patterns a UAR of only 0.73 is obtained for Let’s Go 
when using a model trained on SweCC.  Models trained on CamInfo seem more appropriate for 
Let’s Go than for SweCC. 

 

Test set 
Training set CamInfo Let’s Go SweCC 

CamInfo - 0.72 0.54 

Let’s Go 0.62 - 0.73 

SweCC 0.53 0.89 - 

Table 28: Cross-corpus performance of offline model (JRIP learner and feature sets: BoC+ 
DrW+DrC). 
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We have presented a data-driven approach to detection of problematic system turns by automatic 
analysis of dialogue system interaction logs. Features that are generic across dialogue systems 
were automatically extracted from the system logs (of ASR, NLU and NLG modules) and the 
manual transcriptions. We also created abstract features to estimate discourse phenomena such as 
user repetitions and corrections, and discourse progression. The proposed scheme has been 
evaluated on interaction logs of three dialogue systems that differ in their domain of application, 
dialogue modeling, dialogue strategy and language. The trained models achieved significantly 
better recall on the three datasets. We have also shown that it is possible to achieve reasonable 
performance using models trained on one system to detect errors in another system. 
 
The described models can be used in many different ways. A simple application of the online 
models could be to build an “error awareness” module in a dialogue system. For offline analysis, 
the late error detection model could be trained on a subset of data collected from a system, and 
then applied to the whole corpus in order to identify problematic turns. Then only these turns 
would need to be transcribed and analyzed further, reducing a lot of manual work.  

4.2.2 Detection based on lexico-semantic and affective features 

Motivated by the observation that repetitions constitute a salient cue for the detection of hotspots, 
we investigated several features dealing with the lexico-semantic similarity between system 
prompts and user utterances. The underlying assumption is that high similarity scores can indicate 
such repetitions. 
 
The progress during the second year of the project is summarized as follows. We applied new 
similarity metrics (normalized Levenshtein similarity) and features (semantic concreteness), as 
well as we investigated models of paraphrasing. The scope of similarity computation was 
extended by considering the similarity of consecutive system prompts and user utterances (during 
the first year only the similarity between user utterances was used). Overall, the similarity 
computation was performed for three cases: 1) user-user: three similarity scores computed 
between the user utterance of the current turn and the user utterances of the three previous turns, 
2) user-system: the similarity score computed between the current system prompt and the previous 
user utterance, 3) system-system: the similarity of the current and the previous system prompt. In 
addition to the English datasets, we experimented with a new language (Greek) by exploiting the 
language-agnostic features. Next, the used features and metrics are briefly presented.  
 
Levenshtein similarity. This is a string-based distance metric utilized for the computation of the 
edit distance between two string sequences [Levenshtein, 1966]. The idea is to compute the 
minimum number of single-character edits required to change one sequence into the other, i.e., 
insertions, deletions or substitutions. The transformation of distance to similarity is performed as 
follows. Let ,  be two phrases/sentences, ,  their corresponding character length, 

,  the function that computes the Levenshtein distance, and ,  the 
maximum character length of the two phrases. The Levenshtein similarity of the two phrases is 
defined as:  
 

													S 	
,

     (18) 

 
Normalized Levenshtein similarity. This metric constitutes an extension of the previous metric 
that aims to normalize the similarity score of the phrases based on their corresponding character 
length. It was introduced in [Athanasopoulou et al., 2014] where the main idea was the 
computation of higher similarity scores between phrases with approximately same length as 
opposed to phrases of different lengths. Let   be the difference of character 
lengths of the two phrases. The normalized Levenshtein similarity between the two phrases is 
defined as:  

            S 	
,

     (19) 
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Dice coefficient for character bigrams. This is also a string-based similarity metric based on the 
character bigrams that two phrases share [Kondrak et al., 2003]. Let  be the number of character 
bigrams found in both phrases, 	the number of bigrams in phrase  and  the number of 
bigrams in phrase . The character bigram similarity is defined as: 
 

S 	      (20) 

 
Word-level Dice coefficient. This metric is similar to the previous one, with the difference that 
the common words (instead of character bigrams) of the two phrases are considered. Let  be the 
number of common words of the two phrases, the number of words in phrase  and the 
number of words in phrase . The similarity between the two phrases is defined as:  
 

S 	      (21) 

 
Semantic relatedness. The semantic relatedness was computed between the system prompts and 
user utterances for the aforementioned cases “user-user”, “user-system”, and “system-system” 
cases. We applied MetaMind's deep learning model [Socher et al., 2014] that is based on 
Dependency Tree Recursive Neural Networks (DT-RNNs). The model is trained to learn 50-
dimensional vector representations of single words exploiting both local and global contexts, 
while the DT-RNN structure is used for the representing the semantics of sentences. 
 
All the above metrics (Levenshtein-based, Dice-based, and semantic relatedness) were applied to 
the “user-user”, “user-system”, and “system-system” cases. 
 
Paraphrasing model. This model constitutes a method for paraphrase detection based on 
Recursive AutoEncoders (RAE) [Socher et al., 2011] that are reported to capture both syntactic 
and semantic information. Given an input pair of phrases/sentences, the model outputs a binary 
value indicating whether the one phrase is a paraphrase of the other. The model was applied to the 
“user-user” case in order to detect whether the user repeats the same utterance. 
 
Semantic concreteness of user utterances and system prompts. This feature was used in order 
to investigate whether semantically abstract user utterances and system prompts contribute to the 
communication misunderstands. To this end, the degree of word semantic concreteness was 
estimated by applying the semantic-affective model presented in Section 3.2.1 and substituting the 
affective dimensions with a concreteness dimension as described in [Malandrakis and Narayanan, 
2015]. For training purposes the MRC Psycholinguistic Database [Wilson, 1988] was used for 
retrieving scores of word semantic concreteness. For each user utterance (or system prompt), the 
concreteness of the constituent words were estimated, and the average concreteness was used as a 
feature. In particular, this was performed for the system prompt of the current turn and the user 
utterance of the previous turn. 
 
Affective content of user utterances. In order to compute the emotional content of user 
utterances, the affective scores for each constituent word were estimated by applying the 
semantic-affective model described in Section 3.2.1. For each word, three continuous scores were 
computed with respect to the dimensions of valence, arousal, and dominance. For each utterance a 
feature set was computed including the average and maximum scores for each of the three 
affective dimensions. 
 
Experimental procedure. Three datasets (corpora) were used for evaluation purposes, namely, 
CamInfo, Let's Go 2009 (Let's Go), and Greek Movie Ticketing (GreekMovieTicket). The 
GreekMovieTicket dataset contains hotspot annotations for 2193 turns (35% “problematic”, i.e. 
hotspots, 60% “non-problematic”, 5% “partially-problematic”). Given a corpus, the evaluation 
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experiments were performed using 10-fold cross validation (10-FCV). In addition, cross-corpus 
experiments were conducted (see Table 31). In all experiments the JRip classifier was applied, 
using only the “problematic” and “non-problematic” turns (i.e., the “partially-problematic” turns 
were not considered). The Unweighted Average Recall (UAR) was used as evaluation metric. 
 
In Table 29, we report the performance of lexico-semantic features and metrics (i.e., semantic 
relatedness, Levenshtein distances, Dice coefficient for character bigrams and words) for the cases 
“user-user”, “user-system”, and “system-system” with respect to all three datasets. 
 

      CamInfo Let’s Go Movie Ticketing 

Majority class 0.50 0.50  0.50 

Cases  

user-user 0.64 0.69 0.66 

user-system 0.64 0.70 0.69 

system-system 0.54 0.59 0.56 

Table 29. Performance of lexico-semantic features using 10-FCV. 
 
We observe that the highest UAR is achieved for the “user-system” case for all datasets. In Table 
30, the performance of all individual lexico-affective features is reported. The Greek language was 
not supported by the models of semantic relatedness, paraphrase detection and semantic 
concreteness, so the respective features were not taken into account for the GreekMovieTicket 
dataset.  
 

 CamInfo Let’s Go MovieTicketing 

Majority class 0.50 0.50  0.50 

Feature type  

Semantic relatedness 0.62 0.69 - 

Levenshtein similarity      0.60 0.67 0.62 

Normalized Levenshtein similarity   0.61 0.68 0.61 

Dice coef.: character bigrams     0.63 0.65 0.66 

Dice coef.: words  0.70 0.62 0.69 

Paraphrase 0.52 0.56 - 

Affective content   0.51 0.71 0.58 

Semantic concreteness 0.60 0.63 - 

ALL FEATURES 0.71 0.79 0.73 

Table 30. Performance of individual features types using 10-FCV. 
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For all the three datasets, the highest performance is achieved when all features are used. Also, it 
is observed that the lexico-semantic similarities (i.e., Dice coefficients, Levenshtein similarities, 
and semantic relatedness) yield the highest UAR for almost all datasets. The only exception is the 
Let’sGo dataset for which the best performance is obtained by the affective content of user 
utterances. The cross-corpus performance is presented in Table 31 (all features used). It is 
interesting to observe that the highest UAR (0.71) is achieved when the training and testing is 
performed on different domains and languages, i.e., training on the Greek movie ticketing dataset 
and testing on the English CamInfo.    
 

Test set 
Training set CamInfo Let's Go 2009 Movie Ticketing 

CamInfo - 0.63 0.71 

Let's Go 0.66 - 0.62 

Movie Ticketing 0.55 0.56 - 

Table 31. Cross-corpus performance. 
 

Overall, the lexico-semantic similarity was found to be a salient feature for the detection of 
repetitions revealing the presence of hotspots. The importance of this feature type was found to be 
greater when the current system prompt and the previous user utterance are considered for the 
computation of similarity. In addition, the affective content of user utterances was observed to 
have a positive contribution to the detection of hotspots. Last but not least, all the aforementioned 
feature types were found to be portable across the three different domains under investigation 
yielding very good performance. 

4.2.3 Fusion of all Features 

In Table 32, we report the performance yielded by the early (i.e., aggregation) fusion of all 
aforementioned features, namely, the BoC+DrC+DrW (Offline) features presented in Section 
4.2.1, and the lexico-semantic/affective features described in Section 4.2.2. The performance is 
reported on two subsets of CamInfo and Let’s Go for which all the aforementioned features were 
able to be extracted. The subset of CamInfo includes 87 “problematic” (hotspots) and 528 “non-
problematic” turn exchanges, while the Let’sGo dataset consists of 306 “problematic” and 397 
“non-problematic” turn exchanges. 
 

 CamInfo Let’s Go 

Majority class 0.50 0.50  

Features types  

BoC+DrC+DrW (Offline) 0.83 0.83 

Lexico-semantic/affective  0.66 0.76 

BoC+DrC+DrW (Offline)+Lexico-semantic/ affective 0.75 0.85 

Table 32. Performance of the fusion of all feature types using 10-FCV. 
 
For the case of the Let’Go dataset the fusion of the two feature sets is shown to obtain the best 
UAR score (0.85) exceeding the best-performing feature set (i.e., BoC+DrC+DrW (Offline) with 
0.83 UAR). However, this observation does not hold for the case of the CamInfo dataset where the 
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highest UAR (0.83) is achieved by the BoC+DrC+DrW (Offline). This may be attributed to the 
moderate performance of the lexico-semantic/affective feature set for the particular dataset.  

4.3 Detection of User Intended Speech Acts 

4.3.1 Classification of dialogue acts 

In Year 1, we have performed experiments on automatic classification of dialogue acts using three 
different corpora: the Switchboard Dialogue Act Corpus, Let’s Go 2006, and the Cambridge 
Restaurant Corpus. The results we had reported on the Switchboard corpus took advantage of the 
disfluency, abandonment and interruption annotations present in the transcriptions, as well as 
punctuation, when n-grams were extracted. Some of these annotations are difficult to 
automatically obtained, and were not available for the two other corpora. To evaluate the 
influence of such annotations, we performed an experiment without including that information. 
The loss in accuracy was less than 0.5 percentage points, which is almost negligible. 
 
The results obtained on the Switchboard corpus surpassed the ones obtained by [Gamback et al., 
2011] for every tag set. On the 42 category tag set, the accuracy improvement exceeded 3 
percentage points. Since the concrete corpus partition used by [Stolcke et al., 2000] is not 
disclosed in their paper, we performed 50-fold cross-validation in order to obtain results using the 
same number of training and testing examples as described and, thus, obtain more comparable 
results. Using this setup, we were able to obtain 79.64% accuracy, which represents an accuracy 
improvement over 8 percentage points. In order to compare our results with the ones obtained by 
[Webb and Ferguson, 2010], we also performed an experiment on the Switchboard corpus with a 
41 category tag set, by merging the statement categories. Under these conditions, we obtained 
86.50% accuracy, which represents an improvement of almost 6 percentage points. 
 
For the Let’s Go 2006 and Cambridge corpora, we have no knowledge of previous results 
obtained on this task. Thus, a comparative evaluation with the state-of-the-art is not possible. 
Nonetheless, the obtained results are consistent among corpora and approaches and can be used as 
a baseline for further work in the area. 
 
In Year 2, we performed experiments combining transcriptions and features extracted from audio, 
but the results did not surpass the ones achieved only with transcriptions. 

4.3.2 Repetitions 

In Y1, we developed an annotation scheme and annotated some data. During Y2, we improved the 
annotation scheme, annotated more data and developed a method for detecting repetitions in 
spoken dialogue data. 
 
In human dialogues it is a common practice to use repetitions as a mechanism to correct some 
message that was not correctly understood. While this mechanism is smoothly handled in human 
communication, the same does not occur when humans talk to machines [Levow, 1998]. When 
analyzing our datasets we realized that repetitions could be a very powerful cue to detect hotspots. 
Automatically detecting repetitions could be done simply comparing the ASR outputs using a 
distance metric such as Levenshtein distance. This approach would be valid if users did not adapt 
their speech in order to be correctly understood, producing utterances that most likely do not 
acoustically correspond to the original utterance. This results in very noisy ASR output that can 
sometimes be useless for the detection of repetitions. Shouting, hyper-articulation [Bell and 
Gustafson, 2003] or speech shifts [Oviatt et al., 1996] were often present in the repeated 
utterances. We needed an algorithm that could compare utterances at the acoustic level and be 
robust to the effects previously described. Therefore, we decided to approach this problem in a 
similar to spoken-term queries [Rodriguez-Fuentes et al., 2014]. This solution could be adapted to 
be robust to those effects, but it also takes into account that the repetition might also be only 
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partial. The method was tested in two different corpora, in two languages and in two different 
applications that deal with real users yielding very promising results. 

4.3.2.1 Data 

The first corpus consists of 41 Let's Go dialogues corresponding to 837 user turns, selected from 
the data released for the Spoken Dialogue Challenge [Black et al., 2010]. Dialogues were selected 
for having turns with confidence scores under the threshold used by the system. 
 
The second dataset comes from a Swedish commercial call routing system which handles a very 
large number of calls on a daily basis. A set of 219 dialogues was selected from the whole dataset, 
corresponding to 1459 turns. Dialogues were selected from the dataset if at least one of the turns 
was a “NO” and the dialogue was longer than 4 turns, to have more repetitions in the dataset. If 
there is a “NO” turn, it probably means that there is some information that the system did not 
understand correctly and it will ask the user to repeat. Detailed description of the corpus can be 
found in Deliverable 2.1. 
 
For annotation purposes, we compared each turn with the remaining turns in a dialogue and 
annotated each pair using 4 different labels. Pairs of turns with exactly the same content were 
considered as total repetitions. The turns that were part of the repeated content, were labeled as 
partial repetitions. Pairs of turns which has a part of the content repeated between them, but in 
any of them the repeated part of the content corresponds to the whole utterance, were labeled as 
mixed repetition label instead for partial repetition. All the pairs of utterances that do not have 
repeated content between each other were labeled as non-repetitions. The distribution of data per 
annotation in each data set is presented in Table 33.  
 
For this study we will only focus on the detection of total and partial repetitions, since the method 
applied to detect them is the same, unlike mixed repetitions. Further modifications will be needed 
to adapt the algorithm it to mixed repetitions. 
 

Corpus Total (%) Partial (%) Mixed (%) No Repetition (%) 

Let’s Go 221 (5.1) 93 (2.1) 52 (1.2) 4005 (91.6) 

SweCC 84 (5.7) 47 (3.2) 63 (4.2) 1292 (86.9) 

Table 33. Distribution of the data sets according to the type of repetition. 

4.3.2.2 Method 

The proposed method has two phases. In the first phase, we compute the pairwise distance 
between segments from two different utterances using either the phoneme sequence or the 
phoneme posterior vectors. In the second phase we try to find the best alignment between the two 
utterances using the distance matrix computed in the first phase. The alignment returns a score 
that corresponds to the acoustic distance between the two utterances. 
 
Distance matrix computation 
The first step described in the Dynamic Time Warping (DTW) query matching is to compute the 
distance matrix for each frame of the utterances. In the algorithm proposed in [Rodriguez-Fuentes 
et al., 2014] the distance is computed using the cosine distance between the phone posterior 
vectors produced by a phone recognizer for each frame. We followed the same procedure. The 
phonetic posteriors for the Let's Go were obtained using the phonetic tokenizer described in 
[Abad, 2012] for English, that uses the neural networks trained for the Audimus Speech 
recognizer [Meinedo et al., 2010]. The phonetic posteriors for the SweCC data were estimated 
with a Recurrent Neural Network (RNN) described in [Salvi, 2006], trained with the Swedish 
SpeechDat telephone speech database [Elenius, 2000]. To build the matrix, the silence frames 
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were removed from both files before computing the cosine distance (in order to avoid that the best 
alignment provided in the second phase was silence). 
 
Besides the distance computed using the posteriors, we also computed another distance using the 
phoneme sequence obtained from the phoneme recognizers. To do this, we first compute the 
confusion matrix following a similar procedure to the one used in [Qin and Rudnicky, 2013] to 
compensate the confusability between phones. For the Let's Go data we used one month of 
transcribed data and compared the phonetic sequences from turns with the same transcription to 
build the matrix. For the SweCC dataset, the confusion matrix was computed using the correlation 
between the phone posterior vectors, under the assumption that the more correlated the phone 
posterior vectors the more difficult it is to distinguish between them. 
 
The resulting distance matrix is an n x m (where n > m) matrix populated with the distance 
between the two utterances of length n and m respectively. For the phoneme sequence case the 
element is simply the distance between the pair of vectors, whereas for the phoneme posterior case 
each element is the pairwise distance between posterior vectors. 
 
In the Let's Go dataset, the phoneme sequence for each utterance was already computed by the 
phoneme recognizer. In SweCC, since only the phoneme posterior vectors are available, the 
sequence is built based on the maximum posterior probability provided for each frame. 
 
For evaluating the impact of hyper-articulation in repetition detection we have also used an 
extended version of the phoneme sequence with one phone per each 20 ms frame. 
 
Matching the utterances 
Once we had the distance matrix, we tried to find the least costly path in the matrix. We followed 
the DTW-based matching algorithm proposed in [Rodriguez-Fuentes et al., 2014] when using 
either phoneme posterior or phoneme sequences. For the phoneme sequence case we have also 
used a modified edit distance where the costs of substitutions, deletions and insertions were taken 
from the confusion matrix. An extra penalty factor was added for consecutive deletions and 
insertions, since in our confusion matrix, insertions and deletions (i.e., replacing/being replaced by 
silence) were more frequent   than substitutions in the data used to compute the confusion matrix. 
 
4.3.2.3 Results 
We compared different versions of our method with the Levenshtein distance between the ASR 
outputs. In this study all the total and partial repetitions are treated as repetitions and the non-
repetitions are labeled as none. We applied the procedure to all utterances pairs within the same 
dialogue and plotted the distance distributions for each type. Figures 16 and 17 show the 
distribution of acoustic distances according to the method described and Levenshtein distance 
between ASR outputs for SweCC and Let’s Go datasets respectively. 

 
Figure 16. Phonetic-based distance distribution in the SweCC dataset, using the DTW-based 

distance (on the left) and the Levenshtein distance (on the right). 
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Figure 17. Phonetic-based distance distribution in the Let’s Go dataset, using the DTW-based 
distance (on the left) and the Levenshtein distance (on the right). 

 
In both figures, the distributions obtained using the DTW-based distance is much clearer than the 
Levenshtein-based distance.  
 
Building a repetition detector 
The finding that there is a visible separation in the datasets does not mean that repetition can be 
detected automatically. Thus, we compared different methods for detecting repetitions where we 
used different combinations of the scores derived from the methods proposed and other features 
available from system logs that could be helpful for this task. For each corpus we present results 
with a phoneme posterior vector based score (PP), a phoneme sequence based score (PS), 
combined with system independent features (SI), number of words and turn duration; and system 
dependent features (SD), system act and name of the grammar used. 
 
To train the repetition detection we used JRip and SVMs available in Weka [Hall et al., 2009]. We 
first trained the classifiers using 10-fold cross-validation scheme (10-f CV) scheme. Since the data 
was very skewed, we also split the dataset into   70% for training and 30% for testing and 
oversampled (OS) the training data using the algorithm described in [Hawla et al., 2002] in order 
to have more repetition samples in the training set. We also report the results obtained using a 
simple threshold tuning (TT) procedure for the different scores tested. The threshold was tuned 
using the 70% of the data used for training (without oversampling) and the results are reported in 
the test set. 
 
The results are reported in Figure 18 for MRR [Higashinaka et al., 2010] which is an appropriate 
performance measure for tasks where the dataset is skewed. The results for Let's Go show that the 
distance based on PS performed better than the one based on PP. When combined, the detection 
performance increases. The combination of the distance features with features from the system 
logs also improves the performance by 10% absolute MRR. Compared with the performance 
achieved using only the system dependent features we have a 5% absolute MRR improvement. In 
the SweCC case the gains in performance are not so clear when adding system log features. In 
fact, using a simple TT procedure with the phoneme posterior vector distance the MRR obtained 
is 81%. When using the OS procedure and combining the SD and SI features, the performance 
increases to 86%. The combination of all the features only improves the MRR over the SD 
features when using the original dataset without oversampling. 
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Figure 18. Performance of the repetition detector on the Let’s Go data (left) and on the SweCC 

data (right). 
 
The results confirm our hypothesis that in our datasets the DTW-based approach works better than 
using Levenshtein distance. We could hypothesize that the clearer separation obtained in the Let’s 
Go data is due to the fact that the phoneme sequence used was computed using a phonotactic 
language model, which was not available for Swedish. This can also explained why the Phone 
Posterior method was the one achieving the best performance in the SweCC data. 
 
We also found that the performance improved in both datasets if we set a 750ms threshold as the 
short possible time to be aligned. This way, we were able to eliminate a series of false alarms and 
nevertheless find the content that was repeated, since this is generally longer than 750ms.  
 
Regarding the repetition detection performance, the phonetic-based distance features have 
contributed for the detection improvement in the Let’s Go. In SweCC, the detection does not 
benefit from these features, however, using only the PP-based distance we achieved comparable 
performance. In the SweCC, the repetitions were more frequent at a specific dialogue state, which 
turns SD into very powerful features for repetition detection. For the case of mixed repetitions that 
were left out from our study, we could run a speech recognizer to segment the data and then apply 
the same procedure that was applied in the case of total and partial repetitions. 

4.3.3 Disfluency detection on dialogs: towards users’ intent 

For the task of disfluency detection in the context of IVR systems, the original models trained 
with 16kHz full bandwidth (developed in Y1), were downsample to 8kHz, with the use of the 
telephone simulator FaNT [Hirsch and Finster, 2005]. The main goal was to compare the 
performance between full and telephone bandwidth, replicating the same conditions of the 
previous experiments. For this purpose, we used the openSMILE features (with the C parameter at 
0.01), the test set of the LECTRA corpus, and k-fold cross-validation (k=10) for the CORAL 
corpus. See D2.1 for a description about the two corpora and the previous experiments. The 
manual transcriptions of the corpus were only used in order to derive chunk boundaries. 
 
The results of the telephone bandwidth experiments (on a chunk level) are displayed in Table 34, 
revealing no substantial degradation on the performance and encouraging the models' use in IVR 
domains. 
 
 Accuracy (%) Kappa 
LECTRA 85.95 0.64 
CORAL 86.75 0.54 
LECTRA to CORAL 80.87 0.45 

CORAL to LECTRA 80.05 0.55 
Table 34. Accuracy results for disfluency detection across domains using telephone bandwidth 

models. 
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The most informative features include the following: mfcc_sma[6]_quartile3, 
mfcc_sma[14]_amean, mfcc_sma[12]_skewness, audspec_lengthL1norm_sma_lpc3, and 
pcm_Mag_harmonicity_sma_de_iqr1-3. This selection reveals the importance of the MFCC 
features and the audiospectral differences. It is known that MFCCs highly contribute to distinct 
types of tasks, being quite transversal in a plethora of speech prediction tasks.  Audiospectral 
differences, however, are more specific to disfluencies, in line with [Shriberg, 2001].  
 
The 8kHz models were then tested in a subset of the Let’s Go 2009 corpus (jointly annotated in 
terms of disfluencies by KTH and INESC-ID team members), for identifying turns that contain 
disfluencies. The experiments targeted the evaluation of language independent features, allowing 
the investigation of cross-domain and cross-language portability, and also the correlation with 
hotspots across domains. As expected, the results were poor, showing that cross-language cross-
domain models are not satisfactory. It would be worth to investigate the reasons for false 
positives, but this was not possible with the available annotations, and the 2009 subset was 
abandoned, in favor of the 2014 subset, available in late July 2015. However, cross-domain 
models within the same language achieved suitable performances. 

4.3.4 Hyper-articulation 

Hyper-articulation is a speech adaptation phenomenon that consists of adopting a clearer form of 
speech, typically in an attempt to improve recognition levels. However, although it may work in 
child directed speech or when talking to people with hearing impairment, it typically has the 
opposite result when talking to an ASR system, decreasing its performance [Soltau and Waibel, 
1998; Litman et al., 2000]. This happens because ASR systems are not trained with hyper-
articulated speech and, thus, are unable to perform well in its presence. Furthermore, these 
situations typically occur in attempts to correct previous recognition errors on unmarked speech. 
This means that the supposed correction will also be misrecognized, leading to further hyper-
articulation and recognition errors, completely disrupting the dialogue flow [Oviatt et al., 1998]. 
 
This task was tackled in Year 2 for the first time. Automatic detection of hyper-articulated speech 
is important because if a dialogue system is able to do so, it can try to recognize the utterance 
using ASR models trained with hyper-articulated speech, or at least try to guide the user towards 
the use of unmarked speech. Furthermore, automatic hyper-articulation detection can be used to 
find possible causes of hot spots in a dialogue without the need for manual annotation, which 
requires extensive effort. 
 
We investigated the automatic detection of hyper-articulation using multiple feature sets and 
classification algorithms. Our experiments were performed on data from real user interactions 
with an IVR system, Let’s Go, along multiple years, so that the presented approaches can provide 
useful information for a system, without needing controlled audio conditions. 
 
The work described in [Fandrianto and Eskenazi, 2012; Oviatt et al., 1998; Soltau and Waibel, 
2000; and Stent et al., 2008] deals with characteristics of hyper-articulated speech. We extracted 
sets of acoustic, segmental, and disfluency-based features that intend to capture those 
characteristics. These sets are described below. Furthermore, we used the ComParE 2013 feature 
set [Schuller et al., 2013], extracted using openSMILE, to obtain a baseline for our experiments, 
since it is widely used in speech analytics tasks. This set provides a large amount of acoustic-
prosodic features. Hyper-articulation is inherently related to acoustic and prosodic factors, thus, it 
makes sense to use this feature set for the detection of hyper-articulated speech. Nonetheless, 
although such a large and wide-range feature set may lead to satisfactory outcomes, it typically 
does not perform as well as a smaller set of features selected specifically for the task. Thus, we 
use this feature set to obtain a baseline for the task. 
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Segmental 
Hyper-articulation is highly related to rhythmic and durational features. The extraction of most of 
such features requires segmentation of the original audio file into smaller, informative segments. 
In order to do so, we took advantage of the hybrid HMM-ANN acoustic models of our ASR 
system, AUDIMUS [Meinedo et al., 2008], to obtain a phone tokenization of the audio file. The 
recognizer was trained using down-sampled data from the HUB-4 96 and HUB-4 97 datasets, 
containing around 142 hours of data. It combines four MLP outputs trained with PLP, RASTA-
PLP, MSG, and ETSI. A phone-loop grammar with phoneme minimum duration of three frames is 
used for phonetic decoding. Each MLP network is characterized by the size of its input layer (13 
for PLP, RASTA-PLP, and ETSI; 15 for MSG), the number of units of the two hidden layers 
(500), and the size of the output layer. We use two hidden-layers with a relatively small number of 
hidden units in order to accelerate the tokenization process. In this case, only monophone units are 
modelled, resulting in an MLP network of 41 (39 phonemes + 1 silence + 1 respiration) soft-max 
outputs. 
 
Features related to phones and pauses were extracted via phone segmentation. Regarding phones, 
we extracted their number, the total duration of speech, the average phone duration, the speech 
ratio, and phone-based speech rate. Regarding pauses, we extracted their number, the total 
duration of silence, the average pause duration, and the silence and silence-to-speech ratios. 
Furthermore, we were able to define Interpausal Units (IPUs) as the sequence of phones between 
two pauses. From these IPUs we were able to extract the count, IPU-based speech rate, and 9 
statistics - maximum, minimum, mean, standard deviation, median, mode, slope, concavity, and 
range - of their duration, in seconds, and length, in number of phones. The IPUs were also 
important for the extraction of acoustic features, as described below.  
 
Acoustic 
Regarding acoustic features, we extracted energy, pitch, and harmonic-noise ratio using 
openSMILE with overlapping windows of 50ms and a 10ms step. We also extracted normalized 
amplitude, between -1 and 1, using SoX (http://sox.sourceforge.net). We computed 9 statistics - 
maximum, minimum, mean, standard deviation, median, mode, slope, concavity, and range - for 
each of the features using data from the whole duration of the audio file. Furthermore, we 
computed the same statistics for the data corresponding to each IPU in the audio file and repeated 
the same procedure to obtain IPU based statistics for the whole file. Finally, we also computed the 
same 9 statistics for pitch, discarding null values, that is, those corresponding to silence.  

Disfluencies 

As stated in [Oviatt et al., 1998], the number of disfluencies tends to decrease during hyper-
articulated speech. Thus, we extracted two features based on disfluencies - count and ratio -, that 
is, the number and percentage of IPUs in the audio file that contain disfluencies. For that we took 
advantage of the speech disfluency detection module provided by our speech analytics platform, 
SPA (https://www.l2f.inesc-id.pt/spa/). We used the version trained with the downsampled data 
from the CORAL [Trancoso et al., 1998] corpus.      
 
First turn differences 
The first human turn in a spoken dialogue is less likely to contain hyper-articulated speech, as the 
person has not experienced recognition problems. Thus, the features collected for this first turn 
can be used as a baseline for assessing the potential increase in hyper-articulation for the 
remaining turns in the dialogue. Taking advantage of this, we computed the difference between 
the value for each of the previously described features and the corresponding value for the first 
turn in the same dialogue, doubling the size of our feature set. These features should be less 
speaker dependent than the absolute values. 
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Classification results 
We addressed the problem of hyper-articulation as a binary classification task. From the multiple 
classification approaches that could be used, we opted for Support Vector Machines (SVM) and 
Random Forests (RF).  
 
Subsets of the Let’s Go data from three years (2009, 2012, 2014) were annotated for hyper-
articulation in a joint effort by INESC-ID and KTH: 834, 1110, and 1449 turns, respectively. The 
number of turns marked as hyper-articulated is 113, 90, and 77. Following the same chronological 
order, of those turns, 113, 90, and 77 were annotated as containing hyper-articulated speech. Since 
the three datasets are highly unbalanced, we balanced each of them using the Spread Subsample 
filter provided by the Weka Toolkit [Hall et al. 2009]. 
 

Feature Set 

Let’s Go 2009 Let’s Go 2012 Let’s Go 2014 All 

SVM RF SVM RF SVM RF SVM RF

ComPaRe 2013 (C) 

Current Turn 0.668 0.717 0.761 0.750 0.727 0.773 0.689 0.748 

First Turn Difference 0.721 0.730 0.761 0.778 0.721 0.760 0.704 0.723 

All 0.695 0.730 0.800 0.794 0.792 0.825 0.723 0.771 

Selected 0.805 0.841 0.839 0.872 0.818 0.935 0.766 0.805 

Feature combination 

P + E 0.659 0.704 0.683 0.672 0.649 0.708 0.646 0.723 

P + E – Selected 0.730 0.730 0.611 0.672 0.630 0.766 0.671 0.713 

Acoustic (Ac) 0.642 0.704 0.622 0.711 0.578 0.727 0.684 0.720 

Ac – Selected 0.690 0.735 0.617 0.694 0.662 0.812 0.666 0.730 

P + E +H + Silence 0.655 0.677 0.611 0.711 0.636 0.695 0.655 0.718 

S + Ac + D 0.637 0.708 0.622 0.689 0.591 0.721 0.670 0.725 

S + Ac + D – 
Selected 

0.695 0.739 0.622 0.712 0.766 0.812 0.718 0.738 

All 0.699 0.735 0.772 0.783 0.773 0.792 0.720 0.764 

Selected 0.827 0.836 0.844 0.861 0.812 0.922 0.761 0.816

Table 35. 10-fold cross-validation accuracy using SVMs and Random Forests. 
 
Table 35 presents the 10-fold cross-validation accuracy results obtained by both approaches using 
different feature sets. The results were obtained on the three balanced datasets, as well as on the 
combination of the three datasets (All). The table is split into two sub-tables, one for results 
obtained using features based on the ComPaRe 2013 set and one for combinations of features 
from different classes. The set labeled as Current Turn corresponds to the features extracted 
from information contained solely on the turn being classified. The First Turn Difference set 
corresponds to the value differences between the Current Turn set and the same features 
extracted from the first turn in the dialogue. The All set is obtained through the combination of the 
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previous two sets on the ComPaRe 2013 sub-table, while in the combinations sub-table it is 
obtained by combining all the extracted features. Finally, the Selected set is obtained by applying 
the Best First feature selection algorithm to the All set. 
 
The first important point to notice is that the RF approach systematically obtained better results 
than the SVM approach. The only exception is for segmental features on the Let's Go 2009 
dataset, with the SVM approach surpassing the RF approach by 1.8 percentage points. Thus, the 
following remarks will be based on RF results unless stated otherwise. 
 
The ComPare 2013 feature set on its own obtained accuracy results over 70% on every dataset, 
which defines a relatively high baseline, already above the one defined in [Fandrianto and 
Eskenazi, 2012], the only concrete result we were able to find in the literature for automatic 
hyper-articulation detection. The use of feature value differences between the turn being classified 
and the first turn in the dialogue improved the baseline results on every dataset except the one 
from 2014. Furthermore, the combination of the two sets, All, improved the results on every 
dataset. This proves the importance of the relation between the current turn and the first in the 
dialogue, as it is able to identify the speaker dependence of the features. Performing feature 
selection on such a large set of features is very important, as many features provide no information 
and cause unnecessary entropy. This can be proved by the results obtained by the Selected feature 
set, which are above 80% on every dataset, and even above 90% on Let's Go 2014. 
 
Regarding segmental features (S), the obtained performance was not satisfactory. Nonetheless, it 
is important to refer that this set contained only 8 features (phone-based speech rate, IPU-based 
speech rate, both discarding and not discarding silence periods, and the first turn differences of 
them). The feature set based only on IPU information also obtained low performance on most 
datasets, without the excuse of being a very small feature set. As for the remaining features, 
durational features proved to be more important than length related features, and the same 
happened with speech-based features in relation to silence-based features. Overall, once again, the 
value difference between the turn being classified and the first turn was able to provide further 
information. As for feature selection, although it was moderately successful on the individual 
datasets, it was not able to improve the results of the All feature set on the aggregated dataset. 
 
As for acoustic features - amplitude (A), energy (E), pitch (P), and harmonic-noise ratio (H) -, 
results show that, in general, each class on its own is able to surpass the results obtained using 
segmental features, with accuracy values between 65% and 75%. Furthermore, amplitude and 
energy features obtained better results than the ones based on pitch and harmonic-noise ratio, with 
energy features being typically the most informative. As with the previous feature sets, in general, 
information extracted from the first turn proved to be useful, except for pitch, for which it only 
improved results on the aggregated dataset. In terms of feature selection, its usefulness was 
inconsistent among the multiple datasets and the different acoustic features. Peeking at the 
combinations subtable, we can see that the combination of pitch and energy features, a typical 
combination when acoustic features are used, was able to achieve at least the same result as the 
best individual acoustic feature class. Furthermore, by appending the remaining two classes, the 
results improved for every dataset, surpassing the baseline for the 2009 and 2014 datasets. 
 
Disfluency-based features (D) yielded less than 60% accuracy. Nonetheless, this was also a very 
small set of only 4 features - count, ratio and first turn differences of both. In this case, the 
importance of first turn information was inconsistent among datasets, while feature selection 
always improved the results of the All feature set. 
 
The combination of pitch, energy, harmonic-noise ratio, and silence features (P+E+H+Silence), 
which approaches the set of acoustic features used by [Fandrianto and Eskenazi, 2012], achieved 
results similar to the ones reported in their article, in spite of not including dialog-level features.  
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Furthermore, we can also see that appending segmental and disfluency-based features to the 
acoustic ones (S+Ac+D) and (S+Ac+D - Selected) only slightly improved the results, by less than 
1% absolute. Finally, by appending all these features to the ones based on the ComParE 2013 set - 
All feature set - the result differences in relation to the case when only the latter were used were 
practically negligible, with an improvement of 0.5% absolute on the Let's Go 2009 dataset and 
decreases up to 3% absolute on the remaining datasets. The results obtained by the Selected 
feature set have a similar relation with the ones obtained with the Selected set for the ComPaRe 
2013 set. However, in this case, the results were only improved on the aggregated dataset, leading 
to our best result using all the available data, with 81.6% accuracy.        
 
Overall, the obtained results show that this task benefits from the use of large feature sets, out of 
which the most important features can be selected using automatic methods. Furthermore, most 
features have a clear speaker dependence, which is proved by the information provided by the 
relation between the features extracted for the turn being classified and the first turn in that 
dialogue. Finally, it is important to refer that the information provided by the ComPaRe 2013 
feature set seems to be similar to the one provided by the combination of our acoustic, segmental, 
and disfluency-based features, since, in general, the combination of both sets did not lead to 
improved results. 
 
Application to unbalanced datasets 
For real applications the classifiers must be able to deal with unbalanced datasets. We applied a 
classifier trained on selected features from the ComPaRe 2013 set (this model is the top performer 
using features extracted only from the turn being classified) to the unbalanced versions of the 
three datasets. First of all, it is important to notice that these datasets are highly unbalanced, with 
86.5%, 91.9%, and 94.7% of negative examples on the 2009, 2012, and 2014 datasets, 
respectively. The obtained performance was low, especially in terms of precision, with 79.1% 
accuracy and 0.394 precision on the 2009 dataset, 73.9% and 0.237 on the 2012 dataset, and 
65.6% and 0.134 on the 2014 dataset. However, these results were expected given the balanced 
training set and the high proportion of negative examples for testing. In fact, we can see that there 
is an inverse proportion between the results and the unbalancement of the dataset. Nonetheless, we 
tried to improve the precision of the classifier on unbalanced datasets, since precision is the most 
important measure for hyper-articulation detection in the context of this project. For that, we 
analysed the classifier’s confidence results for true and false positives and defined a confidence 
threshold of 85% for one example to be classified as hyper-articulated. Using this approach we 
improved the previous results to 95.6% accuracy and 1.000 precision on the 2009 dataset, 96.9% 
and 0.924 on the 2012 dataset, and 97.8% and 0.792 on the 2014 dataset. Although precision 
results still decrease as the balance level decreases, the values are much higher than before, and 
the accuracy results are always above the ones obtained by a chance classifier, in spite of the high 
baseline. 

4.4 Multilingual Analytics 

Multilingualily constitutes one of the major aspects of the SpeDial project. Overall, we 
experimented with numerous datasets dealing (mainly) with the following four languages: 1) 
Greek, 2) English, 3) Swedish, and 4) Portuguese. In addition, particular effort was made for the 
creation of datasets in less-resourced languages (e.g., Greek ) that are aligned with the needs of the 
SpeDial consortium. In this section, the mutlilingual aspects of the major models developed are 
discussed, while indicative experimental results are also presented. 

4.4.1 Affective text analysis 

In this section, we investigate whether the word affective scores in a source language can be used 
in the semantic-affective model (as seeds’s ratings in the bootstrapping process) for learning the 
affective scores of words in a target language.  This is evaluated for the task of affective lexicon 
creation with respect to the three affective dimensions, (valence, arousal and dominance). We 



          
 

D2.3 Final Report on IVR Analytics and Evaluation 
 
 
 Page 70 of 93 

experimented with four languages for which manually created affective lexica (used for 
bootstrapping) are available, namely English, Greek, Spanish, and Portuguese. The Greek, 
Spanish, and Portuguese lexica were created by manually translating the English affective lexicon. 
We apply 10-fold cross validation for each affective lexicon, i.e., using in each fold the 90% of the 
lexicon is used for training purposes, while the 10% is used for testing. The Pearson correlation 
coefficient between the human and the automatically estimated affective scores is used as 
evaluation metric. 
 
In the figures that follow, we present the obtained Pearson correlation coefficient for the 
dimension of valence (the results for the rest affective dimensions, arousal and dominance are 
included in the Appendix). In particular, for a target language T, the following types of curves are 
depicted: (i) the source and target language are identical (denoted as “T to T”), (ii) the source (S) 
and target (T) language are different (denoted as “S to T”),  and (iii) instead of considering a 
single language and using the respective affective lexicon for training, multiple languages are 
considered -except the target language T- while the ratings in the respective lexica are averaged  
(denoted as “All not T to T”).  
 

 
Figure 19. Pearson cor. coef. for the Portuguese affective lexicon using cross-language ratings. 

 
In Figure 19 we present the correlation as a function of the number of seeds for valence estimation 
in Portuguese using cross-language ratings. We observe that the obtained performance when using 
cross-language ratings is comparable (or slightly higher in the “Spanish to Portuguese” setting) 
than the performance yielded by the use of the Portuguese ratings. When the Greek ratings are 
used the performance significantly drops. In Figures 20, 21, and 22 we present the correlation as a 
function of the number of seeds for valence estimation in Spanish, English, and Greek, 
respectively.  
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Figure 20. Pearson cor. coef. for the Spanish affective lexicon using cross-language ratings. 

 
 

 
 

 
Figure 21. Pearson cor. coef. for the English affective lexicon using cross-language ratings. 
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Figure 22. Pearson cor. for the Greek affective lexicon using cross-language ratings. 

 
In all three cases, we observe that the performance achieved when the source and target languages 
are not the same is lower compared to the case when the source and the target are identical. Such 
differences in performance seem to vary according to the combination of source-target. The 
greater difference is observed when Greek is the target language (Figure 22). 

4.4.2 Distributional semantic models 

Motivated by the fact that Distributional Semantic Models (DSMs) play central role to a series of 
models related with objectives of the SpeDial (e.g., computation of the semantic-affective 
mapping for the text-based text analysis), in this section we present a novel type of such models. 
DSMs aim to represent the meaning of lexical entities by encoding linguistic features extracted 
from text corpora. Word-level representations are the basis for more complex tasks such as 
phrase- and sentence-level representation and similarity computation [Mitchell and Lapata, 2010; 
Agirre et al., 2012]. Related applications include paraphrase detection [Androutsopoulos and 
Malakasiotis, 2010], affective text analysis [Malandrakis et al., 2013], etc. 
 
Adopting the standpoint of [Potamianos, 2014] we argue that the above mentioned tasks should be 
driven by the fundamental properties of the human cognitive system. For this purpose, the 
empirical evidences revealed by cognitive sciences and psycholinguistics constitute a fertile 
source of inspiration. In this spirit, we propose a novel type of word-level DSMs designed 
according to the dual-processing cognitive perspective [Kahneman, 2013] that is triggered by 
lexico-semantic activations in the short-term human memory. The proposed model is shown to 
perform better than state-of-the-art models for the problem of word similarity computation with 
respect to various datasets in three languages (English, German, and Greek). The fusion of those 
models is also investigated exceeding the performance of individual models.  
 
Two types of DSMs are described, which rely on the distributional hypothesis of meaning [Harris, 
1954]. Following the terminology coined in [Baroni et al., 2014] we refer to them as context-
counting DSMs and context-predicting DSMs. Context-counting DSMs (CDSMs) can be regarded 
as the mainstream paradigm of DSMs. The core idea is that the representation of word meaning is 
implemented by considering the context in which the word occurs. A context window of size 
2H+1 words is centered on the word of interest wi and the contextual features that fall within the 
window are extracted. A high-dimensional space is built -also known as vector space model 
(VSM)- where the value of each dimension is set according to the co-occurrence counts of words 
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and their contextual features. The transformation of raw co-occurrence counts was found to 
improve the properties (e.g., smoothness) and performance of DSMs. Such transformations aim to 
encode feature saliency, e.g., positive point-wise mutual information (PPMI) [Bullinaria and 
Levy, 2007]. High-dimensional words-features matrices constitute the major implementation of 
VSM. The dimensionality of such representations can be reduced by applying techniques such as 
Singular Value Decomposition (SVD). A survey of CDSMs is provided in [Turney and Pantel, 
2010]. Context-predicting DSMs (PDSMs) have been recently proposed, while their key 
difference compared to CDSMs deal with the computation of contextual features. For a given H, 
the task is the prediction of contextual features of word wi, instead of counting the co-occurrence 
of wi and its features [Bengio et al., 2003; Huang et al., 2012; Mikolov et al., 2013a]. This is 
achieved by maximizing the training objective, which incorporates word-feature conditional 
probabilities. For both CDSMs and PDSMs the cosine of feature vectors is the most widely-used 
metric for computing word semantic similarity. 
 
Activation-based DSMs (ADSMs). Here, a cognitively motivated type of DSMs is proposed, 
which is termed “activation-based DSMs”. The underlying hypothesis is that the representation of 
a target word wi takes the form  of a set of semantically related attributes (also words) that are 
activated when wi is processed [Rogers and McClelland, 2004]. This hypothesis is justified by the 
psycholinguistic phenomenon of semantic priming according to which the presence of a word 
facilitates the cognitive processing of another word [Collins and Loftus, 1975; McNamara, 2005]. 
Given a geometrical representation where the words of a vocabulary V are arranged according to 
their respective pairwise semantic distances (i.e., a space G), the activated attributes of wi can be 
regarded as a sub-space Gi (also referred to as “relative activation area”) that represents the 
semantics of wi. Such areas are expected be of small size (compared to V) given the limited 
capacity of human short-term memory [Cowan, 2001]. The capacity should not be regarded as 
fixed, since it was empirically found to be task-dependent [Cowan, 2001]. A number of cognitive 
factors (e.g., semantic concreteness [Barber et al., 2013], visuospatial characteristics [Yao et al., 
2013]) play a role to the size of activation areas that varies across words. This issue is also 
considered in [Georgiladakis et al., 2015] for the compositional representation of bigrams. 
 
We advance some of the design principles of the aforementioned DSMs (CDSMs and PDSMs) by 
putting into a computational framework the core implications of activation areas. For a word, wi, 
the largest possible activation area, , is determined and a fraction of it is considered as the 
respective activation area Gi. The two main aspects of this consideration, which are not directly 
encoded in CDSMs and PDSMs, are: 1) the injection of sparsity in word representations via the 
exploitation of small activation areas, and 2) the conditioning of sparsity since the size of 
activations are not the same for all words. Each activation area is formulated as a vectorial 
representation enabling the construction of VSM on top of which well-established similarity 
metrics, e.g., cosine of vectors, can be applied. An advantageous characteristic of this construction 
is the representational fusion of ADSMs with existing DSMs, since VSM constitutes the most 
common implementation shared by the majority of those models. Overall, the proposed model is a 
two-tier system meant for activation and similarity computation adopting the paradigm presented 
in [Iosif and Potamianos, 2015]. In the first tier, the activation area Gi of target wi is computed by 
identifying and filtering the most similar vocabulary words to wi according to a similarity metric. 
The second layer is used for the computation of semantic similarity of word pairs based on their 
respective activations. The theoretical foundations of the two-tier architecture originate from a 
generic cognitive model that was empirically found to apply to numerous semantic and behavioral 
tasks [Kahneman, 2013]. Given a stimuli (e.g., a word or any other experiential entity), the first 
layer rapidly activates (at the expense of accuracy) a group of similar/related entities. The 
refinement of relations that exist between the stimuli and the activated entities is passed to a 
second layer with slower but more accurate responses. 
 
In this paragraph, two schemes for fusing the aforementioned models are briefly presented. The 
first scheme constitutes an early fusion since the semantic representations of a target word are 
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concatenated into a single hybrid representation. According to the second scheme, the similarity 
scores estimated by different models are linearly combined (i.e., late fusion). 
 
Fusion of semantic representations (early). Given a word , let ,  be its semantic 
representation computed via model l. Assuming that this representation can be encoded as a 
vector, and that M models are available, the hybrid representation of , denoted as , can be 
computed as: 
 

, ⊕ , ⊕ …⊕ , ,    (22) 
 

where ⊕ stands for the vector-concatenate operator. Then, the similarity between two words,  

and , can be estimated by exploiting their hybrid representations  and  and applying 
standard similarity metrics, e.g., by taking their cosine. Since the vectors in (22) come from 
different models, normalization should take place before applying the ⊕ operations. Here, the Z 
normalization was applied. Other standard normalization schemes, e.g., min-max, yielded 
significantly lower performance. 
 
Fusion of similarity scores (late). The similarity between two words,  and , is estimated as 
follows: 
 

, ∑ , ,   (23) 
 

where ,  stands for the similarity between  and  computed via model , while  is a 
trainable weight. 
 
Experimental settings 
 
Corpora creation. For each language a web-harvested corpus was created according to the 
following procedure. Starting from a dictionary, a web search query was formulated for each 
dictionary entry and sent to the Yahoo! search engine. For each query, up to the 1.000 top ranked 
results (document snippets) were retrieved. The overall corpus was built by aggregating the 
retrieved snippets. 
Context-counting DSMs (CDSMs). Several window sizes ( 1,… ,5) were applied for 
extracting the contextual features, which were weighted according to PPMI. The dimensions of 
words-features matrix were reduced by applying SVD. Here, we report results for 300 dimensions 
for which the best results were obtained. 
Context-predicting DSMs (PDSMs). The word2vec tool was used [Mikolov et al., 2013a; 
Mikolov et al., 2013c]. We applied the CBOW approach as being more computationally efficient 
[Mikolov et al., 2013b; Baroni et al., 2014] for 1,… ,5. The number of dimensions of the 
resulting words-features matrix was set to 300. 
Activation-based DSMs (ADSMs). First, for a target word, , the size of , denoted as 

, was estimated as the number of the vocabulary words that co-occur with  within 
sentence boundaries. Next, the  area (i.e, relative activation area) was computed by selecting the 

most semantically similar (we used PPMI, however, any similarity metric, e.g., cosine, can 
be applied) words to , for 1…100%. For the computation of the feature vector of  in the 
second layer, we experimented with several context windows 1, … ,5. For a given , only 
those words that were included in  were considered as valid features weighted according to the 
respective similarity scores (i.e., those used for ). A low-dimensional variation of ADSMs was 
also implemented by applying SVD over the words-features matrix retaining 300 dimensions. 
Fusion of similarity scores (late). The  weights of (23) were computed using least squares 
estimation. Very similar results were obtained when applying other methods, e.g., ridge 
regression. 
Similarity metrics. For all the aforementioned DSMs, the cosine of feature vectors was used for 
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computing word similarity. 
Evaluation datasets and results. The task of noun semantic similarity computation was used for 
evaluation purposes. 
 

Language Dataset Number of pairs 

English (EN) ws353 353 

English (EN) men1K, men3K 1000, 3000 

German (GE) ws350ge 350 

Greek (GR) gr200 200 

Table 36. Evaluation datasets for semantic similarity computation between nouns. 
 
We used the datasets presented in Table 36, which deal with three languages, namely, English 
(ws353 [Finkelstein et al., 2002], men1K and men3K [Bruni et al., 2014]), German (ws350ge 
[Leviant and Reichart, 2015]), and Greek (gr200 [Zervanou et al., 2014]). The Spearman 
correlation coefficient against human ratings was used as evaluation metric. 
 

 
 (a)                                                                                                                                                    (b)                     

Figure 23. Performance of activation-based DSMs. Correlation as a function of the % of the 
activation areas for context window sizes: (a) H=1, (b) H=5. Results are shown for datasets in 

English (EN), German (GE), and Greek (GR). 
 
The correlation scores obtained by ADSMs as a function of the size of relative activation areas are 
presented in Figure 23 (a) and (b) for 1 and 5, respectively. (Results for men3K only are 
shown, since almost identical performance was observed for both men3K and men1K. Results for 
1 5 are omitted as being the middle ground of 1 and  5.) It is observed that, 
when a narrow window size is used ( 1) the best performance is obtained for activation sizes 
greater than 50%. For 5 the highest correlation is achieved for the 3-10% of activations, 
except for the case of the Greek dataset. Overall, the highest correlation scores are achieved for 
the English datasets for all window sizes. For the case of German and Greek the use of 5 
appears to yield higher performance compared to 1. The low-dimensional ADSMs were 
found to yield significantly lower performance than ADSMs across all datasets, languages, and  
values. 
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Type 1% 3% 10% 20% 

Similarity 0.63 0.77 0.74 0.68 

Relatedness 0.59 0.72 0.70 0.62 

Table 37. Performance with respect to semantic similarity and relatedness for several relative 
activation sizes (%). 

 
In Table 37, we present the performance for a number of relative activation sizes (for 5) with 
respect to similarity and relatedness using the respective subsets of word pairs from the English 
dataset ws353 [Agirre et al., 2009]. The highest correlation score is obtained for the case of 
similarity. The best scores for both similarity and relatedness are yielded by the 3% of activations. 

 

Fusion type CDSMs PDSMs ADSMs Fused 

Early 0.67 0.66 0.72 0.74 

Late 0.65 0.64 0.71 0.69 

Table 38. Average performance of early and late fusion. 
 
The average performance of early and late fusion is shown in Table 38 along with the 
performance of the three individual models (i.e., CDSMs, PDSMs, and ADSMs). Context window 

5 was applied for all fused models, while the 10% of the activation size was utilized for 
ADSMs. For the case of early fusion the performance is reported in terms of average correlation 
considering the correlation scores obtained for all datasets (ws353, men1K, men3K, ws350ge, and 
gr200). The same averaging of correlation scores is also followed for the case of late fusion. For 
the case of English datasets (ws353, men1K), we used a subset of the largest dataset (men3K) for 
training purposes (learning the λ weights of (23)) by excluding from it the pairs that are included 
in ws353 and men1K. For the case of German and Greek datasets (ws350ge and gr200, 
respectively) the entire men3K English dataset was used for training. On average, the best 
correlation score (0.74) is achieved by the early fusion outperforming the individual models. The 
proposed ADSMs are shown to obtain higher performance compared to CDSMs and PDSMs. 
 
The proposed activation-based DSMs were found to perform better than the mainstream context-
counting DSMs, as well as the recently proposed context-predicting DSMs. This was observed for 
all three languages and datasets. Small activation sizes (i.e., 3-10%) contain adequate information 
for building semantic representations in the framework of activation-based DSMs. In addition, it 
was shown that the fusion of semantic representations (early fusion) performs better than the 
fusion of similarity scores (late fusion). A key operation regarding the fusion of representations is 
their normalization. The Z normalization was found to be relevant for this task yielding 
performance that exceeds the individual models. 

4.4.3 Affective speech analysis 

We investigated the multilinguality aspects of the speech-based affective model by using several 
spoken dialogue datasets in two languages, Greek and English (see Table 39). In particular the 
following datasets were used: (1) bus information (Let’s Go 2006 (LEGO)), (2) lost baggage (CC) 
dealing with incoming customer service calls, (3) phone banking call center I (PB-Ι), and (4) 
movie ticketing (MT). All four datasets are presented in detail in Section 2.2 (Section 2.2.9, 2.2.6, 
2.2.2 and 2.2.1 respectively). We used the same set of acoustic features regardless the language of 
the dataset. We performed a set of experiments where we used both Greek and English datasets 
for training purposes, while the testing was performed exclusively in one language. 
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 LEGO CC PB-Ι MT 

Language English (EN) English (EN) Greek (GR) Greek (GR) 

Table 39. Datasets and languages. 
 
Regarding the feature extraction, a set of 30 frame-level features (low-level descriptors) were 
extracted in a fixed window size of 30 ms with a 10 ms frame update, using the OpenSmile 
toolkit. The list of spectral and prosodic features used is presented in Table 40. 
 

Loudness Energy 

Waveform Zero-crossing

Spectral Energy, entropy, flux, skewness, kurtosis, variance 

FFT spectrum Magnitude 

Voice quality Jitter, shimmer, Prob. of voice 

Table 40. List of features. 
 
Table 41 shows the results in terms of classification accuracy for the cross-corpus experiments. 
For example, when testing on the LEGO dataset, the rest 3 datasets were used for training. Results 
are presented for the following cases: (i) before and after the MCE training (see Section 3.3), (ii) 
baseline classifiers (see Section 3.3), and (iii) the majority classification baseline. Additionally, 
the unweighted classification accuracy (UA) computed across all datasets is presented. 
 

 Test Datasets  

 LEGO (EN) CC (EN) PB-Ι (GR) MT (GR) UA 

Majority class 50.2 52.4 51.6 54.3 52.1 

Baseline 67.4 66.4 60.3 62.8 64.2 

pre-MCE 64.7 63.1 62.4 62.6 63.2 

post-MCE 68.3 67.0 65.3 68.3 67.2

Table 41. Classification accuracy (%) for the cross-corpus experiments. 
 
It is observed that post-MCE system consistently achieves the highest performance for every test 
case, while the used features can be extracted regardless of the language under consideration.  

4.4.4 Gender and age detection 

The multilingual telephone speech corpus, described in Section 2.2.11 has been used for 
systematic development, evaluation and comparison of the age and gender estimation modules as 
described in Section 3.5. It is a multilingual telephone speech corpus, corresponding to the fusion 
of six languages (Portuguese, English, Spanish, French, German, and Italian).  
 
In addition to the multilingual telephone corpus, we have used the Let's Go 2014 corpus and the 
Greek Movie Ticketing (MT) system corpus for assessment of the classifiers under study. Gender 
classification has been applied separately to each speaker turn of the Let's Go and Movie 
Ticketing datasets in order to obtain automatic turn gender classification. Also, the complete 
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speaker side of the Let's Go dialogues have been processed to obtain per dialogue results. In this 
section we report results only with the improved frame-level MLP classifier, since it consistently 
outperformed the other methods.  
 
In the case of turn-level classification, gender accuracies obtained are 79.6% and 89.8% in the 
Let's Go and Movie Ticketing datasets respectively, when considering all the speaker turns. 
Notice that in both datasets not only most of the turns are extremely short, but there is also a 
significant number of turns without speech content. In particular, around 12% of the Let's Go 
turns do not contain useful speech, which affects negatively the performance of the classifiers. 
When considering only the turns annotated as containing speech, the performance increases up to 
84.9% in the Let's Go corpus (speech content annotation is not available in the Movie corpus). 
Regarding dialogue level evaluation, a 91.7% classification accuracy is attained in the Let's Go 
corpus. 
 
Overall, the module performs consistently in both datasets, independently of the language (notice 
that Greek data was not included in the training set). We consider these results quite satisfactory, 
particularly considering the reduced amount of actual speech in most of the speaker turns.  
 
The frame-level MLP-based age classifier has been applied both to each speaker turn and to the 
complete dialogues of the Let's Go dataset in order to obtain automatic age classification. The 
Movie Ticketing dataset was not considered in these experiments, given that age annotations are 
not available for this corpus. 
 
The results are not as satisfactory as the ones obtained in the multi-lingual telephone speech 
corpus. In both turn and dialogue classification, there is a strong bias towards the Senior class. For 
instance, in the case of dialogue classification, 60% of the dialogues annotated as belonging to 
Adult speech were classified as Senior. On the other hand, as a positive remark, there are not 
insertions of the Child class among all processed dialogues. This ability of distinguishing with 
high accuracy Child from the remaining groups and the difficulty of disambiguating Adult and 
Senior classes may have several explanations and possible solutions. First, the criteria applied in 
the training corpora for groups definition was the chronological age, while in the Let's Go data 
speaker ages were subjectively annotated. Second, this difference in group's definition criteria and 
other differences in the data characteristics suggest that a specific score calibration stage using in-
domain data could contribute to improved class discrimination. 

4.4.5 Hotspot detection 

Hotspot detection could be treated as a language dependent or language independent task. 
Regarding the studies described in Section 4.2.1, it is considered a language-dependent task if the 
features derived from words (BoW or DrW) are used. If the features derived from concepts (BoC 
or DrC) are used, then the problem can be considered language independent. Overall, the language 
independent (BoC or DrC) features achieved better results, since they have more information 
about the dialogue context than the DrW features.  
 
When performing the cross-corpora experiments described in Section 4.2.1, we had to represent 
dialogue states from different systems in a similar way. The results found for this particular tasks 
show that the performance of the hotspot detector is rather influenced by the dialogue strategy 
than the language itself. This is supported by the fact that among the cross-corpora experiments 
the model trained on Let’s Go 2009 and tested on the SweCC dataset is the one which achieves 
the best performance, even if Let’s Go 2009 and CamInfo datasets are in English. 

4.4.6 Dialogue acts and disfluency 

The multilingual data made available in Year 2 was not annotated in terms of dialogue acts, so 
experiments were not applied to additional corpora, apart from the three original English corpora 
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(Switchboard Dialogue Act Corpus, Let’s Go 2006 and Cambridge Restaurant Corpus).  
 
During Year 2, our work concerning dialogue acts and disfluencies was mainly aimed for prosodic 
prominence detection. It is known that the use of prosodic features can help predict more 
accurately recognized turns in dialogue systems [Hirschberg et al., 2004]. Prominence detection 
may enhance a system allowing the identification of highlighted information in a dialogue flow. 
Therefore, we have conducted prominence experiments focusing on two main aspects: applying 
the Automatic ToBI annotation system (AuToBI), originally developed for Standard American 
English [Rosenberg, 2010], to European Portuguese to investigate cross-language prominence 
detection; and to extend the detection to different domains. This work is motivated by the current 
availability of large amounts of (highly spontaneous) transcribed data and the need to further 
enrich those transcripts with prosodic information. Manual prosodic annotation, however, is 
almost impractical for extensive data sets. For that reason, automatic systems such as AuToBi 
stand as an alternate solution. We have started by applying the AuToBI prosodic event detection 
system using the existing English models to the prediction of prominent prosodic events (accents) 
in European Portuguese. This approach achieved an overall accuracy of 74% in a manually 
transcribed corpus of spontaneous and prepared speech in European Portuguese for prominence 
detection, similar to state-of-the-art results for other languages. Later, we have trained new models 
using prepared and spontaneous Portuguese data, achieving a considerable improvement of about 
6% accuracy (absolute) over the existing English models. The achieved results are quite 
encouraging and provide a starting point for automatically predicting prominent events in 
European Portuguese. 
     
We have also conducted experiments on extending the prosodic prominence detection to the 
domain of semantic fluency tests. Verbal fluency tests aim at evaluating the spontaneous 
production of words under constrained conditions. Mostly used for assessing cognitive 
impairment, they can be used in a plethora of domains, as edutainment applications or games with 
educational purposes. These experiments discriminate between list effects, disfluencies, and other 
linguistic events in an animal naming task. Recordings from 42 Portuguese speakers were 
automatically recognized and AuToBI was applied in order to detect prosodic patterns, using both 
European Portuguese and English models [Moniz et al., 2015]. Both models allowed to 
differentiate list effects from the other events, mostly represented by the tunes: L* H/L(-%) 
(English models) or L*+H H/L(-%) (Portuguese models). However, English models proved to be 
more suitable than Portuguese ones (92% vs. 78% accuracy), because they rely in substantial more 
training material. Both English and European Portuguese models, once retrained for telephone 
bandwidth, could be applied to SpeDial corpora, allowing, for instance, the analysis of the impact 
of the number of prominent words per turn in hot spot detection. 

5 Summary of Contributions 

The overall work conducted during the second year of the project has a strong multilingual 
character. The investigated features and algorithms were applied over numerous datasets dealing 
with various languages (including English, Swedish, Portuguese, and Greek). A number of 
datasets were created in the framework of SpeDial, while effort was put for augmenting a number 
of existing datasets with annotations related with the objectives of the project. 
 
Two modalities were investigated for the affective analysis of dialogues, namely, speech and text. 
Regarding the affective analysis of text, the proposed semantic-affective model was found to be 
applicable across languages achieving high performance (e.g., 90.9% classification accuracy for 
word polarity). The model robustness with respect to the number of the used seeds was improved 
by incorporating ridge regression. In addition, the compositional aspects of affective text were 
investigated. For the speech-based affective analysis, system we proposed a model that utilizes a 
minimum classification error (MCE) criterion in order to fuse information over time. The results 
showed 10% relative improvement in classification accuracy. Last but not least, the combination 
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of the speech- and text-based affective analysis was conducted for the task of anger detection.  
 
Regarding the identification of speaker gender and age, we used additional corpora for adapting 
the respective modules taking into account the SpeDial core requirements: telephone speech and 
multilinguality. The SpeechDat multilingual telephone speech corpus subset was used that 
corresponds to phonetically rich sentences in six languages. The MLP model was re-trained and 
different approaches were explored, based on segment-level features in combination with neural 
network modeling and i-vector based classifiers. Regarding age classification, we tested a 
classification approach similar to the one described for gender. In addition to the multilingual 
telephone corpus, we have used the Let's Go 2014 and Greek Movie Ticketing datasets. Overall, 
the gender module performed well in both datasets, independently of the language, and despite the 
reduced amount of actual speech in most of the speaker turns. The obtained results include 96% 
and 67% classification accuracy for gender and age, respectively. 
 
The computation of degree of nativeness was investigated for first time during the second year. 
For this task, a regression-based model was applied, while various approaches/features have been 
also applied, including phonotactic models, i-vectors, goodness of pronunciation. The datasets 
used for training and evaluating the nativeness regression models include data from the 
Interspeech 2015 ComPaRe challenge as well as additional data coming from previous projects. 
The obtained performance includes 54% relative improvement over the baseline.  
 
Regarding the detection of hotspots, a data-driven approach was followed with emphasis to the 
feature selection in order to overcome the difficulties encountered during the first year. We used a 
uniform set of features across corpora which in turn might have slightly hinder the performance of 
the detectors comparing those we had developed during the first year of the project. Despite the 
loss in performance, we now have an algorithm that is more transparent and generalizable to new 
datasets. Also, we tried to answer the question of how much data do we need to have a sufficiently 
accurate model. This is especially important in context of this project since in the future it might 
beneficial to transcribe part of the data to have an initial model. Although the general trend is the 
more data the better, decent performance can be achieved approximately with 300 samples. 
Finally, we worked on the problem of creating a general model for hotspot detection. The cross-
corpora experiments showed that the higher the error type coverage of the dataset is (e.g., Let’s 
Go 2009), the better the detector trained on this corpus works in other datasets. We observed that 
the experiments with corpora coming from systems with similar dialogue strategies had better 
results than when we used corpora from systems with different dialogue strategies. In addition, 
emphasis was given to the exploitation of text-based features for the detection of hotspots. In this 
framework a rich set of lexico-semantic and affective features were exploited. The lexico-
semantic similarity was found to be a salient feature for the detection of repetitions revealing the 
presence of hotspots. The importance of this feature type was found to be greater when the current 
system prompt and the previous user utterance are considered for the computation of similarity. In 
addition, the affective content of user utterances was observed to have a positive contribution to 
the detection of hotspots. All the aforementioned text-based feature types were found to be 
portable across different domains, while the majority of them are language-agnostic. All feature 
types were combined (early fusion) yielding very good results for the detection of hotspots (e.g., 
0.85 unweighted average recall for the Let’s Go 2009 dataset).  A new technique based on 
phonetic-distances was used for the detection of repetitions outperforming the method relying on 
the Levenshtein distances between ASR outputs. 
 
Regarding the detection of user intended speech acts, during the second year we performed 
additional experiments detecting dialogue acts, worked on the annotation and detection of 
disfluencies, and tackled the detection of hyper-articulation for the first time. For the task of 
disfluency detection, we focused on the application to IVR domains, specifically to the Let’s Go 
corpus. The original detection models (trained with full bandwidth data) were retrained with 
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downsampled data, which passed through a telephone simulator. The models were found to be 
portable across domains yielding very good performance (e.g., 86% accuracy). 
 
The automatic hyper-articulation detection was tackled for the first time in the second year, using 
various feature sets and classification algorithms  The results showed that this task benefits from 
the exploitation of large feature sets, including the difference between the values extracted for the 
turn being classified and for the first turn in that dialogue. Very good performance was achieved 
i.e., exceeding 80% for various datasets and reaching 92% for the Let’s Go 2014 dataset. 
 
Last but not least, the multilingual aspects of the developed models for the aforementioned areas 
were investigated with respect to different domains, while the majority of the exploited features 
were found to be language-agnostic. 
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Appendix 

Appendix A.1: “Semantic-affective model evaluation on Arousal and Dominance for 
multiple languages” 
 
Here, we present the evaluation of the affective model for the arousal and dominance affective 
scores estimation. The affective model is evaluated on the each language’s affective lexicon, as it 
was described on section 3.2.2. In the figures below we show the classification accuracy and the 
correlation of the arousal and dominance scores estimation. 

 
 

 
Figure 24. Arousal classification accuracy for the five languages. 

 

 

 
Figure 25. Dominance classification accuracy for the five languages. 
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Appendix A.2: “Cross-language semantic-affective model evaluation on Arousal and 
Dominance for multiple languages” 
 
Here, we present the evaluation of the cross-language semantic-affective model, as it was 
described in Section 4.4.1. In the following figures we show the correlation achieved for arousal 
and dominance. 
 

 

 
Figure 26. Pearson Correlation for the English arousal ratings using other languages’ ratings. 

 

 

 
Figure 27. Pearson Correlation for the Greek  arousal ratings using other languages’ ratings. 
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Figure 28. Pearson Correlation for the Spanish  arousal ratings using other languages’ ratings. 

 

 
Figure 29. Pearson Correlation for the Portuguese  arousal ratings using other languages’ 

ratings 

 

 
Figure 30. Pearson Correlation for the English  dominance ratings using other languages’ 

ratings. 



          
 

D2.3 Final Report on IVR Analytics and Evaluation 
 
 
 Page 91 of 93 

 

 
Figure 31. Pearson Correlation for the Greek dominance ratings using other languages’ ratings. 

 

 

 
Figure 32. Pearson Correlation for the Spanish dominance ratings using other languages’ 

ratings. 

 

 
Figure 33. Pearson Correlation for the Portuguese dominance ratings using other languages’ 

ratings. 
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Appendix A.3: Guidelines for root cause annotation 
 
We defined a set of root causes that the annotator should choose from when performing the task: 

● ASR 
● SLU 
● Endpointing 
● Dialogue Policy 
● Prompt design 
● Out-of-Domain 
● Dialogue Flow 

We also created guidelines to perform the annotation in order to narrow the criteria. 
1. Any turn where there is noise or the user is not addressing the system should be annotated 

as OOD. 
2. If ASR has recognized enough of the user’s intention, if SLU parsed correctly the user’s 

intention and system action seems correctly chosen but the phrasing of theprompt is 
ambiguous or the prompt is missing from the dialogue the root cause should be Prompt 
Design. 

3. If ASR has recognized enough of the user’s intention and if SLU parsed correctly the 
user’s intention but the system action is still inappropriate, the root cause annotation 
should be Dialogue Policy. 

4. If ASR has recognized enough of the user’s intention but SLU did not parse it correctly 
the root cause should be SLU. 

5. If ASR has not recognized enough of the user’s intention root cause should be ASR. 
6. If the user utterance is cut and the part remain does not correspond to concept the root 

cause should be Endpointing. 
 
Two other guidelines were created to cover problems at the flow level, rather than at the turn 
level: 

7. When a hotspot has been detected in the same dialogue act two consecutive times (the 
explicit confirmations in between should be dismissed for this counting), this dialogue act 
is not an explicit confirmation and the prompt did not change significantly from time to 
time, the next time should be tagged as Dialogue Flow. The following table shows an 
example of a dialogue annotated with exchange and dialogue level annotations, where the 
scenario above described occurs. Transcription of user between brackets. 

8. When a hotspot has been detected in the same dialogue act, this dialogue act is an explicit 
confirmation and the prompt did not change significantly from time to time, the next time 
should be tagged as a Dialogue Flow. The following table shows an example of a 
dialogue annotated with exchange and dialogue level annotations, where the above 
described scenario occurs 

 
Examples for guidelines 7 and 8 are shown in Table 42 and 43 respectively. 
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S: What is the place of departure? - 

U: .TO. WHEN IS THE HIGHLAND PARK (PITT AND KELLY)  

S: HIGHLAND PARK. Is this correct? ASR 

U: NO (NO)  

S: What is the place of departure? - 

U: HAY KELLY (PITT KELLY)  

S: HAY AT KELLY. Is this correct? ASR 

U: NO (NO)  

S: What is your place of departure? - 

U: PENN (PITT AT)  

S: PENN. Is this correct? ASR, DF 

Table 42. Example 1 of a problematic turn caused by dialogue flow. 
 
 

S: The 61C. Where do you wanna leave from? - 

U: HARMAR MAIN AND ANDERSON (HARTMAN AND ANDERSON)  

S: Leaving from MAIN AND EMERSON. Did I get that right? ASR 

U: .CARSON. .IS. .IN. EMERSON AND MAIN ELM (HARTMAN AND 
ANDERSON NO) 

 

S: Leaving from MAIN AND EMERSON. Did I get that right? ASR, DF 

Table 43. Example 2 of a problematic turn caused by dialogue flow. 


