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Executive Summary 
 
The main goal of the SpeDial project is the application of spoken dialogue analytics to the 
interactive voice response (IVR) arena in order to enhance and personalize the user interface of 
spoken dialogue systems (SDS). For this purpose, call logs and transcripts of SDS are analyzed 
including those that have been deployed by the SME partners. The aim is to use machine learning 
to detect places where the call-flow and prompts/grammars should be improved, based on a 
combination of different features including acoustic and textual features indicating the affective 
state of the users. 

The main tasks of WP2 are the affective analysis of dialogues, speaker trait analysis, 
automatic analysis of call-flow, discourse and cross-modal analytics for the purpose of hot-spot 
detection. The proposed algorithms are tested in multiple domains and for various languages. The 
affective analysis deals with the identification of features for the continuous-time affective scoring 
of user utterances. The call-flow and discourse analysis includes the identification of problematic 
parts of the dialogues (hot-spots) and the recognition of users’ intended speech acts. In this report, 
we present the core features, algorithms and data for the aforementioned analytics, as well as the 
respective evaluation results at the end of Year 1 of the SpeDial project. 

Following the multilingual vision of SpeDial, several datasets were used, covering five 
languages. A number of them were created in the framework of the project (e.g., the first Greek 
affective lexicon), while other existing datasets were annotated according to the objectives of 
SpeDial. 

Two modalities were investigated for the affective analysis of dialogues, namely, speech 
and text. Regarding speech, several acoustic features (e.g., prosodic, short-term spectral, and voice 
quality-based) were used for emotion classification. We experimented with datasets for three 
different domains in English and German. The achieved classification accuracy was consistent for 
all domains and languages being greater than 80% both for binary (i.e., positive vs. negative) and 
multi-class classification. Regarding text analysis, word-level affective scores were estimated with 
respect to the three basic dimensions of emotion (valence, arousal, and dominance). The estimated 
scores were evaluated with respect to three languages (English, German, Greek) achieving high 
correlation with human ratings. Especially for the case of valence, the obtained correlation 
coefficients span from 0.74 for Greek and exceed 0.85 for English. In addition to affective 
analysis, the age/gender detection is included in the computed analytics. 

A significant part of the present work was devoted to the detection of problematic parts 
(hot-spots) of dialogues. While human conversational partners work on detection and resolution of 
miscommunications during a conversation, state-of-the art dialogue systems lack such skills. 
Three corpora from different domains were annotated with respect to hot-spots, while a large 
number of new features were applied. Very good results were obtained for all domains and 
languages ranging from 83% to 90% classification accuracy. Overall, it was observed that the hot-
spot detection is a corpus-dependent task and that dialogue act features are really powerful 
detecting hot-spots. In addition, emphasis was given to two particular aspects of dialogue/speech 
that are related to hot-spots, namely, user intentions and disfluencies.  Dialogue, speech acts can 
reveal the intention behind the words uttered. In order to naturally communicate with humans, 
artificial agents must be able to identify that intention, otherwise miscommunication episodes are 
triggered. For this purpose, a classification model was built based on lexical features, while it was 
tested in three different domains in English. High classification accuracy was achieved for all 
three domains spanning from 77% to 90%. Discourse markers such as disfluencies may contribute 
to the identification of potential areas for speech recognition errors, along with tagging 
paralinguistic information crucial to infer speaker intents. Prosodic features were used for the 
identification of disfluencies yielding 80% (approx.) classification accuracy.   

Overall, the employed features were found to be language-agnostic and portable across 
domains, which support the universality aspect of SpeDial. Very good results were achieved for 
the modalities considered separately (i.e., speech and text) establishing a solid background for the 
fusion of them (cross-modal analytics) that will be investigated in depth during the second year. 
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1 Introduction 
 
One major roadblock in commercial spoken dialogue systems (SDS) is the need for the 
enhancement of the performance of deployed services and the customization of services to 
specific user populations. For example, our SME partners have indicated that over 50% of the 
development effort is spend on fine-tuning the performance of deployed services, specially the 
call-flow, prompts and speech understanding grammars to reach their target key performance 
indicators (KPIs). This iterative enhancement and service adaptation process is often performed 
with little automation by inspecting data log and partially transcribed calls. In the framework of 
the SpeDial project, we introduce the term service doctoring to refer to the enhancement and 
customization cycle of speech services. For example, the system can identify problematic areas 
(hot-spots) in the call flow or agents that need additional training. We refer to the (semi-) 
automation of the speech doctoring process by analyzing and modeling large amounts of human-
computer interaction speech data, as spoken dialogue analytics. The fundamental goal of SpeDial 
is the application of spoken dialogue analytics to the interactive voice response (IVR) arena in 
order to better train the mechanical agent (SDS) by enhancing and personalizing the speech 
interface to better meet user requirements and expectations. By automating the service-doctoring 
process one can achieve faster service deployment, significant cost savings and improved user 
satisfaction. 
 
The objective of WP2 is the analysis of call logs and transcripts of SDS including those that have 
been deployed by the SME partners. The aim is to use machine learning to detect places where the 
call-flow and prompts/grammars should be improved, based on a combination of different features 
including acoustic and textual features indicating the affective state of the users. The main tasks of 
WP2 are the affective analysis of dialogues in combination with the extraction of call-flow, 
discourse and cross-modal analytics. The affective analysis deals with the identification of 
features for the continuous-time affective scoring of user utterances. For this task, three affective 
dimensions are considered, namely, valence, arousal, and dominance. The analysis is augmented 
by the detection of the age/gender of the user. The call-flow and discourse analysis includes the 
identification of problematic parts of the dialogues (hot-spots) and the recognition of users’ 
intended speech acts. An important aspect of speech analytics is multilinguality, i.e., we aim to 
identify features and develop models that can be applied across multiple languages, and      adapt 
them for the set of languages that will be available in the SpeDial platform at the end of the 
project. 
 
Following the multilingual vision of the SpeDial project a considerable effort was made for 
experimenting with several datasets enabling the comparison of features and algorithms across 
languages. In Section 2, various datasets are described that span five languages: English, German, 
Swedish, Portuguese, and Greek. A number of datasets were created in the framework of the 
SpeDial project (e.g., the first Greek affective lexicon), while a number of existing datasets were 
augmented with annotations related with the objectives of the project (e.g., hot-spot detection). 
Moreover, the SPDXml format was developed as an API for exchanging data and services 
between the SpeDial partners. 
 
Two modalities were investigated for the affective analysis of dialogues: speech and text, which 
are presented in Section 3. Regarding speech, several acoustic features were applied, such as 
prosodic, short-term spectral, and voice quality-based. A number of these features were applied in 
shared evaluation challenges were they were found to be suitable for emotion recognition. In the 
framework of text analysis, a system was developed for the estimation of word-level scores with 
respect to the three basic dimensions of emotion, namely, valence, arousal, and dominance. The 
underlying assumption is that semantic similarity can be translated to affective similarity. The 
fusion of word-level (continuous) valence scores was investigated at the sentence level for the 
“positive” vs. “negative” classification of sentences/utterances. The aforementioned analysis is 
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enhanced by the speech-based detection of age and gender. 
 
Miscommunications are common elements of human-human conversations. However, while 
human conversational partners continuously work on detection and resolution of 
miscommunications during a conversation, state-of-the art dialogue systems lack such skills. The 
task of endowing dialogue systems with human like ability in detection, resolution and even 
prevention of miscommunications has fascinated researchers in the dialogue system community. 
Much of the motivation behind the works presented in the literature is to build adaptive dialogue 
systems: system that can dynamically adapt the dialogue strategy during an interaction. Access to 
information about the states where the dialogue fails or runs into trouble could enable systems 
designers to make better design choices and improve the systems. Unfortunately, this type of error 
analysis is typically done manually, which is both time and labor intensive. Automation of this 
task has high relevance for dialogue system developers. The work presented in Section 4.1 aims at 
developing methods for offline detection of errors in dialogue system interactions (hot-spots) 
through automatic analysis of system logs. The goal is to help dialogue system designers identify 
problematic turns in the interaction and possibly identify causes for them. 
 
Dialogue, speech, or illocutionary acts are the minimal unit of linguistic communication, as they 
reveal the intention behind the words uttered. In order to naturally communicate with humans, 
artificial agents must be able to identify that intention. For this purpose, a classification model was 
built based on lexical features.  Discourse markers, in general, and disfluencies, in particular, may 
contribute to the identification of potential areas for speech recognition errors, along with tagging 
paralinguistic information crucial to infer speakers’ intent(s). Motivated by these observations 
highly spontaneous human-human dialogues were analyzed for predicting disfluencies. The 
aforementioned discourse analysis is presented in Section 4.2. 
 
The current progress regarding the various technologies of WP2 is presented in this report. The 
lessons learnt are expected to guide the cross-modal perspective of the project, as well as the 
integration of the best performing features and algorithms into the SpeDial platform described in 
WP4. The plan for the second year of the project is described in Section 5. 
 
2 Multilingual Datasets 
 
In this section, the datasets that were used for experimental purposes are described (see Section 
2.1). Also, a brief discussion of a common format regarding feature extraction is provided in 
Section 2.2.  

2.1 Dataset Description 

A synopsis of the datasets is provided in Table 1. 
 

Created in SpeDial Language Dataset name 

Yes GreekGreek affective lexicon 
No English, GermanEnglish & German 

affective lexicons 
Yes GreekMovie ticketing 
No GermanBerlin 
No EnglishSwitchboard 
No GermanVAM 
No PortugueseCORAL 
No EnglishCambridge 
No EnglishLet’s Go / LEGO 
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Yes SwedishSweCC 
No EnglishLost baggage  
Yes English / PortugueseMovie subtitles 

Table 1. Multilingual datasets used for experimental purposes. 

 
In total there are 13 datasets dealing with five languages: 1) English, 2) German, 3) Swedish, 4) 
Portuguese, and 5) Greek. Four datasets were developed within the framework of the SpeDial 
project. Each dataset is described in more details next.    
 
2.1.1 Greek Affective Lexicon 
 
In order to perform affective text analysis for the Greek language we created a small affective 
lexicon to bootstrap our affective lexical models. Affective lexicons are lexicons that contain 
affective ratings for each entry, usually for the dimensions of Valence, Arousal and Dominance. 
The most widely-used affective lexicon for the English language is the ANEW (Affective Norms 
for English Words) lexicon [Bradley and Lang, 1999]. Note that ANEW has been translated to 
other languages, such as Spanish [Recondo et. al., 2007], European Portuguese [Soares et. al., 
2007], Italian [Montefinese et. al., 2014]. We describe the creation of the Greek version of the 
ANEW lexicon based on the English version that consists of 1034 words. The steps of the 
affective lexicon creation are illustrated in Figure 1. 
 
 

 
Figure 1. Steps for the creation of a Greek affective lexicon based on English ANEW. 

 
The procedure starts with the translation of the English affective lexicon, where ambiguity is 
present, e.g., one English word can be translated to many Greek words. Since we want to end up 
with only one word, Spanish translations (from the Spanish version of the English lexicon) were 
taken into consideration and three persons participated in the translation procedure (two for 
translating each word and one for judging the translations, mostly in cases of disagreement). 
Finally, we ended up with the Greek Anew that consists of 1034 word entries. 

 
The second phase of the lexicon creation is the assessment (annotations) of each word with respect 
to the affective dimensions: (i) valence, (ii) arousal, and (iii) dominance. The assessment phase 
took place at the Technical University of Crete, with 105 participants (87 males and 18 females, 
with average age 21.38). We created random forms of the Greek ANEW, in order to avoid context 
influences and each participant was given a set of 206/207 words followed with detailed 
instructions about the procedure. The assessment process was done using the 9-point-scale SAM 
(Self-Assessment-Manikin) [Bradley and Lang , 1994]. The annotators had to read each word and 
select for each dimension the most appropriate image, e.g., if a word made an annotator feel very 
happy, very aroused, and neutral regarding dominance, he/she had to select the 2 far right images 
for valence and arousal and the center image for dominance. In Figure 2, the used SAM images 
are depicted for valence, arousal and dominance. 
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Valence

 
Arousal 

 
Dominance 

 
Figure 2. SAM images used for the annotation of Greek affective lexicon wrt valence, arousal and 

dominance. 
 

The left-most image was assigned the value 1, the image right next to it was assigned the value 2 
and so on.  In Figure 3, the histograms of the ratings given by the annotators are shown for each 
dimension. We observe that two modes are present for the case of valence, in contrast to the other 
two dimensions (arousal and dominance) for which the respective ratings seem to be normally 
distributed. 

 
Figure 3. Greek affective lexicon: histograms of human ratings for valence, arousal, dominance. 
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Figure 4. Greek affective lexicon: scatter plot of human ratings for valence and arousal. 

 
In Figure 4, a scatter plot is presented showing the average valence and arousal ratings for the 
words of the Greek affective lexicon. It is shown, that the relation of scores follow the 
“boomerang shape” that was reported in the literature for other languages. This  means that words 
with high or low valence tend to exhibit high arousal, in contrast to words with almost neutral 
valence that appear to have neutral arousal. Results for affective recognition for the Greek 
language are reported in Section 3 using the lexicon to bootstrap our model. 
 
2.1.2 Movie Ticketing 
 
This dataset deals with a call center for movie ticketing developed by VoiceWeb. This is a 
flagship speech service for VoiceWeb. The database contains rich dialogues collected over long 
periods documenting the gradual enhancement of the service. The main functionality of the movie 
ticketing service is the retrieval of information about movies and showtimes followed by the 
booking of tickets. Two datasets cover two data types: 1) audio files, and 2) the respective 
transcriptions. In addition, each transcribed dialogue was annotated with respect to its emotional 
content (see below).  
 
Data selection. Hundreds of thousands of dialogues are included in this dataset, so, a selection 
phase was required in order to retain the most “interesting” ones, i.e., those dialogues that are 
emotionally rich. Also, we retained dialogues with length between two and five minutes. We 
attempted to create a balanced dataset with respect to a set of factors: gender, emotional variance, 
success of the call. 
 
Data annotation. The annotations were distinguished into two main categories: 1) annotations on 
dialogue level, and 2) annotations on utterance level. Each annotation aims to characterize either 
the emotional content (ec), or the personality of the caller (pc), or dialogue characteristics (dc). 
The dialogue- and utterance-level annotations are presented in Table 2 and Table 3, respectively. 
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TypeDomain DescriptionAnnotation name 

Dc {0,1} A call is assumed to be successful (1) 
if the goal of the call is achieved

Success 

Ec [-5,5] Score quantifying the dialogue 
valence

Valence 

Ec [0-10] Score quantifying the dialogue 
arousal

Arousal 

Pc [0-5] Score quantifying the extraversion 
dimension of the Big Five model

Extravert 

Pc [0-5] Score quantifying the neuroticism 
dimension of the Big Five model

Neurotic 

Dc {0,1} Set to 1 if a the user asks to be 
directed to a human operator

human_op_di 

Table2. Dialogue-level annotations for the movie ticketing dataset. 

TypeValue 
Domain 

DescriptionAnnotation name 

Dc [1-5]Extremely unsatisfied (1) - satisfied 
(5)

User satisfaction 

Ec [1-5]Very angry (1) - friendly (5)User anger 

Ec [-5,5] Score quantifying  the valence of 
user’s utterance

Valence 

Ec [0-10] Score quantifying  the arousal of 
user’s utterance

Arousal 

Dc {1,2} when it 
is caused by 
{system,user} 

User/system speech is interrupted by 
system/user 

Barge-In 

Dc {1,2} when it 
is caused by 
{system,user} 

A statement is repeated by 
system/user  

Repetition 

Dc {1,2} when it 
is caused by 
{system,user} 

User/system doesn’t respond to 
system/user request 

No response 

Dc {1,2,3} The system responds wrongly (1), 
correctly (2) or partially correct (3) 
to user’s utterance 

System correctness 

Dc {1,2} when it 
is caused by 
{system,user} 

Dialogue is directed to human 
operator either from the system (1) 
or from the user (2)

Human operator 

Table 3. Utterance-level annotations for the movie ticketing dataset. 
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Data transcription. The utterances of the dialogues were also transcribed according to the 
detailed guidelines outlined in the labeler's manual. 
 
2.1.3 Berlin 
 
For the creation of the Berlin database [Burkhardt et al., 2005] 10 actors (5 females and 5 males) 
were employed for simulating emotional utterances in German. The sentences were chosen in 
order to correspond to real-life communication episodes conveying interpretable emotions. An 
example sentence is the following: “What are the bags standing there under the table?”. The 
recordings were conducted using high-quality equipment in an anechoic chamber. A sampling 
frequency of 48 kHz was used, followed by downsampling at 16 kHz. The total number of audio 
files is 535. Some basic statistics of the Berlin dataset are presented in Table 4. 
 

Number of files Emotion label (in German)Emotion label (in English) 

79 NeutralNeutral 

127 ÄrgerAnger 

69 AngstFear 

71 FreudeJoy 

62 TrauerSadness 

46 EkelDisgust 

81 LangeweileBoredom 

Table 4. Berlin dataset: basic statistics. 
 
The ESPS/waves+ was used for the annotation of the recorded utterances resulting into two label 
files for every utterance. Narrow phonetic transcriptions based on auditive judgment are included 
in the first file. The second file contains information about syllable segmentation and four 
different levels of stress: sentence stress, primary, secondary stress, and unstressed. In addition, 
emotional characteristics of voice and speaking style were labeled with respect to articulatory 
settings like harsh voice or whispery voice. Segment and pause boundaries were also identified 
and labeled. 
 
2.1.4 Switchboard Corpus 
 
Switchboard [Godfrey et al., 1992] is a corpus consisting of about 2400 telephone conversations 
among 543 American English speakers (302 male and 241 female). Each pair of speakers was 
attributed a topic for discussion among 70 different ones by an automatic operator. Furthermore, 
speaker pairing and topic attribution were constrained so that no two speakers would converse 
together more than once and no one spoke more than once on a given topic. Speech from the two 
subjects was recorded into separate channels, using an 8 kHz sampling rate.   
 
Data selection. A subset of 1155 conversation manual transcriptions, containing 223606 
utterances, was annotated using the SWBD-DAMSL tag set [Jurafsky et al., 1997]. This subset is 
called the Switchboard Dialogue Act Corpus. [Stolcke et al., 2000] describes a data partition of 
this subset into a training set of 1115 conversations, a test set of 19 conversations, and a future use 
set of 21 conversations. However, the concrete partition is not disclosed and, thus, in the 
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remaining related bibliography there is no reference to this partition and cross-validation is used 
for evaluation. 
 
Data annotation. The Switchboard Dialogue Act Corpus was annotated for dialogue acts by eight 
linguistic graduate students at CU Boulder during a three-month period. The SWBD-DAMSL tag 
set [Jurafsky et al., 1997] was structured so that the labelers were able to annotate the 
conversations from transcriptions alone. It contains over 200 unique tag combinations. However, 
in order to obtain higher inter labeler agreement and higher example frequencies per class, a less 
fine-grained set of 44 tags was devised. This set can be reduced to 43 or 42 categories, if the 
ABANDONED and UNINTERPRETABLE categories are merged, and depending on how the 
SEGMENT (used when the current utterance is the continuation of the previous one by the same 
speaker) category is treated.  
 
Data transcription. The Switchboard Dialogue Act Corpus contains manual transcriptions of 
each conversation, together with the dialogue act annotations for each utterance. These 
transcriptions contain disfluency, abandonment, and interruption information.  
 
2.1.5 VAM 
 
The VAM corpus [Grimm et al., 2008] consists of spontaneous emotional speech recorded from a 
German television talk show called “Vera am Mittag” (Vera at Noon), the acronym of the corpus. 
An anchorwoman is the host of the program and receives 2 or 3 guests in each show, discussing 
rather personal issues, such as, friendship crisis, fatherhood questions or romantic affairs.  The 
corpus encompasses 12 hours of audio-video recordings, 1002 emotional utterances from 47 
speakers (11 males and 36 females), with an age range from 16 to 69 years old. The corpus was 
recorded between December 2004 and February 2005, using a sampling frequency of 16KHz and 
16 bit resolution. 
 
Data selection. The VAM corpus is divided into two subsets, VAM I and VAM II. VAM I only 
integrates speakers evaluated as very good, that is, speakers that utter many emotional sentences 
with distinct emotions. VAM II also integrates speakers rated as good.  
 
Data annotation. The annotation schema encompasses a categorical classification of emotions 
from Ekman's 6 basic emotions [Ekman, 1972]. Audio and video are separately annotated with a 
continuous scale of emotion primitives of valence (positive, negative), activation (excited, calm) 
and dominance (strong, weak). The assessment process of such emotion primitives was done using 
a 5-point-scale Self-Assessment-Manikin (SAM) in a range of [-1, +1], aiming at a more 
comprehensible view of gradual emotion transitions and changes in the intensity of each emotion.  
The annotation of this corpus poses a main challenge for further experiments. The categorical 
emotion labeling was only done for the video and not for the audio, therefore experiments on both 
classification and regression of multidimensional space are just available for one modality and no 
further comparisons can be established for multimodality assessment of affective speech.  
 
Data transcription. The corpus has orthographic transcripts for each utterance, files containing 
information on the speaker, the continuous values for the emotion primitives, the categorical 
emotion labeling, and evaluation files regarding the annotators’ agreement. The latter are given for 
the audio as a fused evaluation based on evaluator weighted estimator [Grimm et al, 2007], 
averaging the individual evaluators’ responses, introducing evaluator-dependent weights to deal 
with the individual amount of disturbance during an evaluation. The distribution of emotional 
primitives is shown in Figure 5, covering the evaluators weighted estimation (EWE) calculated by 
[Grimm et al., 2007] and distributed with the corpus. 
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Figure 5.VAM corpus: Histograms of valence, activation, and dominance scores. 

 
2.1.6 CORAL 
 

 
Figure 6. CORAL corpus. Examples of maps used for eliciting conversations. 

 
CORAL (ELRA-S0367) is a corpus of map-task dialogues [Trancoso et al., 1998]. One of the 
participants (giver) has a map with some landmarks and a route drawn between them; the other 
(follower) has also landmarks, but no route and consequently must reconstruct it. In order to elicit 
conversation, there are small differences between the two maps: one of the landmarks is 
duplicated in one map and single in the other; some landmarks are only present in one of the 
maps; and some are synonyms. An example of the used maps is shown in Figure 6. The 32 
speakers were divided into 8 quartets, taking part in 8 dialogues, totaling 64 dialogues. Given the 
reduced number of speakers, they were chosen to achieve an adequate gender balance, but were 
restricted in terms of age (undergraduate or graduate students) and accent (Lisbon area). Speakers 
were chosen in pairs who knew each other, so that half of the conversations took place between 
friends and half between people who did not know each other. Furthermore, a pilot dialogue was 
conducted between two female speakers in order to check the reliability of the recording 
conditions and also the map precisions. Due to its richness, it was integrated in the corpus. The 
recordings took place in a soundproof room, with no visual contact between the speakers. They 
wore close-talking microphones and the recordings were made in stereo directly to DAT and later 
down-sampled to 16 kHz per channel. No monitoring was done once the dialogues started, after 
adjusting recording levels. The signal from microphone 1 was recorded in the left channel and the 
signal from microphone 2 in the right channel. However, since both speakers were in the same 
room, the microphone of a speaker captured the signal of the other one (although at reduced 
level). 
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Data selection. The CORAL corpus was divided into train and test sets, with 75% (quartets 1 to 
6) and 25% (quartets 7 and 8), respectively. The recordings were made in stereo with separate 
channels, but the signal also had the contribution of the interlocutor. Thus, further on the left and 
right channels were enhanced with the cancellation of the contributions from the respective 
interlocutors. This process was done for all the dialogues in the train set. 
 
Data annotation. The annotation schema of CORAL comprises orthographic, morpho-syntactic, 
structural metadata, i.e., disfluencies and punctuation marks, and paralinguistic information as 
well (laughs, coughs, etc.). Segmentation marks were also inserted for regions in the audio file 
that were not further analyzed (due to background noise, signal saturation). The multilayer 
annotation aimed at providing a suitable sample for further linguistic and speech processing 
analysis. A full report on this can be found in [Trancoso et al., 2008; Moniz, 2014]. 
 
 

 
Figure 7. Properties of the CORAL corpus. 

 
Data properties. The study of disfluencies (on-line editing events such as repetitions, filled 
pauses, fragments, substitutions, deletions, repetitions, etc.) was conducted with CORAL. Thus, 
regarding the distribution of disfluent categories, as illustrated in Figure 7, filled pauses are the 
most frequent type, as well as the most frequent type reported in the literature. Complex sequences 
and repetitions are also very frequent; both categories have a similar distribution. Dialogues show 
a high percentage of fragments when compared with other, such as university lectures, and fewer 
deletions. The higher frequency of fragments in dialogues is an evidence of the strict time 
constraints of this domain, since speakers interrupt themselves as soon as they notice an error, not 
preserving the integrity of the word. Speakers rarely choose a deletion, since deletions are more 
complex to process. A plausible explanation for the above mentioned strategies may be linked to 
the fact that the on-the-fly editing process in a map-task dialogue implies a straight cooperative 
process between two interlocutors under strict temporal constraints. 
 
2.1.7 Cambridge 
 
The Cambridge data used in the project is from the CamInfo Evaluation Dialogues1 corpus. The 
corpus comprises of spoken interactions between the Cambridge Spoken Dialogue System and 
users, where the system provides restaurant recommendations for Cambridge. The dialogue 
system is a research system that uses dialogue-state tracking for dialogue management [Jurcicek et 
al., 2012]. As the system is a research prototype, users of these systems are not real users in real 
need of information. During system evaluation, users are given instructions with predefined usage 
scenarios that they are requested to follow, e.g., “You are looking for a cafe food restaurant and it 
should have cheap price range. You want to know the address and postcode.” Nevertheless, the 

                                                 
1 http://mi.eng.cam.ac.uk/research/dialogue/ 
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dialogue system is state-of-the-art in terms of statistical models for dialogue management and this 
makes the data interesting for us. Also, even with predefined scenarios, this type of users are more 
prone to changing their intention during the dialogue, since what they are looking for is task 
completion and not the information that the system has to give them. This makes detection of 
system errors even harder as users accept problematic system behavior. The users in the CamInfo 
Evaluation Dialogues corpus are workers on the Amazon Mechanical Turk (AMT). While AMT 
workers are not real users (in actual need of a restaurant recommendation) the reward of financial 
compensation on accomplishing the task successfully is nevertheless a motivation for engaging (or 
persisting) with the dialogue system.  
 
Annotation scheme and data description. We take a supervised approach for predictions of 
problematic turns in human-computer dialogue. For this we require each system turn in the data to 
be labeled as either PROBLEMATIC if the system turn is inappropriate given the dialogue context or 
NOT-PROBLEMATIC otherwise. There are different schemes for labeling data. One approach is to 
ask one or two experts (having knowledge of the task) to label data and use inter-annotator 
agreement to set an acceptable baseline. Another approach is to use a few non experts but use a set 
of guidelines so that the annotators are consistent (and to achieve a higher Kappa score). We take 
the crowdsourcing approach for annotating our data and use the AMT platform. Thus, we avoid 
using both experts and guidelines. The key however is to make the task simple for the AMT-
workers. In our annotation scheme, the AMT workers saw two dialogue exchanges (4 turns in 
total), as shown in the table below, and were asked to label system turn 3 as PROBLEMATIC, NOT-
PROBLEMATIC, or PARTIALLY PROBLEMATIC in the context of these exchanges only.  

 
1 Sys: The Shanghai Family Restaurant is on 39 Burleigh Street.

2 Usr: (%hesitation) (%hesitation) what's the area of the venue

3 Sys: The phone number of the Shanghai is 01223 301761.

4 Usr: what area is that 

 
Since the user utterances in the CamInfo corpus were transcribed through the AMT platform as 
well, there are occasional errors in manual transcriptions, and for this reason the audio 
corresponding to user utterances were also provided to the workers. However, our experience 
shows that audio for user utterance were hardly used by the AMT-workers during the annotations. 
Each instance was annotated by at least three workers. 
 
A total of 179 dialogues from the CamInfo Evaluation Dialogues were annotated following this 
scheme. This resulted in 753 annotated system turns. The majority class label among the three 
annotators was used as the true label for an instance. Instances with a tie have been excluded to 
start with a cleaner training set. We observed that the label PARTIAL has as low as 8% share in the 
data, hence we excluded this class from the learning task and instead focus on the two class 
problem: PROBLEMATIC and NOT-PROBLEMATIC.  In the final dataset, we have a total of 671 
instances, of which 120 instances belong to the PROBLEMATIC class (17.9%) and 551 instances to 
the NON-PROBLEMATIC class (82.1%). 
 
In the CamInfo Evaluation Dialogues, the AMT-workers (the users) gave feedback on four aspects 
of the system behavior at the end of each dialogue. Using this feedback and the AMT annotations 
for errors at turn level in a dialogue we explored the correlation between user satisfaction and 
problems in the interactions. Figure 8 summarizes the relation between this measure and the four 
feedback questions.  
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Figure 8. User experience and AMT annotations of CamInfo dialogue system interactions. A high 
proportion (%) of problematic system turn almost always coincides with negative user feedback. 
 
The general trend in all the figures is that higher values of proportion of problematic system turns 
on average relate with negative user feedback. This is an encouraging finding for us as it indicates 
that (a) despite the fact that the dialogue system users were not real users (AMT-workers) their 
subjective feedback was reflective of errors in the system behavior, and therefore the data is 
relevant for the task at hand, and (b) our scheme of annotations: using AMT-worker and turn level 
annotations using dialogue subset of only 4 turns (in comparison to using whole dialogue) is 
sufficiently able to locate erroneous system turns. 
 
2.1.8 Let’s Go / LEGO 
 
Let’s Go [Raux et al., 2005] is an SDS developed and maintained by the Dialogue Research 
Center (DialRC) at Carnegie Mellon University that provides bus schedule information for 
Pittsburgh’s Port Authority buses during off-peak hours. The system ran live since 2005 until 
spring 2014, receiving an average of 40 calls per day on weekdays and 90 calls per day during 
weekends. The DialRC has made the data collected by Let’s Go available to the research 
community. In this section we will describe the work done with a subset of the 2010 Spoken 
Dialogue Challenge [Black et al., 2010] data. 
 
Data description. The data released for the Spoken Dialogue Challenge comprises all Let’s Go 
data generated between 2006 until 2009, including call logs from all the system components and 
audios from both system and user utterances. 47066 dialogues were included corresponding to 
629637 exchanges total, with an average of 13.4 exchanges per dialogue. Transcriptions are 
available for most of the turns collected between November 2008 and November 2009. These 
were collected via AMT. Each transcription was later labeled as ‘correct’, ‘incorrect’ or ‘non 
understandable’. ‘Correct’ means that the transcription can be trusted. ‘Incorrect’ means that the 
transcription might not be correct. ‘Non understandable’ means that the turn was not transcribed. 
A subset of this data was selected for the development of repetition and hot-spot detectors. In 
order to have examples of these events we have specifically looked for dialogues where 
consecutive turns had confidence scores below 0.3 (threshold for non-understanding was fixed at 
0.2, that’s why a higher threshold was chosen). This subset consists of 41 dialogues and 803 
exchanges, averaging 19.6 exchanges per dialogue.  
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Annotation scheme. To train the repetition detector, the development subset was manually 
annotated in terms of events that could cause a hot-spot. This is the event list used in the 
annotation procedure: 

● No problem 
● Repetition 
● Repetition with rephrasing 
● User complaining about the system performance 
● System not answering to the user (prompt did not exist in the Natural Language   

Generation template) 
● User is talking to someone else 
● Background noise 

Annotating with so many different classes was probably not the best choice as can be seen from 
the sparsity of the annotation results shown in Table 5. 
 

Percentage (%) TurnsAnnotation 

66.2 517No Problem 

22.3 174Repetition 

7.04 55Repetition w/ rephrasing 

1.15 9User complaining about 
system 

0.64 5System not answering 

1.66 13User talking to someone else 

1.02 8Background noise 

Table 5. Let’s Go data distribution according to annotations. 
 

We decided to annotate the data in terms of hotpots in a semi-supervised way (rather than working 
with a sparse annotation that will turn the detection task even harder). We have used the explicit 
confirmations to label the turn immediately before. If the information on the confirmation prompt 
by the user was rejected, the turn immediately before would be marked as a hot-spot. Since this 
method would only cover part of the data set, the remainder was manually annotated by expert 
annotators using the same procedure as the one used by the AMT workers when annotating the 
Cambridge data. Table 6 shows the distribution of the data according to the type of labeling 
(automatic or manual) and the hot-spot annotation. 
 

Total AutomaticManual 

377 32255No Hot-spot 

203 12380Hot-spot

580 445135Total 

Table 6. Let’s Go data distribution according to annotation type: automatic vs. manual. 
 
LEGO. The Let’Go corpus was augmented with emotional annotations, while the resulting corpus 
is named as LEGO. [Schmitt et al., 2012]. 
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2.1.9 Swedish Call Center Corpus (SweCC) 
 
The Swedish Call Center Corpus is a corpus of calls from a commercial customer service in 
Swedish, which tries to extract some information from customers before routing the call to a 
human operator. This procedure allows the human operator to have the necessary information 
about the customer and the reason for calling beforehand. This saves working time for the 
operators and enables the service to handle more calls simultaneously.  
 
Data description. The major part of the dataset is composed of very short calls (average 4.24 
exchanges). We took the short calls as cases where the dialogue was successful and concentrated 
rather in the longer dialogues since those were more likely to have hot-spot examples. 
  
Unlike the previously described Let’s Go corpora which did not have caller’s personal information 
such as age and gender, in certain parts of this corpus this information is available. This enables us 
to study the impact of both age and gender in the system performance (D3.1). Thus, a first subset 
was selected where gender and age was available.  
 
This subset contains 645 dialogues with a total of 5165 exchanges, averaging approximately 8 
turns per dialogue. Since this subset is larger than the other corpora used in this project, we 
decided to select part of this dataset that was equivalent in size with the other subsets used in the 
project in order to study the impact of different ages. In order to ensure that the age groups are 
represented, we selected a similar number of dialogues from elderly and adults. All the 120 
dialogues available from elderly (> 64 years old) were included in the subset and 119 dialogues 
from adult subjects were randomly selected from the database. The final set includes 239 
dialogues with 1960 exchanges. 
 
While it is commonly agreed that emotionally distinct speech affects the performance of speech 
recognizers [Fandrianto and Eskenazi, 2012] and consequently the subsequent blocks in spoken 
dialogue systems, there is no study to our knowledge which proves that it can be used to detect 
problematic exchanges in SDSs. Anger and hyper-articulation were previously used speech 
markers. Dissatisfaction could be characterized by some tension in the voice when the user is 
addressing the system. This could be an indication that something might have been misunderstood 
previously. When discussing the annotation scheme it came up to our attention that users were 
pronouncing ‘nej’ (no) with different voice stresses according to their degree of disappointment 
with the way the system understood them.  In order to study the impacts of affective speech, a 
different subset was selected. To ensure that there were enough examples of turns where the users 
actually changed their speaking style, dialogues were selected after a first round which picked 
dialogues with ‘Nej’ (No) answers. Then we have listened to those turns where the user said ‘Nej’ 
and selected dialogues where some type of marked speech could be noticed. This was done in 
order to guarantee that there was actually emotional speech on the subset. The final subset is 
composed by 219 dialogues and a total of 1459 exchanges, averaging a total of 6.7 exchanges per 
dialogue.  
 
Annotation Scheme. The LEGO corpus is one of the few SDS corpora annotated with emotional 
annotation [Schmitt et al., 2012]. However, the adopted annotation scheme is to our opinion not 
very objective and can lead to some sparsity in the annotation, thus we decided to adopt a different 
annotation scheme when annotating our data. Using the KTH on-line annotation platform both 
subsets of the SweCC above described were annotated in terms of the anger, dissatisfaction, 
hyper-articulation and hot-spots. The emotional subset was annotated in terms of anger, 
dissatisfaction and hyper-articulation by two expert annotators, whereas hot-spots were annotated 
by a single annotator.  The annotator’s task was simply to tag whether or not they were noticing or 
not each of the emotional speech types. The hot-spot annotation task followed the same 
methodology used when annotating the other corpora. Besides affective speech annotation, the 
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subset used to study marked/affective speech and gender was also transcribed. It is important to 
point out, that only 935 of the 1459 exchanges correspond to consecutive exchanges, since no user 
turn data was generated whenever the ASR did not produce any output. Therefore, the figures 
presented here concern only the part of the data the exchanges of which could be used for hot-spot 
detection. For all the annotations performed, the overall distribution and the distribution according 
to dialogue state will be presented. Figure 9 shows the number of turns available in each dialogue 
state. 
 

 
Figure 9. SweCC corpus: number of turns in each dialogue state. 

 
As illustrated by Figure 10 (showing the anger annotation distribution for the two annotators) few 
turns were annotated with anger. The inter-rater kappa agreement found for this annotation was 
0.302. Graphs show the annotations percentage per annotator and dialogue state. For all dialogue 
states analyzed the number of turns tagged as anger was below 10%.  
 

 
Figure 10. SweCC corpus: anger annotation distribution for annotators A1 and A2. 

 
The kappa agreement found for the dissatisfaction tag was 0.169, which suggests that annotators 
may have had a different interpretation of dissatisfaction. Figure 11 shows the distribution of 
dissatisfaction annotations. It shows that, at least for Annotator 2, the expression of dissatisfaction 
happens when the system performs explicit confirmation, which is consistent to our belief before 
annotating the data. 
 

 
Figure 11. SweCC corpus: dissatisfaction annotation distribution for annotators A1 and A2. 
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The kappa agreement found for hyper-articulation was 0.348. Here again annotators might have 
had different interpretations of hyper-articulated speech. The analysis performed by dialogue state 
shows (see Figure 12) that Confirmation and PhoneNumber states were for those users who hyper-
articulated more. Comparing to the results obtained for dissatisfaction, we could speculate if the 
turns at confirmation state labeled as Dissatisfaction by Annotator 2 were labeled as hyper-
articulation by Annotator 1. 
 

 
Figure 12. SweCC corpus: hyper-articulation annotation distribution for annotators A1 and A2. 

 
As it was mentioned above, the two annotators seemed to have followed different protocols when 
annotating dissatisfaction and hyper-articulation, which lead us to consider merging all the 
affective annotations into a single annotation. Figure 13 shows the distribution of the data 
according to a marked speech annotation that was derived from the other affective annotations. It 
is shown that Confirm and PhoneNo are the states with more marked speech. This is consistent 
with the perception that annotators had when they were annotating the data: when there was a hot-
spot in PhoneNo the user would express it in Confirm state and would modify his/her speaking 
style in order to be better understood when going back to the PhoneNo state.  

 

 
Figure 13. SweCC corpus: marked speech annotation distribution for annotators A1 and A2. 

 
The agreement found for marked speech annotation was 0.522, higher than the other labels. Even 
with the a-priori constraints in the annotation procedure, low agreement was found for 
dissatisfaction and anger, which confirms the subjectivity of the task. When the labels were 
merged, the agreement increased. Finally, Figure 14 shows the hot-spot annotation distribution 
according to dialogue states. 
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Figure 14. SweCC corpus: hot-spot annotation distribution wrt to dialogue states. 

 
There is a peak of not appropriate system answers (hot-spots) in the PhoneNo state. This could be 
a very important clue for hot-spot detection. As one could expect, the state with second lowest rate 
of appropriate answers is the “How may I help you” state. 
 
The subset used to study age effects was also analyzed in a similar way. No major differences 
were found in the data distribution, except that given the method used to select this part of the 
dataset, the number of exchanges containing affective speech is lower than the one observed in the 
subset that is detailed here. Since the subset used to study age effects was not transcribed, the 
correctness of the ASR output was also labeled during the annotation process. 
 
2.1.10 Lost Baggage 
 
This is a project internal dataset of spontaneous speech that was created by collecting user calls 
from a call center devoted to incidents of lost baggage. For each call a wave file is available along 
with respective transcriptions. Each file (and the respective transcription) is annotated with one 
label: negative or non-negative. Also, for each file the speaker gender (female, male) is available. 
 
2.1.11 Movie Subtitles 
 
This resource deals with the annotation of English subtitles for 12 movie clips with respect to 
valence. This is a valuable resource to investigate how word-level affective ratings can be 
combined to produce sentence-level ratings. Also due to the availability of subtitles in multiple 
languages it is easy to investigate multilingual aspects of affective modeling. 
 
The duration of each movie clip is about 30 minutes and the subtitle language is English. The 
movies that were used are: 1) “American Beauty”, 2) “Beautiful Mind”, 3) “Chicago”, 4) 
“Crash”, 5) “Finding Nemo”, 6) “Gladiator”, 7) “Lord of the Rings – The Return of the King”, 8) 
“Million Dollar Baby”, 9) “No Country”, 10) “Ratatouille”, 11) “Shakespeare In Love”, and 12) 
“The Departed”.  
 
We used crowdsourcing for annotating the valence only excluding arousal and dominance, since 
valence can be understood easier from non-experts (crowdsourcing workers). The annotators were 
given subtitles and they were asked to rate the corresponding valence. Each subtitle was presented 
independently from the others in order to avoid context influence. We tried to ensure quality 
control using Crowdflower’s Test Questions mechanism, hence a set of test questions was 
developed. Clowdflower assigned to each worker a trust score (in the interval [0-1]) computed 
according to the answers of test questions.  
 
In total, 3826 subtitles were rated and more than 100 workers participated. Each subtitle was 
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annotated from 5 workers. The annotation values were integers from -10 up to 10 with large 
negative values indicating negative valence and large positive values indicating positive valence. 
Neutral emotional state is indicated by the median values. 
 

 
Figure 15. Schematic used for the crowdsourcing-based annotation of movie subtitles. 

 
A valence score was computed for each subtitle as follows: 
 

U(s) = (∑ )/ (∑ ),          (1) 
 
where U(s)  is the valence of the subtitles, u(j)  is the valence score provided by annotator j, t(j) 
denotes the trust score of annotator j, and N stands for the number of annotators that rated the s 
subtitle. The annotator agreement computed by Fleiss kappa was found to be equal to 0.25 when 
the following mappings were adopted: (i) negative valence for ratings in [-10 -3], (ii) neutral 
valence for ratings in [-2 2], and (iii) positive valence for ratings in [3 10]. The translation of 
English subtitles to Portuguese is described in Section 4.3. 

2.2 SPDXml: An API for Uniform Corpora Representation 

Performing experiments with several different data sets generated by different systems require 
compatibility between the software developed and the system logs. A common format for the 
process of feature extraction and machine learning is therefore very convenient. Moreover, the 
data from one project site could be sent in to another project site of automatic annotations of 
features such as “emotions”. More details about this format are provided in deliverable D3.1. 
 

3 Affective Analysis of Dialogues and Age/Gender Detection 
 
In this section, the affective analysis of dialogues which is organized in text and speech analysis 
(presented in Section 3.1 and Section 3.2, respectively), is discussed with a focus on our work on 
both areas. The age and gender detection is presented in Section 3.3.  

3.1 Affective Text Analysis 

The work on affective text analysis is organized as follows. In Section 3.1.1, the basic model for 
estimating the affective scores (valence, arousal, dominance) of words is presented. An approach 
for estimating word semantic similarities based on affective spaces is discussed in Section 3.1.2. 
The fusion of word valence for estimating the overall valence of phrases/sentences is presented in 
Section 3.1.3 and Section 3.1.4 for the case of news headlines and movie subtitles, respectively.  
 
3.1.1 Estimation of Word Affective Ratings 
 
In this section, the results for the estimation of word affective ratings are presented for three 
languages and three affective dimensions, namely, English, German, Greek and valence, arousal, 
dominance, respectively. We characterize the affective content of a word w (in a specific 
dimension), from the reader (i.e., perceiver) perspective, using a linear combination of the 
semantic similarities between w and the set of the seed words, and their corresponding affective 
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ratings. The estimated score ranges within [-1,1], with  -1  denoting words with very negative 
valence, words with very low  arousal or words that no dominant at all. 
 
Affective analysis of text can happen at different levels of granularity, from single words to entire 
sentences, or even documents. The task of estimating affective ratings for words, e.g., assign 
positive – negative labels, a.k.a. semantic orientation was investigated from [Hatzivassiloglou and 
McKeown, 1997] and is an open research problem. The underlying assumption for the majority of 
semantic orientation algorithms is that semantic similarity can be translated to affective similarity. 
Therefore, given some metric of similarity between two words one may derive the similarity 
between their affective ratings. This idea was used in [Turney and Littman, 2002] where the 
affective ratings of unknown words were estimated using the affective ratings for a small set of 
words (seeds) and the semantic similarity between these words and the unknown.  Having created 
an affective lexicon, affective ratings for larger lexical units, (e.g., phrases, sentences) can be 
computed, from the combination of the affective ratings of their constituent words. The first step 
requires the selection of the affect-bearing words, using their part-of-speech tags [Chaumartin, 
2007], affective rating and/or the sentence structure [Andreevskaia and Bergler, 2007]. Then, 
simple fusion schemes such as numeric average are typically used for the combination of the 
individual ratings. More complex approaches take into consideration word/phrase-level 
interactions such as valence shifters [Polanyi and Zaenen, 2006] and large sets of manually 
created rules [Andreevskaia and Bergler, 2007; Chaumartin, 2007]. 
 
Next, two types of metrics for computing the semantic similarity between words, are described. 
These metrics are used for the estimation of word affective content. 
 
Co-occurrence-based similarity metric (CC). The underlying assumption of co-occurrence-
based metrics is that the co-existence of words in a specified contextual environment indicates 
semantic relatedness. Here, we employ a widely-used co-occurrence-based metric, namely, Dice 
coefficient D (co-occurrence is considered at the sentence level). The similarity between two 
words, wi  and wj, is computed as follows: 
 

D(wi,wj) = 
	

          (2) 

 
where f(.) denotes the frequency word of occurrence/co-occurrence. 
  
Context-based similarity metric (CT). The fundamental assumption behind context-based 
metrics is that similarity of context implies similarity of meaning [Harris, 1954]. A contextual 
window of size 2H+1 words is centered on the word of interest wi and lexical features are 
extracted. For every instance of wi in the corpus the H words left and right of wi formulate a 
feature vector xi. For a given value of H the context-based semantic similarity between two words, 
wi and wj, is computed as the cosine of their feature vectors: 

 
QH(wi,wj) = 

|| ||	|| ||
          (3) 

 
The elements of feature vectors can be weighted according to various schemes, while, here we use 
a binary scheme. 
 
According to the model proposed in [Malandrakis et. al., 2013], the affective score for a word w is 
estimated as follows: 
 

∑ ,           (4)  
 

where w1,...,wN are the seed words, u(wi) is the affective rating for seed word wi with u denoting  
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one of the affective dimensions (valence, arousal, dominance), ai is a trainable weight 
corresponding to seed wi and S(wi,w) stands for a metric of semantic similarity between wi and w. 
The semantic similarity metric can be co-occurrence- or context-based defined by (2) and (3), 
respectively. The weights are selected so as to minimize the mean square training error. 
 
The nature of the seed words can vary, and the set of words can contain lexical labels of affective 
categories (e.g., “anger”, “happiness”), words with unambiguous meaning or even all words in a 
large lexicon. A trainable weight that means to capture the relevance of the seed word in the 
affective model corresponds to each seed word. For example, it is possible for a seed word to have 
high affective or semantic variance (highly context-dependent affective rating or words with 
multiple part-of-speech tags, senses). Such words might be less robust predictors of the affective 
score of unseen words. Also, the seed words set has to provide a representative description of the 
affective space, containing both words with positive and negative affective ratings (in each 
dimension separately). Sets of seed words that don’t satisfy the above convention may hurt the 
performance of the model. 
 
The lexicon expansion method is language-agnostic and scalable and the only required resource is 
a small affective lexicon in order to bootstrap the process. Starting from this small set of seed 
words with known affective content we can end up with full-blown affective lexica that are very 
useful for the task of emotion detection from text.   
 
Two schemes were adopted for evaluating the proposed approach. First, the Pearson correlation 
coefficient was computed between the estimated scores and the groundtruth (i.e., the affective 
ratings provided by the annotators). Second, (for each dimension) the word of interest was 
categorized as positive or negative based on the respective affective score. In essence, this scheme 
examines only the affective polarity of words. The classification accuracy was used as evaluation 
metric. The classification was performed according to the score estimated by (4) as follows: words 
with negative and zero scores were assigned to the “negative” class, while words of positive 
scores were assigned to the “positive” class. The two evaluation schemes were implemented using 
10-fold cross validation. The context-based similarity metric with H=1 defined by (3) was used 
for S(.) in (4).  
 

Affective dimensionsLanguage

DominanceArousalValence  

53.2% 53.6%56.6%English 

64.9% 57.4%61.6%Greek 

- 34.9%56.3%German 

 Table 7. Baseline classification accuracy for “positive” vs. “negative” words. 
 
The baseline classification accuracy (yielded by a classifier that assigns each test sample to the 
most populous class) for all languages and affective dimensions is presented in Table 7. In the 
figures that follow the classification accuracy and the Pearson correlation coefficient are shown as 
a function of the number of seeds that were used for training. This is plotted for all three 
languages regarding valence, arousal and dominance in Figure 16, Figure 17, and Figure 18, 
respectively.  
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(a)                                                                                                                                     (b) 
Figure 16. Performance for word valence as a function of the num. of seeds used for training: 

(a) classification accuracy, (b) correlation coefficient wrt human ratings                           

 
(a)                                                                                                                                     (b) 
Figure 17. Performance for word arousal as a function of the num. of seeds used for training: 

(a) classification accuracy, (b) correlation coefficient wrt human ratings. 

 
(a)                                                                                                                                     (b) 

Figure 18. Performance for word dominance as a function of the num. of seeds used for training: 
(a) classification accuracy, (b) correlation coefficient wrt human ratings. 
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The results for all three languages appear to be consistent for each dimension.  For a small number 
of seed words (less than 150) the performance is poor reflecting the importance of seeds regarding 
the correct estimate of affective scores. The estimated scores are shown to achieve robust 
performance when more seeds are used (e.g., 300). In this case, the classification baselines are 
outperformed for all affective dimensions and languages. In addition, very good correlation (> 
0.70) scores are obtained for the dimension of valence for all languages. The best performance is 
obtained for the case of valence (the most easily understood dimension in text) followed by 
dominance. Regarding valence and dominance, the best results are obtained for English. However, 
for the case of arousal, the top performance is achieved for German. The relative differences 
between the languages may be attributed to their difference regarding morphology that affects the 
context-based similarity estimated by (3). 
 
3.1.2 From Affective to Semantic Spaces 
 
Distributional semantic models (DSMs) [Baroni and Lenci, 2010] constitute a widely-used 
paradigm for extracting, representing and learning semantics from linguistic data. DMSs are based 
on the distributional hypothesis of meaning [Harris, 1954] assuming that semantic similarity 
between words is a function of the overlap of their linguistic contexts. Despite their success in 
various semantic tasks (e.g., semantic classification and computation of semantic similarity) these 
models have been criticized as ``disembodied'', since they rely solely on linguistic information 
without being grounded to real-world experiences [Landau et al., 1998]. Recently, a (limited) 
number of approaches have been proposed in the literature regarding the extension of text-based 
DSMs by incorporating features extracted mainly from images [Feng and Lapata, 2010; Bruni et 
al., 2014]. 
 
Motivated by findings from the literature of language development, according to which language 
acquisition is (also) grounded on communication episodes where partners exchange feelings 
[Tomasello et al., 2005], we investigate the affective content of words as a feature for estimating 
word semantic similarity. We build upon a network-based framework of DSMs that has been 
successfully applied to the task of word similarity achieving state-of-the-art results [Iosif and 
Potamianos, 2013]. The key machinery of network-DSMs is a two-tier system. The first layer 
constitutes a local representation scheme for encoding the semantics of target words via the 
computation of semantic neighborhoods. The neighborhood representation enables the definition 
of various metrics of semantic similarity in the second layer. Here, motivated by work on affective 
priming [Ferre and Sanchez-Casas, 2014], we investigate the creation of neighborhoods in the first 
layer of network-based DSMs using affective similarity.   To the best of our knowledge this is the 
first computational model investigating the role of affect in semantics. 
 
Semantic and Affective Networks 
 
Here, we summarize the main ideas of DSMs that were proposed in [Iosif and Potamianos, 2013] 
for building semantic networks, which are extended here for the creation of affective networks. 
Network Creation. Regardless of the network type (i.e., semantic or affective), the network is 
defined as an undirected (under a symmetric similarity metric) graph F=(V,E) whose the set of 
vertices V are all words in a lexicon L, and the set of edges E contains the links between the 
vertices. The links (edges) between words in the network are determined and weighted according 
to the pairwise (semantic or affective) similarity of the vertices. For each word (target word) that 
is included in the lexicon, wi ∈ L, we consider a sub-graph of F, Fi=(Ni,Ei), where the set of 
vertices Ni includes in total n members of L, which are linked with wi via edges Ei. 
Semantic Neighborhoods. The Fi sub-graph is referred to as the semantic neighborhood of wi. 
The members of Ni (neighbors of wi) are selected according to a semantic similarity metric (in this 
work, D or QH with respect to wi, i.e., the n most similar words to wi are selected. 
Affective Neighborhoods. The Fi sub-graph may also denote the affective neighborhood of wi. 
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The members of Ni (neighbors of wi) are selected according to an affective similarity metric with 
respect to wi, i.e., the n most similar words to wi are selected. 
 
Next, we present two semantic similarity metrics that utilize the notion of semantic/affective 
neighborhood. 
 
Maximum Similarity of Neighborhoods (Mn). This metric is based on the hypothesis that the 
similarity of two words, wx and wy, can be estimated by the maximum similarity of their respective 
sets of neighbors, defined as follows: 
 

, ,           (5) 
where 

∈ , , ∈ ,  

 
αxy (or αyx) denotes the maximum similarity between wx (or wy ) and the neighbors of wy (or wx) 
that is computed according to a similarity metric S (e.g., co-occurrence-based or context-based). 
Nx and Ny are the set of neighbors for wx and wy, respectively. The definition of Mn is motivated by 
the maximum sense similarity, i.e., the semantic similarity between two words can be estimated as 
the similarity of their two closest senses. Here the underlying assumption is that the most salient 
information in the neighbors of a word are semantic features denoting senses of this word. 
 
Correlation of Neighborhood Similarities (Rn). The similarity between wx and wy is defined as 
follows: 
 

, ,           (6) 
where 

, , ,  
and 

	 , , , , . . . , , , and , , . . . ,  
 
Note that  , , and  are defined similarly as . The ρ function stands for the Pearson’s 
correlation coefficient, Nx is the set of neighbors of word wx , and S is a similarity metric (e.g., co-
occurrence-based or context-based). Here, we aim to exploit the entire semantic neighborhoods 
for the computation of semantic similarity, as opposed to Mn where a single neighbor is utilized. 
The motivation behind this metric is attributional similarity, i.e., we assume that semantic 
neighborhoods encode attributes (or features) of a word. Neighborhood correlation similarity in 
essence compares the distribution of semantic similarities of the two words on their semantic 
neighborhoods. The ρ function incorporates the covariation of the similarities of wx and wy with 
respect to the members of their semantic neighborhoods. The underlying assumption is that two 
semantically similar words are expected to have co-varying similarities with respect to their 
neighbors. 
 
Experiments and Evaluation Results 
 
Networks. A lexicon consisting of 8752 (single-word) English nouns was taken from the 
SemCor3 corpus. For the extraction of the textual features a web harvested corpus was created as 
follows. For each lexicon entry an individual query was formulated and the 1,000 top ranked 
results (document snippets) were retrieved using the Yahoo! search engine and aggregated. The 
affective ratings (valence, arousal, dominance) for these nouns were computed using as seeds the 
manually annotated ANEW lexicon [Bradley and Lang, 1999] (600 seeds were used) and 
estimating the λ weights of (4) according to [Malandrakis et. al., 2013]. Regarding S(.) used in (4), 
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the context-based (CT) similarity metric exploiting text features was applied. The network 
creation consisted of two main steps: 1) computation of semantic and affective neighborhoods, 2) 
computation of similarity scores using Mn and Rn defined by (5) and (6), respectively. For the case 
of semantic neighborhoods two types of similarity metrics (in conjunction with the respective 
textual features) were applied: co-occurrence-based (CC), and context-based (CT) with H=1. 
Evaluation. The task of noun semantic similarity computation was used for evaluation purposes 
with respect to the following datasets (i) MC [Miller and Charles, 1998], (ii) RG [Rubenstein and 
Goodenough, 1965], and (iii) WS353 [Finkelstein et al., 2002] including those pairs that were 
included in the network. The Pearson's correlation coefficient against human ratings was used as 
evaluation metric. 
 

 
Neighbor 
Selection 

 
Similarity 

Computation 

 
Network 
Metric 

 
 
Dataset 

 
Number of neighbors 

 
10 

 
30 

 
50 

 
100 

 
150 

Lexical (CC) Lexical (CT) Mn MC 0.48  0.80 0.83 0.91  0.90 

Lexical (CT) Lexical (CC) Rn MC 0.83 0.78 0.80 0.78 0.76 

Affective Lexical (CC) Rn MC 0.85 0.91 0.88 0.85 0.83 

Lexical (CC) Lexical (CT) Mn RG 0.57 0.74 0.78  0.86 0.82 

Lexical (CT) Lexical (CC) Rn RG 0.65 0.71 0.72 0.72 0.72 

Affective Lexical (CC) Rn RG 0.78 0.80 0.79 0.77 0.74 

Lexical (CC) Lexical (CT) Mn WS353 0.42 0.55 0.59 0.64 0.65 

Lexical (CT) Lexical (CC) Rn WS353 0.63 0.58 0.59  0.56  0.55 

Affective Lexical (CC) Rn WS353 0.63 0.68 0.68 0.65 0.63 

Table 8. Performance (Pearson’s correlation) for various combinations of textual and affective 
features using 10, 30, 50, 100 and 150 neighbors. 

 
The performance for various neighborhood sizes is presented in Table 8 for two approaches 
regarding the computation of neighborhoods (lexical and affective) followed by the neighborhood-
based similarity estimation. Once the neighborhoods are computed, the network metrics Mn and Rn 
are employed for the similarity computation based on lexical features. Overall, there are two basic 
settings: Lexical+Lexical and Affective+Lexical. The core novelty of this work is on the 
exploitation of affective features for the activation model, i.e., the Affective+Lexical approach. 
For the sake of completeness, the results when using textual features only (Lexical+Lexical) are 
presented for the respective best performing metrics and feature types (according to [Iosif and 
Potamianos, 2013]): CC/CT for Mn and CT/CC for Rn. Regarding the Affective+Lexical approach, 
the performance is reported only for Rn that was found to outperform the (omitted) Mn metric. It is 
notable that the Affective+Lexical combination performs very well being competitive against the 
best Lexical+Lexical approach, as well as other state-of-the-art approaches [Agirre et al., 2009]. 
Specifically, the Affective+Lexical combination achieves higher (0.68 vs. 0.65) and equal (0.91) 
correlation scores -compared to the Lexical+Lexical combination- for the WS353 and MC 
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datasets, respectively. The Affective+Lexical combination consistently achieves higher (or equal) 
performance compared to both Lexical+Lexical combinations when few (10-50) neighbors are 
used. 
 
3.1.3 Valence of News Headlines 
 
Here, we investigated the classification of English news headlines into “negative” and “positive”. 
We experimented with the dataset used in SemEval 2007 – Task 14 “Affective Text” [Strapparava 
and Mihalcea, 2007]. Two types of features were used: (i) lexico-syntactic, and (ii) word valence 
ratings. The employed lexico-syntactic features capture shallow linguistic information that was 
used for several tasks ranging from authorship attribution [Stamatatos, 2009] to personality 
recognition [Celli, 2012]. The following features were extracted: 1) count of “.” “,” “;”, 2) count 
of “!”, 3) count of “?”, 4) count of tokens, 5) count of negative particles, 6) count of numbers, 7) 
count of tokens longer than six letters, 8) count of 1st person singular pronouns, 9) count of 1st 
person plural pronouns, 10) count of 2nd person singular pronouns, 12) count of 1st pers. (sing. & 
plur.) pronouns, 13) count of nouns, 14) count of verbs, 15) count of adjectives, 16) count of 
adverbs, 17) count of prepositions, 18) count of pronouns. The aforementioned counts were 
normalized by the length of the respective headlines. 
 
Regarding valence, a score was estimated using (4) for each token of the headlines. For each 
headline, a feature vector was built including basic valence statistics: mean, variance, min and 
max values. The training and test data provided by the organizers of SemEval 2007-Task 14 were 
used. We experimented with several classifiers including: Naive Bayes, Naive Bayes Trees, 
Support Vector Machines (SVM), and Random Forests. The classification accuracy was used as 
evaluation metric. 
 

Classification Accuracy Features 

52.6 %Baseline 

Naïve 
Bayes

Naïve Bayes 
Trees 

SVMRandom 
Forest

 

72.770.3 69.669.7Valence 

53.753.3 54.453.4Lexico-syntactic 

69.870.3 69.168.6Valence & 
lexico-syntactic 

Table 9. Accuracy for the “positive” vs.” negative” classification of news headlines. 
 
The results are presented in Table 9 along with the baseline yielded by a classifier that assigns 
each test sample to the most populous class. We observe that the use of valence-based features 
outperforms the baseline for all classifiers and appears to be superior to the lexico-syntactic ones. 
The latter are shown to obtain poor performance, only slightly higher than the baseline.  
 
3.1.4 Valence of English Movie Subtitles 
 
In [Malandrakis et. al., 2011], audio-visual features were extracted from movie clips in order to 
predict continuous scores of valence and arousal achieving good performance. Motivated by this 
work, we investigated only the text modality focusing on valence, i.e., the valence of subtitles was 
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estimated. For each subtitle a score was computed by fusing the valence of its constituent words as 
 

1/ ∑           (7) 
 

where U(s )stands for the valence of  subtitles, K is the number of words in s,  is the i-th word 
of s, and ) is the valence of  estimated according to (4) using the context-based similarity 
metric with H=1 defined by (3). 
 
Two settings were used for evaluation purposes. First, a subtitle was categorized as positive or 
negative based on the score estimated by (7): subtitles with negative and zero scores were 
characterized as “negative”, while subtitles with positive scores were characterized as “positive”. 
The classification accuracy was used as evaluation metric.  Second, the Pearson correlation 
coefficient was computed between the estimated valence scores and the groundtruth (i.e., the 
valence ratings rating provided by the annotators). The creation of the groundtruth was performed 
via crowdsourcing as described in Section 2.1.10. A bias is added to the scores computed by (7); it 
is estimated through the training of a regression model.  The leave-one-movie-out scheme was 
implemented for training, i.e., the subtitles of 11 movies were used for training, while the testing 
was conducted over the subtitles of one movie.    
 

 
Figure 19. Performance (classification accuracy and correlation) for subtitles valence. 

 
The average (computed over the 12 movies) classification accuracy and correlation scores are 
shown in Figure 19 for several different numbers of seeds. The baseline classification accuracy 
equals to 52.7% and it is yielded by assigning the test samples to the most populous class. 
Regarding the classification task, we observe that the fusion of (7) achieves higher accuracy (64% 
approx.) compared to the baseline, which is shown to be robust as the number of seeds increases. 
A moderate correlation (0.44) is obtained for at least 100 seeds, which drops slightly for higher 
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numbers of seed words. The translation of subtitles to Portuguese is described in Section 4.3.  

3.2 Emotion Recognition from Speech 

The goal of automatic emotion recognition from speech is to recognize the speaker's emotional 
state from his voice. In order to employ a robust emotion detector, features from the speaker's 
speech signal able of describing the emotional content but independent of the speaker or the 
lexical content, have to be extracted. Previous studies in this field have used thousands of 
paralinguistic features, mostly classified in three categories, namely prosodic, short-term spectral 
and voice quality [Ververidis et al., 2004]. As more studies are based on acted speech, where 
linguistic content and the produced emotions are simulated and controlled, prosodic features are 
the most widely used. Spectral features, especially MFCCs, were found to improve performance 
on many speech processing tasks, including emotion recognition. However, randomly localized 
frequency perturbations have been found to influence spectral features. Hence, the amplitude and 
frequency modulation model (AM-FM) has been introduced in many tasks [Alam et al., 2013; 
Zhou et al., 2001], as it significantly affects speech recognition and perception. Features based on 
either part of the modulation model (AM or FM) are capable of providing acoustic information not 
captured by the linear-filter model. Compared to the MFCCs, AM-FM features model the 
structure of speech better due to the signal’s decomposition. Recently, research has been further 
applied to spoken dialogue system applications, where speech is natural. In such studies additional 
features have been introduced describing speaker and dialogue characteristics, i.e., speaker 
gender, dialogue duration and the existence of speech overlap [Galanis et. al., 2013; Lee and 
Narayanan, 2005]. Another critical task in many fields of speech processing (including emotion 
recognition) is the determination of the presence of speech periods in a signal, known as Voice 
Activity Detection (VAD). The goal of such algorithms is to correctly identify the voiced parts 
and exclude pauses and the corresponding noise. To develop a VAD scheme that is robust against 
various kinds of noise, combination of multiple features has been introduced [Li, 2014; Wu et al., 
2009]. Considering the existence of short-term information in the speech signal many studies have 
been focused in energy- and wavelet-based features, negentropy and zero-crossing rate. However, 
findings mainly in environments with stationary noise have shown that long-term features can 
perform well and can capture information that short-term features lack [Wu et al., 2009; Tan et. 
al., 2010].  

Motivated by the findings of the research community on the speech affect field, we investigate the 
speaker's emotional state by extracting and analyzing emotional descriptors. We aim to identify 
the best performing features and investigate the fusion of different feature types. Hence, we 
employed various widely-used features including prosody, short-term spectrum and voice quality, 
which are summarized in Table 10. In addition, a variety of functionals was applied, e.g., 
extremes, means, peaks, segments, crossings, percentiles, etc., in order to map speech contours 
into feature vectors. We have also experimented with Frequency Modulation Percentages (FMPs), 
which are based on the AM-FM modulation model. 
 

FeaturesType 

Pitch, energy, duration, zero crossing-rateProsodic 

MFCC, spectral centroid, formantShort-term spectral 

Jitter, Shimmer, HNR, NHRVoice quality 

Table 10. Types of used speech features. 
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AM-FM Modulation Model. The AM-FM modulation model suggests that the speech signal can 
be represented as a sum of resonance signals 

∑  (8) 

where is N is the number of formants. By decomposing each formant into amplitude envelope and 
instantaneous frequency signals, the AM-FM modulation model can describe non-linear 
phenomena. That representation of the resonance signal is  

cos   (9) 

and  

2  (10) 

where  is the formant frequency,  is the time-varying amplitude signal, ∈ 1,1  is the 

frequency modulation signal,  is the instantaneous frequency and 

 is the maximum deviation of the instantaneous frequency 0 f f .  

By applying the Energy Separation Algorithm (ESA) to an AM-FM signal, the instantaneous 
frequency and amplitude can be approximately estimated. The Teager Energy Operator (TEO) for 
a continuous signal and the corresponding instantaneous frequency and amplitude are: 

 (11) 

 (12) 

  (13) 

 
Usually the filters used in combination with TEO are Gabor filters. This process, called “Gabor 
ESA” is faster than simple ESA and provides smoother instantaneous frequency times. 
 
Frequency Modulation Percentages (FMPs). FMPs can partially capture the fluctuation of 
frequencies during a single pitch period. They are defined as [Dimitriadis et al., 2005]: 
 

          (14) 

where 

          (15) 

          (16) 

 
1, . . .  is the formant index and  is the time window length. and  are called the weighted 

mean frequency value and mean bandwidth of the formant . So, before calculating the for 
all , we need to calculate the  and for all . And to do so, we need and  for all . 
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Experiments and Evaluation Results. The openSMILE toolkit was used. A set of 5757 features 
of 32 well-established low-level descriptors was extracted. This open source toolkit has been 
extensively used in the Interspeech Paralinguistic Challenges and proved to be suitable for a first 
approach in detecting emotions. Additionally a second set of features was created based on FMPs 
including 42 features. The aforementioned features were used for the emotion classification using 
the following datasets: Berlin, Lost Baggage, and LEGO. The basic characteristics for each 
dataset are presented in Table 11. 
 

Language# audio files CategoriesDatabase  

German535happiness, neutral, anger, sadness, 
fear, boredom,  disgust

Berlin  

English1366non-negative, negativeLost Baggage  

English4832friendly, neutral, slightly angry, 
angry, very angry

LEGO  

Table 11. Datasets used for speech emotion classification. 
 
In order to reduce the dimensions of the openSMILE feature set, a forward selection algorithm 
was used (without fixed number for the selected features). The number of selected features for the 
Berlin, Lost Baggage and LEGO datasets was 202, 161, and 301, respectively. 
 
In order to fuse the two types of features, we have concatenated the set of features extracted from 
the openSMILE with the FMPs (FSall feature set), and then the forward selection algorithm was 
applied. This resulted into 205, 160, and 306 features for the Berlin, Call Center and LEGO 
datasets, respectively. As a second fusion scheme, we have concatenated the openSMILE feature 
set after the feature selection with the FMPs (FSof feature set). The resulting number of features in 
this case was 244, 203, and 343 for the Berlin, Lost Baggage, and LEGO datasets, respectively. 
 
Support Vector Machines were used and the leave-one-out technique was adopted. During each 
iteration, the data corresponding to one speaker was used for testing, while the data of the rest of 
the speakers was used for training. The total number of speakers is 10, 284, and 302 for the Berlin, 
Lost Baggage and LEGO datasets, respectively. Weighted precision (wP) was used as evaluation 
metric, defined as follows: 
 

	 	
∑

∑
, 	 	           (17) 

 
where pri is the precision and tpi and fpi denote true-positive and false-positive samples for class . 
	is the number of classes(i.e., emotion categories) and  denotes the true positive samples per 

class.  
 
The classification performance is presented in Table 12 in terms of average weighted precision. 
The baseline performance, yielded by classifying the test data to the most populous class, is also 
included in the same table 
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FSof FSall FMPs openSMILE: 
feature selection openSMILE Baseline Dataset 

85.8%85.5
% 

65.5%84.6%83.9%56.5% Lost Baggage 

81.9%80.6
% 

60.8%80.5%83.4%46.8% LEGO 

83.9%84.9
% 

34.3%83.7%81.4%34.2% Berlin 

Table 12. Average weighted precision for speech emotion classification. 
 
As shown from the results, both feature types (openSMILE features and FMPs) exceed the 
baseline performance for all three datasets. The openSMILE-based features appear to yield higher 
precision compared to FMPs. In addition, their performance is comparable across the datasets 
suggesting domain independence. The same observation holds for the case of FMPs for two out of 
three datasets. The selection of openSMILE features seems to lead to slight improvements in 
performance for the cases of Lost Baggage and Berlin datasets. The two fusion schemes (FSall 
and FSof) are shown to achieve the highest performance for the Lost Baggage and Berlin datasets. 
 
Regarding VAD we conducted a set of preliminary experiments, although the related results were 
not reported above. We experimented with either dynamic or static thresholding in energy-based 
features, obtaining fair results. Currently, we continue to investigate several features, focusing on 
spectral and probabilistic information, while we also explore the employment of supervised 
learning. For the latter approach, we annotated a set of audio samples used for training a model for 
speech vs. non-speech frame-level classification. 
 
A set of additional experiments using the Let’s Go dataset was conducted.  In particular, two sets 
of experiments were performed, binary and multiclass classification. In the binary setting, the 
neutral and friendly examples were grouped together in one class (totaling 3309 utterances), and 
the three levels of angry were grouped in another one (totaling 934 utterances). We also 
experimented with balancing the classes using the spread-subsample technique. Furthermore, we 
experimented with two sets of features: a set of 6334 features, extracted with openSMILE, and a 
set of 53 knowledge-based features (KB-F), available with the corpus. The results are shown in 
Table 13 in terms of average classification accuracy for 10-fold cross validation using an SVM 
classifier. The baseline corresponds to the performance of the classifier just selecting the most 
frequent class.  
 

KB-FopenSMILEBaseline 

82.75%85.18%77.99%Binary unbalanced 

76.87%78.16%49.79%Binary balanced 

79.31%81.95%77.89%Multiclass unbalanced 

Table 13. Average classification accuracy for the Let’s Go dataset (affective speech). 
 
We observe that both the openSMILE-based and KB-F features set exceed the respective 
baselines. In addition, the openSMILE features appear to yield higher performance compared to 
the KB-F features for all three settings. The results of the multiclass unbalanced data are slightly 
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better (1%) than the ones reported in [Sidorov et al., 2014] (80.84%), based exclusively on the 
openSMILE feature extraction. The results of Table 13 for the case of multiclass setting using the 
openSMILE features are comparable with the respective results presented in Table 12. The 
differences can be attributed to the different evaluation scheme, i.e., leave-one-speaker-out vs. 10-
fold cross validation. 
 

3.3 Gender and Age Detection 

State-of-the-art results for emotion recognition (e.g., [Grimm et al., 2007; Segbroeck et al., 2014]) 
suggest that age, gender, idiosyncratic properties of a speaker, and distinct sets of acoustic-
prosodic cues (pitch, energy, duration, and voice quality features) all contribute, to some extent, 
for the detection of emotions - the impact of each detector obviously depends on the specific 
domain. We follow this research line, building upon previous work on several paralinguistic 
detectors [Meinedo and Trancoso, 2010; Abad et al., 2012; Pellegrini et al., 2014], and evaluating 
their impact on emotion detection. 
 
Our first experiments with gender classification were done in the framework of our broadcast 
news (BN) automatic captioning system, with the goal of reducing the load on subsequent 
clustering, providing more flexibility in clustering settings (for example female speakers may have 
different optimal parameter settings to male speakers), and supplying more side information about 
the speakers in the final output. The initial classification of male vs. female was later modified to 
include a third class - child - with the original goal of automatically detecting child pornography 
on the web (European project I-DASH). Currently, the age/gender detection modules are 
integrated in SPA (SPeech Analytics), a web service that also integrates a number of speech 
processing modules, and that can be accessed via the following link: https://spa.l2f.inesc-id.pt. 
 
Although we have achieved top results in related paralinguistic challenges with methods based on 
fusion of several sub-systems trained with short and long term acoustic and prosodic features, and 
different classification paradigms (GMM-UBM, MLP and SVM), the age/gender modules 
integrated in the SPA platform were optimized for BN captioning with very low latency. The 
gender module is based on an MLP with 9 input context frames of 26 coefficients (12th order PLP 
coefficients plus deltas), two hidden layers with 250 sigmoidal units each and the appropriate 
number of softmax output units (one per target class) which can be viewed as giving a 
probabilistic estimate of the input frame belonging to each class. The age module uses the 2013 
Computational Paralinguistic feature set [Schuller et al, 2013], which includes energy, spectral, 
cepstral (MFCC) and voicing related low-level descriptors (LLDs) as well as a few LLDs 
including logarithmic harmonic-to-noise ratio (HNR), spectral harmonicity, and psychoacoustic 
spectral sharpness. Altogether, the feature set contains 6373 features. Support Vector Machines 
(SVM) with linear kernel are used to model each age class (child, adult and senior) following a 1-
vs-all strategy.  
 
SPA (SPeech Analytics). SPA provides services for: i) audio segmentation [Meinedo, 2008] that 
separates audio into two streams according to the segmentation and classification provided by a 
speech/non-speech module based on a classifier followed by a finite-state machine. In a pre-
processing step, an automatic gain control module is used to normalize the gain of the input audio. 
After the speech/non-speech segmentation component, all segments are processed by two separate 
classifiers: background conditions (clean, noise or music) and channel (telephone or broadband). 
Moreover, speech segments are also classified in terms of speaker age and gender. Then, a gender-
dependent on-the-fly speaker clustering stage is applied. These components are mostly model-
based, making extensive use of feed-forward fully connected Multi-Layer Perceptrons trained 
with back-propagation and SVMs; ii) audio language identification identifies the 12 most spoken 
languages across the European Union, using SVMs for the phonotactic system and an I-vector 
based acoustic sub-system [Abad, 2012]; iii) an audio event module that recognizes 54 sound 
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concepts, using a combination of MFCC, ZCR and MPEG features to feed SVM classifiers; iv) 
audio transcriptions, an engine that uses a hybrid approach combining the temporal modeling 
capabilities of Hidden Markov Models with the pattern discriminative classification capabilities of 
Multi-Layer Perceptrons [Meinedo, 2008], and currently works with English, Spanish and 
Portuguese, which correspond to our most stable models.   
 

 
Figure 20. Age/gender detection system: web-based interface. 

 
A screenshot of the system is shown in Figure 20, including a number of processing options. The 
web interface accepts both audio and video and allows online edits on the resulting transcription. 
The transcript output can currently be downloaded in different formats, namely: txt, srt, stm, ctm, 
lab, arff, and XML. The XML format merges most of the information coming from the several 
modules, including segmentation, gender and age information. Figure 21 shows an excerpt of an 
XML, where age and gender information are marked as bold. 
 

 
Figure 21. Age/gender detection system:XML-based output. 

 

 
The SPA is commonly used through a web browser in order to perform simple tasks, such as 
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analyzing a file. However, when batch processing is needed it can also be used as a web service 
through applications, such as CURL - a command line interface for transferring data from and to a 
given URL.  The system is internally available for the SpeDial partners. However, a number of 
ongoing tasks are currently being performed in order to adapt the web services to the project 
specific needs, which include processing telephone speech. The age and gender models were 
trained for full bandwidth, and thus cannot be directly applied to telephone speech without severe 
performance degradation. In order to achieve an acceptable performance for such data, both 
modules are being retrained with telephone speech. Since the available telephone speech data 
includes very few speakers below 18 and above 65 years, the training data was complemented 
with simulated telephone speech coming from existing audio databases with speakers from these 
two age classes. We are also doing parallel experiments using deep neural networks with the 
purpose of improving the current performance.  
 
4 Call-Flow, Discourse and Multilingual Analytics 
 
In this section, the call-flow and discourse analysis is presented with focus on the detection of 
dialogue hot-spots (Section 4.1) and user intended speech acts (Section 4.2). The multilingual 
aspects of the used features and algorithms are discussed in Section 4.3.   

4.1 Dialogue Hot-spot Detection 

Miscommunications are common elements of human-human conversations. Miscommunication 
occurs when a listener fails to recognize what the speaker said (which may be due to noise in the 
surroundings or words/terms incomprehensible to the listener) or when a conversational partner 
misunderstands the other. Given this, it is should not surprise us to see miscommunications in 
human-machine conversations. However, while human conversational partners continuously work 
on detection and resolution of miscommunications during a conversation, state-of-the art dialogue 
systems lack such skills. The task of endowing dialogue systems with human like ability in 
detection, resolution and even prevention of miscommunications has fascinated researchers in the 
dialogue system community for a long time. 
 
Much of the motivation behind the works presented in the literature is to build adaptive dialogue 
systems: systems that can dynamically adapt the dialogue strategy during an interaction. 
Awareness about errors in dialogues, however, has relevance not only for online adaptation of 
dialogue strategy, but also for dialogue system designers. Access to information about in which 
states dialogue fails or runs into trouble could enable systems designers to make better design 
choices and improve the systems. Unfortunately, this type of error analysis is typically done 
manually, which is both time and labor intensive. Automation of this task has high relevance for 
dialogue system developers. The work presented in this report aims at developing methods for 
offline detection of errors in dialogue system interactions through automatic analysis of system 
logs. The end goal is to provide a toolkit to help dialogue system designers identify problematic 
turns in the interaction, and possibly identify causes for them. For example, issues related to 
coverage of automatic speech recognition (ASR), spoken language understanding (SLU) or 
dialogue strategy could be identified. In the long term we also aim at identifying whether errors 
are related to specific user types, and what the users expect from the system. 
 
4.1.1 Background 
 
Approaches for detection of errors in human-machine interaction can be broadly classified in two 
categories, early error detection and late error detection [Skantze, 2007]. Early error detection 
means that the system makes an assessment of its current hypothesis of what the user just said. 
The most obvious input for such an assessment is to use the confidence scores from ASR and SLU 
modules. A related term used for early error detection is confidence annotation which combines 
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information from various sources (ASR, SLU, dialogue context, history, prosody, etc.) to achieve 
a better awareness about potential errors. In contrast, late error detection aims at finding out 
whether the system has made mistakes in grounding or made false assumptions about user’s 
intentions in previous turns. As an illustration consider the following interaction snippet from the 
Cambridge Restaurant recommendation system: 
 

Turn Nr. SpeakerUtterance

1 SysHow may I help you?

2 UserI am looking for an Italian restaurant in downtown 
area. 

3 SysYoYo Noodles is a great restaurant in downtown 
area. 

4 UserI am looking for an Italian restaurant!

 
From the system utterance in turn 3, it is evident that the system has failed to recognize user 
intention to find an Italian restaurant (in turn 2). However, the system doesn’t have any awareness 
about it and responds with a recommendation for a noodle place. The user realizes that the system 
has misunderstood her and brings this to system’s attention in turn 4. If the system would have 
detected the error (that the word “Italian” was not understood) already after turn 2 (i.e., early error 
detection), it could for example have asked the user to repeat the type of restaurant. In the absence 
of this awareness, the system continued with the recommendation in turn 3, which turns out to be 
not what the user is looking for (as indicated in turn 4 by the user). The user gives clear 
indications that some misunderstanding has occurred. This could then be detected by the system, 
which would be an example of late error detection. To do this, the system could for example try to 
detect that the user is repeating parts of the previous utterance, or does not provide any new 
information. Due to sheer amount of text in this deliverable, we avoid presenting a thorough detail 
on relevant works and instead we provide a tabular summary of relevant references below: 
 

Feature category 
explored Goal of study Reference 

Early error detection 

Acoustic Prosodic, ASRIdentify characteristics of correctly 
recognized vs. misrecognized speaker 
turns 

[Hirschberg et al., 1999] 

Low-level acoustic features 
and higher-level dialogue 
features  

Labeling dialogue as Good or Bad 
based on poor ASR performance 

[Litman et al., 1999] 

Acoustic, ASR, NLU, DM, 
hand-labeled features  

Labeling dialogue as Successful or 
Problematic

[Walker et al., 2000] 

ASR, SLU, DM User utterance-level confidence 
annotation

[Bohus and Rudnicky, 
2002] 

ASR, SLU, Dialogue 
Manager 

Predicting interaction quality
 

[Schmitt et al., 2012] 

-NA-Improving dialogue design choices
 

[Suendermann et al., 
2010] 

Late error detection 

Manually transcribed high 
level discourse features.

Labelling system turns as Problematic 
or Non-Problematic

[Krahmer et al., 2001] 

Manually transcribed high Labelling system turns as Problematic [Bosch et al., 2001] 
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level discourse features.or Non-Problematic
Prosodic, ASR, System-
level, Dialogue position 
and history 

Predicting corrections in spoken 
dialogue system 

[Litman et al., 2006] 

Early + Late error detection 

ASR, SLU, DM Error Handling in spoken dialogue 
systems

[Skantze, 2007] 

Table 14. Dialogue hot-spot detection: summary of various approaches. 
 
Among the literature presented above, the approach presented in [Schmitt et al., 2012] differs 
from the others in the sense that the authors predict the interaction quality of the dialogue at the 
turn level (in a ordinal scale of 0-5). They did it since the consecutive degradation of this score 
could possibly indicate that the dialogue strategy should be adapted or even be transferred to a 
human operator. Similarly in [Suendermann et al., 2010] the approach is to empower the system 
with ability to evaluate different dialogue strategy decisions at any point in dialogue. 
 
One major difference from many previous studies is that we are here focusing on offline error 
detection. We will investigate what we can learn from the works already presented on online error 
detection. However, since the task is to be carried out offline, the methods have access to 
complete dialogue, i.e. not only can we use the dialogue history but also the following dialogue 
turns to identify problematic states. Thus we will be combining approaches for both early error 
detection as well as late error detection. Here, we will use the term hot-spot to refer to problematic 
turns in the dialogue i.e., turns where the system does not give an appropriate reply to the user’s 
utterance. The reason for such problems could be limited models in the ASR (acoustic or language 
model), limited SLU models, badly designed dialogue management, or prompts which are hard for 
the user to understand. At this stage, we will not try to identify the source of the problem, but only 
identify that the system’s reply is not fully appropriate and therefore risks reducing the user’s 
satisfaction. Given a large set of call logs annotated for hot-spots, this information could then be 
used by the dialogue designer to identify the most important sources of problems in the system 
(for example in certain dialogue states). 
 
4.1.2 Method  
 
Given a dialogue corpus with hot-spot annotations, i.e., system turns annotated with labels 
PROBLEMATIC and NON-PROBLEMATIC, we aim to train models for automatic identification of hot-
spot. Towards this we have explored various features and have experimented with them on three 
different datasets: Let’s Go, Cambridge and SweCC. In this section, we formulate the task as a 
classification problem, describe the features that we have explored, the extraction schemes, the 
various machine learning methods we have tried, and the resulting performance on the three 
datasets. A planned outcome of this work is to make the features and hot-spot labels learned by 
various methods for visualization in tools such as NuEcho’s Atelier. 
 
Problem definition. In our approach we want to combine the approaches used for early and late 
error detection. To investigate how features from the two approaches contribute to the task at 
hand, we extract features from early turns and late turns in a dialogue. For illustration, consider 
the following dialogue sketch: 
  

(1) Sys: <system_turn> 
(2) Usr: <user_turn> 
(3) Sys: <system_turn>             
(4) Usr: <user_turn> 
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Goal. We are interested in detecting whether a system turn was problematic. More specifically, 
we want to classify system turn (3) as PROBLEMATIC or NON-PROBLEMATIC in the context of this 
sub-dialogue. The reason we are interested in turn (3) is that if the system had some problem in 
assessing user turn number (2) it would be reflected in the system-turn (3). If the system had no 
awareness about the errors in turn (2), it is likely that system-turn (3) is inappropriate and that 
might be rendered evident in user-turn (4) when the user informs the system about a possible mis-
understanding. Thus to classify system-turn (3) we will be using the dialogue history until and 
including turn number (2) and will refer to these turns as early-turns. In addition to this we will 
use the subsequent dialogue turns namely system-turn (3) and user-turn (4) and will refer to these 
turns as late-turns. When we refer to problems in user turns, we refer both to system limitations 
and non-cooperative user behavior. We are also interested in analyzing the contribution of manual 
efforts for hot-spot detection, e.g., manual transcriptions of user turns. In combination with the 
early and late distinction of regions of feature extraction we have the following feature categories 
for comparison: 
  
Early: feature extracted automatically from turns 1 and 2. 
Late: feature extracted automatically from turns 3 and 4. 
Manual: feature extracted from manual annotation from turns 1, 2, 3 and 4. 
 
4.1.3 Feature Description 
 
Besides the distinction of the context of dialogue (early and late) that we will use for hot-spot 
detection, the source or provider of actual feature is another level of distinction that we can make 
for investigation purpose. As in the existing works, we have explored features generated within 
the system modules such as the dialogue manager, SLU and ASR. In addition to these we have 
identified two other feature sets based on our observations in the corpora. For example, repetitions 
(with paraphrasing) in user utterances is a common indicator of hot-spots in a dialogue. One way 
to measure repetitions is to simply measure the distance (edit-distance, cosine angle) between 
ASR results for user turns. However, given that ASR is prone to errors, particularly due to 
hyperarticulation in repetitions, other distance measures such as phonetic and acoustic distance 
could be valuable cue in detecting repetitions.   We have used these different measures and will 
refer to them as distance features. Using the scheme for measuring phonetic distance for finding 
recurrent (out-of-vocabulary) OOV in ASR output in [Qin and Rudnicky, 2013] we have derived 
various phonetic distance measures between the outputs of the INESC-ID phonotactic recognizer 
[Abad et al., 2013]. Similarly, for the acoustic distance we have used the approach of [Lopes et al., 
2014] for finding most acoustically distinct words in spoken dialogue system’s vocabulary using 
the DTW-based method described in [Toda et al., 2007]. We have also explored simple distance 
measure such as cosine similarity between turns. 
 
In comparison to the works presented in literature (aimed at online adaptation) our work is based 
on offline analysis. Thus we have the advantage of having access to the whole dialogue for 
identification of hot-spot detection. We have created a feature called goal-related that aims to 
quantify how much current turn contributes to the final goal of the dialogue. The contribution to 
the goal of the dialogue was extracted automatically from system logs whenever possible and 
performing mapping between the content of each turn and the final goal. In the Let’s Go dataset, 
for instance, the dialogue goals were extracted simply by taking the content of the queries to the 
back-end of the system for every slot that has been filled with user answers. 
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4.1.4 Features Groups 
 
In this section, we provide a detailed list of different features and feature groups that we will 
evaluate in hot-spot detection. 
 
Early features 
 
Dialogue Management features: 

● Confidence score in turn 2 (confidence-score-2) 
● Number of dialogue turns until turn 2 (turn-num) 
● System act in turn 1 (system-act-1) 

 
Spoken Language Understanding features: 

● User act in turn 2 (user-act-2) 
● Semantic hypothesis from turn 2 (sem-hypothesis-2) 
● Number of repeated slots recognized in turn 2, compared to the previous exchange 

(repeated-slots-2) 
● If turn 2 is a no answer to a confirmation turn (mark-disconfirm-2) 
● Percentage of words covered by the parsing in turn 2 (uncov-word-ratio-2) 
● SLU confidence score for user turn 2 (sluCnf_user_turn_2) 
● Number of SLU hypothesis obtained for user turn 2 (sluNm_user_turn_2) 
● Number of SLU concepts (slot types) in turn 2 (slu_num_slots_2) 
● Number of slots with missing value in turn 2 (slu_missing_sval_turn_2) 
● Number of values with missing slots types in turn 2 (slu_missing_sltyp_turn_2) 

 
Automatic Speech Recognition features: 

● Grammar used by the ASR system in turn 2 (grammar-2) 
● ASR engine used in turn 2 [dtmf, male, female] (engine-name-2) 
● Absolute time when user stopped speaking in turn 2 (user-utterance-end-time) 
● Number of frames in the audio of turn 2 (frame-num-2)  
● If there is barge-in in turn 2 (barge-in-2) 
● ASR confidence score in turn 2 (asr_cnf_turn2) 
● Number of ASR hypothesis obtained fors turn 2 (asrHnm_cnf_turn2) 
● Percentage of words under ASR confidence threshold turn 2 (unconf-word-ratio-2) 
● Number of words in turn 2 (word-num-2) 
● Number of words in turn 2 if system action is explicit confirmation (word-num-in-

explicit-ans-2) 
● Speech delay in turn 2, difference between the moment the system stopped speaking in 

turn 1 and user started speaking in turn 2 (speech-delay-2) 
● Duration of turn 2 (speech-duration-2) 

 
Distance features: 
 

● Phonetic distance between current and last turn (phonetic-distance-prev-turn) 
● Average phonetic distance with all previous turns (phonetic-distance-all-prev-turns) 
● Phonetic distance between turn 2 and previous turn in the dialogue in the same dialogue 

state (phonetic-distance-previous-turn-same-action) 
● Average phonetic distance between turn 2 and all previous turns in the dialogue in the 

same dialogue state (phonetic-distance-average-previous-turn-same-action) 
● Minimum phonetic distance between turn 2 and all previous turns in the dialogue in the 

same dialogue state (phonetic-distance-minimum-previous-turn-same-action) 
● Acoustic distance between turn 2 and previous turn (acoustic-previous-turn) 
● Average acoustic distance between turn 2 and previous turns (acoustic-avg-previous-
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turns) 
● Acoustic distance between turn 2 and previous turn in the dialogue in the same dialogue 

state (acoustic-distance-previous-turn-same-action) 
● Average acoustic distance between turn 2 and all previous turns in the dialogue in the 

same dialogue state (acoustic-distance-average-previous-turn-same-action) 
● Minimum acoustic distance between turn 2 and all previous turns in the dialogue in the 

same dialogue state (acoustic-distance-minimum-previous-turn-same-action) 
● Cosine similarity between system turn 1 and any previous system turn (sys_coSim_turn1) 
● Cosine similarity between system turn 1 and any previous user turn 

(sysusr_coSim_turn12) 
● Cosine similarity between user turn 2 and any previous user turn (usr_coSim_turn2) 

 
Late features 
 
Dialogue Management features: 

● Confidence score in turn 4 (confidence-score-4) 
 
Spoken Language Understanding features: 

● User act in turn 4 (user-act-4) 
● System act in turn 3 (system-act-3) 
● Semantic hypothesis from turn 4 (sem-hypothesis-4) 
● Number of repeated slots recognized in turn 4, compared to turn 2 (repeated-slots-4) 
● If turn 4 is a no answer to a confirmation turn (mark-disconfirm-4) 
● Percentage of words covered by the parsing in turn 4 (uncov-word-ratio-4) 
● SLU confidence score for user turn 4 (sluCnf_user_turn_4) 
● Number of SLU hypothesis obtained for user turn 4 (sluNm_user_turn_4) 
● Number of SLU concepts (slot types) in turn 4 (slu_num_slots_4) 
● Number of slots with missing value in turn 4 (slu_missing_sval_turn_4) 
● Number of values with missing slots types in turn 4 (slu_missing_sltyp_turn_4) 

  
Automatic Speech Recognition features: 

● Grammar used by the ASR system in turn 4 (grammar-4) 
● ASR engine used in turn 4 [dtmf, male, female] (engine-name-4) 
● Number of frames in the audio of turn 4 (frame-num-4)  
● If there is barge-in in turn 4 (barge-in-4) 
● ASR confidence score in turn 4 (asr_cnf_turn4)  
● Number of ASR hypothesis obtained for turn 4 (asrHnm_cnf_turn4) 
● Percentage of words under ASR confidence threshold turn 4 (unconf-word-ratio-4) 
● Number of words in turn 4 (word-num-4) 
● Number of words in turn 4 if system action is explicit confirmation (word-num-in-

explicit-ans-4) 
● Speech delay in turn 4, difference between the moment the system stopped speaking in 

turn 3 and user started speaking in turn 4 (speech-delay-4) 
● Duration of turn 4 (speech-duration-4) 

 
Distance Features: 

● Average phonetic distance between turn 2 and all turns in the dialogue in the same 
dialogue state (phonetic-distance-average-all-turns-same-action) 

● Minimum phonetic distance between turn 2 and all turns in the dialogue in the same 
dialogue state (phonetic-distance-minimum-all-turns-same-action) 

● Average acoustic distance between turn 2 and all turns in the dialogue in the same 
dialogue state (acoustic-distance-average-all-turns-same-action) 

● Minimum acoustic distance between turn 2 and all turns in the dialogue in the same 
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dialogue state (acoustic-distance-minimum-all-turns-same-action) 
● Cosine similarity between system turn 3 and any previous system turn (sys_coSim_turn3) 
● Cosine similarity between system turn 3 and any user turn 2 (sysusr_coSim_turn32) 
● Cosine similarity between user turn 4 and any user turn 2 (usr_coSim_turn42) 

 
Goal-Related features: 

● Contribution to the dialogue goal in turn 2 (contribution-to-dialogue-goal-2) 
● Contribution to the dialogue goal in turn 4 (contribution-to-dialogue-goal-4) 
 

 Manual features 
 
This group of features includes features that were derived from transcription and manual 
annotation of the corpora.  
 
Transcription features  
 
Whenever manual transcriptions were available features created from transcriptions word error 
rates were added to the feature set. When it was possible to parse the transcription with an off-line 
version of the parser used in the on-line system, the percentage of correctly transferred concepts 
(that is the number of concepts that were both parsed in the ASR hypothesis and the transcription) 
and the semantic hypothesis from transcription were also added to the off-line manual features set. 
 
The complete list of transcription derived features is: 

● Word error rate in turn 2 (wer-2) 
● Word error rate in turn 4 (wer-4) 
● Correctly transferred concepts in turn 2 (ctc-2) 
● Correctly transferred concepts in turn 4 (ctc-4) 
● Semantic hypothesis from the transcription of turn 2 (sem-man-2) 
● Semantic hypothesis from the transcription of turn 4 (sem-man-4) 

 
Annotation features 
 
We also used annotations as features, for studying the effect of user’s characteristic on hot-spot 
detection (this helps us deciding whether an automatic classifier is needed for this characteristic). 
At exchange level we used four affective annotation types: anger, dissatisfaction, hyper-
articulation and marked. This last feature takes the value affected whenever any of the affective 
annotations were respectively irritated, dissatisfied or hyper-articulated, and normal otherwise. 
Another feature that came up with was the change in the user’s mood. This was computed using 
the marked speech label. If the label changes from normal to affected or otherwise, the feature 
takes the value 1. If the marked speech label remains the same from the previous exchange, the 
feature takes the value 0. If this label is not available in one of the turns evaluated, this feature will 
just have an empty value.  Age and gender were also added to the feature set when available. 
 
This is the list of annotation derived features: 

● Anger in turn 2 (anger-2) 
● Anger in turn 4 (anger-4) 
● Dissatisfaction in turn 2 (diss-2) 
● Dissatisfaction in turn 4 (diss-4) 
● Hyper-articulation in turn 2 (hyper-2) 
● Hyper-articulation in turn 4 (hyper-4) 
● Affected speech in turn 2 (affect-2) 
● Affected speech in turn 4 (affect-4) 
● Was there a change in the speech mood from previous turn to turn 2 (mood-chg-2) 



          
 

D2.1 Interim Report on IVR Analytics and Evaluation 
 
 
 Page 44 of 70 

● Was there a change in the speech mood from turn 2 to turn 4 (mood-chg-4) 
● Age (age) 
● Gender (gender) 
 

4.1.5 Algorithms Explored  
 
In a preliminary phase several types of classifiers were tried: SVM [Chang and Lin, 2011], 
REPTree and DecisionTable [Kohavi, 1995], and some other meta-classifiers such as Bagging 
[Breiman , 1996], END [Dong et al. , 2005] and LogitBoost [Friedman et al., 1998] normally 
combined with another tree or rule classifier all of them available in the Weka toolkit [Hall et al., 
2009], and the MALLET CRF classifier [McCallum, 2002]. We will however only report the 
results for SVM and JRip [Cohen, 1995]. The reason behind this choice was that in the 
preliminary experiments the performance of SVM was as good as other methods, including meta-
classifiers, and there are several implementations of them available nowadays. Radial Basis 
Function kernel was the one used in these experiments. The use of JRip can be explained by the 
fact that it was an algorithm widely used by many of the previous works done in error detection in 
SDSs. 
 
The procedure implemented involved two steps: convert the data from the SpeDialXML format 
into Weka [Hall et al., 2009] data format and then run a 10-fold cross-validation procedure with 
the whole dataset using different combination of features and different classifiers.  
 
4.1.6 Evaluation Metrics 
 
Since the distributions of our datasets are skewed as it was shown when describing the corpora, 
we adopted the Match Rate per Rating (or Unweighted Average Recall) to evaluate the different 
model performance as done in [Schmitt et al., 2012]. This measure is computed as follows: 

 

, ∑
∑ ,∈ |

∑ ∈ |
          (18) 

 
Where is K the number of classes, match is either 0 or 1 depending on whether the classifier’s 
hypothesis Hi for class r matches the reference label Ri. Besides MRR, results for accuracy will 
also be presented. 
 
While we have drawn a detailed list of features for hot-spot detection, not all features are available 
in all the corpora. Therefore, we present the results of each corpus separately, and list the features 
actually used in the experimentations. 
 
4.1.7 Results for Let’s Go Data 
 
The features used in the Let’s Go experiments are summarized in Table 15. 
 

Early Top user act turn 2, system act turn 1, phonetic distance w/ previous turn w/ 
same action, average phonetic distance w/ all previous turns w/ same action, 
minimum phonetic distance w/ all previous turns w/ same action, semantic 
hypothesis, confidence score, first user turn end time, ASR grammar, number of 
frames, barge in, number of repeated slots from previous turn, number of words, 
turn was a rejection of previous information provided, number of unconfident 
words in the ASR output, number of words in the ASR output not covered by the 
parser, number of words of turn if system act is explicit confirmation, ASR 
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engine used, speech delay, speech duration, acoustic distance w/ previous turn 
w/ same action, average acoustic distance w/ all previous turns w/ same action, 
minimum acoustic distance w/ all previous turns w/ same action,  turn number 
and turn number in turn 2. 

Late Top user act turn 4, system act turn 3, average phonetic distance w/ all turns w/ 
same action, minimum phonetic distance w/ all turns w/ same action, semantic 
hypothesis, confidence score, ASR grammar, number of frames, barge in, 
number of repeated slots from previous turn, number of words, turn was a 
rejection of previous information provided, number of unconfident words in the 
ASR output, number of words in the ASR output not covered by the parser, 
number of words of turn if system act is explicit confirmation, ASR engine used, 
speech delay, speech duration, average acoustic distance w/ all turns w/ same 
action, minimum acoustic distance w/ all turns w/ same action and contribution 
to goal of turn 4; contribution to the goal in turn 2. 

Agnostic Acoustic and phonetic distances, confidence score, number of words, if turn was 
a rejection after explicit confirmation, ratio of words under confidence threshold, 
ratio of words uncovered by the parsing, speech delay, turn number and 
contribution to goal. 

Manual Semantic hypothesis of the transcription, word error rate and percentage of 
correctly transferred concepts. 
 

Table 15. Dialogue hot-spot detection: features used for the Let’s Go dataset. 
 
The use of dialogue act type of features in the models, constrains their application to other corpora 
or even to a different version of the same system where the system employs a different dialogue 
strategy. Thus, we also report results on feature combinations using only numerical features or 
features that do not need string to vector mapping. We refer to this set as agnostic. Table 16 
presents the results we have obtained using SVM and JRip for the several feature set 
combinations. 
 

 SVM JRip 

Feature Set Accuracy MRR Accuracy MRR 

Baseline 0.625 0.5 0.625 0.5 

Early 0.8 0.772 0.804 0.778 

Early+Late (Act-features) 0.831 0.809 0.833 0.817 

Early+Late (Agnostic) 0.794 0.765 0.733 0.701 

Early+Late (All) 0.822 0.804 0.772 0.747 

Early+Late+Manual 0.902 0.895 0.917 0.917 

Table 16. Dialogue hot-spot detection: results for the Let’s Go dataset. 
 
It is interesting to observe that the performance of the SVM classifier using just the system and 
dialogue acts is similar to the performance combining early and late feature groups. This can be a 
consequence of the transformation performed with the dialogue acts before training, where they 
are converted into vectors, generating a very sparse dataset with not enough samples to train a 
robust classifier. The performance of the combination of the numeric features is a little bit worse 
than the performance using corpus dependent features such as dialogue acts. Feature groups have 
very different results with respect of the classifying method used. JRip seems to be better when 
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dealing with few and string type features (such as dialogue acts), whereas SVM seem to be better 
dealing with numeric data. Another interesting observation to highlight from results is that 
whereas with SVMs the late features were helpful, the same is not verified when the JRip 
classifier is used. 
 
4.1.8 Results for SweCC data 
The number of features that could be used for hot-spot detection in the SweCC was shorter than 
the one used for Let’s Go experiments given the limited number of features available in the 
systems logs. Features like phonetic distances and contribution to dialogue goal were not possible 
to obtain at this point. In the first case we currently do not dispose of a Swedish phonotactic 
recognizer for Swedish that is needed to perform the phoneme-based recognition of each 
utterance. In the case of dialogue goals, we do not have access to the call logs where the dialogue 
success information should be provided. In addition, so far we have not computed other automatic 
features that were not available in the system logs (such as number of repeated slots from the 
previous turn, acoustic distances, etc.), but we plan to use those features in the future. Given these 
constraints the features groups used in the SweCC hot-spot detection are presented in Table 17. 
 

Early user acts turn 2, system acts turn 1, confidence score turn 2, user utterance end 
time turn 2, grammar in turn 2, number of words in turn 2, delay between the 
system stopped speaking and the user started speaking, duration of the turn in turn 
2 and turn number at turn 2. 

Late user acts turn 4, system acts turn 3, confidence score turn 4, user utterance end 
time turn 4, grammar in turn 4, number of words in turn 4, delay between the 
system stopped speaking and the user started speaking and duration of the turn in 
turn 4. 

Agnostic Confidence score, user utterance end time, number of words, speech delay, speech 
duration and turn number. 

Manual Word error rate, marked speech annotation, anger annotation, dissatisfaction 
annotation, hyper-articulation annotation, change of mood and gender. 

Table 17. Dialogue hot-spot detection: features used for the SweCC dataset. 
 
The results for hot-spot detection on the SweCC corpus are presented in Table 18. 

 SVM JRip 

Feature Set Accuracy MRR Accuracy MRR 

Baseline 0.69 0.5 0.69 0.5 

Early 0.810 0.785 0.825 0.794 

Early+Late (Agnostic) 0.743 0.684 0.806 0.783 

Early+Late (Act features) 0.877 0.854 0.902 0.893 

Early+Late (All) 0.884 0.867 0.901 0.901 

Early+Late+Manual (Agnostic, 
without wer & gender) 

0.776 0.713 0.791 0.76 
 

Early + Late + Manual (All) 0.880 0.895 0.893 0.891 

Table 18. Dialogue hot-spot detection: results for the SweCC dataset. 



          
 

D2.1 Interim Report on IVR Analytics and Evaluation 
 
 
 Page 47 of 70 

Once again, dialogue act features performed better than the rest of feature combinations. For the 
SweCC corpus, late features are indeed helpful for hot-spot detection when combined with early 
features using both the classifiers. This was not the case for JRip classifier on Let’s Go corpus. 
The performance of the numeric features was substantially below the performance achieved when 
using string type features. A possible explanation for this could be the fact that there is a very little 
number of agnostic features available for this dataset.  In order to evaluate if emotion detection 
can be valuable feature in hot-spot detection, we have also combined agnostic features with the 
affective annotations. When using the SVM classifier the performance improves compared to the 
classifier trained only with the agnostic features, however the same does not happen when the 
JRip classifier is used. We have also combined gender with agnostic features but hot-spot 
detection performance did not improve, for this reason the results are not shown in the table. 
 
4.1.9 Results for Cambridge Dataset 
 
Experiments on the Cambridge data are motivated from the observations in the corpus. For 
example, initiative in the Cambridge Dialogue System is with the user, the system seldom engages 
in explicit or implicit clarification strategies. Based on its best estimation of users intentions the 
system simply presents the information leaving the initiative for corrections on the user. Since the 
system never engages in clarification, we observe that the AMT-workers (users) persist with their 
demand by using repetitions (with paraphrasing and prosodic variations) rather than using phrases 
like “No, not X , but Y.” Such user repetitions are indications of hot-spots in the dialogue. A 
model (or features) for detection of user corrections would make a valuable contribution for hot-
spot detection. Another vital cue for detection of error is whether the dialogue is moving forward. 
If dialogue partners are speaking over more or less the same concepts in successive turns then it 
could be indicative of repetition or correction. On the other hand addition of new concepts would 
indicate shift in context. Features contributing to assessment of context shift will also be useful 
cues for hot-spot detection.  
 
In Table 19, we present only those features for which obtained the best results for the Cambridge 
corpus. 
 

Early cosine similarity between user acts for turn 2 and the  prev user turn (user 
repetition), cosine similarity between system acts for turn 1 and  the prev system 
turn, cosine similarity between system acts turn 1 and user acts in  turn 2 (context 
shift), number of SLU concepts in user turn 2 and system turn 1, duration of user 
turn 2, user turn num for turn 2, system turn num for turn 1 

Late cosine similarity between user acts for turn 4 and the  prev user turn,  
cosine similarity between system acts for turn 3 and  the prev system turn, cosine 
similarity between system acts turn 3 and user acts in  turn 2,  
number of SLU concepts in user turn 4 and system turn 3, duration of user turn 4, 
user turn num for turn 4, system turn num for turn 3 

Manual same as above except that where applicable instead of using ASR results manual 
transcriptions and SLU results corresponding to them were used. 

Table 19. Dialogue hot-spot detection: features used for the Cambridge dataset. 
. 

The performances (MRR and Accuracy) for SVM and JRIP models for various feature category 
combinations are shown in Table 20. 
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 SVM JRip 

Feature Set Accuracy MRR Accuracy MRR 

Baseline 0.82 0.5 0.82 0.5 

Early 0.87 0.71 0.87 0.77 

Early + Late 0.86 0.71 0.89 0.82 

Early + Late + Manual 0.87 0.69 0.90 0.81 

Table 20. Dialogue hot-spot detection: features used for the Cambridge dataset. 
 
Using features only from the early context, the JRIP model obtains an MRR of 0.77 which is 0.27 
absolute points above the baseline. The performance of SVM is not too far from that of JRip. In 
combination with features from late context, the JRip model gained additional 0.05 on MRR and 
0.02 in accuracy. This is the best performance we have obtained so far using fully automatic 
features (extracted from ASR results).  A JRip model trained on early and late features taken from 
manual transcriptions (Offline) obtained a MRR of 0.81 and an accuracy of 0.90. These are not 
very far from the results obtained for features taken from ASR results. Given that the features 
mentioned above are based on dialogue act, which is an outcome of SLU, it seems either the ASR 
performance in Cambridge data wasn’t too bad or despite ASR errors the key concepts were not 
lost in the SLU. A detailed look at the performance of individual features shows that the cosine 
similarity measure of context-shift, although very crude, contributes the most. Ongoing work 
includes identifying better methods for measuring context-shift, and user corrections. 
 
Plenty of features were discussed in the introductory section on features explored, and have been 
used in Let’s Go and SweCC data. We would like to explore the use of those features on 
Cambridge corpus, particularly the distance measures such as phonetic and acoustic distance. We 
would also explore the performance of these features on Let’s Go and SweCC data as they are 
from a dialogue system that in contrast with Cambridge system engages with the users in explicit 
clarifications. While annotating the Cambridge for features such as emotion, age, and gender 
would be an expensive and time consuming task, we would like to use the models developed for 
emotion and age and gender detection in Task 2.1 and evaluate their contribution in hot-spot 
detection on Cambridge corpus.  
  

4.2 Detection of User Intended Speech Acts 

4.2.1 Automatic Classification of Dialogue Acts 
 
Dialogue, speech, or illocutionary acts are the minimal unit of linguistic communication, as they 
reveal the intention behind the words uttered [Searle, 1969]. In order to naturally communicate 
with humans, artificial agents must be able to identify that intention. This means that dialogue act 
recognition is an important task for natural language understanding. 
 
We have been performing experiments on three different corpora: the Switchboard Dialogue Act 
Corpus, LEGO, and the Cambridge corpus. We chose these corpora because they have important 
distinctive characteristics when looked at from a dialogue act recognition point of view. While 
Switchboard features human-human interactions on multiple domains, Let’s Go (and, thus, 
LEGO) and the Cambridge corpus feature human-machine interactions on specific domains. 
Furthermore, while the dialogue act tagsets used in the Switchboard and Cambridge corpora are 
domain independent, the tagset used in LEGO is domain dependent. This leads us to believe that, 
by using these three different corpora, we will be able to achieve corpora-independent 
conclusions. We have not, as yet, been able to find related work on this task for the LEGO and 
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Cambridge corpora. However, for the Switchboard corpus, we are using the results presented in 
[Stolcke et al., 2000] as a baseline. Although we intend to use audio information in the future, we 
are currently relying only on textual information in our experiments. Thus, we compare our results 
with the reported 71.0% accuracy, achieved using a manual transcription trigram model and a 
Hidden Markov Model approach, based on 42 dialogue act categories (discarding SEGMENT 
utterances). 
 
In terms of lexical features, we performed multiple experiments using n-grams and concluded that 
the best results are achieved when using both unigrams and bigrams. Furthermore, we also use the 
existence of wh-words, exclamation marks, and question marks as features. However, the latter 
two are only used on the Switchboard corpus experiments, since the LEGO and Cambridge 
corpora only provide automatic transcriptions. 
 
Instead of following the sequential approach used in the Switchboard baseline, we opted for an 
event-based classification approach using Support Vector Machines. We believe that this 
approach is able to capture sequential information implicitly from the selected features. 
 
Table 21 presents our current accuracy results for the three corpora. Since the Switchboard 
baseline test set is not disclosed by the authors, we performed a comparable cross-validation 
evaluation, using 4K utterances for testing at each fold. The obtained result, which improves the 
baseline by over 8pp (percentage points), is presented as SB 50-Fold. The remaining results were 
obtained using 10-fold cross-validation. The results presented as SB-N correspond to results 
obtained on the Switchboard corpus using N dialogue act categories. Finally, it is important to 
note that all presented results are upper bound results, which will probably be lower in live 
systems. We are currently performing experiments to evaluate this impact. 
 

SB 50-Fold SB-44 SB-43 SB-42 LEGO Cambridge

79.64% 77.93% 77.92% 79.55% 87.68% 90.24% 

Table 21. Results for the classification of dialogue acts. 
 
These results are important for the SpeDial project as they prove that a classifier can be trained to 
identify the dialogue acts behind user utterances in a human-machine interaction with high 
accuracy, using just automatic transcriptions. Using this information, the system is able to identify 
the user’s intentions, which simplifies reasoning and reduces the number of possible actions. 
Furthermore, the results obtained on the Switchboard corpus show that a generic, domain-
independent dialogue act classifier can be trained to achieve interesting accuracy results. 
However, these results were obtained using manual transcriptions, which means that accuracy will 
probably be lower on a live system where only automatic transcriptions are available. Further 
experiments, using automatic transcriptions of the Switchboard corpus, are expected to improve 
the conclusions concerning this aspect. 
 
As future work we will generate automatic transcriptions of the Switchboard corpus using a 
speech recognizer, so that the previously referred experiments can be carried out. Furthermore, we 
will introduce audio features in our classifiers, in an attempt to improve accuracy. In this aspect, 
we will focus our work on prosodic features. By the end of the experiments, we will have a live 
system able to recognize dialogue acts from speech. Finally, we will explore possible relations 
between dialogue acts and hot-spots in the dialogue. 
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4.2.2 Disfluency Detection on Dialogues: Towards Users’ Intent 
 
Discourse markers, in general, and disfluencies, in particular, may contribute to the understanding 
of paralinguistic information of the dialogue, such as the intent of the speaker, the social behavior 
of the interlocutors, etc. Those metalinguistic events are very hard to automatically recognize 
[Goldwater et al., 2010] and often affect the workflow of a dialogue system management. By 
predicting disfluencies and other discourse markers, we would be signalizing potential areas for 
speech recognition errors, along with tagging paralinguistic information crucial to infer speakers’ 
intent(s). 
 
Building upon previous research conducted for European Portuguese, we aim at characterizing 
and predicting disfluencies across highly spontaneous human-human dialogues. If we could model 
the disfluency patterns in such very complex domains, we could then verify the differences and 
similarities in a human-computer interaction scenario, such as the one of the IVR domain. The 
acoustic-prosodic features described for disfluencies encompass: slower speech rate, lengthier 
adjacent silent pauses, higher values of spectral tilt, jitter, shimmer, pitch and energy differences 
relative to the adjacent contexts (e.g., [Nakatani and Hirschberg, 1994]; [Shriberg, 1994]; 
[Shriberg, 2001]). Two main approaches are found in the literature: to use either very large sets of 
features, often from open access toolkits, such as openSMILE, or to automatically extract smaller 
sets of knowledge-based features.  
 
Previous experiments conducted for European Portuguese [Batista et al., 2012; Medeiros et al., 
2013; Moniz et al., 2014b] reported that different structural regions of a disfluency can be 
predicted based exclusively on discriminative acoustic-prosodic features of disfluencies. Building 
on that, we now aim at detecting disfluencies in spontaneous dialogues, targeting both the 
characterization of the acoustic-prosodic features of disfluencies and the evaluation of the impact 
of distinct sets of acoustic-prosodic features. Chunks correspond to distinct types of sentence-like 
units and disfluent sequences encompass all the different types of disfluencies (e.g., filled pauses, 
complex sequences of disfluencies, repetitions). The percentage of disfluent sequences in the 
CORAL corpus corresponds to 21% (7968 chunks and 2120 disfluent sequences). 
 
Acoustic-prosodic features 
 
Two sets of acoustic-prosodic features were used and compared: the large set of openSMILE 
features from the Interspeech 2013 Paralinguistic challenge, and a small set of 28 knowledge-
based features that are known to correlate with stress. As reported in [Batliner et al., 2011] and 
[Hönig et al., 2014] both brute force approach and knowledge-based features have advantages and 
disadvantages, but their simultaneous performances are rarely compared. For the purpose of 
having an on-line disfluency detection based on acoustic-prosodic features, which has the 
requirement of providing on-the-fly feedback to the user, we aimed at evaluating the two sets of 
feature vectors, either per se or by fusing both. 
 
The openSMILE toolkit is capable of extracting a very wide range of speech features and has been 
applied with success in a number of paralinguistic classification tasks. It has been used in the 
scope of this study to extract a feature vector containing 6125 speech features (henceforth denoted 
as OS-F) by applying segment-level statistics (means, moments, distances) over a set of energy, 
spectral and voicing related frame-level features. 
 
As in many areas, there is no fixed and consensual set of features to detected disfluencies, but 
there seems to be a reasonable common denominator (for an overview see [Shriberg, 2001]) 
encompassing slower speech rate, lengthier silent pauses, pitch and energy differences relative to 
the adjacent contexts, pitch and energy standard deviations, jitter, and spectral differences. Our 
experiments use a fixed set of purely automatic features, extracted either from the ASR output or 
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from the speech signal itself. The knowledge-based features (KB-F) involve the context before 
and after the event, and characterize a previously delimited segment. Features involving the 
current segment include: normalized pitch and energy slopes; pitch and energy standard deviation; 
average syllables and phones duration. Features involving the previous or the following segments 
include: pitch and energy slopes shapes; pitch and energy differences; phones and syllable 
duration ratios based on the median; ratios of pitch and energy based on the median; comparison 
of silences before each segment; ratios of silences before each segment. For example, eslope:R F 
cs,fs is a shape feature that refers to the energy slope in the current (cs) and following segments 
(fs), which is rising in cs and is falling in fs; phdur.ratiocs,fs is a number between 0 and 1 that 
indicates the proportion of the duration of the phones in cs over the duration of the phones in 
cs+fs. 
 
Prediction of disfluencies in human-human scenarios 
 
Different classification methods from the Weka toolkit [Hall et al., 2009] have been applied, 
including: Naive Bayes, Logistic Regression, Decision trees, Classification and Regression trees, 
and the open-source classifier implementation of Support Vector Machines (SVM). However, 
results reported in this section refer to SVM only, which have almost consistently achieved the 
best performances. The SVM has been setup to use Sequential Minimal Optimization with a linear 
kernel as the training algorithm. The SVM complexity parameter C was optimized using cross 
validation over the training data, before applying the model to each test set, which was held-out 
during parameter estimation.  
 
In order to achieve our goal of discriminating between disfluent and non-disfluent segments, the 
two feature sets previously described were used. Comparing the classification performance of 
these two sets of features is computationally relevant, as a lower number of features greatly reduce 
the computational complexity of the training and testing tasks. Also, when working with a large 
set of features, a great number of them may be almost irrelevant for the task, harming the 
performance. 
 
The cross-validation column shows the accuracy performance achieved using only the training 
data, with 10 folds, and offers useful insights about the model performance. The best 
experimented complexity of the model, expressed by the parameter C, was also calculated based 
on training data only, and the resulting model was applied to the test set. The Kappa statistic is a 
chance-corrected measure of agreement between the classifications and the true classes. A value 
close to zero indicates that results could be achieved almost by chance whereas a value close to 
1.0 means an almost complete agreement.  
 
The OS feature set comprises a very high number of features, most of them possibly not useful for 
our specific task. In this context, the need to search for a smaller subset, without harming 
classification performance, is crucial. Having a subset of these features, selected by their 
usefulness to distinguish the disfluent and non-disfluent classes is useful only if it allows to have 
simpler models that are equally discriminative. To this end, we automatically selected features 
using the Weka's implementation on correlation-based feature subset selection, and used a best 
first search strategy. This approach evaluates the relevance of a subset of attributes by considering 
the individual predictive ability of each feature along with the degree of redundancy between 
them. Therefore, subsets of features that are highly correlated with the class, while having low 
inter-correlation, are preferred. Selecting over the training data gives us a total of 222 
automatically selected features (AS-F) that best discriminate between the two classes of segments. 
Results achieved with this subset of features are presented in the third row of table below. Apart 
from a small degradation in accuracy performance, this subset allowed us to use a higher 
complexity model and significantly reduced the time required to train and test the model. 
Additionally, we evaluated the performance of fusing the AS-F and KB-F feature sets (Fus-F). 
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The resulting feature set, containing 250 features, performed better than the other three feature 
sets on our cross-validation experiments, but was slightly worse than using only our most reduced 
feature set.  
 
 

Feature set Model complexity (C) Classification 
Accuracy 

Kappa 

OS-F 0.01 82.00% 0.495 

KB-F 1.0 78.47% 0.689 

AS-F 1.0 80.71% 0.484 

Fus-F 1.0 83.91% 0.532 

Table 22. Performance for disfluency detection. 
 
We have started by creating models using the CORAL corpus for training  the two sets of features, 
OS-F and KB-F. The fusion of both sets of features performed better (83.91%) for the dialogue 
corpus. These models were then applied to a corpus of university lectures to verify the cross-
domain impact of those features. Table 22 reveals a surprising performance achieved with the 
knowledge-based feature set. In fact, the achieved results are less than 3% (86.26% vs 89.60) 
lower than the corresponding results achieved using the model created with the university lectures 
corpus training data.  
 
Distinct factors contribute to interpret these results, as shown in [Moniz, 2014] on an analysis of 
speaking style effects in the production of disfluencies considering the same corpora studied in the 
present work. There is, in fact, an impact of speaking styles in automatic disfluency detection, 
however the features that best characterize the behavior of the disfluent sequences in the dialogue 
corpus fairly predict the disfluencies in a university lectures corpus with 86.26%. 
 
Analysis of the most relevant features 
 
The most relevant knowledge-based features for the dialogue corpus, depending on how they have 
been selected as relevant features during our cross-validation experiments, are as follows: estdevcs, 
phdur.ratiocs,fs, pstdevcs, phdurcs, bsil.ratiocs,fs, phdur.ratiops,cs, emed.ratiocs,fs, eslope.shapecs,fs, 
syldurcs, bsil.ratiops,cs, pmed.diffps,cs, syldur.ratiops,cs, syldur.ratiocs,fs, eslopecs, pslope.shapecs,fs, 
emed.diffcs,fs, pmed.ratiops,cs. Features such as pitch and energy standard deviation and slopes and 
phone and silent pauses durations are the most discriminative for disfluency detection. Moreover, 
the dialogue corpus provides a significant set of features, mostly due to the tempo characteristics 
of the corpus, i.e., the tempo patterns of disfluencies, adjacent contexts and silent pauses are 
shorter in dialogues than in other domains, evidencing the dynamic nature of dialogues. As 
previously mentioned, the fusion of both sets of features has a slightly better performance than the 
knowledge-based features. The most informative features extracted from the openSMILE include 
the following: mfcc_sma[6]_quartile3, mfcc_sma[14]_amean, mfcc_sma[12]_skewness, 
audspec_lengthL1norm_sma_lpc3, and pcm_Mag_harmonicity_sma_de_iqr1-3. This selection 
points out to the importance of the MFCCs features and for the audio-spectral differences. It is 
known that MFCCs highly contribute to distinct types of tasks, what is specific of disfluencies 
seems to be the audio-spectral differences.  
 
Two sets of acoustic-prosodic features were compared, one large set of openSMILE features from 
the Interspeech 2013 Paralinguistic challenge, and a small set of 28 knowledge-based features that 
are known to correlate with disfluency detection. Experiments using Support Vector Machines 
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showed that the reduced set of knowledge-based features can achieve better performance than the 
very large set, while being much less computationally expensive. Feature selection experiments 
also revealed that the dimensionality of the larger set of features can be further reduced at the cost 
of a small degradation. The fusion of both feature sets improved the results even further. The 
robustness of the knowledge-based features across domains was also investigated using the corpus 
of university lectures and a dialogue corpus. Different models trained with one corpus were tested 
on another corpus, revealing that models can be quite robust across corpora for this task, despite 
their distinct nature. 

4.3 Multilingual Analytics 

Multilingualily constitutes one of the major aspects of the SpeDial project. Overall, we 
experimented with numerous datasets dealing with five languages: 1) English, 2) German, 3) 
Swedish, 4) Portuguese, and 5) Greek. In addition, particular effort was made for the creation of 
datasets in less-resourced languages that are aligned with the needs of the SpeDial consortium. 
The major newly created datasets are the movie ticketing dataset and the first Greek affective 
lexicon, as well as the SweCC corpus in Swedish. 
 
Regarding the affective analysis of speech, we experimented with three datasets, while the applied 
features and algorithms were evaluated for English and German. Two basic types of language-
agnostic features were used: a set of acoustic features extracted via the openSMILE toolkit 
(prosodic, short-term spectral, and voice quality-based) and frequency modulation percentages 
(FMPs). The openSMILE-based features were found to achieve consistent performance across the 
two languages yielding better results compared to FMPs. 
 
The affective analysis of text relies on two basic types of features: (i) the affective scores of seed 
words for valence, arousal, and dominance, and (ii) the semantic similarity between the word of 
interest (for which the affective scores should be estimated) and the seeds. The only dependence 
of this module on language-specific resources deals with the affective lexicon of seed words, 
which are rated by human annotators. However, the size of such lexica is relatively short (e.g., 1K 
approx.) that makes the employment of human annotators affordable. Based on such a lexicon, the 
affective ratings for any unknown word can be automatically estimated. The corpus-based metric 
used for estimating semantic similarity is language-agnostic since it exploits the lexical context of 
the words of interest. This was performed by applying the unstructured bag-of-words model that 
does not take into account syntactic patterns that are language-specific. The multilinguality  aspect 
of the text-based analysis was experimentally verified (mainly) by computing the correlation 
between the automatically estimated word affective scores (valence, arousal, dominance) and the 
respective human ratings for three languages, namely, English, German, and Greek. The achieved 
correlation scores were shown to be consistent across the affective dimensions and languages 
when a fairly adequate number of seeds were used (e.g., 300). The highest correlation scores were 
obtained for the case of valence, which constitutes the most easy-to-interpret affective dimension. 
The relative differences in performance can be attributed to the different morphological properties 
of the considered languages affecting the used language-generic similarity metric. 
  
Hot-spot detection was performed in three different corpora and two different languages: English 
and Swedish. From the beginning, the hot-spot detector implementation was thought to be 
language independent. However, there are differences in the feature sets due to the different 
information available in the system logs and also the different dialogue strategies that each system 
adopts. Nevertheless, both in Let’s Go and SweCC the models trained only with dialogue-act 
features were the ones with better hot-spot detection performance. This is an indication that hot-
spot detection is not a language-dependent task, but is rather a dialogue strategy dependent one. 
Last but not least, gender and age classifiers are language-independent, while the web-based 
interface of the respective service supports various languages. 
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Movie subtitles 
 
Movie subtitles have been used as language resources in different scenarios in NLP. As the web 
offers a vast number of repositories with a comprehensive archive of subtitle files, which can be 
found in multiple languages, subtitles are an important NLP resource, with multiple applications. 
For instance, in [Lavecchia et al., 2007], [Tiedemann, 2007] and [Tsiartas et al., 2009] aligned 
techniques are explored in order to create parallel corpora in different languages – the 
fundamental resource in Machine Translation. As described in [Magarreiro et al., 2014], our 
previous experience with this type of resource targeted a totally different scenario taking 
advantage of subtitles to automatically provide out-of-domain responses within dialogue systems.  
In the context of SpeDial we have translated a set of subtitles in English (EN) to Portuguese (PT), 
which have been previously annotated with valence scores (see Section 2.1.11). This task was 
motivated by numerous of reasons, including: i) the structure of subtitles is dialogue-like, making 
them interesting for studying phenomena that can also be found on dialogues; ii) a vast number of 
data is available in a wide range of languages, making subtitles a relevant resource of parallel or at 
least comparable texts; iii) the output of this task will constitute a new relevant resource, given 
that affective annotated corpora are scarce; iv) blends nicely with future work (combination with 
affective lexica, word/phrase level combination); and iv) is also an opportunity for long term 
collaboration between ATH, which has been extensively worked on affective data, and INESC-ID, 
which has in the past conducted a vast number of crosslingual and crosslanguage experiments. 
The work of valence annotation resulted in a set of files, in EN, each one containing utterances 
from several movies; each utterance in each of these files corresponds to a valence value, which 
occupies the same line in another file. 
 
Example (taken from “Gladiator”): 
-0.31 The whole of Rome would be laughing at him if they weren't so afraid of his praetorian. 
 0.22 I don't think there's ever been a gladiator to match you. 
-0.36 Slave! 
 
In order to move to a multilingual approach by taking advantage of valence annotations in the 
source language, we started by translating these subtitles into a target language. If we manage to 
translate them automatically, we can take advantage of the valence annotations in every language, 
as long as the corresponding subtitles are available. Portuguese (PT) was our first target language. 
Considering that we are dealing with subtitles, which exist in many languages and are organized 
by timestamps, instead of moving to a manual translation or to use a machine translation system, 
we opt to take advantage of the subtitles timestamps to align the subtitles. In the following we 
have examples of EN subtitles and the corresponding subtitles in PT. 
 
Example (taken from “Chicago” subtitles in EN and PT, respectively): 
 

1 
00:00:34,313 --> 00:00:35,564 
5, 6, 7, 8... 
 
2 
00:01:00,173 --> 00:01:02,508 
Anybody seen 
the Kelly Sisters? 

1 
00:00:34,042 --> 00:00:35,802 
Cinco e seis e sete e oito. 
 
2 
00:01:00,026 --> 00:01:02,245 
Alguém viu as manas Kelly? 
 

 
The alignment is not always straightforward, because: a) the original source files from where 
annotations were made are no longer available; b) some subtitles have particular annotation 
formatting that needs to be eliminated. For instance, [GASPING AND COUGHING] appears in 
“The Lord of the Rings - The Return of the King”; c) alternative subtitles from the same movie 
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can have different sentence breaks and timestamps; d) alternative subtitles in the same language 
from the same movie can use different vocabulary. 
 
Approach 
 
First, for each movie used in the valence experiments we search the web to find a corresponding 
subtitles’ file in EN and PT. The majority of the movies were extracted from OpenSubtitles, but 
some came from YIFY. Second, for each movie we used an in-house tool to align the PT subtitles 
with the EN ones. Then, we built a script to translate each annotated line into PT, using the 
obtained alignments. 
  
Alignment process 
 
Some alignments correspond to a single sentence translation, but some involve more that one 
sentence, as shown in the following example. 
 
Example (taken from “No country for old man” and “Shakespeare in Love”, respectively): 
 
EN: Some of the old-time sheriffs never even wore a gun. 
PT: Alguns dos xerifes dos velhos tempos nem sequer com uma arma andavam. 
  
EN: Two weeks! Three weeks at the most! Oh, for pity's sake! 
PT: Duas semanas! Três, no máximo! Tenha dó de mim! 
  
Some sentences were lost in this alignment, some due to different timestamps, and others due to 
different sentence alignments in the two files. The following example illustrates these two cases. 
 
Example (from “Ratatouille” and from “A beautiful mind”): 
  
Although the following can be found in Ratatouille: 
 

 00:10:27,184 --> 00:10:29,084 
Emile, swing to me. 

00:09:58,860 --> 00:10:00,612 
Emile, balança para cá. 

 
The following alignment is not extracted. 
 

EN: Emile, swing to me. PT: Emile, balança para cá. 

 
Considering the following lines from “A beautiful mind”: 
 

600 
00:54:39,693 --> 00:54:41,361 
I was filming this dead bird. 
  
601 
00:54:41,528 --> 00:54:42,946 
Why? 

521 
00:54:39,517 --> 00:54:42,188 
Filmava este pássaro morto. 
- Porquê? 

 
 
The resulting alignment is: 
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EN: I was filming this dead bird. PT: Filmava este pássaro morto. - Porquê? 

 
That is, the sentence “Why?” is lost in the alignment. 
 
The alignment module still needs to be improved. Table 23 shows the actual number of aligned 
sentences during this process for each one of the involved movies. 
  

Movie PT-EN 

American Beauty 984 

A beautiful mind 1455 

Chicago 1475 

Crash 1091 

Finding Nemo 1332 

Gladiator 1105 

Lord of the Ring 1244 

Million dollar baby 1259 

No Country … 702 

Ratatouille 670 

Shakespeare in love 1446 

Table 23. Aligned sentences for each movie. 
 
Translation 
 
Considering the translation process, the following scenarios were considered (we will call 
“annotated line” to each line annotated with a valence value): 
 
a) Scenario 1: when an EN sentence in the alignments file corresponds to an annotated line, being 
the translation straightforward. 
 
Example (from the Gladiator). The alignments contain: 
 
EN: I don't think there's ever been a gladiator to match you.   
PT: Acho que nunca houve um gladiador à tua altura. 
 
Thus, the annotated line “I don't think there's ever been a gladiator to match you.” is directly 
translated into “Acho que nunca houve um gladiador à tua altura.”. 
  
b) Scenario 2: this is the case in which an annotated line has more than one sentence and there is 
no line in the alignments file that corresponds to these sentences. Thus, we have to search for two 
consecutive lines in the alignments file, in order to translate it. 
 
Example (from “The Lord of the Rings”). Consider the annotated line: 
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“- What's wrong? - Faramir, tell me everything.”. 
 
In the alignment file we have: 
 
EN: -What's wrong? 
PT: Que é isso? 
 
EN: -Faramir, tell me everything. 
PT: Conta-me tudo. 
 
The resulting translation is “Que é isso? Conta-me tudo.”. 
  
c) Scenarios 3 and 4: in these cases, the annotated line only has one sentence, but this sentence is 
split in 2 or 3 parts in the alignments file. Thus, we have to search for these lines in the alignments 
file. 
 
Example (from “Gladiator”). The annotated line is “Your emperor is pleased to give you the 
barbarian horde!”. The Gladiator’s alignments file contains: 
 
EN: Your emperor is pleased to give you 
PT: O vosso Imperador tem o prazer de vos apresentar... 
EN: the barbarian horde! 
PT: a horda bárbara. 
 
The resulting translation is 
 
PT: “O vosso Imperador tem o prazer de vos apresentar... a horda bárbara.”. 
  
d) Scenario 5: in this scenario, we simply split each line of the alignments file in the 2 or 3 
sentences that constitute it; then, we try to translate the remaining annotated lines. 
 
Example (from “A beautiful mind”). An annotated line is: 
 
“Breaking codes?.” 
 
The alignments file contains: 
 
EN: Doing what? Breaking codes? 
PT: Em quê? A decifrar códigos? 
 
Thus, the resulting translation will be: 
 
“A decifrar códigos?” 
  
Table 24 shows the number of the cases that follow in each scenario, as well as the total number 
of translated lines (#Translated). #Val is the total number of lines in each file that should have 
been translated. % is the percentage of translated lines. 
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Movie #Translated #Val % 

American Beauty 180 313 58 

A beautiful mind 234 314 75 

Chicago 147 409 36 

Crash 188 247 76 

Finding Nemo 318 472 67 

Gladiator 148 224 66 

Lord of the Ring 216 279 77 

Million dollar baby 304 376 81 

No Country… 83 121 69 

Ratatouille 332 357 93 

Shakespeare in love 242 281 86

The departed 390 433 90 

Table 24. Translation progress up to now for each movie. 
 
Preliminary evaluation. We have performed a preliminary evaluation using the 2353 translated 
sentences to assess if the information was correctly transferred. We have done that by training a 
support vector machine to classify each sentence as positive or negative. The features were 
unigrams, bigrams and trigrams, and we made a 5-fold cross validation. We obtained a precision 
of 0.652, a recall of 0.635, and an F-measure of 0.634. 
 
Not all the sentences were translated and there are some errors in the resulting translation. The 
alignments process needs to be revised. However, this is the first step towards a multilingual 
approach, where valence annotation can be automatically transferred to any other language, 
provided there are subtitles available. 
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5 Summary of Contributions and Year 2 Plan 
 
In this section, a summary of the contributions achieved for the first year of the project is 
provided, along with a brief description of the second year plan.   
 
Summary of Contributions 
 
The overall work conducted during the first year of the project has a strong multilingual character. 
The investigated features and algorithms were applied over numerous datasets dealing with five 
languages: 1) English, 2) German, 3) Swedish, 4) Portuguese, and 5) Greek. A number of datasets 
were created in the framework of the SpeDial project, while considerable effort was put for 
augmenting a number of existing datasets with annotations related with the objectives of the 
project. The movie ticketing and SweCC corpora, as well as the first Greek affective lexicon are 
some examples of newly created datasets. Existing datasets such as the Cambridge and Let’s Go 
were annotated for the task of hot-spot detection. Furthermore, the SPDXml format was developed 
as an API for exchanging data and services. The utility of this format has been illustrated with its 
ease of use with the Atelier tool being developed by NuEcho.   
 
Two modalities were investigated for the affective analysis of dialogues, namely, speech and text. 
Regarding speech, several acoustic features were applied for the development of categorical 
classification models using three domains/datasets: Lost Baggage, LEGO, and Berlin. The 
achieved performance suggests that the employed features are domain- and language-independent. 
In addition, we conducted a series of ongoing experiments based on voice activity detection for 
identifying and excluding the non-speech parts. In the context of text analysis, a system was 
developed for the estimation of word-level scores with respect to the three basic dimensions of 
emotion, namely, valence, arousal, and dominance. The estimated scores were evaluated for three 
languages (English, German, and Greek) achieving high correlation with the human ratings. The 
fusion of word-level valence scores was investigated at the sentence level for the “positive” vs. 
“negative” categorization of news headlines and movie subtitles obtaining very good performance. 
The relation between semantic and affective spaces was also studied revealing that affective 
spaces contain salient information for lexical semantic tasks such as the computation of semantic 
similarity between words. In addition, a module for age and gender detection from speech was 
developed that is available as a web service. This module allows the analysis of data in several 
languages, while the ongoing work includes the support for telephone speech. 
 
Within the framework of call-flow and discourse analysis, dialogue paralinguistic information, 
such as the intent of the speaker, and the social behavior of the interlocutors, was investigated.   
Regarding the detection of dialogue acts, we have performed experiments on automatic 
classification of dialogue acts using three different corpora: the Switchboard, LEGO, and 
Cambridge. Our goal was to achieve corpora-independent conclusions.  In addition, we worked on 
disfluency modeling. Disfluency patterns are hard to recognize and often affect the workflow of a 
dialogue system. The prediction of disfluencies and other discourse markers enables the 
identification of spots where speech recognition errors are likely to occur. We aimed at 
characterizing and predicting disfluencies across highly spontaneous human-human dialogues. 
The human-human scenario is quite complex, but allows us to verify the differences and 
similarities in a human-computer interaction scenario, such as the one of the IVR domain. 
Regarding hot-spot detection, three different corpora (Cambridge, Let’s Go, and SweCC) were 
annotated. The SweCC corpus was also partially transcribed and annotated for emotional speech. 
A large number of new features were applied and several machine learning methods were used in 
our experiments. The results suggested that hot-spot detection is a corpus-dependent task and that 
dialogue act features are really powerful detecting hot-spots. Comparing the results obtained in 
different corpora we notice that late features for detection of hot-spots are more powerful in Let’s 
Go and SweCC than in Cambridge. This is not surprising given the dialogue strategies adopted by 
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the systems: while in Let’s Go and SweCC the system is performing explicit confirmation, the 
Cambridge system hardly uses this strategy, which means that in the former datasets the answer to 
explicit confirmation is a very good clue for hot-spot detection. 
 
Year 2 Plan 
 
The very promising results of the first year of SpeDial have set the ground for achieving a deeper 
affective analysis of speech and text during the second year of the project. A major part of our 
effort will be devoted to the cross-modal fusion, i.e., fusion of speech- and text-based analysis. 
The key idea lies on the identification and exploitation of their complementarities. In addition, the 
potentials of the used features will be investigated for augmenting the affective analysis with 
estimations that follow the well-established Big5 model that deals with the major dimensions of 
personality. For the case of affective text analysis, the main focus will be on the compositionality 
aspects of emotion, i.e., how the lexical/affective content of words is composed in order to 
estimate a score for larger chunks (sentences/utterances). We plan to develop compositional 
models in the framework of two different spaces, namely, semantic and affective. At the semantic 
space, the semantic similarity between strongly compositional phrases (e.g., adjective-noun 
bigrams) and the seed words can be computed. Regarding the affective space, we aim to exploit 
the underlying geometry that -in contrast to semantic space- exhibits metric properties.  The fusion 
schemes can be improved by applying empirical findings from the literature of psycholinguistics 
regarding the semantic/affective comprehension of textual sequences (e.g., the impact of a word to 
the overall conveyed emotion is related to the time elapsed since the word was read/listened). 
More datasets will be used for evaluation purposes including the movie ticketing domain that is in 
Greek and a newly created corpus dealing with Greek news headlines. Regarding the translation of 
movie subtitles from English to Portuguese, during the second year we expect to improve our 
alignment performance and apply the adopted techniques to other pairs of languages. Our first-
year results for affective speech analysis have shown that there is significant room for further 
experimentation with voice activity detection and the fusion of FMPs and openSMILE-based 
features. During the second year of the project we will conduct our experiments for English and 
German and one more language, as well as for the Greek movie ticketing domain. 
 
Regarding the hot-spot detection, the plan for the second year is to continue the experiments on 
identifying which features are more appropriate for each corpus. There is a considerable number 
of features that were used in the Cambridge dataset that were not used in the Let’s Go or SweCC 
datasets and vice-versa. Another question to which we will focus during the second year is the 
minimum amount of data that is necessary to train hot-spot detection models. In terms of 
classification methods, we will explore interactive learning techniques. This procedure selects part 
of the dataset used in the testing phase based on its (low) confidence scores to be annotated and 
later used in the training dataset. With this iterative procedure we believe that we can be able to 
train even more robust classifiers. Developing a better measure and models for predicting 
repetition and context-shifts is currently in progress. We think measuring cues such as repetition, 
context-shift over a longer discourse could be a prudent step towards hot-spot detection in 
dialogues where the system does not use explicit confirmation strategies. Another important 
direction of work is to provide the learner with higher level information such as Change-in-
context, No-change-in-context rather than using numerous low level features from dialogue and 
expecting the learner to learn the patterns automatically. We will also aim at integration of 
knowledge from other models that are being developed in Task 2.1. Of particular interest is the 
model on user emotion. We will also experiment with acoustic prosodic features such as F0, 
intensity, etc., that have been found useful in the literature. We will also further work on the web 
service for age/gender in order to adapt it to the project’s specific needs and also integrate 
additional models, such as for instance a background noise detector, and a phone rate estimator.  
One of the topics we would like to investigate is the relationship between hot-spots in the dialogue 
flow and the age of the dialogue system user. In particular, we would like to investigate the 
potential influence of elderly users who may have hearing problems that may significantly affect 
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their understanding of synthetic prompts. 
  
The work on dialogue acts detection will proceed with the fusion of text-based features with 
audio-based ones, starting with assessing the degradation caused by using automatically generated 
transcripts instead of manual transcripts. The work on disfluency detection will proceed with the 
training and testing of models derived for telephone speech. As stated above, several existing 
modules on our speech analytics platform will be retrained for telephone speech as well, namely 
the age and gender classification modules. We will retrain such models with telephone speech and 
also with simulated telephone speech coming from complementary audio databases. We will also 
conduct parallel experiments using deep neural networks with the purpose of improving the 
current performance.  
 
The aforementioned plan is expected to help us identify the best performing features and 
algorithms that will be integrated into the final version of the SpeDial platform. 
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Appendix 
 
A.1 KTH On-line Annotation Platform 
 
The urgent demands of annotated data, required an annotation platform for spoken dialogue 
system’s data that could speed up the process. We developed a web-based platform that was used 
for annotating both of our subsets. 
 
The input to the platform is a file in the XMLSpeDial format generated from system logs. 
 
The XML is parsed and one HTML annotation file is generated for each pair of consecutive 
exchanges (system turn, user turn, system turn, user turn). The resulting representation is  this: 
 

 
The system turns are printed in red. The manual transcriptions are printed in black when available. 
The ASR top hypothesis is printed in blue. If the annotator clicks on the ASR hypothesis text it 
will listen to the corresponding audio file. Although the audio files can be played an unlimited 
number of times, we strongly encouraged the annotators to make their judgments after the first 
listening whenever it is possible. 
 
In order build annotations minimizing the subjectivity and that could easily be used as true labels 
in automatic classification tasks, several annotators need to perform the same task and a high 
agreement between them is needed. Therefore, we simplified the annotation task reducing the 
number of tags available in each class.  
The anger, dissatisfaction and hyper-articulation annotations are done for the first user turn in the 
exchange. 
To annotate anger we used calm and irritated tags. 

 
A similar approach was used to annotate dissatisfaction, using normal and dissatisfied as tags, and 
hyper-articulation, using normal and articulated speech as tags. 
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When annotating hyper-articulation annotators were instructed to take into account that when 
humans talk to dialogue systems they do it in something that can be considered computer directed 
speech, which is often better recognized than normal speech. Only the extremely articulated 
speech has a negative impact on speech recognition performance. 
 

 
 
The hot-spot detection annotation was done using the annotation scheme described for Cambridge 
Data. 
 

 
 


