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Abstract. The ultimate vision of grid computing are virtual supercom-
puters of unprecedented power, through utilization of geographically dis-
persed distributively owned resources. Despite the overwhelming success
of grids there still exist many demanding applications considered the ex-
clusive prerogative of real supercomputers (i.e. tightly coupled parallel
applications like complex systems simulations). These rely on a static
execution environment with predictable performance, provided through
efficient co-allocation of a large number of reliable interconnected re-
sources. In this paper, we describe a novel quasi-opportunistic supercom-
puter system that enables execution of demanding parallel
applications in grids through identification and implementation of the
set of key technologies required to realize the vision of grids as (virtual)
supercomputers. These technologies include an incentive-based frame-
work basic on ideas from economics; a co-allocation subsystem that is
enhanced by communication topology-aware allocation mechanisms; a
fault tolerant message passing library that hides the failures of the un-
derlying resources; and data pre-staging orchestration.

1 Introduction

The total capacity (processing elements, primary and secondary memory) of
modern grids (e.g. EGEE [2] and SETI@HOME [1]) often exceed that of an ad-
vanced supercomputer like IBM’s BlueGene. This suggests that such grid com-
puting environments could one day complement the expensive supercomputers.
To eat into the predominance of supercomputers, grids will need to improve in
their ability to execute tightly coupled parallel applications. Several characteris-
tics of such applications – in addition to their massive computational demands
– make their execution on grids particularly challenging.

The co-allocation of a large number of participating CPUs – required prior
to computation – is followed by the synchronous invocation of subcomputa-
tions. In supercomputers, where all CPUs are exclusively controlled by a cen-
tralized resource management system, such co-allocation and co-invocation have
always been available. In grid systems, however, inherently distributed manage-
ment coupled with the non-dedicated nature of the computational resources make
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such co-allocation very hard to accomplish in practice. Previous research has fo-
cused on co-allocation in grids of supercomputers and dedicated clusters [3], but
we are not aware of any co-allocation system for non-dedicated environments.

Synchronous communications typically form a specific communication
topology pattern (e.g. stencil exchange and local structures in complex sys-
tems). This is satisfied by supercomputers via a special-purpose, low-latency,
high-throughput interconnects as well as optimized allocation by the resource
management system to ensure that the underlying networking topology matches
the application’s communication pattern [4]. In grids, however, synchronous com-
munications over a WAN are prohibitively slow, and topology-aware allocation
is typically not available despite the existing support of communication libraries.

Allocation of resources does not change during runtime. While always
true in supercomputers, this requirement is difficult to satisfy in grids, where
low reliability of resources and WANs, as well as uncoordinated management of
different parts of the grid contribute to extreme fluctuations in the number of
available resources.

In a massive synchronous computation, the high sensitivity of individual
processes to failures usually leads to termination of the whole parallel run.
Such failures, while rare in supercomputers because of their reliable hardware,
are very common in grid systems.

Co-allocation and fault tolerance are particularly challenging in grids. Clearly,
it is impossible to achieve these in a loosely coordinated environment where
erratic behavior of resources is allowed. Thus, a realistic but more restricted grid
model should be adopted. In this model a grid comprises a set of independently
managed clusters which are contributed by different collaborating organizations,
each of which is shared by the local organization’s users as well as external grid
users. In practice, however, even this restricted model would not facilitate co-
allocation and fault tolerance. This is because the resources are not dedicated
to the execution of grid parallel jobs and can be reallocated in favor of local
submissions at any time. Furthermore, local cluster administrators are likely to
increase the priorities of local users, possibly disabling remote jobs completely
and, thus, effectively ‘decomposing’ the grid back into individual clusters.

In this article we propose the novel concept of quasi-opportunistic grid en-
vironments. In such environments, agreements between economic entities (i.e.
administrative domains) are enforced through an economic framework that in-
struments the resource management system with incentives to contribute to the
global computational effort. That is why such environments cannot be consid-
ered truly opportunistic – hence the notion ‘quasi-opportunistic’. The economic
framework serves as a basis for the co-allocation subsystem to establish and
maintain grid-wide simultaneous allocations of multiple resources, taking into ac-
count the communication topology requirements of the applications and utilizing
the capabilities of the internal cluster interconnects. Finally, since hardware and
network failures in large scale environments are inevitable, a fault-tolerant mes-
sage passing library is being designed to provide distributed checkpoint restart
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mechanisms. Integration of all these components is expected to make a quasi-
opportunistic grid an alternative to a real supercomputer. This alternative is
currently being pursued by the European Commission funded project QosCos-
Grid (www.QosCosGrid.com).

2 The Challenges of Supercomputing over a Grid

Non-dedicated resources. Real-world grids comprise many distributively
owned clusters of resources, each serving a community of local users while exe-
cuting externally requested grid jobs. In such a setup, local users are typically
prioritized. This policy results in unpredictable performance degradation of the
jobs originating from the grid. The fluctuations in resource availability could
be prevented by mechanisms that negotiate and enforce suitable global resource
sharing policies (e.g. advance reservation) and provide adequate incentives for
the resource providers to maintain these policies. Note that such incentives, if
introduced, should be taken into account during scheduling [5].

Frequent failures. Even in the presence of dedicated resources, the inherently
distributed nature of grids implies unpredictable and frequent failures. While
easily handled with ‘embarrassingly parallel’ workloads, such failures are devas-
tating for complex parallel computations. Therefore, a grid infrastructure must
provide fault tolerance for all its sub-components during run-time [6].

Network heterogeneity. The network topology of a typical grid can be pre-
sented as a graph with multiple cliques (clusters), with high-capacity links within
cliques and low-capacity links among them. High performance cannot be attained
unless the grid middleware can expose this topology to the application and apply
topology-aware resource allocation algorithms that satisfy the topology require-
ments of a given application [7].

Data pre-staging orchestration. The system must ensure the availability of
input data at all remote resources prior to execution [8].

3 The Principles of Quasi-opportunistic Grids

3.1 Infrastructure

Supercomputing-like capabilities are realized through sharing of resources within
a collaborative grid. A collaborative grid consists of several organizations that
agree to share certain resources within a virtual organization (VO). Each mem-
ber of a VO must adhere to two principles. First, it must be in control of its
administrative domain (AD) in terms of resource allocation and sharing policies,
as well as their enforcement within this domain. Second, it must contribute some
of its resources to the pool of resources shared by the VO. In return it will be
granted access to a possibly very large resource pool. The VO members agree to
connect their resource pools to a trusted ‘grid-level’ middleware which in turn is
responsible for ensuring optimal resource utilization. This middleware serves as
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a mediating agent between the clients requiring the resources and the resource
providers. Usually, organizations participate in a collaborative grid because the
resource requirements of their applications are too demanding to be satisfied by
the organization’s own resources. It is assumed that each VO participant (which
is simultaneously a resource provider and consumer) tries to maximize the ben-
efit from participating in the VO by prioritizing its own resource users. Since
such behavior may not be optimal from a global perspective, suitable economics-
based models attempt to balance coordinated resource sharing by enticing re-
source providers to share their resources in exchange for the long-term benefit
of having access to the large and powerful VO pool. The mediator controls and
maintains central VO-wide scheduling policies. It has a well-defined global util-
ity function, which the mediator tries to maximize in order to achieve a global
optimum that benefits all VO participants. Different utility functions result in
different resource scheduling and allocation plans. A scheduling policy could be
viewed as a pluggable component that defines a scheme for global ‘welfare’. Most
existing collaborative grid systems employ simple opportunistic approaches to
sharing and using resources, e.g. allocate resources when they become available
[9]. In our case, such an approach is impractical, as a huge number of tightly
coupled tasks need to be executed in parallel. Hence, a scheme ensuring certain
levels of quality of service must be introduced and enforced.

3.2 Quality of Service

In service-centric systems, quality of service (QoS ) is defined as the ability of
a service to provide a guarantee of a certain quality of the service to the appli-
cation. Such a guarantee may relate to both quantitative and qualitative prop-
erties of a resource. Qualitative properties usually refer to service reliability
and user satisfaction, while quantitative characteristics include elements such
as networks, CPUs, and storage. Usually, applications specify two QoS require-
ments: the characteristics of the resource and the period for which the resource
is required. Reservation involves giving the application an assurance that the
resource allocation will succeed with the required level of QoS. The reservation
may be immediate or in advance, and the duration of the reservation may be
definite (for a defined period of time) or indefinite (for a specified start time and
unlimited duration). However, providing guarantees for resource availability in
large-scale grid systems is not a trivial task. The resources must be reserved and
co-allocated on many geographically distributed sites.

3.3 Co-allocation of Large Numbers of Resources

Quasi-opportunistic grid systems are envisaged to be used mainly by applications
composed of multiple agents. These agents are arranged in a dynamic topology
with different levels of communication. This scenario implies that if resource co-
allocation is to be efficient and effective, the co-allocation system must consider
the hierarchical structure of resource requests and offers. We represent this hi-
erarchy by graphs in which vertices represent computational elements and edges
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represent communication links. Efficient matching between the resource requests
and resource offers could be viewed as a graph-matching problem. Once the tar-
geted resources are identified, they should be reserved and made available to
run the parallel tasks of the requesting application. We are implementing a co-
allocation mechanism that uses advance reservation of resources. This requires
that the co-allocation systems of local clusters support advance reservation fea-
tures. We believe that for large-scale, purely opportunistic grid environments
with no resource availability guarantees, it is virtually impossible to solve the
co-allocation problem. Such guarantees seem only realistic if resource providers
have an incentive to give them.

3.4 Economics-Based Resource Allocation

The complex, parallel grid applications require guaranteed allocation of re-
sources, such as computing elements, network bandwidth, memory, disk storage,
databases/datasets, and other specialized resources. One of the main obstacles in
providing such guarantees is to make different parts of the grid (AD owners) co-
operate so as to enhance the social ‘welfare’ of the entire system. We cannot rely
upon their altruism and need to deal with the problem of ‘free-riders’ (individ-
ual users who have no incentive for sharing their own resources). The free-riding
problem does not belong solely to grid systems. Thus, in successful peer-to-peer
systems, such as Kazaa or E-Mule, there is a mechanism that offers the user
incentives to share. In order to resolve the free-riding issue, we establish a link
between the past behavior of the AD and its future utilization of the system,
preferring ADs that have a better resource contribution record in the scheduling
process. We studied several incentive schemes. The tit-for-tat strategy is not
suitable for our system for two reasons: (a) it cannot handle heterogeneous re-
quests (a general problem with bartering), and (b) it cannot hold a global view of
the players’ behavior. For example, if A gave its resources to B and C (and has a
positive ‘balance’ with them) but not to D, why should D prefer A over someone
who did share its resources? The reputation system has the problem of linking
players’ reputation ratings with their tasks’ valuation. For instance, suppose that
A is above B in the reputation system, and B needs C’s resources desperately
while A can wait, who should get the resources? Finally, in the virtual pay-
ment method [11], the resource description includes pricing information in both
the job description and the resource offer. The scheduler considers this informa-
tion during the resource allocation process. In this manner, the past behavior of
a strategic player can be linked with its future utilization of the system. While
posing several implementation-related challenges (e.g. transaction management,
non-trivial accounting systems). This scheme does not suffer from the drawbacks
of the tit-for-tat and reputation strategies.

In our system we chose to follow the ideas of the virtual payments approach,
as it satisfies our requirements to reward well-behaved players. In grid terms, the
more resources are shared by the AD, and the more it complies with the signed
agreements, the more it will be able to utilize the system. We demonstrate that
the virtual payments approach indeed realizes these ideas in Section 5.
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Based on the virtual payments technique, we have designed an economics-based
resource allocation system. One of its cornerstones is a round-based scheme. In
each round, an AD, which represents both users of this domain and resources that
belong to it, sends resource bids and offers. A resource bid, which represents a job
submission, consists of the resource description and the price a user is willing to
pay for the job’s execution. A resource offer represents the AD’s willingness to
share its resources along with a reserved price for each resource offered. In other
words, the domain is not ready to share this resource for less than the stated price.
Each AD of a VO starts with a predefined budget, divided among the users of the
domain. Each AD tries to maximize its budget in order that future requests for
resources can be fulfilled. In each round, the system calculates a feasible allocation
that maximizes the social welfare according to the bids and offers received from
the ADs. At the end of the round, payments are transferred to the related ADs
according to the allocation.

3.5 Fault Tolerance

Several techniques are being developed to provide fault tolerance to applica-
tions to be run on the quasi-opportunistic grid system. The most important are
a distributed checkpoints-and-restart protocol (C/R) and a fault-tolerant MPI
protocol [12]. The C/R protocol is intended to partially or completely stop appli-
cations if failures occur and migrate them according the scheduling policy. In our
system, reliable communication will be achieved by means of a new cross-domain
fault-tolerant MPI communication protocol. The majority of the current fault-
tolerant MPI implementations provide transparent fault tolerance mechanisms
for clusters. However, to provide a reliable connection within a grid computing
environment, a fault-tolerant and grid-middleware-aware communication library
based on the MPI2 specification will be evaluated for possible implementation.

4 Initial Design

Conceptually, the QosCosGrid system is composed of three main entities: the
end users, the administrative domains, and the grid level.

4.1 End User Level

Typical end users of quasi-opportunistic grid systems include physicists, biol-
ogists, social scientists and engineers, none of whom is generally very familiar
with the intricate technological details of grid technology. Such users are keen to
run their applications and are mainly concerned with whether there are enough
resources to run them. Whether the resources are sufficient to execute an appli-
cation depends on two factors: (1) on the number of suitable resources present in
the system, and (2) on whether the user’s AD is willing to pay for the required
resources. To enable application-oriented users to submit and monitor jobs, it
is mandatory that the system provide a sophisticated user interface which hides
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the details of the grid level from the user. Such user interfaces should include a
resource planner as well as a budget planner. As each user belongs to one or more
ADs, the resource and budget planner needs to negotiate with the appropriate
AD level components and services.

4.2 Administrative Domain Level

The responsibility of the ADs is twofold. First, an AD needs to provide reliable
grid resources. Second, it needs to serve as a gateway for the end users who
belong to it. To support end users, an AD includes a job submission manager
component, which is responsible for interaction with the end user components.
ADs share the earned virtual money among their users according to a predefined
policy, with the ability to prioritize applications and users that are considered
important. ADs are the only system entities that can receive or spend its vir-
tual money. To manage its economic subsystem efficiently, an AD must include
a component which defines and enforces the economic policies inside the AD.
Such policies may vary from one AD to another. An additional component on
the AD level, the resource manager component, is responsible for ensuring the
efficient utilization of the AD’s computing, storage and network resources. The
resource manager is in charge of advance reservation of resources, resource topol-
ogy analysis, and publishing. Whenever a job is assigned to be executed on the
resources of an AD, the job is handled by the execution manager component.
The responsibilities of the execution manager are to allocate resources for job
execution, to orchestrate the stage-in and stage-out of data, and to initiate the
actual execution of jobs. The execution manager is also responsible for perform-
ing corrective actions in case of system failures. It is alerted to such failures by
the monitoring subsystem, which constantly polls the quantitative properties of
the computational, network, and storage elements in the system and propagates
the information to the subscribed services in the AD or grid levels. One of the
services requiring such information is the topology-building service, located in
the AD level. The topology-building service is responsible for transforming the
raw quantitative resource properties into the resource topology graph. Resource
topology graphs are used to describe the resource structure in many parts of
the system, e.g. resource offers, resource requests, service-level agreements, and
more.

4.3 Grid Level

The grid level represents a commonly trusted entity responsible for maximizing
the global ‘social welfare’ within a VO. All services at the grid level are con-
sidered logical singletons. Clearly, the implementation of such a service could be
distributed to achieve high availability. The grid level does not provide or request
any resources and thus is not considered an active economic entity; that is, it
cannot spend or earn virtual money. However, the grid level serves as a ‘virtual
bank’, which keeps track of the accounts of ADs within a VO and is responsi-
ble for all the payment transfers in the system. The grid level also includes a
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global information system, which provides information regarding the available
resources, future reservations, and all the agreements signed among the partici-
pants. One of the most important and sophisticated services located at the grid
level of the system is the meta-scheduler service. This service acts as a mediator
between the resource providers and consumers, and it performs scheduling and
co-allocation of resource requests (grid jobs). Using a configurable utility func-
tion or objective function, the meta-scheduler attempts to maximize the ‘global
welfare’ of the system participants by means of advanced scheduling and allo-
cation algorithms. Such an objective function might be defined, for example, to
optimize resource utilization, resource providers’ revenue, and so on. Resource
consumers whose jobs are allocated for execution on one or more ADs other
than their own are required to sign an agreement with all ADs in which the
terms of resource provision are defined. All signed agreements are stored at the
grid level by means of an agreement service. Fulfillment of the agreements is
monitored by the monitoring service, which is also located at the grid level. The
monitoring service facilitates real-time monitoring and implementation of signed
agreements; it also initiates corrective procedures when failures occur. The mon-
itoring services also initiates money transfers between resource providers and
consumers when agreements are fulfilled or breached.

4.4 Resource Description Model

When dealing with highly complex parallel applications, a correct and efficient
description of the resource offers and resource requests is essential. In the grid
community, the most widely accepted and used resource description model is the
GLUE schema [13]. It is used to describe the properties of grid resources, such
as computational clusters or storage nodes, and includes a very basic descrip-
tion of network interconnections. Although the GLUE schema can describe most
of the simple resource infrastructures, it is inadequate for the efficient descrip-
tion of resource topologies which is required for complex parallel applications.
Such applications cannot be executed efficiently in a grid environment if all-to-
all communication is needed. Efficient execution of the tightly coupled parallel
applications relies heavily on precise definitions of execution node topology and
interconnection bounds. Such a topology is usually recursive and hierarchical, in
contrast to the GLUE schema, which describes the grid as a ‘cluster of clusters’.
There exists a hierarchical model which contains quantitative properties of both
computational and network nodes [14]. Highly sophisticated topology structures
can be comprehensively described with this model. We find it to be very flexible
and efficient, and thus have chosen to adopt it for the description of resource
offers and requests in the QosCosGrid project.

4.5 Life Cycle

To illustrate the functionality of the QosCosGrid system, we describe and analyze
the complete life cycle of a job defined by a user. Before a job can be processed
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by the QosCosGrid system, it must be defined by a user with appropriate au-
thorization and authentication credentials. The job description includes all the
standard job properties such as executable, data inputs and outputs, operating
system, memory and CPU constraints, valid parameters for each task, and so on.
In the job description phase, the user employs the job planner to specify his or
her preferences regarding the number of execution nodes, the desired intercon-
nectivity level between bundles of nodes, the required storage space, and so on.
All these properties are described in terms of parameters and their minimum,
maximum, and default (preference) values. Given this information and the rates
or costs of the available resources, the budget planner determines if the funds are
sufficient to process the job in the system. After the job is successfully described
and planned, its description is transferred from the user level to the user’s AD for
further processing. The meta-scheduler negotiates with other ADs regarding the
necessary resources and the execution start time. If the negotiation is successful,
agreements are signed between the user’s AD, which is willing to pay for user’s
job, and all the other ADs, which are ready to share their resources in return for
the agreed price. Before the scheduled execution, the job description and all the
required executables, libraries and data input files are staged to the execution
machines. Upon arrival of the agreed execution time, the execution is started
on all sites and is monitored by the monitoring service until the execution is
terminated (successfully or with an exception) or a breach of the agreement is
detected. If the execution completes successfully, the job execution results are
staged out to the predefined storage location.

5 Preliminary Results

All the components of the presented quasi-opportunistic computing system are
being actively developed. While the system is still immature and is incapable
of performing real computations, we here demonstrate the performance of the
economic-based allocation subsystem, as it is clearly a dominant factor in the
feasibility of the quasi-opportunistic computing concept as a whole.

We have developed a simulation environment to test our economic model. This
environment allows us to describe the model, which includes many ADs trying
to submit jobs to the system, the description of those jobs, and the submission
processes themselves. Resource allocation by the centralized entity is also sim-
ulated, and the service-level agreements are created according to a predefined
social welfare function.

We define a system’s utilization index as the percentage of submitted resource
requests in which the user actually received the requested resources in the next
allocation round. Sharing frequency is defined as the probability that the AD will
share its resources in each allocation round. Our experiments were carried out
on a fixed number of ADs (n=10), each of which starts with the same number
of resources and the same amount of money.

Our results indicate that there is always a strong correlation between the rev-
enues that the AD receives and its utilization index. Thus, each AD is motivated
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to increase its revenues. In addition, we have found that ADs that share their re-
sources more frequently and generously accumulate higher revenues in the long-
run. However, an AD that has many frequent users tends to have a lower utilization
index. This result conforms to our intuition, since ADs with a constant number of
credits to share among a large number of users tend to have fewer credits per user.
These results confirm the validity of our system: sharing resources is a preferable
strategy for each AD. Therefore, we can expect that the rational behavior of each
AD will conform to the system architects’ intentions.

Testing the influence of stated reserved prices on the expected long-term rev-
enues, we discovered that any given domain could maximize its revenues by
finding its optimal reserved price subject to reserved prices stated by all other
domains throughout the system’s history. We also developed an approximate
algorithm for the calculation of an optimal reserved price.

Another important insight we gained suggests that the initial budget distri-
bution has no effect in the long-run. Although an AD’s initial credit affects the
allocation in the first few rounds, its future utilization of the system depends
only on its own behavior. This is based on the assumption that all the players
have valuable resources, i.e. there are domains willing to pay for resources of
any of the ADs within the grid. This assumption is legitimate in the context of
quasi-opportunistic grids

6 Related Work

The majority of state-of-the-art production and academic grid systems do not
address the complete bundle of features discussed in this paper. EGEE [2] has
developed a complete grid system that facilitates the execution of scientific ap-
plications requiring large computational and data-intensive capabilities within a
production-level grid environment. EGEE spans more than 150 sites with more
than 30 000 available CPUs. The current version of EGEE’s grid middleware,
gLite, does not currently support advance reservation. Due to the support of
various low-level cluster management systems such as Condor, LSF, PBS, gLite
does not support checkpoint and restart protocols, and cannot guarantee the
desired level of QoS for very long executions.

HPC4U (www.hpc4u.org) is arguably closest to the objectives of QosCosGrid.
Its objective is to expand the potential of the grid approach to complex problem
solving. This would be done through the development of software components for
dependable and reliable grid environments, combined with service level agree-
ments and commodity-based clusters providing quality of service. The QosCos-
Grid project differs from HPC4U mainly in its ‘grid orientation’. QosCosGrid
assumes multi-domain, parallel executions (in contrast to within-cluster parallel
execution) and applies different MPI and checkpoint/restart protocols that are
grid-oriented and highly scalable.

TeraGrid (www.teragrid.org) is a US national project offering extremely high
computational and data capacities. Its objectives are different to those of the
QosCosGrid project, as the TeraGrid already offers considerable supercomputing



Quasi-opportunistic Supercomputing in Grid Environments 243

abilities. Hence, since each site contains reliable and robust nodes, the need to
provide QoS through software is eliminated. TeraGrid does not seem to support
advance reservation and automated job co-allocation.

7 Summary and Conclusions

Computer-based simulations of complex natural phenomena and man-made arti-
facts are increasingly employed in a wide variety of sectors. Typically, such sim-
ulations require computing environments which meet very high specifications
in terms of processing units, primary and secondary storage, communication,
and reliability. Supercomputers are the de facto technology for delivering the
required specifications. Acquiring, operating and maintaining supercomputers
carry considerable costs which many organizations cannot afford. The work-
ing assumption of the QosCosGrid project is that a grid could be enhanced by
suitable middleware to provide features and performance characteristics that re-
semble those of a supercomputer. We refer to such a grid as quasi-opportunistic
supercomputer. We have argued that in order to realize a quasi-opportunistic
supercomputer in a collaborative grid, we must implement a resource alloca-
tion mechanism that goes beyond the opportunistic approaches of current grid
systems. In particular, the co-allocation of a large number of resources requires
advance reservation features and non-trivial QoS guarantees. Moreover, to es-
tablish a successful collaborative grid, ADs and users need incentives so that
their resource provision and consumption behavior will yield long-term mutual
benefit. We investigated some economics-based concepts for resource allocation
which could foster ‘global welfare’ and address issues such as ‘free riding’. We
showed that service-level agreement concepts are likely to play an important
role in the enforcement of an economics-based scheduling and allocation system.
The volatile nature of grid resources necessitates sophisticated fault-tolerance
features in the QosCosGrid system. Developments are underway for a fault-
tolerant and grid-middleware-aware communication library based on the MPI2.
The initial design of the QosCosGrid revolves around three main elements:
end users, ADs, and the grid level. Critical to application-oriented end users
are user interfaces that hide intricate grid details from the end user. To real-
ize some of the requisite features of the QosCosGrid system, we identified the
basic system components and their required roles at the AD level. These in-
clude a job submission, resource, and execution manager. Ultimately, the grid
level is responsible for ensuring the satisfaction of all participants (ADs, end
users) of the VO. In particular, the grid level is designed to provide a meta-
scheduler service which acts as a mediator between the resource providers and
resource consumers and performs scheduling and co-allocation of resource re-
quests (grid jobs). The grid level also serves as a ‘virtual bank’ which han-
dles the exchange of the money used to implement the economics model of
the system. A grid-level monitoring service oversees the fulfillment of signed
agreements.
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