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Abstract

We study a recently-introduced generalization of the classic sequential testing problem for

series systems, consisting of multiple stochastic components. The conventional assumption

in such settings is that the overall system state can be expressed as a boolean function,

defined with respect to the states of individual components. However, unlike the classic

setting, rather than testing components separately, one after the other, we allow aggregating

multiple tests to be conducted simultaneously, while incurring an additional set-up cost. This

feature is present in many practical applications, where decision-makers are incentivized to

exploit economy of scale by testing subsets of components in batches.

The main contribution of this paper is to devise a polynomial-time approximation scheme

(PTAS) for the sequential batch testing problem, thereby significantly improving on the

constant-factor performance guarantee of 6.829 + ε due to Daldal et al. [Naval Research

Logistics, 63(4):275–286, 2016]. Our approach is based on developing and leveraging a

number of innovative techniques in approximate dynamic programming, based on a synthesis

of ideas related to efficient enumeration methods, state-space collapse, and charging schemes.

These theoretical findings are complemented by extensive computational experiments, where

we demonstrate the practical advantages of our methods.
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1 Introduction

Sequential testing problems arise in a wide range of applications, where the objective is to accu-

rately identify the correct state of a given system, consisting of multiple stochastic components.

The conventional assumption in such settings is that the overall system state can be expressed

as a boolean function, defined with respect to the states of individual components, which are

assumed in turn to be independent of each other. It is further assumed that an a-priori prob-

abilistic information on the stochasticity of individual components is available, for example,

by analyzing historical data. Typically, in order to evaluate the overall system function in a

specific context, costly tests are conducted for detecting whether each component is operational

or not. Even though the complete resolution of the latter question clearly requires performing

the actual tests, one would be interested in testing components with high failure probability

earlier on, in an attempt to detect overall system disfunctionality without inspecting additional

components. On the other hand, unreliable components could very well be associated with high

testing costs, making them less appealing to examine during early stages of the testing proce-

dure. Consequently, the main computational challenge in sequential testing is that of striking a

delicate balance between these contradictory trends, and coming up with provably-good policies

that minimize the expected testing cost.

As sequential testing problems have received a great deal of attention by the operations

research, industrial engineering, and computer science communities ever since they were formally

introduced in the early 60’s [17, 5, 22], it is beyond the scope of this paper to provide an

exhaustive overview of previous work. For this reason, we focus here on some of the more relevant

models, and refer the reader to directly-related surveys [18, 24] for a detailed literature review.

We mention in passing particularly interesting extensions to precedence constraints [13, 10, 3],

k-out-of-n systems [6, 2], series-parallel systems [4, 14], threshold functions [11], certain DNF

formulas [1], as well as to general distributions of the underlying variables [15].

Sequential testing of series systems. The most widespread type of complex systems, that

served as a canonical problem in optimization-related research of sequential testing, is focused

on system functions expressible as AND functions and their generalizations. Interestingly, a

fundamental building block for the vast majority of settings studied in the literature is the basic

AND function, which corresponds to a series system. Here, each variable of the underlying

boolean function indicates whether its corresponding component is working properly or not,

meaning that for such systems to be operational, all components must be functional. In this

setting, any testing policy can be thought of as a permutation of the variables, as the overall

system state can be uniquely determined as soon as a variable taking a 0 value is observed,

or alternatively, when all tests are completed. A now-classic result in sequential testing, that

has independently been established in various contexts over the years [17, 5, 22, 19], states

that the optimal testing procedure follows a simple greedy rule: The permutation of minimum

expected cost consists of inspecting the variables in non-decreasing order of their cost-to-failure-

probability ratio.
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Selected applications. To better understand the dynamics of sequential testing in this con-

text, consider medical diagnosis procedures [14], where in order to determine whether an ad-

mitted patient suffers from one or more ailments, physicians conduct a battery of costly ex-

aminations, intended to identify or rule out certain medical conditions. Once a positive result

is obtained in one of these tests, more accurate and possibly invasive procedures must take

place, prior to starting the appropriate treatment. In the opposite case, when all test results

are negative, the diagnosis is that the patient does not have any of the diseases in question.

From an operational perspective, healthcare providers could estimate the probabilities for posi-

tive outcomes in each of the different tests by analyzing historical data of patients with similar

symptoms. With respect to this process, the specific sequence according to which tests are

performed has a major effect on the quality of service, by reducing patient discomfort, as well

as on the financial cost incurred. Consequently, there is much interest in identifying an optimal

policy, i.e., a sequence of tests that minimizes the overall expected cost, meaning that these

aspects of medical diagnosis are equivalent from an analytical perspective to sequentially test-

ing of series systems. It is worth pointing out that this framework and several closely-related

extensions have been explored and exploited in a wide range of domains, such as quality inspec-

tion in manufacturing [12, 21], healthcare [14], project scheduling [10], telecommunication [7],

screening employees for positions [13], and artificial intelligence [20, 22, 23], just to mention a

few notable examples.

1.1 The sequential batch testing problem

In this paper, we focus our attention on a recently-introduced generalization of the classic

sequential testing problem for series systems [17, 5, 22, 19]. Unlike the original setting, rather

than testing variables individually, one after the other, we allow aggregating multiple tests to

be conducted simultaneously, while incurring an additional set-up cost. This feature is present

in many practical applications, where decision-makers are incentivized to exploit economy of

scale by testing subsets of components in batches. For example, in the medical diagnosis setting

discussed earlier, many of the exams are performed by external laboratories, where the cost of

simultaneously administering a batch of exams consists of:

1. A fixed cost ingredient that reflects shipping and handling costs associated with the entire

batch.

2. A varying ingredient that consists of the individual testing costs for each particular exam.

Our basic assumption is that any subset of variables is eligible to serve as a batch, or in

other words, that there are no grouping or sequencing restrictions on any particular subset.

Consequently, the resulting computational question is how a given collection of variables should

be partitioned to batches and in what order to test them, with the goal of identifying a feasible

policy of minimum expected cost.

Formal problem definition. To put things in concrete mathematical terms, let X1, . . . , Xn

be a collection of n independent Bernoulli random variables, with Pr[Xi = 1] = pi. We define a

testing scheme to be an ordered partition of [n], that is, a sequence of pairwise-disjoint subsets
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S = (S1, . . . , ST ) whose union is exactly [n]. Any testing scheme S corresponds to a sequential

procedure for determining whether
∧n
i=1Xi = 1 or not. In step t of this procedure, the values of

{Xi}i∈St are inspected. If at least one of these variables evaluates to 0, we have just discovered

that
∧n
i=1Xi = 0; otherwise, we proceed to step t+ 1.

The cost C(St) of inspecting a subset St is comprised of a fixed set-up cost β and an additive

testing cost of
∑

i∈St ci. Here, we use ci to denote the individual testing cost of Xi. With respect

to our testing procedure, the cost C(St) = β+
∑

i∈St ci is incurred only when we did not detect

a zero value in any of the preceding tests S1, . . . , St−1, an event that occurs with probability

φ(S, t) =
∏t−1
τ=1

∏
i∈Sτ pi. Therefore, the expected cost of a testing scheme S = (S1, . . . , ST ) is

given by

E(S) =
T∑
t=1

φ(S, t) · C(St) .

The objective of the batch testing problem is to compute a testing scheme of minimum expected

cost.

Directly-related work. Daldal, Özlük, Selçuk, Shahmoradi, and Ünlüyurt [9] have recently

introduced the sequential batch testing problem, by studying a computational setting similar

to the formulation presented above, where in addition, the collection of allowed batches is

specified by an independence system. This variant was shown to be NP-hard, and consequently,

the authors focused on numerically evaluating several heuristics, without theoretical worst-case

guarantees. As a particularly interesting direction for future research, Daldal et al. [9] proposed

to investigate the unconstrained setting, in which any subset of variables is eligible to serve as

a batch, which is precisely the focus of our paper.

Shortly thereafter, Daldal, Gamzu, Segev, and Ünlüyurt [8] tackled this question by de-

signing a polynomial-time algorithm for approximating the sequential batch testing problem

within factor 6.829 + ε of optimal, for any fixed ε > 0. Their approach is based on efficiently

enumerating (1 + ε)-estimates for the probabilities of testing certain high-probability batches

within an altered optimal testing scheme. With this information at hand, an approximate test-

ing scheme is then constructed by repeatedly solving mutually-dependent minimum knapsack

instances. As this procedure may leave out many residual variables, unpacked by any knap-

sack solution, these are inserted according to the greedy permutation defined with respect to

the classical sequential testing problem. Even though this approach attains a constant-factor

approximation, several losses in optimality are inherently unavoidable, and to our knowledge,

the techniques involved do not lead to significantly better performance guarantees. In addition,

in spite of having a highly non-linear objective function, Daldal et al. [8] were able to formulate

the sequential batch testing problem as an integer linear program of polynomial size, at the

expense of losing a factor of 1 + ε in optimality. Unfortunately, this finding does not lead to

a polynomial-time algorithm, and moreover, numerical experiments suggest that the resulting

ILP scales poorly as the number of variables increases, ending up with exorbitant running times

even for moderate-size instances.

3



1.2 Results and techniques

The main contribution of this paper is to devise a polynomial-time approximation scheme

(PTAS) for the sequential batch testing problem. In other words, for any fixed ε > 0, our

algorithm computes in polynomial time a feasible testing scheme whose expected cost is within

factor 1 + ε of optimal, as stated in the following theorem.

Theorem 1.1. For any ε > 0, the sequential batch testing problem can be approximated within

factor 1 + ε. The running time of our algorithm is O((|I|/ε)O(1/ε3)), where |I| stands for the

given input size.

In addition to significantly improving on the constant-factor performance guarantee of

6.829+ε due to Daldal et al. [8], our approach is based on developing and leveraging a number of

innovative techniques in approximate dynamic programming. These include a synthesis of ideas

related to efficient enumeration methods, state-space collapse, and charging schemes, which are

interesting in their own right, and may very well be applicable beyond the settings considered

in this paper. Since a full-blown description of our final algorithm and its analysis are not easy

to assimilate, we introduce the high-level ingredients in an incremental way.

Dynamic programming via the greedy-within-class property. In Section 2, by clus-

tering the collection of variables into nearly-identical cost classes, we identify an important

structural property of the internal order by which variables within the same class are tested in

the optimal policy. Consequently, at the cost of a negligible loss in optimality, this property

allows us to formulate the sequential batch testing problem as a dynamic program, where it

suffices to store as part of the state description only the number of variables tested thus far

from each class (rather than their precise identity). Even though this formulation consists of

exponentially-many states, it still serves as a good starting point for the more involved ideas

that follow.

Improvement 1: Quasi-PTAS by aggregating cheap tests. In Section 3, we employ a

decision rule, where certain “cheap” variables are tested as soon as sufficiently more “expensive”

ones are, arguing that this policy dramatically shrinks down the underlying state space, with

only a minor impact cost-wise. Our use of scare quotes in the preceding sentence is for a good

reason: The terms cheap and expensive change their meaning as the dynamic program evolves,

depending on the set of variables that have already been tested. With an appropriate charging

scheme, we show how to derive a quasi-PTAS, identifying a testing scheme whose cost is within

factor 1 + ε of optimal, in time O(nO((1/ε)·log(n/ε))).

Improvement 2: PTAS through refined cost-class rounding. In Section 4, we concur-

rently utilize an additional decision rule, that “smooths” the transition from cheap to expensive

variables, rather than keeping an accurate description of the corresponding cost classes as part

of the current system state. In essence, unlike the first decision rule, whose analysis is based

on local arguments, here we test in advance variables from multiple cost classes, depending on

the combined cost of the variables tested thus far and on how it is distributed between the
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classes under consideration. As a result, approximation errors are accumulated as the dynamic

program evolves, and global arguments are required to effectively bound the overall error, while

showing that polynomially-many states suffice. This approach enables us to devise a true PTAS,

running in time O((|I|/ε)O(1/ε3)), where |I| stands for the given input size.

Computational experiments. In Section 5, we conduct an elaborate computational study

that demonstrates the practical advantages of utilizing our quasi-PTAS. For problem instances

that are sufficiently small to be solved optimally via brute-force enumeration (n ≤ 9), the testing

schemes obtained using the quasi-PTAS are shown to be within 1% of optimal on average, and

within 4% in the worst case. For larger instances (10 ≤ n ≤ 35), our algorithm is compared

directly against the constant-factor approximation of Daldal et al. [8], showing that we attain

either similar or significantly better results, depending on the scenario in question. Even though

the approach of Daldal et al. is somewhat more efficient from a running time perspective, our

quasi-PTAS can easily be fine-tuned to run faster when one is willing to slightly compromise

performance, in addition to providing near-optimal guarantees that are unavailable otherwise.

2 The Basic Dynamic Program

In this section, we show that by partitioning the collection of variables into classes with nearly-

identical costs, the internal order by which variables within the same class are tested in the

optimal policy is consistent with their success probabilities. This allows us to formulate the

sequential batch testing problem as a dynamic program, that will serve as a concrete foundation

for our main algorithmic ideas, presented in Sections 3 and 4.

2.1 Preliminaries

Creating cost classes. For simplicity of presentation, we assume in the remainder of this

paper that the testing cost ci of each variable Xi is strictly positive. Minor tweaks to our

algorithms can be used to handle zero testing costs, resulting in cumbersome notation that we

prefer to avoid. We also assume without loss of generality that mini ci = 1. Otherwise, this

assumption can easily be enforced by scaling c1, . . . , cn and β by mini ci.

Given an error parameter ε > 0, we round up the individual testing cost ci of each variable

Xi to the nearest power of 1 + ε. It is easy to verify that this alteration blows up the optimal

expected cost by a factor of at most 1 + ε, as the cost of any testing scheme is linear in the

individual testing costs. As a result, the set of variables can be partitioned into O(1
ε log(maxi ci))

classes based on their respective costs. Specifically, lettingR = dlog1+ε(maxi ci)e, for any integer

0 ≤ r ≤ R, we define the cost class Cr = {i ∈ [n] : ci = (1 + ε)r}, namely, the set of variables

with an individual testing cost of (1 + ε)r.

The greedy-within-class property. For purposes of analysis, let us focus on some fixed op-

timal testing scheme, S∗ = (S∗1 , . . . , S
∗
T ). Now consider the sequence of subsets S∗1 ∩Cr, . . . , S∗T ∩

Cr, i.e., the Cr-variables appearing in the first subset, followed by those appearing in the second

subset, so forth and so on. The important structural observation, to which we refer as the

greedy-within-class property, is that for any pair t1 < t2 of subset indices, and for any pair of
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Cr-variables within these subsets, i1 ∈ S∗t1 ∩ Cr and i2 ∈ S∗t2 ∩ Cr, we necessarily have pi1 ≤ pi2 .

Otherwise, it is not difficult to verify that swapping between these variables (i.e., moving i1 to

S∗t2 and i2 to S∗t1) can only improve the expected cost of S∗. Therefore, the Cr-variables appear

in S∗1 , . . . , S
∗
T by order of non-decreasing probabilities.

An immediate implication of this property is that, had we known in advance the sequence of

cardinalities |S∗1 ∩Cr|, . . . , |S∗T ∩Cr|, we could have simply placed the |S∗1 ∩Cr|-lowest probability

Cr-variables in the first subset, the next |S∗2 ∩ Cr|-lowest probability Cr-variables in the second

subset, so forth and so on. By repeating this procedure over all cost classes, we would have

recreated the optimal testing scheme S∗ = (S∗1 , . . . , S
∗
T ). However, since these cardinalities are

generally unknown, the number of required guesses over all cost classes is O(nO(RT )), which is

exponential in T even for a single class. In the remainder of this section, we show how to utilize

dynamic programming in order to recreate an optimal testing scheme in time O(nO(R)).

2.2 The formulation

States. Each state corresponds to a non-negative integer-valued vector N = (N0, . . . ,NR),

specifying the number of variables that have already been inspected from each of the cost classes

C0, . . . , CR, respectively. We denote the collection of feasible states by F = {0, . . . , |C0|} × · · · ×
{0, . . . , |CR|}. Due to the greedy-within-class property, for each cost class Cr, its Nr-lowest

probability variables are those inspected so far, and it remains to test the (|Cr| − Nr)-highest

probability variables in this class. In what follows, we use Cr[`, k] to denote the collection of

`-lowest up to k-lowest probability variables in Cr.

Action space. Each action of our dynamic program corresponds to the next subset of vari-

ables to be inspected. Specifically, being at state N , the feasible actions to be taken is

AF (N ) = {∆  0 : N + ∆ ∈ F} .

That is, any action at state N can be described by an integer-valued vector ∆ = (∆0, . . . ,∆R) 
0, indicating that the subset of variables inspected in the next batch from each class Cr is

precisely Cr[Nr + 1,Nr + ∆r].

Additional notation. We denote by C(∆) = β +
∑R

r=0 ∆r · (1 + ε)r the combined cost of

testing ∆r variables from each of the cost classes Cr, consisting of the fixed set-up cost β as well

as an additive testing cost of ∆r ·(1+ε)r for each class Cr. In addition, we designate by PN (∆) =∏R
r=0

∏
i∈Cr[Nr+1,Nr+∆r]

pi the probability of not detecting a zero value when testing the subset

of variables
⊎R
r=0 Cr[Nr + 1,Nr + ∆r]. Finally, we denote by N (none) and N (all) the initial and

terminal states, respectively. That is, N (none) = (0, . . . , 0) and N (all) = (|C0|, . . . , |CR|).

Recursive equation. For the general recursion step, being at state N , we wish to enumerate

over all options for S, the next subset of variables to be tested. However, due to the greedy-

within-class property, in order to know which variables of each cost class Cr are comprising S,

it is sufficient to know |S ∩ Cr|, which implies in turn that the desired variables are Cr[Nr +
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1,Nr + |S ∩ Cr|]. Now, letting ∆ = (∆0, . . . ,∆R) ∈ AF (N ) be a vector that specifies these

cardinalities, the recursive equation for the optimal cost OPTF (N ) is given by

OPTF (N ) = min
∆∈AF (N )

[C(∆) + PN (∆) ·OPTF (N + ∆)] . (1)

To retrieve the optimal testing scheme, it remains to compute OPTF (N (none)). For this purpose,

we begin with the boundary condition OPTF (N (all)) = 0, and consider the vectors N ∈ F by

decreasing order of their L1-norm, ‖N‖1 =
∑R

r=0Nr. This way, during the computation of

OPTF (N ), for every action ∆ ∈ AF (N ), the required value OPTF (N + ∆) has already been

determined.

Running time. The number of states is |F| =
∏R
r=0(|Cr| + 1) = O(nO(R)). For every state

N , the time to compute OPTF (N ) is polynomial in |F|, and therefore, the overall running time

is O(nO(R)).

3 ε-Approximate Dynamic Program in Quasi-Polynomial Time

In what follows, we present our first enhancement for the dynamic program given in Section 2.2.

At a nutshell, in order to significantly shrink the original state space, we take advantage of an

elegant decision rule, where certain “cheap” variables are tested as soon as sufficiently more

“expensive” ones are. The technical crux lies in translating this intuition into a concrete state

space, and in making use of local charging arguments to bound the overall optimality loss.

Specifically, we show how to derive a quasi-PTAS, identifying a testing scheme whose cost is

within factor 1 + ε of optimal, in time O(nO((1/ε)·log(n/ε))).

3.1 State space: Picking the right restriction

Let F̃ ⊆ F be any subset of states that contains both N (none) and N (all). This collection

induces, for every state N ∈ F̃ , the set of feasible actions AF̃ (N ) = {∆  0 : N + ∆ ∈ F̃}.
Now suppose we restrict the dynamic program (1) to the subset of states F̃ , i.e.,

OPTF̃ (N ) = min
∆∈AF̃ (N )

[
C(∆) + PN (∆) ·OPTF̃ (N + ∆)

]
, (2)

and compute the value of OPTF̃ (N (none)), as explained in Section 2.2. Clearly, since F̃ is a

subset of the original state space F , the resulting optimal solution can only be worse, meaning

that OPTF̃ (N (none)) ≥ OPTF (N (none)). Therefore, with respect to this approach, one runs into

a fundamental question:

Is there an alternative state space, with |F̃ | � |F| and OPTF̃ (N (none)) ≈ OPTF (N (none))?

Here, we show how to constructively define a subset of states F̃ such that OPTF̃ (N (none)) ≤
(1+ ε) ·OPTF (N (none)), while ensuring at the same time that |F̃ | = O(nO((1/ε)·log(n/ε))). Conse-

quently, by solving the dynamic program (2), we obtain a testing scheme whose expected cost

is within factor 1 + ε of optimal, with an overall running time of O(nO((1/ε)·log(n/ε))).
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3.2 Intuition

In order to better understand the upcoming content, it is instructive to develop a basic intuition

for our first improvement. To this end, we argue that much of the state space F is redundant, due

to storing overly-refined information, which is negligible in the bigger picture. As an example,

let us focus on a state of the following form:

N = (|C0| − 2, |C1|, |C2| − 5, · · · · · · · · · , 12, 5, 10, 2︸ ︷︷ ︸
dlog1+ε(n/ε)e classes

, 0, · · · · · · · · · , 0︸ ︷︷ ︸
still untouched

) .

Looking at this vector in right-to-left direction, we initially see cost classes of which no variable

has been tested thus far. Then, we meet the first class, say Cr, with at least one tested variable.

Finally, after traversing dlog1+ε(n/ε)e additional classes, we discover that some of the remaining

classes have not been exhausted yet (here, C0 and C2). The important observation is that, as soon

as the first Cr-variable was tested, we could have just as well tested all remaining variables within

C0, . . . , Cr−dlog1+ε(n/ε)e, incurring an extra cost of at most n · (1 + ε)r−dlog1+ε(n/ε)e ≤ ε · (1 + ε)r.

This quantity is indeed negligible in comparison to the already-paid cost of (1 + ε)r, due to

testing the Cr-variable.

As a consequence of the preceding discussion, our policy would be: Once a given cost class

is tested for the first time, augment the current subset with all variables that have not been

inspected yet, out of all sufficiently-cheap cost classes (i.e., those residing at least dlog1+ε(n/ε)e
coordinates to the left). We proceed by formalizing this idea in concrete dynamic programming

terms.

3.3 Modified state space: Nice-looking vectors

Definitions and notation. For an integer-valued vector ∆  0, we use ψ(∆) to denote

the maximal index r for which ∆r ≥ 1. We also use the convention ψ(N (none)) = −∞. Let-

ting κ = dlog1+ε(n/ε)e, we say that a vector N ∈ F is nice-looking when the cost classes

C0, . . . , Cψ(N )−κ have been exhausted, i.e., Nr = |Cr| for every r ≤ ψ(N ) − κ. Clearly, by defi-

nition of ψ(N ), it follows that the cost classes Cψ(N )+1, . . . , CR are still untouched, i.e., Nr = 0

for every r > ψ(N ). We denote the collection of nice-looking vectors by Fnice, noting that

|Fnice| = O(nO((1/ε)·log(n/ε))).

Construction quality. The remainder of this section is devoted to proving the next theorem,

stating that when we plug the state space Fnice into the dynamic program (2), only a negligible

loss in accuracy is incurred.

Theorem 3.1. OPTFnice(N (none)) ≤ (1 + ε) ·OPTF (N (none)).

3.4 Proof of Theorem 3.1

Intent. Let N (none) = N ∗(0) → N ∗(1) → · · · → N ∗(T ) = N (all) be an optimal solution to

the exact dynamic program (1), attaining an expected cost of OPTF (N (none)). In other words,

starting from state N ∗(0), the optimal actions to take are ∆∗(1) = N ∗(1), ∆∗(2) = N ∗(2)−N ∗(1),
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so forth and so on. By expanding the recursive equation (1), the optimal objective value can

equivalently be written as

OPTF

(
N (none)

)
=

T∑
t=1

P0

(
N ∗(t−1)

)
· C
(

∆∗(t)
)
. (3)

To prove Theorem 3.1, we show that there exists a feasible sequence of actions ∆(1), . . . ,∆(T )

for the approximate dynamic program (2), specialized for F̃ = Fnice, such that the induced

sequence of states N (0) = N (none), N (1) = ∆(1), N (2) = N (1) +∆(2), . . . , N (T ) = N (T−1) +∆(T )

are all nice-looking, with an objective value of at most (1 + ε) ·OPTF (N (none)).

Iteratively defining a candidate solution. The starting state in the approximate dy-

namic program is clearly N (0) = N (none) = N ∗(0). Now suppose we have already defined

N (0), . . . ,N (t−1). Then, the next state N (t) is defined as follows:

• Let ∆̄(t) = [N ∗(t) −N (t−1)]+.

• The current action ∆(t) is defined as

∆(t)
r =


0, if r > ψ(∆̄(t))

∆̄
(t)
r , if ψ(∆̄(t))− κ < r ≤ ψ(∆̄(t))

|Cr| − N (t−1)
r , if r ≤ ψ(∆̄(t))− κ

• The next state is given by N (t) = N (t−1) + ∆(t).

Analysis. It is not difficult to verify by induction that the states N (0), . . . ,N (T ) are all nice-

looking, meaning that this sequence is indeed a feasible solution to the approximate dynamic

program. We proceed by proving the next two claims.

Lemma 3.2. N (t) ≥ N ∗(t) for every 0 ≤ t ≤ T .

Proof. For t = 0, we have N (0) = N (none) = N ∗(0) and the lemma holds. For t ≥ 1,

N (t) = N (t−1) + ∆(t)

≥ N (t−1) + ∆̄(t)

= N (t−1) +
[
N ∗(t) −N (t−1)

]+

≥ N ∗(t) ,

where the first inequality holds since it is easy to verify that ∆(t) ≥ ∆̄(t), and the second equality

follows from the definition of ∆̄(t).

Lemma 3.3. C(∆(t)) ≤ (1 + ε) · C(∆∗(t)), for every 1 ≤ t ≤ T .

Proof. Based on the definitions of ∆(t) and ∆̄(t),

C
(

∆(t)
)
≤ C

(
∆̄(t)

)
+

ψ(∆̄(t))−κ∑
r=0

|Cr| · (1 + ε)r

9



≤ C
(

∆̄(t)
)

+ n · (1 + ε)ψ(∆̄(t))−κ

= C
(

∆̄(t)
)

+ n · (1 + ε)ψ(∆̄(t))−dlog1+ε(n/ε)e

≤ C
(

∆̄(t)
)

+ ε · (1 + ε)ψ(∆̄(t))

≤ (1 + ε) · C
(

∆̄(t)
)

= (1 + ε) · C
([
N ∗(t) −N (t−1)

]+
)

≤ (1 + ε) · C
([
N ∗(t) −N ∗(t−1)

]+
)

= (1 + ε) · C
(

∆∗(t)
)
,

where the last inequality follows from Lemma 3.2.

By combining Lemmas 3.2 and 3.3 with the equivalent representation (3), we have just

shown that N (0),N (1), . . . ,N (T ) is a feasible solution to the approximate dynamic program,

attaining an objective value of

T∑
t=1

P0

(
N (t−1)

)
· C
(

∆(t)
)
≤ (1 + ε) ·

T∑
t=1

P0

(
N ∗(t−1)

)
· C
(

∆∗(t)
)

= (1 + ε) ·OPTF (N (none)) .

4 Polynomial-Time Approximation Scheme

In what follows, we present the specifics of our second enhancement, that allows us to establish

Theorem 1.1 by devising a true PTAS, identifying a testing scheme whose cost is within factor 1+

ε of optimal, in time O((|I|/ε)O(1/ε3)). Unfortunately, in order to obtain a compact state space

of polynomial size, which is still near-optimal in terms of overall cost, we utilize considerably

more involved ideas. For ease of presentation, the intuition behind our state space construction

is given in Section 4.1, whereas its finer details, formal analysis, and additional technicalities

are provided in subsequent sections.

4.1 Intuition

Even though nice-looking vectors allowed us to avoid keeping refined information for most

cost classes, the resulting state space is still of cardinality |Fnice| = O(nO((1/ε)·log(n/ε))). This

quasi-polynomial term emerges from each state N ∈ Fnice having κ “middle” cost classes Cr,
that could be neither exhausted nor untouched (i.e., 0 < Nr < |Cr|). As a result, we have to

keep track of the exact number of variables tested thus far from each such class, leading to

O(nκ) = O(nO((1/ε)·log(n/ε))) states overall.

The intuition behind our second enhancement is grounded in an additional decision rule for

“smoothing” the middle cost classes. To better understand the basic idea, let us focus on some

nice-looking vectorN ∈ Fnice, and schematically draw the contribution of each middle cost class,

as shown in Figure 1. Here, the vertical bar next to each class Cr is of height Nr · (1+ ε)r, which

is precisely the total cost of all Cr variables that have already been tested at state N . Clearly,

each bar configuration corresponds to a unique nice-looking vector, and vise verse. However,

10



we argue that most of these configurations are redundant, and in fact, it suffices to limit our

attention to highly-structured configurations, at the expense of losing only negligible factors in

optimality. Such great-looking configurations are constructed by a two-step procedure:

1. Use a power-of-(1 + ε) to estimate the total cost of all variables tested so far, over all

middle and exhausted cost classes: (1 + ε)ρ ≈
∑ψ(N )

r=0 Nr · (1 + ε)r.

2. For each middle cost class Cr, the allowed height of its corresponding vertical bar is

restricted to integer multiples of a basic block, of height Ω( ε
2

κ · (1 + ε)ρ).

𝐶0 𝐶𝑅𝐶𝑅−1

exhausted  untouched  

testing 
cost

𝐶𝜓 𝑁𝐶𝜓 𝑁 −𝜅 𝐶𝜓 𝑁 −𝜅+1

≈
𝜖2

𝜅
1 + 𝜖 𝜌

basic block  

cost 
class

⋯⋯⋯ ⋯ 𝐶𝜓 𝑁 −1

⋯⋯⋯

⋯⋯⋯

middle  

Figure 1: Construction of great-looking vectors.

By showing that the number of candidate exponents ρ and joint multiples of the basic block

(over all middle cost classes) is in fact polynomial, it follows that the number of great-looking

bar configurations is polynomial as well, and in turn, so is the number of their corresponding

nice-looking vectors, to which we refer as great-looking vectors. The crux in our approach lies

in bounding the approximation errors that are accumulated throughout the dynamic program,

based on subtle charging and cost accounting ideas.

4.2 Modified state space: Great-looking vectors

Definitions and notation. Consider a nice-looking vector N ∈ Fnice. By definition of ψ(N ),

the cost classes Cψ(N )+1, . . . , CR are still untouched, and since N is nice-looking, the cost classes

C0, . . . , Cψ(N )−κ are exhausted. We say that N is great-looking, when there exists an integer 0 ≤
ρ ≤ R + dlog1+ε ne and a non-negative integer-valued vector µ = (µψ(N )−κ+1, . . . , µψ(N )) with

‖µ‖1 ≤ 3κ/ε2 satisfying the next property: Nr is the maximal integer for which the variables in

Cr[1,Nr] have a total testing cost of at most µr· ε
2

κ ·P2[(1+ε)ρ], for every ψ(N )−κ+1 ≤ r ≤ ψ(N ).

Here, P2[·] is an operator that rounds its (strictly positive) argument down to the nearest power

of 2. It is worth noting that, since the testing cost of each variable in Cr is precisely (1 + ε)r,

we actually have

Nr = min

{⌊
µr ·

ε2

κ
· P2[(1 + ε)ρ]

(1 + ε)r

⌋
, |Cr|

}
.

We denote the collection of great-looking vectors by Fgreat.
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Bounding |Fgreat|. The important observation is that every state N ∈ Fgreat is uniquely

determined by the parameters ψ(N ), ρ, and µ, that satisfy the following:

• The integer ψ(N ) takes O(n) possible values.

• The integer ρ takes

O
(
R+ log1+ε n

)
= O

(
log1+ε

(
max
i
ci

)
+ log1+ε n

)
= O

(
|I|
ε

)
possible values, where |I| stands for the given input size.

• Basic counting arguments show that the number of non-negative integer-valued vectors

µ = (µψ(N )−κ+1, . . . , µψ(N )) with ‖µ‖1 ≤ 3κ/ε2 is

O
(

exp
(
O
( κ
ε2

)))
= O

(
exp

(
O

(
log1+ε(n/ε)

ε2

)))
= O

((n
ε

)O(1/ε3)
)
.

Consequently, we have |Fgreat| = O((|I|/ε)O(1/ε3)).

Construction quality. The remainder of this section is devoted to proving the next theorem,

stating that when we plug the state space Fgreat into the dynamic program (2), only a negligible

loss in accuracy is incurred.

Theorem 4.1. OPTFgreat(N (none)) = (1 +O(ε)) ·OPTF (N (none)).

4.3 Proof step 1: Modified optimal solution

Let N (none) = N ∗(0) → · · · → N ∗(T ) = N (all) be an optimal solution to the approximate

dynamic program (2), induced by the set of nice vectors Fnice. In other words, starting from

state N ∗(0) = 0, the optimal actions to take are ∆∗(1) = N ∗(1), ∆∗(2) = N ∗(2) −N ∗(1), so forth

and so on. By Theorem 3.1, this solution attains an expected cost of OPTFnice(N (none)) ≤
(1+ε) ·OPTF (N (none)). Rather than focusing attention on this solution, it would be convenient

to consider a near-optimal solution obtained through bucketing, in order to gain a number

of structural properties. These will be utilized in subsequent sections to bound the overall

error that accumulates as the approximate dynamic program evolves. It is worth pointing out

that bucketing in this spirit has also been employed by Daldal et al. [8] for different purposes

(algorithmic, rather than analytic).

Bucketing. To this end, consider the non-increasing sequence of probabilities

1 = P0

(
N ∗(0)

)
≥ P0

(
N ∗(1)

)
≥ · · · ≥ P0

(
N ∗(T )

)
.

We proceed by partitioning the sequence of steps 1, . . . , T according to their respective probabil-

ities P0(N ∗(0)), . . . , P0(N ∗(T−1)) by powers of 1+ε into (potentially empty) buckets B1, . . . , BL.

The first bucket B1 consists of steps t for which P0(N ∗(t−1)) ∈ (1/(1 + ε), 1], the second bucket

B2 consists of steps with P0(N ∗(t−1)) ∈ (1/(1 + ε)2, 1/(1 + ε)], so forth and so on. In what

follows, we use `1 < · · · < `M to denote the indices of non-empty buckets.
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Structural modifications. Given the above partition, suppose we create a new sequence

of actions ∆�(1), . . . ,∆�(M) as follows. For every 1 ≤ m ≤ M , we simply have ∆�(m) =∑
t∈B`m

∆∗(t). In other words, the first action ∆�(1) is comprised of the sum of all actions

in the first non-empty bucket B`1 , the second action ∆�(2) is comprised of those in the second

non-empty bucket B`2 , so forth and so on. In turn, this definition induces the sequence of

states N �(0) = 0, N �(1) = ∆�(1), N �(2) = N �(1) + ∆�(2), . . . , N �(M) = N �(M−1) + ∆�(M). The

latter is clearly a subsequence of N ∗(0), . . . ,N ∗(T ), meaning in particular that each of the states

N �(0), . . . ,N �(M) is nice. The next claim shows that ∆�(1), . . . ,∆�(M) is a near-optimal solution

to the original dynamic program (1).

Lemma 4.2.

M∑
m=1

P0

(
N �(m−1)

)
· C
(

∆�(m)
)
≤ (1 + ε)2 ·OPTF (N (none)) .

Proof. The important observation is that, for every non-empty-bucket index 1 ≤ m ≤ M

and for every step t ∈ B`m , both P0(N ∗(t−1)) and P0(N �(m−1)) reside within the interval

(1/(1 + ε)`m , 1/(1 + ε)`m−1]. Therefore,

M∑
m=1

P0

(
N �(m−1)

)
· C
(

∆�(m)
)
≤

M∑
m=1

 1

(1 + ε)`m−1
·
∑
t∈B`m

C
(

∆∗(t)
)

= (1 + ε) ·
M∑
m=1

∑
t∈B`m

C(∆∗(t))

(1 + ε)`m

≤ (1 + ε) ·
M∑
m=1

∑
t∈B`m

P0

(
N ∗(t−1)

)
· C
(

∆∗(t)
)

= (1 + ε) ·OPTFnice(N
(none))

≤ (1 + ε)2 ·OPTF (N (none)) ,

where the last inequality follows from Theorem 3.1.

We will also make use of the following inequality.

Lemma 4.3. For every 1 ≤ m ≤M ,

M∑
m′=m

P0(N �(m′−1)) ≤ (1 + ε)2

ε
· P0(N �(m−1)) .

Proof. As mentioned in the proof of Lemma 4.2, we have P0(N �(m−1)) ∈ (1/(1 + ε)`m , 1/(1 +

ε)`m−1] for every 1 ≤ m ≤M , and therefore,

M∑
m′=m

P0(N �(m′−1)) ≤
M∑

m′=m

1

(1 + ε)`m′−1

≤ 1

(1 + ε)`m−1
·
∞∑

m′=0

1

(1 + ε)m′

13



≤ (1 + ε)2

ε
· P0(N �(m−1)) .

4.4 Proof step 2: Required properties

In Section 4.5, we will iteratively construct a sequence of actions ∆(1), . . . ,∆(M), and a sequence

of corresponding states N (0) = N (none) = 0, N (1) = ∆(1), N (2) = N (1) + ∆(2), . . . , N (M) =

N (M−1) + ∆(M) = N (all), that satisfy the following properties:

Property A: N (0), . . . ,N (M) ∈ Fgreat.

Property B: N (m) ≥ N �(m), for every 0 ≤ m ≤M .

Property C: For every 1 ≤ m ≤M ,

R∑
r=0

∆(m)
r · (1 + ε)r ≤ (1 + 3ε) ·

R∑
r=0

∆�(m)
r · (1 + ε)r + 2ε2 ·

∑
m′<m

R∑
r=0

∆�(m
′)

r · (1 + ε)r .

We argue that these properties are indeed sufficient to establish Theorem 4.1. For this

purpose, first note that Property A shows that N (0), . . . ,N (M) is a feasible solution to the

approximate dynamic program (2), specialized for F̃ = Fgreat. In addition, the expected cost

of this solution is:

M∑
m=1

P0

(
N (m−1)

)
· C
(

∆(m)
)

=

M∑
m=1

P0

(
N (m−1)

)
·

(
β +

R∑
r=0

∆(m)
r · (1 + ε)r

)

≤
M∑
m=1

P0

(
N �(m−1)

)
·

(
β + (1 + 3ε) ·

R∑
r=0

∆�(m)
r · (1 + ε)r

+ 2ε2 ·
∑
m′<m

R∑
r=0

∆�(m
′)

r · (1 + ε)r

)

≤ (1 + 3ε) ·
M∑
m=1

P0

(
N �(m−1)

)
·

(
β +

R∑
r=0

∆�(m)
r · (1 + ε)r

)
︸ ︷︷ ︸

≤(1+ε)2·OPTF (N (none)) by Lemma 4.2

+ 2ε2 ·
M−1∑
m=1

(
M−1∑
m′=m

P0

(
N �(m′)

))
︸ ︷︷ ︸

≤ (1+ε)2

ε
·P0(N �(m))︸ ︷︷ ︸
≤P0(N�(m−1))

by Lemma 4.3

·
R∑
r=0

∆�(m)
r · (1 + ε)r

≤ (1 + 3ε) · (1 + ε)2 ·OPTF (N (none))

+ 2ε(1 + ε)2 ·
M−1∑
m=1

P0

(
N �(m−1)

)
·
R∑
r=0

∆�(m)
r · (1 + ε)r︸ ︷︷ ︸

≤(1+ε)2·OPTF (N (none)) by Lemma 4.2
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= (1 +O(ε)) ·OPTF (N (none)) ,

where the first inequality follows from Properties B and C.

4.5 Proof step 3: Iteratively defining a candidate solution

Starting with N (0) = N (none) = 0, our iterative construction of ∆(m) and N (m) for m ≥ 1

proceeds as follows. We begin by defining an over-estimate for the total cost of the variables

from the cost classes C0, . . . , Cψ(N �(m)) that have been tested by N �(m). For this purpose, let ρm

be the unique integer satisfying

(1 + ε)ρm ∈ [1, 1 + ε) ·
ψ(N �(m))∑

r=0

N �(m)
r · (1 + ε)r . (4)

Note that, since the latter sum resides within the interval [1, n · maxi ci], we have 0 ≤ ρm ≤
R+dlog1+ε ne. Recalling how the operator P2[·] was defined in Section 4.2, for every ψ(N �(m))−
κ+ 1 ≤ r ≤ ψ(N �(m)), let µ

(m)
r be the minimal integer satisfying

µ(m)
r · ε

2

κ
· P2[(1 + ε)ρm ] ≥ N �(m)

r · (1 + ε)r . (5)

With these definitions, we have N (m) = N (m−1) + ∆(m), where the vector ∆(m) is given by

∆(m)
r =


|Cr| − N (m−1)

r , if r ≤ ψ(N �(m))− κ
min{bµ(m)

r · ε2κ ·
P2[(1+ε)ρm ]

(1+ε)r c, |Cr|} − N (m−1)
r , if ψ(N �(m))− κ+ 1 ≤ r ≤ ψ(N �(m))

0, if r > ψ(N �(m))

At first glance, it is not entirely clear why ∆(m) is necessarily non-negative, as there are rounding

errors in opposite directions, due to the way ρm and µ
(m)
r are defined. In the next claim, we

prove that ∆(m) is indeed a feasible action.

Lemma 4.4. ∆(m) ≥ 0.

Proof. We prove the claim by considering three cases, depending on the value of r:

• When r ≤ ψ(N �(m))− κ or r > ψ(N �(m)): By definition, ∆
(m)
r ≥ 0.

• When ψ(N �(m−1)) < r: Here, we necessarily have N (m−1)
r = 0, and therefore, ∆

(m)
r ≥ 0.

• When ψ(N �(m))− κ+ 1 ≤ r ≤ ψ(N �(m−1)): In this case,

∆(m)
r = min

{⌊
µ(m)
r · ε

2

κ
· P2[(1 + ε)ρm ]

(1 + ε)r

⌋
, |Cr|

}
−N (m−1)

r

≥ min

{⌊
µ(m−1)
r · ε

2

κ
· P2[(1 + ε)ρm−1 ]

(1 + ε)r

⌋
, |Cr|

}
−N (m−1)

r (6)

= 0 . (7)
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To understand inequality (6), note that by definition of µ
(m)
r and µ

(m−1)
r ,

µ(m)
r · ε

2

κ
· P2[(1 + ε)ρm ]

(1 + ε)r
≥ N �(m)

r · (1 + ε)r

≥ N �(m−1)
r · (1 + ε)r

>
(
µ(m−1)
r − 1

)
· ε

2

κ
· P2[(1 + ε)ρm−1 ]

(1 + ε)r
.

Consequently,

µ(m)
r · P2[(1 + ε)ρm ]

P2[(1 + ε)ρm−1 ]
> µ(m−1)

r − 1 .

However, by definition, both P2[(1 + ε)ρm ] and P2[(1 + ε)ρm−1 ] are powers of 2, and since

ρm ≥ ρm−1, it follows that P2[(1+ε)ρm ]
P2[(1+ε)ρm−1 ] is an integer greater or equal to 1, implying in

turn that

µ(m)
r · P2[(1 + ε)ρm ]

P2[(1 + ε)ρm−1 ]
≥ µ(m−1)

r .

The last equality (7) holds since, in particular, we are in the range ψ(N �(m−1))− κ+ 1 ≤
r ≤ ψ(N �(m−1)), meaning that N (m−1)

r = min{bµ(m−1)
r · ε2κ ·

P2[(1+ε)ρm−1 ]
(1+ε)r c, |Cr|}.

4.6 Proof step 4: Establishing Properties A-C

In what follows, we conclude the proof by showing that the sequence of actions ∆(1), . . . ,∆(M)

and the sequence of corresponding states N (0), . . . ,N (M) satisfy Properties A-C, as claimed in

Section 4.4.

Proof of Property A. In order to show that N (m) ∈ Fgreat, by definition of the latter state,

it suffices to argue that ‖µ(m)‖1 ≤ 3κ/ε2. For this purpose, note that

(1 + ε)ρm ≥
ψ(N �(m))∑

r=0

N �(m)
r · (1 + ε)r

≥ ε2

κ
· P2[(1 + ε)ρm ] ·

ψ(N �(m))∑
r=ψ(N �(m))−κ+1

(µ(m)
r − 1)

≥ ε2

2κ
· (1 + ε)ρm ·

(
‖µ(m)‖1 − κ

)
,

and the desired inequality is obtained by rearranging the terms above. Here, the first inequal-

ity follows from (4), and the second inequality holds since µ
(m)
r is the minimal integer that

satisfies (5).

Proof of Property B. Here, we would like to show that N (m) ≥ N �(m). By definition,

N (m)
r = |Cr| ≥ N �(m)

r when r ≤ ψ(N �(m))−κ. In addition, when r > ψ(N �(m)), we clearly have

N (m)
r = N �(m)

r = 0. For the remaining case, when ψ(N �(m))− κ+ 1 ≤ r ≤ ψ(N �(m)), we have

N (m)
r = min

{⌊
µ(m)
r · ε

2

κ
· P2[(1 + ε)ρm ]

(1 + ε)r

⌋
, |Cr|

}
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≥ min
{
bN �(m)

r c, |Cr|
}

= N �(m)
r ,

where the inequality above follows from (5).

Proof of Property C. By definition of ∆(m), we have

R∑
r=0

∆(m)
r · (1 + ε)r

=

ψ(N �(m))−κ∑
r=0

(
|Cr| − N (m−1)

r

)
· (1 + ε)r︸ ︷︷ ︸

(I)

+

ψ(N �(m))∑
r=ψ(N �(m))−κ+1

(
min

{⌊
µ(m)
r · ε

2

κ
· P2[(1 + ε)ρm ]

(1 + ε)r

⌋
, |Cr|

}
−N (m−1)

r

)
· (1 + ε)r

︸ ︷︷ ︸
(II)

.

For ease of presentation, due to the rather technical nature of the arguments involved, we prove

the following upper bounds in Section 4.7:

(I) ≤ ε ·
R∑
r=0

∆�(m)
r · (1 + ε)r . (8)

(II) ≤ (1 + 2ε2) ·
R∑
r=0

∆�(m)
r · (1 + ε)r + 2ε2 ·

m−1∑
m′=1

R∑
r=0

∆�(m
′)

r · (1 + ε)r . (9)

As a result, we now have

(I) + (II) ≤ (1 + 3ε) ·
R∑
r=0

∆�(m)
r · (1 + ε)r + 2ε2 ·

m−1∑
m′=1

R∑
r=0

∆�(m
′)

r · (1 + ε)r .

4.7 Leftovers

Proof of inequality (8). We establish the desired bound by considering two cases, depending

on the value of ψ(N �(m)):

• When ψ(N �(m)) = ψ(N �(m−1)): Note that, by definition of ∆(m−1), we necessarily have

N (m−1)
r = |Cr| for every r ≤ ψ(N �(m−1))−κ. Consequently, since ψ(N �(m)) = ψ(N �(m−1)),

we have

(I) =

ψ(N �(m))−κ∑
r=0

(
|Cr| − N (m−1)

r

)
· (1 + ε)r

=

ψ(N �(m−1))−κ∑
r=0

(
|Cr| − N (m−1)

r

)
· (1 + ε)r
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= 0 .

• When ψ(N �(m)) > ψ(N �(m−1)): In this case, ∆
�(m)

ψ(N �(m))
≥ 1, implying that

R∑
r=0

∆�(m)
r · (1 + ε)r ≥ ∆

�(m)

ψ(∆�(m))
· (1 + ε)ψ(∆�(m)) ≥ (1 + ε)ψ(N �(m)) .

Based on this observation,

(I) =

ψ(N �(m))−κ∑
r=0

(
|Cr| − N (m−1)

r

)
· (1 + ε)r

≤ n · (1 + ε)ψ(N �(m))−κ

≤ ε · (1 + ε)ψ(N �(m))

≤ ε ·
R∑
r=0

∆�(m)
r · (1 + ε)r .

Proof of inequality (9). To obtain the desired bound, note that

(II) =

ψ(N �(m))∑
r=ψ(N �(m))−κ+1

(
min

{⌊
µ(m)
r · ε

2

κ
· P2[(1 + ε)ρm ]

(1 + ε)r

⌋
, |Cr|

}
−N (m−1)

r

)
· (1 + ε)r

≤
ψ(N �(m))∑

r=ψ(N �(m))−κ+1

(
µ(m)
r · ε

2

κ
· P2[(1 + ε)ρm ]

(1 + ε)r
−N �(m−1)

r

)
· (1 + ε)r (10)

≤
ψ(N �(m))∑

r=ψ(N �(m))−κ+1

(
∆�(m)
r +

ε2

κ
· P2[(1 + ε)ρm ]

(1 + ε)r

)
· (1 + ε)r (11)

≤
R∑
r=0

∆�(m)
r · (1 + ε)r + ε2 · P2[(1 + ε)ρm ]

≤
R∑
r=0

∆�(m)
r · (1 + ε)r + ε2(1 + ε) ·

ψ(N �(m))∑
r=0

N �(m)
r · (1 + ε)r (12)

≤
R∑
r=0

∆�(m)
r · (1 + ε)r + 2ε2 ·

R∑
r=0

m∑
m′=1

∆�(m
′)

r · (1 + ε)r

= (1 + 2ε2) ·
R∑
r=0

∆�(m)
r · (1 + ε)r + 2ε2 ·

m−1∑
m′=1

R∑
r=0

∆�(m
′)

r · (1 + ε)r .

Here, inequality (10) holds since N (m−1)
r ≥ N �(m−1)

r , by combining Property B and the it-

erative construction. Inequality (11) follows from observing that µ
(m)
r is the minimal integer

satisfying (5), meaning that

(
µ(m)
r − 1

)
· ε

2

κ
· P2[(1 + ε)ρm ] < N �(m)

r · (1 + ε)r ,
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and therefore,

µ(m)
r · ε

2

κ
· P2[(1 + ε)ρm ]

(1 + ε)r
−N �(m−1)

r < N �(m)
r +

ε2

κ
· P2[(1 + ε)ρm ]

(1 + ε)r
−N �(m−1)

r

= ∆�(m)
r +

ε2

κ
· P2[(1 + ε)ρm ]

(1 + ε)r
.

Finally, inequality (12) follows from (4).

5 Computational Experiments

In this section, we conduct an extensive computational study, carried out to assess the empirical

performance and efficiency of the algorithms developed in this paper. Specifically, we focus on

the quasi-PTAS proposed in Section 3, due to its rather straightforward implementation, which

allows us to easily configure this approach through its accuracy parameters, balancing between

performance guarantee and running time. It is worth mentioning that coding our PTAS requires

non-trivial effort, mainly incurred when boundary conditions are handled. We prefer to avoid

these technicalities here, even though the corresponding dynamic program is asymptotically

faster due to its reduced state space.

5.1 Algorithms tested

As benchmarks, we compare our methods against exhaustive enumeration, which is referred to

as ENUM for short, as well as to the constant-factor approximation of Daldal et al. [8], denoted

by DGSU16. We proceed by providing a brief description of how these algorithms operate,

along with some of their basic limitations and additional implementation details.

Brute-force enumeration (ENUM). This algorithm computes the optimal testing scheme

by first enumerating over all n! permutations of the underlying variables X1, . . . , Xn. For any

given permutation, the optimal way to partition it to batches can be determined by formulating

a dynamic program that “guesses” the size of the next batch to be added. For this purpose, each

state consists of a single parameter, that specifies the number of variables that have already

been tested. As a result, for a single permutation this dynamic programming algorithm runs in

O(n2) time. However, since the number of permutations grows exponentially in n, exhaustive

enumeration of this nature is practical only for dealing with very small-scale instances, as our

experiments show later on.

Existing constant-factor approximation (DGSU16). Here, we implemented the algo-

rithm of Daldal et al. [8, Sec. 2], mentioned in Section 1.1, that attains a performance guarantee

of 6.829 + ε in time O((n/ε)O(1/ε)). This approach is based on a sophisticated estimation of

the batch probabilities induced by the optimal testing scheme, and sequentially constructing

minimum knapsack instances to identify subsets of variables whose product of success proba-

bilities roughly matches that of the estimation procedure. As the minimum knapsack problem

is NP-hard, several fully polynomial-time approximation schemes can be utilized to compute

near-optimal solutions for these instances; our implementation employs a suitable adaptation of
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the FPTAS due to Kellerer and Pferschy [16], originally suggested for maximum knapsack. In

addition, similarly to Daldal et al. [8], we fix the accuracy parameter of their algorithm at ε = 1.

Through trial and error, we discovered that decreasing ε to 0.5, 0.25, or significantly smaller

values leads to very marginal improvements in performance, while increasing the running time

by orders of magnitude.

Quasi-PTAS. Finally, we implemented the quasi-PTAS given in Section 3. It is worth noting

that the accuracy parameter in this case was chosen as ε = 1, in order to roughly match the

running time of DGSU16. While employing our algorithm with smaller values of ε leads to

improved performance guarantees, this choice creates an unfair comparison to previous work,

and we therefore prefer to err on the side of caution.

5.2 Instance parameters

Number of variables. Our first set of experiments involves small instances, consisting of up

to n = 9 variables, for which brute-force enumeration can be executed in a relatively short time.

These experiments are complemented by a second set, where we explore larger instances, with

up to n = 35 variables. Here, enumeration is no longer practical, and we therefore compare our

quasi-PTAS directly against DGSU16, as explained later on.

Testing costs. The problem instances we consider were designed to explore various scenarios

while avoiding trivialities. For example, when the fixed set-up cost β is very low, optimal or

near-optimal policies test variables separately, as singleton batches. Similarly, when β is very

high, testing all variables as a single batch would be optimal. Therefore, the value of β was

chosen to be either n, n/2, or n/4, while the individual testing costs ci were sampled uniformly

at random over the interval [1, 10].

Success probabilities. Similarly, when a given instance contains many variables whose in-

dividual testing costs ci are relatively low, and whose success probabilities pi are close to 0, the

resulting setting once again becomes easy to approximate, as these variables could be tested

first with the remaining ones having a marginal impact on the overall cost. For this reason,

we focused on two scenarios, one where the probabilities were randomly and uniformly chosen

from the interval [0.5, 1], and the other with probabilities in [0.9, 1].

5.3 Results

All algorithms were implemented using the Python programming language, and were executed

on a standard desktop computer with an i7-6600 processor and 16GB of RAM. The running

time of each instance was capped at 20 minutes to limit the overall simulation time to a few

days. For each value of n, β, and probability scenario, 10 random instances were generated to

obtain reasonable estimates within a workable running time.

Running times: Limits and practicality. Figure 2 summarizes the running times of each

algorithm with respect to the number of variables n for the two probability scenarios, combining
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both small and large instances. One can easily observe that both QPTAS and DGSU16 solve

small instances very fast in comparison with ENUM and also in absolute terms. On the other

hand, for both probability scenarios, the maximal problem size that can be solved using ENUM

under 20 minutes is n = 9. This highlights the need for alternative algorithms, combining

performance guarantees and efficiency.

scenario n QPTAS DGSU16 ENUM

pi ∼ U(0.5, 1)

5 0.00 0.05 0.02
6 0.00 0.07 0.18
7 0.01 0.09 1.76
8 0.01 0.12 17.77
9 0.04 0.47 186.99
10 0.05 0.63 –
15 0.70 4.03 –
20 6.22 7.12 –
25 23.47 39.19 –
30 89.27 52.53 –
35 193.45 64.96 –

pi ∼ U(0.9, 1)

5 0.00 0.00 0.02
6 0.00 0.01 0.18
7 0.01 0.01 1.78
8 0.01 0.01 17.60
9 0.03 0.04 186.36
10 0.05 0.06 –
15 0.29 0.34 –
20 2.34 0.53 –
25 14.09 2.78 –
30 92.11 4.40 –
35 279.27 6.64 –

Figure 2: Running times in seconds.

Sensitivity to probabilities. It is worth emphasizing that our QPTAS is not affected by

the probability scenario, since by construction (see Section 3.3), its running time depends on

the number of nice-looking states, which is not influenced by variable probabilities. In con-

trast, DGSU16 is highly sensitive to these values, and higher diversity in probabilities requires

significantly larger computation times.

Gap in running times. Figure 2 indicates that the running time of DGSU16 is generally

shorter than that of QPTAS for sufficiently large instances. Nevertheless, at the expense of a

slight performance loss, we can speed up QPTAS by increasing its worst-case error parameter

ε. Moreover, even with the same parameters reported in this experiment, QPTAS can still be

used in practice to solve realistic instances.

Performance measure. Figures 3 and 4 present the optimality gaps for small and large

instances, respectively. In order to make a sensible comparison across different instances in
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the potential absence of the optimal cost (when ENUM exceeds its time limit at n ≥ 10),

for each instance we computed the relative approximation of each algorithm, defined as the

ratio between its objective value and the best value among QPTAS, DGSU16, and ENUM. For

example, suppose that for a given problem instance, the objective values of QPTAS, DGSU16,

and ENUM are 11, 12, and 10, respectively. Then, the corresponding relative approximations

will be defined as 1.1, 1.2, and 1, respectively. However, when ENUM does not terminate within

20 minutes, the relative approximations would be 1 for QPTAS and 1.09 for DGSU16.

scenario n
QPTAS
mean

QPTAS
max

DGSU16
mean

DGSU16
max

ENUM
mean

ENUM
max

pi ∼ U(0.5, 1)

5 1.00 1.01 1.01 1.12 1.00 1.00
6 1.00 1.01 1.04 1.14 1.00 1.00
7 1.00 1.02 1.03 1.12 1.00 1.00
8 1.01 1.03 1.05 1.22 1.00 1.00
9 1.01 1.04 1.02 1.08 1.00 1.00

pi ∼ U(0.9, 1)

5 1.00 1.00 1.03 1.08 1.00 1.00
6 1.00 1.02 1.04 1.10 1.00 1.00
7 1.00 1.00 1.05 1.11 1.00 1.00
8 1.00 1.01 1.05 1.14 1.00 1.00
9 1.00 1.01 1.07 1.14 1.00 1.00

Figure 3: Relative approximations for small instances.

scenario n
QPTAS
mean

QPTAS
max

DGSU16
mean

DGSU16
max

pi ∼ U(0.5, 1)

10 1.00 1.03 1.01 1.05
15 1.01 1.06 1.01 1.05
20 1.00 1.02 1.01 1.04
25 1.00 1.02 1.01 1.06
30 1.01 1.06 1.00 1.02
35 1.01 1.03 1.00 1.01

pi ∼ U(0.9, 1)

10 1.00 1.00 1.10 1.17
15 1.00 1.00 1.18 1.30
20 1.00 1.00 1.18 1.42
25 1.00 1.00 1.18 1.42
30 1.00 1.00 1.23 1.53
35 1.00 1.00 1.23 1.65

Figure 4: Relative approximations for large instances.

Comparison. With this convention, instances of a given probability scenario and problem

size n were aggregated using the mean and maximal values. For small instances, our QPTAS

performs better both on average by up to 7%, and for individual instances by up to 21%. The

performance gap is much more evident for the high-probability scenario, pi ∼ U(0.9, 1), which

is arguably is more common when dealing with reliable systems. For large instances, the algo-

rithms are comparable in the pi ∼ U(0.5, 1) scenario, while QPTAS performs significantly better
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in the pi ∼ U(0.9, 1) case, dominating on every single problem instance, with improvements of

up to 65%.

Summary. Our computational experiments suggest that QPTAS computes significantly bet-

ter testing schemes, while DGSU16 is more efficient from a running time perspective. Neverthe-

less, as previously mentioned, QPTAS can easily be fine-tuned to run faster when one is willing

to slightly compromise performance. Overall, our approximation scheme competes well with

the constant-factor approximation of Daldal et al. [8] in terms of running time, and provides

near-optimal performance guarantees that are unavailable otherwise.
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