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Abstract— With shrinking process technologies, small delay
defects are becoming more prominent. Therefore, there is a
need to test processors for such defects. However, structural tests
for delay defects may lead to considerable yield loss. Moreover,
prevalent fault models for delay defects are not efficient interms
of either representing the defects adequately or in the effort
required to achieve good coverage. In this paper, we presenta
technique which generates instruction sequences targeting small
delay defects. We use a fault model called improved unified fault
model (IUFM). The instructions generated by our technique can
be loaded into cache to test the processor in native mode.

I. I NTRODUCTION

Studies [1] show that with decreasing process parameters,
defects like resistive opens are becoming more common. These
defects are called delay defects because they cause changesin
the overall delays of the circuit. They can be classified as either
gross delay or small delay defects, depending on the amount
of change in delay caused. The small delay defects affect only
the longer paths in the circuit. They cause those paths to fail
the setup time requirements. Small delay defects can also be
caused by process variations. The chips in the slower corner
will have a similar behavior to that of chips with small delay
defects.

Scan based techniques have been used till now with good
success in testing for non-delay defects. However, research
[2] shows that a large portion of structurally testable delay
faults are actually functionally unsensitizable. Hence, using
scan for delay testing can lead to considerable yield loss due to
overtesting. Native-mode testing [3] provides a better wayfor
testing small delay defects. It loads instruction sequences into
cache and tests the processor in its native-mode (or regular
functioning mode). Since only legal instruction sequences
are used to test the processor, chips that fail these tests are
definitely defective. Hence, there is no yield loss. However,
currently there are no automated methods that produce in-
struction sequences targeting delay fault models. We address
that problem in this paper.

A good fault model is essential for any testing methodology.
The stuck-at fault model can not adequately portray the effects
of delay defects. Path delay fault model [4] is a good way
to model the small delay defects, especially the effects of
distributed defects. However, it is difficult to achieve good
coverage using it, since all the paths in a circuit (potentially
exponential in number) need to be covered in this model. A
new fault model, called improved unified fault model (IUFM),

was proposed in [5]. It involves generating tests for the longest
sensitizable path (both rising and falling) passing through all
the nets and also all the sensitizable paths above a certain
threshold in the circuit. The number of longest paths through
each net is linear in terms of the number of nets in the circuit.
Moreover, by choosing an intelligent threshold, it is possible
to represent the effects of distributed small delay defectsand
also test for only a moderate number of paths. Therefore, it
is easier to achieve higher coverage using this fault model.
Hence, this fault model provides a good framework to target
small delay defects.

We validate our technique using IUFM. Our technique uses
static timing analysis (STA) and verification engines. The STA
engine is used to come up with the long paths. We then
generate instruction sequences for those paths. We consider
both the controllability and observability aspects of the test
generation process. We express the constraints required for
both as linear temporal logic (LTL) [6] property. We then
pass (negation of) this property to a bounded model checker.
We also automatically transform the model to make property
specification easier. Bounded model checkers unroll the model
up to a givenbound and verify the given property within
that bound. They produce a counterexample (error trace) if
the property can be falsified within the givenbound. We
also give the constraints based on instruction set architecture
(ISA) to the bounded model checker. If a counterexample
is produced by the bounded model checker, the instruction
sequence for exciting and propagating the path effects is
present in the counterexample. If no counterexample is found
then no instruction sequence exists within the given bound.

In summary, we propose a automated method for gener-
ating instruction sequences targeting small delay defectsin a
processor using static timing analysis and verification engines.
This is very pertinent in the current trend of processes because
the delay defects are becoming and native mode testing
is needed to test for them without causing yield loss.The
paper is organized as follows. We provide relevant work in
the literature in Section II. Section III gives the necessary
background. Our technique is explained in Section IV. We
describe our experiments in Section V. The conclusions and
the areas for further work are discussed in section VI.



II. RELEVANT WORK

Functional testing of processors is a well-researched topic.
The exorbitant costs of functional testers was a big roadblock
in implementing them until native-mode testing was proposed
by Shen et al. in [3]. Native mode testing overcame the issues
regarding the costs of functional testers by using the processors
to test themselves. Instruction sequences are stored in the
processor cache and executed from there to test the processor.
FRITS [7] showed the success of this approach in industrial
setting. Since then many approaches have been proposed for
native-mode testing (alternately known as software-basedself-
testing). However, most of such techniques, like [8], [9] and
[10], are not for delay defects.

Lai et al. proposed a technique in [11] to target path delay
faults [4]. However, their methodology is applicable only to
non-pipelined processors. Singh et al. [12] targeted path delay
faults in pipelined processors. However, their technique in-
volves manually constructing a graph model for the processor.
Moreover, they do not tackle the problem of propagating the
effects of faults from internal flops (non-register file flops) to
observable outputs.

We presented a technique to generate instructions targeting
specific stuck-at faults in [13] and [14]. We mapped the
module level test sequences generated by an ATPG engine to
instructions. However, functional infeasibility of a sequence
generated by an ATPG engine is not sufficient to classify
the corresponding fault as functionally untestable. Sincethe
ATPG worked at the module level without the knowledge
of functional constraints at the processor level, many of the
sequences generated were functionally infeasible. In thispaper
we overcome that particular deficiency by directly dealing with
the faults1 during the mapping process. We also deal with
delay defects as opposed to the stuck-at faults dealt with in
[13] and [14].

III. B ACKGROUND

A. Bounded model checkers

When a model and a property are given to a model checker,
it will give a yes/no answer that tells us if the property holds
on the given model or not. If the property does not hold, an
error trace, or a counterexample is produced. Bounded model
checkers prove the correctness of properties of a model within
a given bound. We use the bounded model checker from SMV
(SMV-BMC) [15], which accepts properties written in LTL.

B. Instruction sequence generation using bounded model
checkers

A search engine is necessary to find the instruction sequence
that will sensitize a targeted path. Commercial ATPG engines
are not geared towards doing this. In particular, they do not
have the facility for constraining the search for a vector using
properties that are specified by the ISA of a processor. In
order to incorporate such a constrained search, we need to
modify the ATPG engine. However, a bounded model checker,

1In case of IUFM, the faults actually correspond to paths

by construction, limits its search within the constraints that are
specified. Therefore, there is no need to modify the engine.
This makes it easier to use a bounded model checker for
instruction sequence generation.

IV. T ECHNIQUE

The flow chart of our technique is shown in Figure 1. The
flow chart and the rest of the section use these notations:

F = {All gate outputs} × {rising, falling} (1)

n is a node ↔ n ∈ F (2)

U = {Set of uncovered nodes} (3)

C = {Set of covered nodes} (4)

U and C are updated throughout the flow of the technique
to represent thenodes that are currently uncovered and cov-
ered respectively. Initially,U and C are equal toF and φ

respectively. A “path” in the following discussion is a string
of nodes. Each node has a delay associated with it, the delay
of the path is the sum of the delays at each node. The set
T is initially the set of all paths with delays above a given
threshold.

The test generation process consists of two phases when
IUFM is used as the fault model. These phases are illustrated
in the flow chart of Figure 1. In the first phase, we check the
paths that are above a given threshold (denoted byT in Fig-
ure 1) for functional testability. This check is represented by
shaded decision boxes in the flow chart. A detailed discussion
of the functional testability check procedure is provided later
in this section. The check procedure provides an instruction
sequence if a path is functionally testable. If a path is found to
be functionally testable in this phase, we remove all the nodes
present in this path from the uncovered setU . We also add
thosenodes to C, since they are now covered2. We repeat
these steps for all the paths inT . We then proceed to the
second phase of the technique. In this phase, we generate
longest path through the nodes that are still inU . We do the
same functional testability checks on the paths thus produced.
If a path is found to be functionally feasible in this phase, we
remove only the node for which the path was produced from
U and add it toC. This way a node is coverediff we find
the longest functionally testable path through it. Once we are
done with this phase we calculate the coverage as follows:

Coverage =
|C|

|F |
(5)

where the notation|S| denotes the cardinality of setS.
We describe the individual parts of this technique in more

detail now.

A. Path generation
Both phases of the technique need paths to be generated.

We use a commercial static timing analysis (STA) tool to
generate those paths. We use the tool in two different modes

2At any point in this technique,U ∧ C = ∅ andU ∨ C = F



depending on the current phase of test generation. If we are
in the first phase, we ask the STA tool to generate all paths
longer than a given threshold. The value of the threshold is
best determined by the empirical results on values of small
delay defects causing failures. For our purposes, we use a
conservative value of 80% of clock period. If we are currently
in the second phase of the algorithm, we need the longest paths
through the still uncoverednodes. Therefore, in this phase we
use the STA tool to generate the longest path throughnodes.
We also add a constraint that the path given by the STA tool
must betrue, i.e., must be justifiable from flop to flop because
only such paths can justified and propagated using instruction
sequences. It has to be noted here that we do not use any
vectors that are generated by the STA tool for thetrue paths
for our technique.

B. Functional test generation

The functional testability check of the flow chart in Figure 1
is actually a functional test generation procedure. This proce-
dure strives to generate an instruction sequence for a given
path. If it is possible to generate an instruction sequence,it
will generate one and returnTrue. Otherwise, it will return
False.

We improve upon the algorithm presented in [14] for our
functional test generation procedure. Unlike [14], we dealwith
the faults directly here instead of vectors generated by an
underlying engine. The algorithm for this procedure is given in
Figure 2. The procedure involves generating a LTL property,
P , which is given to SMV-BMC along with a transformed
model and a bound. If a counterexample is produced then
the counterexample will contain the instruction sequence.The
procedure will then returnTrue, elseFalse is returned.

As can be deduced from the Figure 2, the propertyP is of
the form (antecedent =⇒ consequent). The antecedant

contains the controllability constraints. Theantecedant also
contains the opcode information from the ISA. We transform
the model using theobservation abstractions, this facilitates
providing the observability constraints in theconsequent of
the property. This procedure is explained in detail below.

1) Controllability constraints generation: The controllabil-
ity constraints are part of the antecedent of the final property
P that is passed to SMV-BMC. These constraints are directly
derived from the path generated by the STA tool. Since the
path generated by a STA tool is string ofnodes, i.e., a list of
gate outputs with each gate output eitherrising or falling,
we generate controllability constraints with two cycles of
information. For example, if a gate output is rising in the path,
then in the first cycle we constrain the gate output to ’0’ and in
the second cycle we constrain the gate output to ’1’. Figure 3
illustrates this process.

Figure 3(a) is a example of a path generated by a STA
tool. It is represented a table there. The left column gives
the list of gate outputs, while the column on the right gives
the transition that each gate output undergoes in the path. We
derive the constraints shown in Figure 3(b) from this path. The
Figure 3(b) actually gives a partial example of the propertyP

that is given to SMV-BMC in the end. Since the controllability
constraints are the conditions of a nestedif statement in the
property, they areantecedents of the propertyP . The if

statements are nested together with await statement, to get
the temporal relationship. As can be seen from the Figure 3,
generating controllability constraints is straight-forward. We
now explain the extraction of observability constraints.

2) Observability constraints generation: As mentioned ear-
lier, a path is a string ofnodes. The firstnode in this string is
where a transition originates. The path traces this transition
up to the lastnode in the string. We call this lastnode
the endpoint. For functional testing, we have to propagate
this transition from theendpoint to a primary output. We
extract observability constraints to get the constraints to do
so. Theendpoint is either a flop input or a primary output.
If the endpoint is a primary output, then nothing needs to
be done and hence the observability constraint isTRUE.
However, if the path ends at a flop input, we have to derive
the observability constraints. We use Boolean difference for
this purpose.

The Boolean difference of a functionO with respect to
a variable x is TRUE if the function O depends on the
variablex. Now a transition from theendpoint is propagated
to a primary output if the constraints that make the primary
output dependent on theendpoint are satisfied. Therefore,
the observability constraints are the constraints required to
make some primary output’s Boolean difference with respect
to the endpoint TRUE. However, Boolean difference cannot
be succinctly expressed, due to the large number of variables
in any reasonably sized circuit. We circumvent this problem
by adapting theobservation abstraction introduced in [14].

Boolean difference checks whether the Shannon’s co-factors
of a function with respect to a variable are different. We
use observation abstraction to derive the co-factors of the
primary outputs w.r.toendpoint. We duplicate the gates in the
forward propagation path of theendpoint to generate the two
observation abstractions. Any primary output that appears in
both theobservation abstractions, can possibly be dependant
on theendpoint. In the propertyP , we set the two versions of
endpoint3 to ’0’ and ’1’ in the two observation abstractions.
Now the primary outputs in theobservation abstractions
represent the co-factors of those outputs with respect to the the
endpoint. Therefore, in the property we check whether these
two versions of any of the primary outputs are different. If
they are different then theendpoint will be propagated and
the observability constraints will be satisfied.

3) Test generation: As explained earlier, we make the
controllability constraints the antecedent of the final property
and express the negation of the observability constraints as the
consequent of the final property. We also derive constraintson
the instruction input of the processor based on the possible
opcode values and add them to the final propertyP . We pass
these along to SMV-BMC along with a bound. For bound we

3The endpoint will also be duplicated while creating the observation
abstraction



Node Transition
ins a.Y rising
ins b.Y falling
ins c.Y rising

(a) An example of a path
being tested

if ((ins a.Y == 1’b0) && (ins b.Y == 1’b1) && (ins c.Y == 1’b0))
begin

wait(1);
if ((ins a.Y == 1’b1) && (ins b.Y == 1’b0) && (ins c.Y == 1’b1))
begin

(b) The property that will be generated

Fig. 3. An example of a path being tested and its corresponding controllability property

Is T Empty?

Select a path p from T
Delete p from T

Add all the nodes in p to C
Delete all the nodes in p from U

Compute Coverage

Add the node n to C
Delete the node n from U

Is N Empty?

Set N = U

Delete n from N
Find the longest path p through n
Select node n from N

functionally_testable(p)?

functionally_testable(p)?

T,C,U

PHASE 1

PHASE 2

F

T

T

T

T

F

F

F

Fig. 1. Flow chart of the technique. Initially,T is the set of all paths above
a given threshold.U andC are initially F and∅ respectively.

1) Translate the path into a antecedant of an LTL property
2) Transform the model to get theobservation abstractions

based on the finalnode of the path
3) Derive the consequent of the final propertyP using the

observation abstractions

4) Include the opcode information from the ISA into the
antecedant

5) Pass the transformed model, the final propertyP and a
bound to SMV-BMC

6) if a counterexample is found

a) The path is functionally testable.
b) The counterexample contains the desired instruction

sequence. Store it.
c) ReturnTrue

else

a) The path is not functionally testable.
b) ReturnFalse

Fig. 2. Algorithm of functional testability check procedure

use the total number of clock cycles an instruction can affect
the processor pipeline.

Any counterexample produced by SMV-BMC for a property
of the form (antecedant =⇒ consequent), satisfies
the antecedent and disproves the consequent. Hence, it will
satisfy both controllability and the observability constraints.
Moreover, since instructional constraints are also given,any
counterexample that SMV-BMC produces should obey the
ISA. Therefore, the values that a counterexample has for the
instruction registers will be the instruction sequence that can
excite and propagate the path under test. If SMV-BMC does
not produce a counter-example, then such a path cannot be
functionally feasible within the given bound.

V. EXPERIMENTAL RESULTS

We performed our experiments on a publicly available
processor design, the OR1200 processor [16]. OR1200 is a 32-
bit scalar RISC processor, with a Harvard microarchitecture
and a 5 stage integer pipeline. The source code, in Verilog
RTL, and the specification manual of OR1200 are available
from [16].

We ran the experiments on two modules of OR1200. We
selected a control path module and a datapath module4. The
control module we selected was the main control block of the
processor. It contained the decoder and the pipeline glue logic.
The datapath module we selected was in the writeback stage

4Our approach does not need to classify the modules into control or
datapath. We just used a control and datapath module for the purposes of
illustration.



TABLE I

THE RESULTS FORPHASE 1 OF THE EXPERIMENTS

Module No. of Mapped Rejected Timed E

paths out (%)
control 410 165 24 221 46.1
datapath 15 15 0 0 100

TABLE II

THE RESULTS FORPHASE 2 OF THE EXPERIMENTS

Module No. of Mapped Rejected Timed E

paths out (%)
control 965 221 597 147 84.8
datapath 742 426 165 151 79.6

of the pipeline. We used SMV-BMC for our experiments with
a bound of 7. We also set a CPU time limit of 150 seconds
on SMV-BMC to perform the mapping. We synthesized the
Verilog RTL of the processor using a 0.18µm technology. We
used a commercially available STA tool for generating the
paths. As discussed earlier, we targeted only the true paths
generated by this tool. We will present the results of different
phases of the experiment and also additional experiments that
we did.
A. Phase 1

For Phase 1 of the experiments, we used a threshold of
80% of the clock period. The results for this experiment
are given in Table I. In this table, the first column gives
the information about the type of the module. The second
column gives the number of true paths that were above the
given threshold in that module. We used our technique to
map these paths to instructions. The subsequent columns give
the results of this. The third column shows the number of
paths that were mapped to instruction sequences. The next
column (fourth) shows the number of paths that were found
to be functionally unjustifiable within the given bound. The
fifth column gives the number of paths for which SMV-
BMC did not produce a result within the given cpu time
limit. SMV-BMC’s inability to produce a result is due to
its inability to satisfy the observability constraints. This is
shown in experiment of Section V-C. The last column gives the
efficiency numbers for this experiment. We calculate efficiency
(E) as follows:

E =
M + R

N
∗ 100 (6)

where,M is the No. of mapped paths andR is the No. of
rejected paths andN is the Total no. of paths.

B. Phase 2

As discussed in Section IV, for all thenodes that were not
covered by the Phase 1 of test generation, we generated the
longest true path containing thenode using the STA tool.
We then applied the mapping procedure to map these paths
to instruction sequences. Table II gives the results of this
experiment. The second column in the table gives the number
of paths that were generated for this phase of test generation.
The rest of the columns in Table II have similar meanings as
to the ones explained for Table I. We calculated the coverage
using Equation 5. The coverage for the control path module
was found to be 39% and the coverage of the datapath

TABLE III

THE RESULTS FOR THE CONTROLLABILITY EXPERIMENT

Phase Module Mapped Rejected Mapped Rejected
paths paths sequences sequences

Phase 1 control 386 24 80 330
datapath 15 0 15 0

Phase 2 control 431 534 19 946
datapath 634 108 131 611

module was found to be 63%. Even though these numbers
look low, these are not the indication of the effectiveness of
the method. They are actually an indication of the problems
relating to structural (scan-based) testing for delay defects. We
will illustrate this further later in this section. A betterway to
rate the success is the mapping efficiency number which gives
the percentage of paths for which our technique successfully
produced a result.

C. Potential yield loss and comparison experiments

We did an experiment to illustrate the yield loss that might
be incurred due to overtesting caused by scan-based testing
for delay defects. We also did a comparison experiment
against [13]. For yield loss experiments, we checked only for
controllability of the paths. In other words, we assumed for
this experiment thatendpoints of the paths do not need to
be propagated. Therefore, any rejected path in this experi-
ment was untestable because the path was not functionally
controllable. The results are shown in the third and fourth
columns of Table III. A result of this experiment not shown
in Table III, was that the efficiency of this experiment was
always 100%. This showed that SMV-BMC timed out only
due to the observability part of test generation. As can be
seen from the table, more than 50% of the paths in Phase 2
of the control module were not functionally controllable. As
we tested only the true paths generated by STA tool, all
these paths would have been part of any scan-based testing.
Therefore, scan-based testing might have lead to considerable
yield loss if it rejected chips based on tests for those paths.
This emphasizes the need for functional tests. The coverage
for just the controllability checks after two phases were 56%
and 87% for the control and datapath modules, respectively.
Since we do only controllability analysis here, we can compare
the results of this analysis with results of [12]5. The efficiency
is 100% for both the cases. The coverage here is far higher
compared to [12]. We can further increase the coverage as
shown in Section V-D.

We also did an experiment to compare against the technique
of [13]. We modified that technique for delay defects. The
STA tool that we used produced flop-to-flop vectors for the
true paths that it generated. The technique in [13] mapped
pre-computed sequences to instructions; we used the vectors
generated by the STA tool as thepre-computed sequences. The
results are shown in the fifth and sixth columns of Table III.
We can see from the table that a lot of vectors are found
to be functionally infeasible by the technique of [13]. These
vectors have a one-to-one mapping with the paths tested in

5This also shows that it is easier to achieve higher coverage with IUFM



Fig. 4. Increase in coverage after phase3 for both controllability only and
combined test generation.
the third and fourth column of Table III. Therefore, many of
the functionally infeasible vectors are for functionally feasible
paths. This might have caused some defective chips to pass if
technique of [13] had been used.

D. Phase 3

We introduced a third phase in our test generation to
enhance the coverage. In this phase, we tried to map the
top few longest locally true paths6 through the remaining
uncovered nodes. However, we did not have the facility to
run the STA tool in this mode. To circumvent this problem
we ran the STA tool to produce 100 worst paths (both false
and true locally) through each node. We then applied our
technique on the subset of the generated paths that were locally
true. We found that this increased the coverage of control
and datapath modules to 51% and 75% respectively. If only
the controllability part of the test generation was used, the
coverage went up to 68% and 93%, respectively. This is a good
result for coverage. There are techniques like theobserve-
only scan lines [17] (used in FRITS [7]), that can be used
in conjunction with the controllability only test generation for
native mode testing, without loss of any observability issues.
The increase in coverage after Phase 3 is shown in the graph
of Figure 4. We also found that average time taken for the
mapping procedure is 37.04 seconds for the control module
and 18.72 seconds for the datapath module.

VI. D ISCUSSIONS ANDCONCLUSIONS

In this paper, we introduced a new technique to produce
instruction sequences that test the processor for small delay
defects. This is a fully automated method to generate native
mode tests, which is portable to any processor design. Since
there are currently no tools that generate tests for small delay
defects in a sequential design, this is a good step forward.
We showed that many of the true paths in a circuit are not
functionally justifiable. These paths would have been deemed
testable by structural testing techniques and chips might have
been found defective based on that. Hence, functional testsare
needed to avoid considerable yield loss while testing for delay
defects.

We overcame the main deficiency of the technique in [14]
by mapping faults directly instead of the module level vectors
generated by ATPG. However, we still do not a have a
feedback mechanism which can put the whole technique into

6True from flop-to-flop

a loop. In the absence of such a loop it is difficult to find a
functionally testable long path through a node once the longest
path through it is rejected. This affects the coverage. In the
future, we will have to develop such a feedback mechanism
to increase coverage and get better results overall.
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