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Abstract' 
A multi-layer model is used to study the effect of manage- 

ment structure on the performance of connection-oriented pack- 
et-switched networks managed via fixed threshold call 
admission policies. Call admission will be critical to future gen- 
eration high-speed packet-switched nctworks such as ATM net- 
works because high volumes of time critical traffic require the 
minimization of per-packet processing at the switches, thus 
shifting the primary burden for congestion control to the periph- 
ery. Noisy state estimates are the result of uncertainties in mea- 
sured state information or the result of using untimely 
information. The standard-deviation of collected information 
concerning network status serves as a key parameter in repre- 
senting the complexity, coverage, extensiveness, and cost of the 
implemented network management and information collecting 
procedure. In a multi-domain network a particular network 
management/controller may have complete information about 
its own domain but limited, aggregated, or untimely information 
about other domains. Trade-offs between centralized and dis- 
tributed decision-making are discussed and a mechanism is pro- 
vided for comparing various management structures as well as 
determining good values for admission control thresholds. 

Introduction 
In this paper we il1ustra:e the effects of management struc- 

ture on the performance of interconnected packet-switched net- 
works. Using a multi-layer model, the relationships between 
call throughput, packet throughput, information loss, and traffic 
loading patterns are explored. Our models and analyses demon- 
strate the effects of the network management architecture (i.e. 
centralized, partially distributed, and distributed) on system per- 
formance, for specified loading and information/bandwidth loss 
levels. In designing a network, a management architecture can 
be chosen by comparing throughput-capacity trajectories in the 
appropriate information lossbandwidth loss region. 

Multi-Layer Model 
Two layers are considered in this study: the packet layer 

and the call layer. The packet layer is subject to constraints on 
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the maximum end-to-end blocking levels and maximum end-to- 
end delays. These performance requirements result in con- 
straints on the calls which can be admitted into the network. To 
make the analysis of such a model computationally tractable, 
the quasi-stationary assumption is introduced. The instanta- 
neous packet blocking probabilities given the call process is in 
a particular state x can then be approximated by the steady state 
values induced by the call state x. 

Using the quasi-static assumption, the call layer is separat- 
ed from the packet layer. The call process provides the offered 
packet arrival rates as input to the packet process. In return, re- 
sults from the packet process reflect as constraints on the admis- 
sion policies at the call layer. The mathematical model is 
presented in detail in [l]. 

Consider a network of LANs interconnected via other 
high-speed LANs and/or MANS. In such a network, manage- 
ment duties such as surveillance and congestion control may be 
shared by several network managers. Assume that each network 
manager has a region (one or more subnetworks) for which it 
performs management duties, and that each subnetwork is asso- 
ciated with at least one manager. Denote each such region a 
management domain. Within a multi-domain network, manag- 
ers can exchange information about the state of their domains. 

Traffic classes are characterized by resource requirements 
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Figure 1 Multi-domain network example. 
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Table 1 Packet parameters for the multi-domain example. 

such as average offered traffic intensity, bandwidth, burstiness, 
and mean connection time, and performance requirements such 
as maximum end-to-end delay and packet blocking. Voice, vid- 
eo, and data are examples of possible traffic classes. A distinct 
call type is defined for each possible route between an origin- 
destination pair and each traffic class which may be carried be- 
tween that origin-destination pair. 

The performance measures which are considered include 
call throughput, packet throughput, and the probability of ex- 
cess calls. Under perfect infcrmation, the call admission policy 
can guarantee meeting the packet performance requirements. 
Under noisy conditions, however, calls may be admitted which 
result in the failure to meet these requirements. The probability 
of excess calls determines the likelihood that the network will 
fail to meet the desired packet performance levels. 

Management of Multi-Domain Networks 
A multi-domain structure allows for complex interactions 

between observation and decision functions in the various do- 
mains. For instance, a domain manager can have complete in- 
Cormation about its local domain, noisy information about 
nearby domains, and no information at all about more distant 
domains. Call admission decisions may be made by a central 
controller who has noisy information about the entire network, 
or by local managers who have more exact information. To an- 
alyze such trade-offs, we study a multi-domain example. 

Multi-Domain Example 
The multi-domain network example is illustrated in Figure 

1. Each network has a manager which is responsible for moni- 
toring the status of the network and making appropriate network 
management decisions. The tree topology of this particular net- 
work implies that there is a unique route between any two 
nodes. Call types are indexed by origin-destination pairs. For 
example, lii calls are routed from network i to network j .  Calls 
which are local to network j are referred to as 4 calls. 

The packet process is approximated by interconnected M/ 
M/l/r queues. In this example, blocked packets are not retrans- 

Table 2 Parameters for the multi-domain example. 

Equal Mix Local Middle Long Distance 

1, 0.6 0.9 0.9 0.2 
123 0.3 0.15 0.15 0.5 
124 0.3 0.15 0.15 0.5 
l3 0.3 0.6 0.15 0.2 
134 0.3 0.15 0.6 0.2 
14 0.3 0.6 0.15 0.2 

I 
Table 3 Arrival rates for each traffic loading pattem in calls/minute. 

mitted. Parameters tor the packet process are given in Table 1. 
These values are derived from the packet process. Parameters 
for the call process are given in Table 2. The m(n) values give 
the maximum number of calls which can be carried by node n 
while meeting the packet performance requirements. 

Traffic Loading Patterns. 
Since call admission policies are likely to perform differ- 

ently under different traffic loading pattems, four possible load- 
ing pattems are considered: 

Equal mix: the arrival rags of all the call types are approx- 
imately equal, adjusting to give comparable olfered loads 
at each node 
Local: the arrival rates of local calls are higher. 
Middle: higher 134 arrival rates. 
Long distance: higher long distance arrival rates. 

Arrival rates for each traffic loading pattem are listed in Table 3. 

Manaaement Domain 1 I 
Management Domain 0 

Figure 2 
manager of the smallest domain containing all resources for a partic- 
ular call type makes the call admission decision for that call. 

Possible management domain structure in which the 
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Figure 3 
mix. (b) Local. (c) Middle. (d) Long distance. 

Call throughput versus information loss for parameters 0=0.3 and bandwidth loss = 0.0 for the various traffic loading pattems: (a) Even 

Management Structures 
Several possible management structures are considered: 
Centralized: One manager makes all admission deci- 
sions. In our example, we assume DMO makes the admis- 
sion decisions. 
Partially Distributed: Assume that our network has the 
management domain structure illustrated in Figure 2. The 
manager of the smallest domain containing all the resourc- 
es required by a particular call type makes the admission 
decision for that call type. For example, l2 calls are admit- 
ted by DM2, 134 calls are admitted by DM1, and 124 calls 
are admitted by DMO. 
Distributed: The manager at the subnetwork where the 
call request originates makes the admission decision, 

Information Model 
Assume that each subnetwork manager has complete state 

information about its subnetwork, but that this information is 
corrupted by zero mean Gaussian noise as it is passed to other 
subnetwork managers. This noise can be the result of time de- 

lays in processing and transmitting information or various 
threshold reporting effects. o is the base standard deviation of 
the system. Under each management structure, the network 
managers exchange the information necessary to make the ad- 
mission decisions. For example, under a centralized manage- 
ment structure, all networks transmit state information to the 
central controller. 

Information Loss Parameter 
Let the information loss parameter, ILP, be the increase in 

the standard deviation of state estimates for each hop that the 
stale information has to travel to reach the appropriate network 
manager. Let l(ij] give the number of hops between subnet- 
works i and j .  oij. the standard deviation of DMi's state infor- 
mation about subnetwork j ,  is given by 

oLi = o x l L P x l ( i , j ) .  
EQ 1 

For each management structure, the decision policy is to 
compare the estimated number of calls at each node to a given 
threshold which is derived from the packet process. If the esti- 
mated number of calls is lower than this threshold, the new call 
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is admitted. Otherwise, it is rejected. In [l] it was demonstrated 
that, under this admission policy, as O N  0 increases, call 
throughput values and packet throughput values decrease, for 
the single domain case. Figure 3 illustrates this same trend for 
the multi-domain example. Call throughput levels decrease as a 
function of ILP for each of the management structures and traf- 
fic loading patterns considered. Packet throughput behaves sim- 
ilarly. Local calls use fewer network resources than long 
distance calls, so more calls can be carried if the traffic loading 
pattern is heavily local. As shown in Figure 3, call throughput 
values are highest for the lwal traffic loading pattern and lowest 
for the long distance fraffic loading pattern. 

In general, we expect the partially distributed and distrib- 
uted management structures to outperform the centralized struc- 
ture because they can take advantage of the substitution effect. 
While long distance blocking increases due to the effects of 
noise, local calls are admitted under perfect information under 
these two management structures, so their blocking levels de- 
crease. Overall throughput levels decrease because there are not 
enough local calls to compensate for the loss in long distance 
calls. Notice that the call throughput curve for the local traffic 
loading pattern is the flattest because of the heavy local call 
load. The long distance scenario shows the sharpest degrada- 
tion. For the centralized management case, even local calls are 
admitted on the basis of imperfect information, so call blocking 
increases for all call types as the effective noise increases. 

It is important to note, however, that the management 
structures have varying probability of excess call levels. While 
the centralized management architecture has the lowest call 
throughput performance for several of the traffic loading pat- 
terns, it also has the lowest probability of excess calls. 

Noise Sensitivity Parameter: Intuitively, as the effective 
noise levels increase, the management structure that is able to 
use the most accurate state estimates will have the best perfor- 
mance. A noise sensitivity parameter which captures the accu- 
racy of the information used in decision making can give us a 
rough measure of how well the management structure will per- 
form under noisy conditions for a given load. For call type I ,  de- 
fine MI to be the manager which makes the admission decision 
for 1 calls, and N I  to be the set of networks on the path of 1 calls. 
Recalling that l(i J] gives the distance between manager i and 
network j ,  we have 

AI = c l ( M I ,  n) EQ 2 
n e  N, 

where A/ is proportional to the total uncertainty in making an 
admission decision for a type 1 call by a factor of ILP x Q. Let 
A = (&,AI, ...&-I). Define the noise sensitivity parameter to be 

S = h c * A .  EQ 3 

A management structure with small S values is less sensi- 
tive to noise, and thus performs better as ILP x Q gets large. 
Noise sensitivities corresponding to the cases illustrated in Fig- 
ure 3 are shown in Table 4. For the long distance traffic pattern, 
the centralized structure has a noise sensitivity value that is 
close to the distributed value. Figure 3d shows that centralized 

Centralized Partially Distributed Distributed 

EvenMix 5.7 3 4.5 
Local 5.25 1.5 2.25 
Medium 5.7 2.4 3.6 
LongDistance 6 4.4 6.6 

~~ 

Table 4 Noise sensitivity parameters 

and distributed architectures have similar call throughput values 
throughout the ILP range considered. In all the cases, the par- 
tially distributed management structure is least sensitive to 
noise because its decision-makers are closest to the networks 
carrying the calls. 

Cases in which the information loss parameters vary 
across the network are considered in [21. The cost of performing 
network management is also addressed there. Assuming that 
management information is transmitted in the network rather 
than through a separate signalling subnetwork, the bandwidth 
loss parameter gives the proportion of total bandwidth that is 
used by management traffic. Trade-offs between information 
loss and bandwidth loss are discussed for various management 
architectures and network loading patterns. 

Throughput-Capacity Trajectories 
The relative merits of centralized, partially distributed, 

and distributed decision structures have been discussed in the 
context of information loss and traffic loading pattern, but the 
decision threshold vector m‘ has been fixed at m’ + I where I 
is the constant vector with each element equal to 1. 

Using the approach described in [ll, we can evaluate man- 
agement architectures by comparing their throughput-capacity 
trajectories. Throughput-capacity trajectories can be found by 
fixing the maximum probability of excess calls value and deter- 
mining the maximum achievable call throughput and packet 
throughput combinations for various threshold levels. To sim- 
plify our search for an optimal threshold vector, we restrict our 
search to vectors of the form m’ = m + C where c is a vector 
of constants. Figure4 illustrates the throughput-capacity trajec- 
tories for Q = 0.3, bandwidth loss = 0.0, maximum probability 
of excess calls = 0.003, constant ILP values across the network, 
and the even mix traffic loading pattern. Each point shown in 
Figure 4 corresponds to P,, = 0.003 and has an associated Q val- 
ue. The Q, call throughput, and packet throughput levels are 
computed using linear interpolation. As m’ increases, the asso- 
ciated Q x ILP required to meet the P,, constraint increases. 
Initially, the call and packet throughput levels increase wih m’ . 
In this range, there is no penalty for having a less expensive net- 
work management system, as long as the Pec level can be toler- 
ated. Later, however, the throughput levels begin to decrease as 
the associated Q x ILP levels increase. In this range, less accu- 
rate state information penalizes network performance. Even 
though the optimal call throughpuVpacket throughput pairs for 
the management structures are close, the partially distributed 
structure shows a slight advantage followed by the distributed 
structure. Note that m’ = m + I for the partially distributed case 
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Figure 4 Comparison of throughput-capacity trajectories for the 
centralized. partially distributed. and distributed management struc- 
tures for 0=0.3, bandwidth loss=O.O, maximum probability of ex- 
cess calls=0.003, and the even mix traffic loading pattem. 

while m’= m + 2 for the centralized and distributed cases. Due 
to the higher level of noise introduced into the system by the 
management architecture, for a fixed m’ , the centralized and 
distributed structures result in lower probability of excess call 
levels, and thus a fixed PeC constraint can be met by higher m‘ 
levels. The maximum call throughput/packet throughput combi- 
nations that are reachable by the centralized, partially distribut- 
ed, and distributed architectures are closer than they appear to 
be in Figure 3a because the various architectures are now being 
compared at their optimal performance levels while meeting the 
same probability of excess call constraint. 

The throughput-capacity trajectories have been computed 
holding the m‘ levels fixed and allowing (J x ILP to float. An 
alternative approach, if the network designer has little flexibility 
in the choice of (T or ILP, is to fix Q x ILP levels and allow the 
decision thresholds to float. Management architectures can then 
be compared on how well they perform for given Q x ILP val- 
ues. This approach is illustrated in Figure 5. Points are shown 
forILP = 0,1, and 2, while Q is fixed at 0.3. The centralized, par- 
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tially distributed, and distributed architectures result in the same 
throughput levels for ILP = 0. For ILP = 1 ,  the partially distrib- 
uted structure maximizes packet throughput while the distribut- 
ed structure maximizes call throughput. The centralized 
structure is dominated by both. For ILP = 2, the partially distrib- 
uted performs significantly better than the centralized and dis- 
tributed architectures. 

According to the analysis illustrated by Figure 5, the par- 
tially distributed architecture would be the best choice for the 
range of ILP values considered. Figure 5 also implies that the 
network management system should be designed to opente 
around the ILP = 1 level. Analyzing the throughput-capacity 
trajectories provides a mechanism for evaluating the complex 
trade-offs between management structures, decision thresholds, 
and observation noise levels and for choosing appropriate net- 
work operating points. 

Summary 
For a particular multidomain example, we have demon- 

strated the effects of management architecture (centralized, par- 
tially distributed, and distributed) on the performance of 
interconnected high-speed packet-switched networks managed 
via fixed threshold admission control policies. The partially dis- 
tributed structure shows the least sensitivity to noise, making it 
a good choice under many conditions. However, comparing 
throughput-capacity trajectories illustrates that the additional 
noise sensitivities shown by the centralized and distributed ar- 
chitectures are at least partially offset by reduced probability of 
excess call levels. In the example, the optimal call throughputl 
packet throughput levels for the various management architec- 
tures are extremely close. The modified throughput-capacity 
trajectories, however, indicate that the partially distributed ar- 
chitecture would be the best choice in the range of ILP values 
considered, and provide a rationale for choosing to design the 
network management system around an ILP = 1 level. The 
throughput-capacity analysis described provides a mechanism 
for evaluating the effects of excess call constraints, management 
architecture, decision thresholds, and observation noise levels 
on overall network performance. 
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