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ABSTRACT

In this study, a new keyword spotting system (KWS) that uti-
lizes phone confusion networks (PCNs) is presented. The new
system exploits the compactness and accuracy of phone con-
fusion networks to deliver fast and accurate results. Special
design considerations are provided within the new algorithm
to account for phone recognizer induced insertion and dele-
tion errors. Furthermore, this study proposes a new thresh-
old estimation technique that uses the keyword constituent
phones and phonological features (PFs) for threshold com-
putation. The new threshold estimation technique is able to
deliver thresholds that improves the overall F-score for key-
word detection. The final integrated system is able to achieve
a better balance between precision and recall.

Index Terms— Keyword Spotting, Phone Confusion
Networks, Threshold Estimation, Phonological Features

1. INTRODUCTION

Keyword spotting (KWS) systems provide the capability of
detecting any word (or phrase) in an utterance stream. KWS
is an extremely useful technology in a number of applica-
tions such as retrieval of audio documents (such as voice-
mails), command and control (such as cellphones), surveil-
lance, agent monitoring in call-centers etc.

KWS techniques can be broadly classified as LVCSR-
based (large vocabulary continuous speech recognition) or
phone-based [1, 2]. LVCSR techniques first perform speech
recognition and then utilize either the transcripts or word
lattices to search for keywords. While this technique tends to
perform more accurately as compared to the phone-based ap-
proach, the speech recognition process limits the vocabulary
of what can be searched [3]. Additionally, the LVCSR ap-
proach also requires more computational resources which
can be prohibitive in certain applications. On the other
hand, phone-based approaches model keywords as phone-
sequences and attempt to search for keyword in the phone
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space. Here, various techniques have been proposed that uti-
lize 1-best decoded sequences as well as phone lattices. These
techniques are generally HMM-based, but newer techniques
based on SVM and discriminative training have also been
proposed [1]. Phone-based KWS techniques generally suffer
from high false-alarm rates which in turn are a consequence
of large number of substitution, insertion, and deletion errors
in the decoded phone sequences.

In this study, we propose a new KWS system that uses
phone confusion networks (PCNs) to search for keywords.
Confusion Networks (CNs) are a special form of lattices
that are more compact than standard ASR (automatic speech
recognition) lattices. Additionally, CNs can often be more
accurate than lattices in terms of WER (word error rates) [4].
These properties of CNs make them an attractive option for
fast and accurate keyword searching. Furthermore, we also
propose a keyword-specific threshold estimation technique
which allows for better control of miss and false-alarm rates
in the detection process. The new technique uses constituent
phones and phonological features (PFs, [5]) of keywords for
threshold estimation.

2. PROPOSED KWS SYSTEM

The proposed KWS system is shown in Figure 1. The speech
signal is first decoded using a standard monophone-based
ASR (automatic speech recognition) system and the corre-
sponding phone lattices are obtained. Next, the lattices are
converted into phone confusion networks (PCNs). Subse-
quently, the proposed KWS algorithm is used to search for
keywords and estimate the likelihood of their presence inside
the PCNs. The keyword is spotted only if the estimated likeli-
hood exceeds a threshold. Here, keyword-specific thresholds
are estimated by the new threshold-estimation algorithm. We
describe both algorithms in more details below.

2.1. Proposed PCN-based KWS algorithm

The proposed KWS algorithm searches for keywords using
the phone confusion networks (PCNs) . Therefore, we first
briefly review the structure of confusion networks. A confu-
sion network (CN) is a special kind of lattice in which every



Fig. 1. Proposed Keyword Spotting (KWS) system: Phone Confusion Networks (PCNs) are obtained for the speech signal by
using an automatic speech recognition (ASR) engine. The proposed KWS algorithm is utilized to estimate the keyword likeli-
hood for speech given the PCNs. A maximum entropy (ME) based threshold estimation technique that is based on Phonological
Features (PF) is used to estimate the best threshold for a given keyword.

hypothesized path passes through all the nodes. For exam-
ple, Fig. 2 shows a phone confusion network (PCN) with 6
nodes, namely, from 0 to 5. In a PCN, each edge is associated
with a phone and its posterior probability. Consequently, the
posterior probabilities of all phones between two consecutive
nodes sums up to unity. Each path from the starting node (0)
to ending node (5) represents a hypothesized phone-sequence
whose likelihood is computed by multiplying the posteriors
corresponding to the path. For example, in Fig. 2, 4 edges
join nodes 0 and 1. These edges are associated with phones
/sh/, /y/, /ih/, and /*e*/ with corresponding posterior proba-
bilities 0.2, 0.01, 0.7, and 0.29, respectively. Following the
paths from node 0 to node 6, /sh/, /*e*/, /ao/, /r/, and /t/ rep-
resents one possible realized phone-sequence from the PCN
with total probability 0.0588. In PCNs, /*e*/ represents a spe-
cial phone whose posterior-probability can be interpreted as
the probability that no phones are realized during this transi-
tion. In other words, the special phone /*e*/ allows phone-
sequences of different lengths to be realized from the PCN.
Finally, the edges in the PCN also contain other decoding in-
formation such as the phone time alignments, namely, starting
and ending times as hypothesized by the ASR decoder.

Let K be the keyword of interest. Here, K is modeled as
a phone-sequence, i.e., {q1, q2, ..., qm, ..., qn}, qi ∈ Q, where
Q is the entire phone-set. Now, the likelihood of the keyword
being present can be estimated by computing the likelihood
of the phone-sequence being realized by the PCN. In prac-
tice, phone-decoding accuracy of ASR is impacted by a vari-
ety of artifacts such as noise, channel, accents etc. leading to
a number of substitution, insertion, and deletion errors in the
output. Therefore, a simple strategy such as searching for the
phone-sequence corresponding to the keyword in the PCN re-
alizations is expected to be error prone. While substitution er-
rors are easily handled within the PCN structure (by choosing

the desirable phone-sequence realization among alternatives),
additional consideration is required to manage ASR induced
insertion and deletion errors.

In order to mitigate the impact of insertion errors, we ex-
ploit the probability of /*e*/ in our algorithmic design. First,
we allow random insertion of /*e*/ in our keyword phone-
sequence to expand the number of possible keyword realiza-
tions. For example, the phone-sequence /sh/ /ao/ /r/ /t/ cor-
responds to the canonical realization of the keyword “short”.
As shown in Fig. 2, this canonical phone sequence is not re-
alized by the PCN. However, by allowing an insertion of the
special phone /*e*/ in the phone sequence, (i.e., /sh/ /*e*/ /ao/
/r/ /t/), the keyword “short” can be realized by the PCN. Here,
we would like to be able to insert /*e*/ in the phone sequence
with maximum flexibility to cover all possible variability in
the keyword realization. For example, /sh/ /*e*/ /*e*/ /ao/
/*e*/ /r/ /t/ and /sh/ /ao/ /r/ /*e*/ /*e*/ /*e*/ /t/ represent two
other possible realizations of the keyword among many more.
One convenient method of representing all possible realiza-
tions is to treat the canonical phones as Markov-states, and
the keyword as a Markov model. Furthermore, in this Markov
model the occurrence of a canonical phone triggers a transi-
tion into the state corresponding to that phone, and the occur-
rence of /*e*/ is treated as self-transition. For example, the
trellis for “short” is shown in Fig. 2. Whenever the phone /sh/
is encountered in the PCN, a transition occurs in the trellis
and the state /sh/ is occupied. Now, a transition is made to
/ao/ if /ao/ is encountered in the PCN. Alternatively, if /*e*/
is encountered in the PCN, a self-transition is made into /sh/.
If neither the next canonical phone /ao/ nor the special phone
/*e*/ occurs, then the trellis resets and decoding begins from
the starting state (S) again. On the other hand, occupation
of the ending state (E) corresponds to the detection of a real-
ization of the keyword phone-sequence. In this manner, the



Fig. 2. Proposed PCN-based KWS algorithm: The keyword HMM topology allows transitions into succeeding phone-states,
self-transitions to handle ASR induced insertion errors, and 1-state skipping to handle ASR induced deletion errors. The
Keyword HMM is traversed based on phone and posterior probability observations in the PCN.

proposed keyword Markov model is capable of detecting the
keyword while handling ASR induced insertion errors.

Allowing multiple insertions of /*e*/ could lead to erro-
neous detection of keywords if the preceding and succeeding
canonical phones occur far apart in time. In order to avoid this
type of false-detection, transitions are only allowed between
canonical phones if the difference between ending and start-
ing time of the preceding and succeeding phones is below an
upper-bound T as shown in Fig. 2. In our experiments, we
set T = 50ms. While the proposed trellis structure handles
ASR induced insertion errors, an additional modification is
required to manage ASR induced deletion errors. As shown
in Fig. 2, a special transition which allows one state to be
skipped is allowed.

The likelihood of the keyword occurring is computed by
using the Viterbi algorithm. This corresponds to the likeli-
hood of the most likely keyword realization. We describe the
computation below. The transitions in the proposed keyword
trellis occur as we parse each PCN node left-to-right. In other
words, a jump from between successive nodes in the PCN up-
dates the state likelihoods within the trellis. We describe the
computation for one step. The likelihood of being in the mth

canonical phone-state of the Keyword K while traversing be-
tween nodes ni to ni+1 in the PCN (Λ(qm, ni, ni+1) is given
by:

Λ(qm, ni, ni+1) = max

 pqm,ni,ni+1 ∗ Λ(qm−1)
pd ∗ Λ(qm−2)
p/∗e∗/,ni,ni+1 ∗ Λ(qm)

where pqm,ni,ni+1 is the posterior probability of phone qm

while traversing from ni to ni+1 in the PCN. Similarly,
p/∗e∗/,ni,ni+1 is the posterior probability of /*e*/ while
traversing from ni to ni+1 in the PCN. pd is the deletion
probability which is set to 0.001 in all our experiments. Us-
ing the above equation, the state likelihood for the ending
state (E) is computed. The likelihoods are updated with every
jump between successive nodes in the PCN. In this manner,
a new keyword likelihood is generated for every node in the
PCN. It is noted that majority of the keyword likelihood val-
ues are 0, and only non-zero values are chosen for further
processing.

2.2. Proposed Threshold Estimation Technique

Phone based keyword detectors are known to generate a large
number of false-alarms. Therefore, proper thresholding is im-
portant to maintain the trade-off between recall and precision.
Analysis of the likelihood score distribution of different key-
words reveals that the ideal threshold for each keyword is dif-
ferent. Therefore, using one value of threshold for all key-
words results in poor overall performance. In order to miti-
gate the difference in keyword likelihood distribution, we ap-
ply mean-normalization to the likelihood scores. The normal-
ization is performed separately for each keyword. While this
step improves the performance slightly, the best threshold for
each keyword still remains different.

We propose a threshold estimation technique that can au-
tomatically determine the best threshold for a given keyword.
Our hypothesis is that the phones as well as phonological fea-
tures (PFs) constituting the keyword have an impact on the



threshold value. Therefore, we propose to learn the functional
relationship between phones and PFs on one hand, and the
threshold on the other by utilizing ME (maximum entropy)
technique. As before, let {q1, q2, ..., qm, ..., qn} represent the
phones in the keyword K. Additionally, let {a1, a2, ..., al}
represent the phonological features that constitute K. For ex-
ample, “pressure” consists of phones /p/ /r/ /eh/ /sh/ /er/ and
phonological features /labial/ /rhotic/ /mid:mid-front/ /post-
alveolar/ /rhotic/. Now, we use ME to learn the conditional
probability relationship,

f(τk|q1, q2, ..., qn, a1, a2, ..., al), (1)

where τk represents discrete values of the threshold. The con-
ditional probability attempts to learn which phone and phono-
logical features impact the threshold the most. Additionally,
it also uses this knowledge to predict the best value of thresh-
old given the keyword phones and phonological features. In
order to obtain a good estimate of this conditional probabil-
ity relationship, a large number of keywords is chosen during
training. Finally, the ML (maximum likelihood) estimate of
τk is chosen as the threshold to be applied for detection.

3. ANALYSIS AND RESULTS

3.1. Experimental Setup

The proposed KWS system was evaluated on the TIMIT,
SPINE and Switchboard (SWB) corpora. The evaluation ma-
terial for each corpora was as follows: 71 hrs of SWB data
with 25 keywords, 4 hrs of SPINE data with 32 Keywords,
and standard TIMIT test corpora with 53 Keywords. All
keywords were chosen to be a minimum of 4 phones long.
Additionally, a separate list of 370 keywords for TIMIT, and
250 keywords for SPINE and SWB was chosen to train the
proposed ME-based threshold estimator. This keyword set
had no overlap with the keyword set used for evaluation.

In order to perform phone decoding, standard HMM-
based monophone models were trained separately for each
test set using standard 39-dimensional MFCCs (Mel fre-
quency cepstral coefficients). The HMM topology of the
monophones consisted of 3-states with 128 mixtures for
SWB, and 32-mixtures for SPINE and TIMIT corpora. Ad-
ditionally, the monophone recognizer for SWB, SPINE and
TIMIT was trained on 350 hours, 12 hours, and the standard
train set, respectively. There was no overlap between train
and test sets for all 3 corpora. The entire system was trained
using the CMU sphinx recognizer. The recognizer was used
to generate phone lattices for every test utterance. Addition-
ally, SRILM toolkit was employed to convert the lattices into
phone confusion networks (PCNs).

3.2. Baseline System

The proposed KWS system was compared to a garbage mod-
eling based KWS spotting technique which uses a likelihood

Table 1. Proposed and Baseline KWS Systems Performance
Corpus System F-score Recall Precision
TIMIT Baseline 0.29 0.87 0.22

PCN 0.54 0.59 0.49
PCN-Threhold 0.56 0.59 0.54

PCN-Oracle 0.62 0.59 0.67
SPINE Baseline 0.29 0.87 0.22

PCN 0.53 0.51 0.57
PCN-Threhold 0.55 0.51 0.6

PCN-Oracle 0.57 0.53 0.6
SWB Baseline 0.19 0.68 0.12

PCN 0.36 0.31 0.43
PCN-Threhold 0.37 0.33 0.43

PCN-Oracle 0.39 0.35 0.43

ratio strategy [1, 6]. This model consists of two parts, namely,
the keyword model and the garbage model. The keyword is
modeled by the phone sequence of the keyword along with a
right and left context models. Here, the context models al-
low any possible phone sequence. Therefore, the decoding
allows for any phone sequence to occur to the left or right of
the keyword. On the other hand, the garbage model is mod-
eled only by the context model, (i.e., it allows any phone se-
quences to occur in decoding). The likelihoods of the key-
word and garbage models can be used to set up a likelihood
ratio test (LRT) where comparison to a threshold determines
if the keyword is present or absent.

The above described baseline system was constructed us-
ing the monophone recognizers described in Sec. 3.1. There-
after, the baseline system was tested on the test sets described
in Sec. 3.1, and the evaluation results are shown in Table 3.1.
It is noted that in our evaluations, we use the standard defini-
tion of F-score, recall, and precision. It can be observed that
the baseline system delivers high recall (0.87, 0.87, and 0.68
for TIMIT, SPINE and SWB, respectively), it suffers from
poor precision (0.22, 0.22, and 0.12, for TIMIT, SPINE, and
SWB respectively).

3.3. Proposed PCN-based KWS

Table 3.1 shows the performance of the proposed PCN-based
KWS system. The F-scores of the PCN-based KWS system
for TIMIT, SPINE, and SWB are 0.54, 0.53, and 0.36, re-
spectively, which is an absolute F-score improvement of 0.25,
0.24, and 0.17 over the baseline systems, respectively. Addi-
tionally, it is seen that the proposed system achieves a better
balance between precision and recall as compared to the base-
line system.

The impact of keyword prior probability on the perfor-
mance of the proposed KWS algorithm is shown in Fig. 3.
Here, prior probability is defined as the ratio of number of
utterances containing the keyword over total number of test



Fig. 3. Relationship between Keyword’s prior probability of
occurrence vs. detection accuracy.

utterances. For example, a prior of 0.1 would indicate that
10% of all utterances contain the desired keywords. From
Fig. 3, it can be seen that the KWS performance is more sen-
sitive to prior probability values below 0.1 (i.e., performance
improves as the density of keywords increases).

3.4. Proposed Thresholding Technique

In order to train the ME-model for threshold prediction, the
PCN-based KWS system was run on the training keyword sets
described in Sec. 3.1. Thereafter, the best oracle threshold for
each keyword was determined. The best values of threshold
were found to lie between 2 and 5 for all keywords. Addition-
ally, the thresholds were discretized with a step size of 0.5.

The constituent phone sequence and phonological fea-
tures were determined for each keyword. Subsequently, the
ME-based threshold estimator was trained separately for each
corpora. In order to test the relative effectiveness of phones
and PFs to predict the threshold, 3 separate models were
trained. One model consisted of phones only as the input
feature set, another used PFs only, while a third model used a
combination of PFs and phones. Table 3.4 shows the accuracy
of threshold prediction of these 3 models on all 3 corpora. It
is seen that a combination of phone and PF features result in
best threshold prediction.

As shown in Table 3.1 (PCN-Threshold), better KWS
results are obtained using this new thresholding prediction
technique. For comparison, the best possible results (PCN-
Oracle) that could be obtained by always predicting the cor-
rect value of threshold are also shown. It can be seen that
the proposed thresholding technique leads to performance
improvement in all 3 corpora. However, the oracle numbers
show that more improvement is still possible if the threshold
estimation technique is further improved.

Table 2. Threshold Estimation Accuracy when using phone
features only, PF features only, and combined feature-set

Corpus Phones PFs Phones+PFs
TIMIT 39% 37.7% 45.3%
SPINE 34% 37.5% 41%
SWB 36% 32% 38%

4. CONCLUSION

In this study, a new KWS (Keyword Spotting) algorithm was
proposed that exploits the PCN (Phone Confusion Network)
structure for fast and accurate keyword search. The design
of the new algorithm offers robustness to phone recognition
induced substitution, deletion, and insertion errors. Experi-
mental evaluation reveals that the proposed algorithm outper-
forms traditional keyword/garbage model based KWS tech-
nique on 3 different corpora: TIMIT (read speech), SPINE
(noisy spontaneous speech) and Switchboard (spontaneous
conversational speech). The new algorithm achieves higher
F-scores, and a better balance between precision and recall.
Furthermore, a new threshold estimation technique has also
been proposed in this study. The new technique uses the con-
stituent phones and PFs (phonological features) of keywords
as input features to determine keyword-specific thresholds.
Using this new technique, a further improvement in KWS F-
scores has been obtained.
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