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1 Introduction

1.1. Computer Networks and Distributed Systems:

Computer Networks and Distributed Systems 

 Computer Networks and Distributed Systems 

Computer Networks Distributed Systems 
An interconnected collection of 

autonomous computers able to exchange 

information. 

A distributed system is a collection of independent 

computers that appears to its users as a single 

coherent system 

 We also requires that the computers 

are interconnected by a single 

communication technology. 

 A computer network usually require 

users to explicitly login onto one 

machine, explicitly submit jobs 

remotely, explicitly move files/data 

around the network 

 Hardware: the machines are autonomous 

 Software: The users think of the system as a 

single computer 

 The existence of multiple autonomous 

computers in a computer network is transparent 

to the user. 

 The operating system automatically allocates 

jobs to processors, moves files among various 

computers without explicit user intervention. 

 Often a layer of software on top of the 

operating system, called middleware, is 

responsible for providing coherence.  

 A well-known example of a distributed system 

is the World Wide Web 

 The Internet  

o is not a network at all, but a vast collection of different networks that use certain 

common protocols and provide certain common services.  

o Unusual because it was not planned by anyone and is not controlled by anyone. 

o In the United States, a network access point (NAP) is one of several major Internet 

interconnection points that serve to tie all the Internet access providers together so 

that, for example, an AT&T user in Portland, Oregon can reach the Web site of a Bell 

South customer in Miami, Florida.  

 Originally, four NAPs were created and supported by the NSF (National 

Science Foundation) as part of the transition from the original U.S. 

government-financed Internet to a commercially operated Internet. 

 Classification of networks 

o By transmission technology 

 Broadcast 

 Point-to-point 

o By scale: 

 Local area network (LAN) 

 Privately-owned networks within a single building or campus of up to 

a few kilometers in size. 

 Restricted in size  worst-case transmission time is bounded and 

known in advance. 

1.2. Classification of networks

(a) By transmission technology

(i) Broadcast

(ii) Point-to-point

(b) By scale:

(i) Local area network (LAN)

i. Privately-owned networks within a single building or campus of up to a few
kilometers in size.

ii. Restricted in size⇒ worst-case transmission time is bounded and known in
advance.

iii. Ethernet (IEEE 802.3)

A. bus-based

B. broadcast

C. decentralized control

iv. Began, according to popular belief, with the ALOHA network, which was
developed at the University of Hawaii.

(ii) Metropolitan area network (MAN)

(iii) Wide area networks (WAN)

See Figure 1.
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(c) See also

(i) Figure 2

(ii) Connection-oriented v.s. connectionless service in (1.4)

(iii) Packet v.s. circuit switching in (2.8)

(iv) Virtual circuit v.s. datagram in Figure 36

(v) Figure 3 shows the relationship between connection-oriented v.s. connectionless
service, packet v.s. circuit switching, and virtual circuit v.s. datagram.

1 m  Square meter

10 m  Room

100 m  Building

Campus1 km

City10 km

Interprocessor
distance

Processors
located in same

Example

100 km Country

Continent1000 km

Planet

Personal area network

The Internet

Local area network

Metropolitan area network

Wide area network

10,000 km

Fig. 1-6. Classification of interconnected processors by scale.
Figure 1: Classification of interconnected processors by scale [33, Fig. 1-6].2 INTRODUCTION

• Telephone network 
• Wavelength routing network

Communication networks 

Circuit-switched networks Packet–switched networks 

Connection-oriented networks Connectionless networks 

• 
• 
•   

Ethernet
Packet radio network 
Satellite network 

• X.25
• ATM
• Frame relay
• MPLS

• IP network

Switched
communication networks

Broadcast
communication networks 

Figure 1.1 A classification of communication networks.

In a circuit-switching network, in order for two users to communicate, a circuit or
a connection has to be first established by the network. Specifically, three phases are
involved: circuit establishment, data transfer, and circuit disconnect. These three phases
take place, for instance, when we make a phone call. Circuit establishment takes place
when we dial a number. At that moment, the telephone network attempts to establish a
connection to the phone of the called party. This involves finding a path to the called
party, allocating a channel on each transmission link along the path, and alerting the
called party. The data transfer phase follows, during which we converse with the person
we called. Finally, the circuit disconnect phase takes place when we hang up. At that
moment, the network tears down the connection and releases the allocated channel on
each link on the path. The connection is dedicated to the two users for the duration of the
call, even when no data is being sent. That is, the channel allocated on each transmission
link along the path from our phone to the one we called is not shared with any other
phone calls. Also, in order for the call to be established, both stations must be available
at the same time.

Circuit switching is a good solution for voice, since it involves exchanging a relatively
continuous flow of data. However, it is not a good solution for the transmission of bursty
data; that is, data that continuously alternates between an active period and a silent
period. Transmission of data only takes place when the source is in the active period.
Such intermittent data transmission is typical in high-speed networks, and leads to low
utilization of the circuit-switching connection.

In packet-switching networks, information is sent in packets, which are passed through
the network from node to node until they reach their destination. Error and flow control
procedures can be built into the network to assure reliable service. In packet switching,
two different techniques (virtual circuits and datagrams) can be used.

A virtual circuit imitates circuit switching and it involves the same three phases:
call setup, transfer of packets, and call termination. In call setup, a connection path

Figure 2: Another classification of communication networks [26, Fig 1.1]
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 Connection-Oriented 

 Require setup phase 

 Three phases: 

o Circuit setup  VC 
o Data transfer 
o Circuit termination / 

disconnect 

Connectionless 

Packet-switched 

 Info is sent in packets, which 
are passed through the 
network from node to node 
until they reach their 
destination. 

 Good for bursty data 
 

 Virtual circuit (VC) switching 

 Imitates circuit switching 

 All Packets follow the same 
path 

 Packet header is used to 
identify the connection that 
the packet is associated 
with. This info is used to 
switch the packet. 

 Channel capacity is not 
dedicated to the VC. 
Transmission link is shared 
by all of the VCs that pass 
through it. 

 ATM, frame relay, MPLS 

 Datagram 

 No connection is set up 
between the two users. 

 A user can transmit packets 
whenever the user wants to. 

 The packet header typically 
contains source address and 
destination address. 

 Each packet is individually 
routed through the network 
using its destination address. 

 IP network 

Circuit-switched 

 Good for continuous flow of 
data 

 

 BW reserved/ Channel 
allocated (not shared) even 
when no data is being sent 

 Telephone network 

 

 

Figure 3: Relationship between Connection-oriented v.s. connectionless service, packet v.s.
circuit switching, and virtual circuit v.s. datagram.

Layer k

Layer k + 1

Layer k - 1

Protocol

Service provided by layer k

Layer k

Layer k + 1

Layer k - 1

Fig. 1-19. The relationship between a service and a protocol.
Figure 4: The relationship between a service and a protocol [33, Fig. 1-19].
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Layer n
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n-PDUs

Layer n
entity

Peer interface

Figure 2.8

Figure 5: Peer-to-peer communication [21, Fig 2.8].

1.3. Network architecture and Protocol Hierarchies

(a) Layer n process on one machine carries out a conversation with layer n peer process
on another machine across a peer interface as shown in Figure 5.

• The rules and conventions used in this conversation are collectively known as
the layer n protocol .

• In OSI terminology, the processes at layer n are referred to a layer n entities.

• The communication is done by exchanging protocol data units (PDUs).

• The entities comprising the corresponding layers on different machines are called
peers or peer processes.

• Peer process abstraction

◦ The peer processes conceptually think of their communication as being “hor-
izontal.”
◦ In reality, no data are directly transferred from layer n on one machine

to layer n on another machine. Instead, each layer passes data and con-
trol information to the layer immediately below it, until the lowest layer is
reached.

• Between each pair of adjacent layers is a (service) interface

• Each layer performs/provides some services for the layer above it.
For communication to take place, the layer n+1 entities make use of the services
provided by layer n.

• A set of layers and protocols is called a network architecture

• A list of protocols used by a certain system, one protocol per layer, is called a
protocol stack

(b) The transmission of the layer n + 1 PDU is accomplished by passing a block of
information from layer n + 1 to layer n through a software port called the layer n
service access point (SAP) across a service interface, as shown in Figure 6.

• Each SAP is identified by a unique identifier (for example, a WWW server
process passes information to a TCP process through Transport-SAP or port
number 80).

• The block of information passed between layer n and layer n+1 entities consists
of control information and a layer n service data unit (SDU).
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Layer n+1
entity

n-SAP

Layer n+1
entity

n-SAP

Layer n entity Layer n entity

n-SDU n-SDU n-SDU
H

H n-SDU

n-PDU

Peer interface

Service interface

Figure 2.9

Figure 6: Layer services: SDUs are exchanged between layers while PDUs are exchanged
within a layer [21, Fig 2.9].

• n-SDU (layer n SDU) = (n + 1)-PDU (layer n + 1 PDU).

• The layer n entity uses the control information to form a header that is attached
to the SDU to produce the n-PDU.

• n-PDU = n-SDU + Header

• Upon receiving n-PDU, the layer n peer process uses the header to execute the
layer n protocol and, if appropriate, to deliver the SDU to the corresponding
layer n + 1 entity.

• Encapsulation : In principle, the layer n protocol does not interpret or make
use of the information contained in the n-SDU. We say that the n-SDU (n + 1-
PDU) is encapsulated in the layer n-PDU.

• Encapsulation narrows the scope of the dependencies between adjacent layers to
the service definition only. In other words, layer n + 1, as a user of the service
provided by layer n is only interested in the correct execution of the service
required to transfer its PDUs. The details of the implementation of the layers
below layer n + 1 are irrelevant.

(c) (Service) Interface

• Define which primitive operations and services the lower layer makes available
to the upper one.

• A layer’s interface tells the processes above it how to access it.

• Specify what the parameters are and what results to expect.

• Say nothing about how the layer works inside.

(d) Protocol

• An agreement between the communicating parties on how communication is to
proceed.

• A set of rules governing the format and meaning of the packets, or messages
that are exchanged by the peer entities within a layer.
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• Define the format and the order of messages exchanged between two or more
communicating entities, as well as the actions taken on the transmission and/or
receipt of a message.

• Entities use protocols to implement their service definitions.

• The peer protocols used in a layer are the layer’s own business.

• A layer can use any protocols it wants to, as long as it gets the job done (i.e.,
provides the offered services). It can also change them at will without affecting
software in higher layers.

(e) Service

• A set of primitives (operations) that a layer provides to the layer (user process)
above it.

• These primitives tell the service to perform some action or report on an action
taken by a peer entity.

• Define what operations the layer is prepared to perform on behalf of its users

• The service definition tells what the layer does, not how entities above it access
it or how the layer works.

• Defines the layer’s semantics

• Say nothing at all about how these operations are implemented.

• A service relates to an interface between two layers, with the lower layer being
the service provider and the upper layer being the service user.

• Unreliable = not acknowledged
Datagram ≈ unreliable connectionless.

(f) Protocol, service, and interface

• Entities are free to change their protocols at will, provided they do not change
the service visible to their users. In this way, the service and the protocol are
completely decoupled

• Services relate to the interfaces between layers. In contrast, protocols relate to
the packets sent between peer entities on different machines.

• Comparison with object-oriented programming

◦ An abstract data type or an object in an object-oriented language, like a
layer, has a set of methods (operations) that processes outside the object
can invoke. (Service = set of methods.)
◦ The semantics of these methods define the set of services that the object

offers.
◦ The methods’ parameters and results form the object’s interface.
◦ Services defines operations that can be performed on an object but does not

specify how these operations are implemented.
◦ The code internal to the object is its protocol and is not visible or of any

concern outside the object.

∗ A protocol relates to the implementation of the service
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• Probably the biggest contribution of the OSI model is to make the distinction
between these three concepts explicit. The TCP/IP model did not originally
clearly distinguish between service, interface, and protocol.

(g) (Service) Primitives

• Tell the service to perform some action or report on an action taken by a peer
entity.

• If the protocol stack is located in the operating system, as it often is, the prim-
itives are normally system calls.

1.4. Connection-oriented and connectionless services:

Connection-oriented Connectionless 

Modeled after the telephone system Modeled after the postal system 

 To use a service, user first establishes 
a connection, uses the connection, 
and then releases the connection. 

 Each message (letter) carries the full 
destination address 

 Each message is routed through the 
system independent of all the others.  

 The connection acts like a tube. 

 In most cases, the order is preserved 
so that the bits arrive in the order they 
were sent. 

 Normally, when two messages are 
sent to the same destination, the first 
one sent will be the first one to arrive. 
However, it is possible that the first 
one sent can be delayed so that the 
second one arrives first. 

 

(a) Six different types of service:

Reliable message stream Sequence of pages

Reliable byte stream Remote login

Unreliable connection Digitized voice

Unreliable datagram Electronic junk mail

Registered mailAcknowledged datagram 

Database queryRequest-reply

Service Example

Connection-
oriented

Connection-
less

Fig. 1-16. Six different types of service.
• Unreliable = not acknowledged

• Datagram ≈ unreliable connectionless (in analogy with telegram service, which
also does not return an ACK to the sender) [33, p 33].

(b) Connection-oriented
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(i) This method is often called a “reliable” network service [29]. It can guarantee
that data will arrive in the same order.

However, claiming that connection-oriented service is more “reliable” need clari-
fication/justification. If reliability means retransmission for lost/erroneous packet,
then this can also be done in connectionless service. Note also that it is also
susceptible to link failure.

(ii) May be implemented in the data link layers and/or in the transport layers [29].

(iii) Now primarily handled in the transport layer by end systems, not the network.
This allows lower-layer networks to be optimized for speed [29].

(iv) Examples

i. X.25, Frame Relay, ATM

ii. All service in 802.16 [33, p 308].

iii. TCP adds connection-oriented services on top of IP.

iv. MPLS is a relatively new connection-oriented networking scheme for IP
networks [29].

(v) Two variations of reliable connection-oriented service

i. Message sequences: the message boundaries are preserved.

ii. Byte streams: the connection is simply a stream of bytes, with no message
boundaries.

(vi) Remote login occurs when a user connects to a host to use its native user in-
terface. In the 1970s and early 1980s, text-oriented terminals were developed
for terminal users to use their terminals as if they were directly connected to
a remote system. In the late 1980s, protocols were developed to allow remote
windowing operations.

(vii) Unreliable connection-oriented service is appropriate for digitized voice traffic
and video conference.

For these applications, the transit delays introduced by ACKs are unacceptable.
It is preferable for telephone users to hear a bit of noise on the line from time
to time than to experience a delay waiting for ACKs. Similarly, having a few
pixels wrong is no problem, but having the image jerk along as the flow stops
to correct errors is irritating for a video conference

(c) Connectionless

(i) In request-reply service, the sender transmits a single datagram containing a
request; the reply contains the answer. Request-reply is commonly used to
implement communication in the client-server model: the client issues a request
and the server responds to it.

(ii) Credit card verification and other point-of-sale terminals, electronic funds trans-
fer, and many forms of remote database access are inherently connectionless,
with a query going one way and the reply coming back the other way.
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(iii) LANs operate as connectionless systems. A computer attached to a network can
start transmitting frames as soon as it has access to the network.

(iv) The Internet

(v) Internet is one big connectionless packet network in which all packet deliveries
are handled by IP.

• TCP (Transmission Control Protocol) is a connection-oriented transport protocol,
while UDP (User Datagram Protocol) is a connectionless network protocol. Both
operate over IP.

• Note that connections are used in the IP network and IP-related protocols. However,
these connections are logical ones between two peer protocols and do not involve
allocation of resources in the IP network. For instance, consider an IP network that
runs over Ethernet. In this case, when two peer TCP protocols set up a connection,
the IP routers and the Ethernet switches are neither aware of this connection nor do
they allocate any resources to it. This of course is not the case when IP runs over a
connection-oriented packet-switching network such as ATM. Also, in the case where
IP is used with a diffserv, network resource allocation does take place, but just for
an aggregate of connections. [26, p 3]

1.5. End-to-end layer vs chained layer: Peer-to-peer protocols usually occur in two basic
setting:

(a) End-to-end layer

• a program on the source machine carries on a conversation with a similar pro-
gram on the destination machine, using the message headers and control mes-
sages.

• Upper layers

(b) Chained layer [33] or hop-by-hop [21, p 288]

• Across a single hop

• The protocols are between each machine and its immediate neighbors, and not
between the ultimate source and destination machines, which may be separated
by many routers.

• Lower layers

• For both OSI and TCP/IP reference models

◦ The transport layer peer processes at the end systems accept messages from
their higher layer and transfer these messages by exchanging segments end to
end across the network. The exchange of segments is accomplished by using
network layer services.

◦ the (lower) layers up through and including the transport layer are there to pro-
vide an end-to-end network-independent transport service to processes wishing
to communicate. These layers form the transport provider.
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◦ the (upper) layers above transport are application-oriented users of the transport
service.

1.6. OSI reference Model

(a) There was pressure in the 1970s for an open systems architecture that would eventu-
ally lead to the design of computer network equipment that could communicate with
each other. This desire led to an effort in the International Organization for Stan-
dardization (ISO) first to develop a reference model for open systems interconnection
(OSI) and later to develop associated standard protocols.

(b) The seven-layer OSI reference model is shown in Figure 7.

Layer

Presentation

Application

Session

Transport

Network

Data link

Physical

7

6

5

4

3

2

1

Interface

Host A

Name of unit
exchanged

APDU

PPDU

SPDU

TPDU

Packet

Frame

Bit

Presentation

Application

Session

Transport

Network

Data link

Physical

Host B

Network Network

Data link Data link

Physical Physical

Router Router

Internal subnet protocol

Application protocol

Presentation protocol

Transport protocol

Session protocol

Communication subnet boundary

Network layer host-router protocol

Data link layer host-router protocol
Physical layer host-router protocol

Fig. 1-20. The OSI reference model.
Figure 7: The OSI reference model [33, Fig. 1-20].

(c) Lasting contribution: a unified view of layers, protocols, and services.

1.7. Flow

(a) A stream of packets from a source to a destination is called a flow

(b) The needs of each flow can be characterized by four primary parameters: reliability,
delay, jitter, and bandwidth. Together these determine the QoS (Quality of Service)
the flow requires.
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5.4 Information Processing in the OSI Reference Model

The tasks of the Layers 7 down to 2 mainly are to add processing information.
When, for example, Layer 6 receives a primitive from Layer 7, it adds header
information, which allows the “partner” layer on the other end to process the
received data according to the appropriate peer-to-peer protocol. The partner
layer is responsible for removing the header information. Figure 5.2 illustrates
the relationship. The obvious result is the increase in the data that needs to be
transmitted.

5.5 Advantages of the OSI Reference Model

The major advantage of the OSI Reference Model lies in the fact that the
various layers are independent of each other. What does independence in this
context mean? It means that Layer N shares a common protocol with its peer
Layer N and with the layers immediately above and below it but not with
any other layers. The OSI Reference Model defines only the interface between
them and not the way a certain layer is implemented. Therefore, it is, for exam-
ple, irrelevant to a large degree how the physical signal transmission is achieved.
The transmission medium used for the data transfer may be cable, direct radio,
satellite, or any other appropriate means.

That permits the design and use of modules on a general level, a state-
ment that has to be tempered by the actual application. It certainly matters,

42 GSM Networks: Protocols, Terminology, and Implementation

7 7

6 6

1 1

2 2

3 3

4 4

5 5

User data User data

Header Header7 7

2 2

5 5

3 3

4 4

7 7

7 7

6 67 7

6

5 5

6 6

6 6

6 6

5 5

5 5

5 5

7 7

7 7

7 7

4 4

4 4

4 4

3 3

3 32 2

6 57 4 3 2

Physical layer

Data link layer

Network layer

Transport layer

Session layer

Presentation layer

Application layer

6

6 6

Figure 5.2 Data flow in the OSI Reference Model.

Figure 8: Data flow in the OSI Reference Model [16, Fig 5.2].
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Figure 9: QoS requirements for different applications
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(c) Several common applications and the stringency of their requirements are listed in
Figure 9.

1.8. IEEE 802 refers to a family of IEEE standards dealing with local area networks and
metropolitan area networks.

• IEEE 802.1 Higher layer LAN protocols

• IEEE 802.2 Logical link control

• IEEE 802.3 Ethernet

• IEEE 802.5 Token Ring

• IEEE 802.11 Wireless LAN (Wi-Fi certification)

• IEEE 802.12 demand priority

• IEEE 802.13 Cat.6 - 10Gb lan

• IEEE 802.15 Wireless PAN

◦ IEEE 802.15.1 (Bluetooth certification)

◦ IEEE 802.15.4 (ZigBee certification)

• IEEE 802.16 Broadband Wireless Access (WiMAX certification)

◦ IEEE 802.16e (Mobile) Broadband Wireless Access

• IEEE 802.17 Resilient packet ring

• IEEE 802.18 Radio Regulatory TAG

• IEEE 802.19 Coexistence TAG

• IEEE 802.20 Mobile Broadband Wireless Access

• IEEE 802.21 Media Independent Handoff

• IEEE 802.22 Wireless Regional Area Network

See also Figure 44.

1.1 Wireless Network

1.9. Broadband wireless: bringing the broadband experience to a wireless context

(a) Fixed wireless broadband: Provide a set of services similar to that of the traditional
fixed-line broadband but using wireless as the medium of transmission

• Can be thought of as a competitive alternative to DSL or cable modem.

(b) Mobile broadband: Offers the additional functionality of portability, nomadicity and
mobility
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4 Chapter 1  •  Introduction to Broadband Wireless

Broadband access not only provides faster Web surfing and quicker file downloads but also
enables several multimedia applications, such as real-time audio and video streaming, multimedia
conferencing, and interactive gaming. Broadband connections are also being used for voice tele-
phony using voice-over-Internet Protocol (VoIP) technology. More advanced broadband access
systems, such as fiber-to-the-home (FTTH) and very high data rate digital subscriber loop
(VDSL), enable such applications as entertainment-quality video, including high-definition TV
(HDTV) and video on demand (VoD). As the broadband market continues to grow, several new
applications are likely to emerge, and it is difficult to predict which ones will succeed in the
future.

So what is broadband wireless? Broadband wireless is about bringing the broadband experi-
ence to a wireless context, which offers users certain unique benefits and convenience. There are
two fundamentally different types of broadband wireless services. The first type attempts to pro-
vide a set of services similar to that of the traditional fixed-line broadband but using wireless as
the medium of transmission. This type, called fixed wireless broadband, can be thought of as a
competitive alternative to DSL or cable modem. The second type of broadband wireless, called
mobile broadband, offers the additional functionality of portability, nomadicity,1 and mobility.
Mobile broadband attempts to bring broadband applications to new user experience scenarios
and hence can offer the end user a very different value proposition. WiMAX (worldwide interop-
erability for microwave access) technology, the subject of this book, is designed to accommo-
date both fixed and mobile broadband applications.    

Figure 1.1 Worldwide subscriber growth 1990–2006 for mobile telephony, Internet usage, and 
broadband access [1, 2, 3]

1. Nomadicity implies the ability to connect to the network from different locations via different base 
stations; mobility implies the ability to keep ongoing connections active while moving at vehicular 
speeds.
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Figure 10: Worldwide subscriber growth 1990-2006 for mobile telephony, Internet usage,
and broadband access [2, Fig 1.1].

(i) Nomadicity : the ability to connect to the network from different locations via
different base stations

(ii) Mobility :

i. Roaming: Have a means to reach inactive users for session initiation and
packet delivery, regardless of their location within the network

ii. Handoff: Maintain an ongoing connections/sessions active (without inter-
ruption) while moving even at vehicular speeds

(iii) Portability dictates that the subscriber device be battery powered and lightweight
and therefore consume as little power as possible.

1.10. In many (wireless) system, we define forward and reverse channels as followed:

(a) Forward channel or downlink is used for communication from the infrastructure
to the users/stations;

(b) Reverse channel or uplink is used for communication from users/stations back to
the infrastructure.

1.11. Mobile communication standards / Wireless Mobile Communication Technology

(a) 0G: PTT, MTS, IMTS, AMTS

(b) 0.5G: Autotel/PALM, ARP

(c) 1G:

• Analog or semi-analog (analog radio path, but digital switching)

• Transmit only analog voice information

• Emphasis was on speech and speech related services.
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18 Chapter 1  •  Introduction to Broadband Wireless

fundamental bounds on achievable data rates and coverage range. Table 1.3 summarizes the var-

ious frequency bands that could be used for broadband wireless deployment. 

From a global perspective, the 2.3GHz, 2.5GHz, 3.5GHz, and 5.7GHz bands are most likely

to see WiMAX deployments. The WiMAX Forum has identified these bands for initial interoper-

ability certifications. A brief description of these bands follows. 

Licensed 2.5GHz: The bands between 2.5GHz and 2.7GHz have been allocated in the United

States, Canada, Mexico, Brazil, and some southeast Asian countries. In many countries, this band

Table 1.2 Comparison of WiMAX with Other Broadband Wireless Technologies

Parameter Fixed WiMAX Mobile WiMAX HSPA
1x EV-DO 

Rev A
Wi-Fi

Standards
IEEE 802.16-
2004

IEEE 802.16e-
2005

3GPP Release 6 3GPP2 IEEE 802.11a/g/n

Peak down 
link data rate

9.4Mbps in 
3.5MHz with 3:1 
DL-to-UL ratio 
TDD; 6.1Mbps 
with 1:1

46Mbpsa with 
3:1 DL- to-UL 
ratio TDD; 
32Mbps with 1:1

14.4Mbps using 
all 15 codes; 
7.2Mbps with 
10 codes

3.1Mbps;
Rev. B will 
support 
4.9Mbps

54 Mbpsb shared 
using 802.11a/g; 

more than 
100Mbps peak 
layer 2 through-
put using 802.11n

Peak uplink 
data rate

3.3Mbps in 
3.5MHz using 3:1 
DL-to-UL ratio; 
6.5Mbps with 1:1

7Mbps in 
10MHz using 3:1 
DL-to-UL ratio; 
4Mbps using 1:1

1.4Mbps ini-
tially; 5.8Mbps 
later

1.8Mbps

Bandwidth

3.5MHz and 
7MHz in 3.5GHz 
band; 10MHz in 
5.8GHz band 

3.5MHz, 7MHz, 
5MHz, 10MHz, 
and 8.75MHz 
initially

5MHz 1.25MHz

20MHz for 
802.11a/g;
20/40MHz for 
802.11n

Modulation
QPSK, 16 QAM, 
64 QAM 

QPSK, 16 QAM, 
64 QAM 

QPSK, 
16 QAM

QPSK, 
8 PSK, 
16 QAM

BPSK, QPSK, 
16 QAM, 
64 QAM

Multiplexing TDM TDM/OFDMA TDM/CDMA
TDM/
CDMA

CSMA

Duplexing TDD, FDD TDD initially FDD FDD TDD

Frequency
3.5GHz and 
5.8GHz initially

2.3GHz, 2.5GHz, 
and 3.5GHz 
initially

800/900/1,800/
1,900/
2,100MHz

 800/900/
1,800/
1,900MHz

2.4GHz, 5GHz

Coverage 
(typical)

3–5 miles < 2 miles 1–3 miles 1–3 miles
< 100 ft indoors; 

< 1000 ft 
outdoors

Mobility Not applicable Mid High High Low

a. Assumes 2 ×  2 MIMO and a 10MHz channel.

b. Due to inefficient CSMA MAC, this typically translates to only ~20Mbps to 25Mbps layer 2 throughput.

Figure 11: Comparison of WiMAX with Other Broadband Wireless Technologies [2, Table
1.2].
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• Advanced Mobile Phone System (AMPS)

• NMT, Hicap, CDPD , Mobitex , DataTac

(d) 2G:

• Driven by the need to improve transmission quality, system capacity, and cov-
erage

• Speech transmission still dominates the airways

• Global System for Mobile Communications (GSM)

(i) Digital AMPS (D-AMPS)

(ii) IS-95

(iii) iDEN, cdmaOne, PDC, CSD, PHS

(e) 2.5G:

(i) EDGE (Enhanced Data rates for GSM Evolution): GSM with more bits per
baud.

(ii) GPRS (General Packet Radio Service): an overlay packet network on top of
D-AMPS or GSM.

• Allow mobile stations to send and receive IP packets in a cell running a
voice system.
• When GPRS is in operation, some time slots on some frequencies are re-

served for packet traffic.

(iii) 1xRTT, HSCSD, WiDEN

(f) 3G:

• 1992: International Mobile Telecommunications-2000 (IMT-2000 ) is the global
standard for third generation (3G) wireless communications as defined by the
International Telecommunication Union (ITU).

◦ The number 2000 stood for three things: (1) the year it was supposed to go
into service, (2) the frequency it was supposed to operate at (in MHz), and
(3) the bandwidth the service should have (in kHz). It did not make it on
any of the three counts [33, p 166].

• The 3rd Generation Partnership Project (3GPP) is a collaboration between
groups of telecommunications associations, to make a globally applicable 3G
mobile phone system specification within the scope of the IMT-2000 project of
the ITU.

◦ Specifications are based on evolved GSM specifications.
◦ Producing UMTS specifications (UTRA FDD and TDD modes including

TD-SCDMA) and GSM evolution (including GPRS and EDGE)

• To reach global acceptance, 3GPP introduced UMTS in phases and annual re-
leases.
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(i) The first release (UMTS Rel.’99), introduced in December of 1999, defines
enhancements and transitions for existing GSM networks.

(ii) The second phase (UMTS Rel.’00) proposes enhancements for IS–95 (with
CDMA2000) and TDMA (with TD–CDMA and EDGE).

• Support both packet-switched (PS) and circuit-switched (CS) data transmission.

(i) Universal Mobile Telecommunications System (UMTS)

i. Successor to Global System for Mobile Communications (GSM).

ii. Also referred to as wideband code division multiple access (W–CDMA)

iii. Proposed by Ericsson

iv. Use DSSS

(ii) CDMA2000

• IS-95 successor
• Proposed by Qualcomm
• DSSS design
• Backward compatible with IS-95.

(iii) FOMA, TD-CDMA/UMTS-TDD, CDMA2000 1xEV, TD-SCDMA, UMA

1.12. Cell phone penetration [Research firm Informa, Reuters]

(a) In November 2007, Worldwide mobile telephone subscriptions reached 3.3 billion
equivalent to half the global population.

(b) 59 countries have mobile penetration of over 100 percent – where some owners have
more than one phone.

(c) 2.6 billion people were using GSM.

(d) CDMA had 0.4 billion users.

2 The Physical Layer

2.1. The range of frequencies transmitted (over the channel) without being strongly at-
tenuated is called the bandwidth (of the channel). In practice, the cutoff is not really
sharp, so often the quoted bandwidth is from 0 to the frequency at which half the power
gets through.

2.2 (Nyquist). If an arbitrary signal has been run through a low-pass filter of BW H,
the filtered signal can be completely reconstructed by making only 2H (exact) smaples per
second.

If the signal consists of V discrete levels, Nyquist’s theorem states:

maximum data rate = 2H log2 V [bps].
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2.3. S/N = SNR = the signal-to-noise ratio (power ratio).

• Usually the quantity is given in decibels (dB) which is 10 log10 S/N .

• 2 is 3 dB,
10 is 10 dB,
100 is 20 dB,
1000 is 30 dB

2.4 (Shannon). The maximum data rate of a noisy whose bandwidth is H Hz, and whose
SNR is S/N, is given by

maximum data rate = H log2(1 + S/N)[bps].

100 102 104 106 108 1010 1012 1014 1016 1018 1020 1022 1024

Radio Microwave Infrared UV X-ray Gamma ray

f (Hz)

Visible
light

104 105 106 107 108 109 1010 1011 1012 1013 1014 1015 1016

f (Hz)

Twisted pair

Coax

Satellite

TV

Terrestrial
microwave

Fiber

optics

Maritime
AM

radio
FM

radio

Band LF MF HF VHF UHF SHF EHF THF

Fig. 2-11. The electromagnetic spectrum and its uses for commun-
ication.

Figure 12: The electromagnetic spectrum and its uses for communication [33, Fig. 2-11].

2.5. It could be argued that the age of electronic digital communications began when
Samuel F. B. Morse patented the electronic telegraph in 1840.

2.6. In QAM modulation, a sine and a cosine can be used to produce signals that occupy
the same frequency band but that can be separated at the receiver.

2.7. ISM (Industrial, Scientific, Medical) bands for unlicensed usage.

(a) Originally reserved internationally for the use of RF electromagnetic fields for indus-
trial, scientific and medical purposes other than communications

(b) Garage door openers, cordless phones, radio-controlled toys, wireless mice, and nu-
merous other wireless household devices use the ISM bands.

(c) The most commonly encountered ISM device is the home microwave oven operating
at 2.45 GHz.

(d) Must use spread spectrum techniques to minimize interference between devices

(e) Bands (See Figure 13.)
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(i) 900 MHz band: Works best,but crowded and not available worldwide

(ii) 2.4 GHz band: Available in most countries, but subject to interference from
microwave ovens and radar installations

• Bluetooth and some of the 802.11 wireless LANs

• Globally unlicensed

• Regulatory requirements [22, p 17]:

i. The spectrum is divided into 79 channels

ii. Bandwidth is limited to 1 MHz per channel

iii. FHSS communications

(iii) 5.7 GHz band: 802.11a

Freq.

Bandwidth

902
MHz

928
MHz

26
MHz

2.4
GHz

2.4835
GHz

5.735
GHz

5.860
GHz

. . . . . .

. . . . . .

83.5
MHz

125
MHz

Fig. 2-13. The ISM bands in the United States.

Figure 13: The ISM bands in the United States [33, Fig. 2-13].

2.8. Switching : Networks can be classified by the type of communications path they use
and the manner in which data are transmitted across this path.

• Switched networks use switches to interconnect the links between source and desti-
nation nodes.

(a) Circuit

(b) Message

• No limit at all on block size

◦ routers (in a modern system) must have disks to buffer long blocks
◦ a single block can tie up a router-router line for minutes, rendering message

switching useless for interactive traffic.

• Store-and-forward (same as packet switching)

• Ex. Telegram

• Not used anymore

(c) Packet

• Place a tight upper limit on block size

• Statistical Multiplexing

• Advantages of packet switching over message switching
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◦ Smaller packets; so can be buffered in router main memory instead of on
disk.
◦ No user can monopolize any transmission line very long (milliseconds)
◦ Well suited for handling interactive traffic
◦ The first packet of a multipacket message can be forwarded before the second

one has fully arrived, reducing delay and improving throughput.

• Computer networks are usually packet switched, occasionally circuit switched, but
never message switched.

• Conventional cellular radio and landline telephony use circuit switching. Services
like Cellular Digital Packet Data or CDPD, by contrast, employ packet switching.
General Packet Radio Service GRPS, Bluetooth, and some aspects of 3G, also use
packet switching.

• Note that simply packetizing data does not mean a call is packet switched. TDMA
and CDMA in wireless packetize data but do not in general switch that data.

• Even in the Internet, we have circuit switches both in the access networks (leased
lines, DSL and phone modems), and in the core of the network (SONET/SDH and
DWDM).

• Virtual circuits are essentially a connection-oriented version of packet switching;
it forwards information as packets (sometimes called cells), but it keeps connection
state associated with each flow.

◦ In contrast, IP is based on the connectionless switching of packets, where no
per-flow state is kept.

2.9. Line coding or transmission coding

Transmit “1” by Transmit “0” by P (E) Received power

Polar p(t) −p(t) Q
(

Ap

σn

)
αA2

p + σ2
n

On-off p(t) no pulse Q
(

Ap

2σn

)
α
2
A2

p + σ2
n

Bipolar alternate ±p(t) no pulse 3
2
Q
(

Ap

2σn

)
α
2
A2

p + σ2
n

• The pulses p(t) are transmitted at a rate of Rb = 1
Tb

pulses per second.

• Assume “1” and “0” are equally likely.

• Bipolar signaling is also known as pseudoternary or alternate mark.

• Received power is calculated by assuming that p(t) is rectangular whose width is αTb

where α ∈ (0, 1].

◦ return-to-zero (RZ): α ∈ (0, 1)

◦ nonreturn-to-zero (NRZ): α = 1
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Circuit switched Packet switched 

 Require call setup  Call setup is not needed 

 Dedicated physical end-to-end path 
between both ends exists and will continue 
to exist until the communication is finished. 

 The bits just flow through the wire 
continuously. 

 Messages are first partitioned into 
packets which are then sent to the 
destination node one at a time via 
intermediate switches. 

 Each packet carries the destination node’s 
address as well as a sequence number. 

 Store-and-forward transmission: packet 
is accumulated in a router's memory, 
then sent on to the next router 
o The entire contents of a packet must 

be received by each intermediate 
node before it is forwarded to a 
succeeding node 

 Different packet may follow different 
paths and they may arrive out of order. 

 A switch is crash fatal. If a switch goes 
down, all of the circuits using it are 
terminated and no more traffic can be sent 
on any of them. 

 More fault tolerant: packets can be 
routed around dead switches 

 Fixed BW. BW is reserved in advance all the 
way from sender to receiver and is 
guaranteed for the entire transmission 

 Potentially wasted BW: If a circuit has been 
reserved for a particular user and there is 
no traffic to send. 

 Dynamic BW: Acquire and release BW 
dynamically as needed 

 Possible congestion at setup time (hunting 
for a path) 

 Possible congestion on every packet 

 Completely transparent: The sender and 
receiver can use any bit rate, format, or 
framing method they want to. The carrier 
does not know or care.  
o Allows voice, data, and fax to coexist 

within the phone system 

 The carrier determines the basic 
parameters 

 Circuit costs are independent of the 
amount of data being transmitted. Charging 
has historically been based on distance and 
time. 

 Connect time is not an issue, but the 
volume of traffic sometimes is. 

 Example: PSTN  Example: most modern-day computer 
network, including the Internet 

 

 
Figure 14: Circuit Switching v.s. Packet Switching
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Figure 15: Line codes: Power vs. Error Probability

• The polar scheme is the most power efficient code; for a given noise immunity (error
probability), this code requires the least power. See also figure reflineCoding.

2.10. QAM-4 and QPSK are the same modulation (considering complex data symbols).

2.11. Spread spectrum systems

2.12. FHSS (Frequency Hopping Spread Spectrum):

• Dwell time : The amount of time spent at each frequency

• Offers good resistance to multipath fading

• Low bandwidth

2.13. DSSS (Direct Sequence Spread Spectrum)

•

2.1 CDMA

2.14. Users are assigned different “signature waveforms” or “code” (in an older termi-
nology whence the term CDMA originated). Each transmitter sends its data stream by
modulating its own signature waveform as in a single-user digital communication system.

(a) Orthogonal CDMA
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• Digital TDMA and FDMA systems can be seen as special cases of orthogonal
CDMA where the signature waveforms are nonoverlapping in the time domain
and the frequency domain, respectively.

(b) A K-user orthogonal CDMA R bits per second system employing antipodal modula-
tion at the rate of requires bandwidth approximately equal to

B =
1

2
RK

[35, p 7].

2.15. Maximum-length sequence generator

(a) Use shift-register circuit as an automated means of generating pseudorandom se-
quences. See Figure 16.

(b) The feedback taps in the feedback shift register are selected to correspond to the
coefficients of a primitive polynomial.

(c) The contents of the shift register will cycle over all possible 2n − 1 nonzero states
before repeating.

(d) The resulting sequence has the maximum length possible and can be shown to ap-
proximate a random binary sequence in the sense that shifted versions of itself are
approximately uncorrelated.

Leon-Garcia/Widjaja Communication Networks

R0 R1 R2

g(x) = x3 + x2 + 1

g0 g2 g3

The coefficients of a 
primitive generator polynomial
determine the feedback taps

Time R0 R1 R2   
0 1   0   0
1 0   1   0
2 1   0   1
3 1   1   0 
4 1   1   1 
5 0   1   1 
6 0   0   1 
7 1   0   0
Sequence repeats
from here onwards

output

Figure 6.30

Figure 16: Maximum-length sequence generator

2.2 OFDM (Orthogonal Frequency Division Multiplexing)

2.16.

(a) Multiplexing technique that subdivides the bandwidth into multiple frequency sub-
carriers
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(b) Good spectrum efficiency in terms of bits/Hz

(c) Widely recognized as the method of choice for mitigating multipath fading for broad-
band wireless [2, p 37].

(d) The reliance of Wi-Fi and WiMAX on OFDM modulation, as opposed to CDMA as
in 3G, allows them to support very high peak rates. The need for spreading makes
very high data rates more difficult in CDMA systems [2, p 16].

2.17. OFDM belongs to a family of transmission schemes called multicarrier modula-
tion.

(a) The (high-bit-rate) input data stream is divided into several parallel sub-streams of
reduced data rate (thus increased symbol duration)

(b) Each sub-stream is modulated and transmitted on a separate orthogonal sub-carrier
or tone.

(c) The increased symbol duration improves the robustness of OFDM to delay spread:
Eliminate or minimize intersymbol interference (ISI) by making the symbol time large
enough so that the delay spread (induced by the channel) is an insignificant (typically,
< 10 percent) fraction of the symbol duration.

2.18. Cyclic prefix (CP):

(a) Can completely eliminate Inter-Symbol Interference (ISI) as long as the CP duration
is longer than the channel delay spread.

(b) Typically a repetition of the last samples of data portion of the block that is appended
to the beginning of the data payload

(c) Prevent inter-block interference and makes the channel appear circular and permits
low-complexity frequency domain equalization.

(d) Drawback: introduces overhead, which effectively reduces bandwidth efficiency.

• The impact is similar to the “roll-off factor” in raised-cosine filtered single-carrier
systems.

2.19. A Brief History of OFDM [2, Sidebar 1.1]

(a) 1966: Chang shows that multicarrier modulation can solve the multipath problem
without reducing data rate. This is generally considered the first official publication
on multicarrier modulation. Some earlier work was Holsingers 1964 MIT dissertation
and some of Gallagers early work on waterfilling.

(b) 1971: Weinstein and Ebert show that multicarrier modulation can be accomplished
using a DFT.

(c) 1985: Cimini at Bell Labs identifies many of the key issues in OFDM transmission
and does a proof-of-concept design.
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(d) 1993: DSL adopts OFDM, also called discrete multitone, following successful field
trials/competitions at Bellcore versus equalizer-based systems.

(e) 1999: The IEEE 802.11 committee on wireless LANs releases the 802.11a standard
for OFDM operation in 5GHz UNI band.

(f) 2002: The IEEE 802.16 committee releases an OFDM-based standard for wireless
broadband access for metropolitan area networks under revision 802.16a.

(g) 2003: The IEEE 802.11 committee releases the 802.11g standard for operation in the
2.4GHz band.

(h) 2003: The multiband OFDM standard for ultrawideband is developed, showing
OFDMs usefulness in low-SNR systems.

2.3 Duplexing

2.20. FDD

(a) The uplink and downlink subframes are transmitted simultaneously on different car-
rier frequencies

(b) Used in cellular.

2.21. TDD : Time Division Duplex

(a) The uplink and downlink subframes are transmitted on the same carrier frequency
at different times.

(b) Advantage:

(i) Enable adjustment of the downlink/uplink ratio to efficiently support asymmet-
ric downlink/uplink traffic, while with FDD, downlink and uplink always have
fixed and generally, equal DL and UL bandwidths.

(ii) Assure channel reciprocity for better support of link adaptation, MIMO and
other closed loop advanced antenna technologies

(iii) Ability to implement in nonpaired spectrum: Unlike FDD, which requires a pair
of channels, TDD only requires a single channel for both downlink and uplink
providing greater flexibility for adaptation to varied global spectrum allocations.

(iv) Transceiver designs are less complex and therefore less expensive.

(c) Used in Bluetooth and Mobile WiMAX
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3 Data Link Layer

3.1 LLC sublayer

3.1. (a) Logical link control sublayer

(b) Operate over all 802 MAC standards

(c) Exchange the datagram service offered by the MAC layer to provide some of the
services of HDLC at the data link layer

(d) Allow offering the network layer a standard set of services while hiding the details of
the underlying MAC protocols.

(e) Provide a means for exchanging frames between LANs that use different MAC pro-
tocols.

4 Error Detection and Correction

4.1 Hamming code

4.1. A method due to Hamming (1950).

(a) Encoding

(i) The bits of the codeword are numbered consecutively, starting with bit 1 at the
left end, bit 2 to its immediate right, and so on.
The bits that are powers of 2 (1, 2, 4, 8, 16, etc.) are check bits. 

 3 5 6 71 2 4 8 9 10 11, , , , , , , , , , , nc c c c cc c c cc c c c   

check bits 

The rest (3, 5, 6, 7, 9, etc.) are filled up with the k data bits.

(ii) Each check bit forces the parity of some collection of bits, including itself, to be
even (or odd).
To see which check bits the data bit in position i contributes to, rewrite i as a
sum of powers of 2. A bit is checked by just those check bits occurring in its
expansion

(b) Decoding

(i) When a codeword arrives, the receiver initializes a counter to zero. It then
examines each check bit, i (i = 1, 2, 4, 8, ...), to see if it has the correct parity.

(ii) If not, the receiver adds i to the counter. If the counter is zero after all the check
bits have been examined (i.e., if they were all correct), the codeword is accepted
as valid. If the counter is nonzero, it contains the number of the incorrect bit.
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Example 4.2. For original message represented as a row vector m1m2m3 . . . mk where
23 − 3 ≤ k < 24 − 4, we use r = 4 check bits. The codeword length is n = k + r.
Let c1c2 . . . cn denotes the codeword. Suppose m = 7. Then, the check bits c1c2c4c8 are
generated by

c1 = c3 + c5 + c7 + c9 + c11, (1a)

c2 = c3 + c6 + c7 + c10 + c11, (1b)

c4 = c5 + c6 + c7, (1c)

c8 = c9 + c10 + c11. (1d)

wit the help of the table in Figure 17. Equivalently,

c1 = m1 + m2 + m4 + m5 + m7, (2a)

c2 = m1 + m3 + m4 + m6 + m7, (2b)

c4 = m2 + m3 + m4, (2c)

c8 = m5 + m6 + m7. (2d)

and therefore the codeword is generated by c = mG where the generator matrix G is defined
by

G =



1 1 1 0 0 0 0 0 0 0 0
1 0 0 1 1 0 0 0 0 0 0
0 1 0 1 0 1 0 0 0 0 0
1 1 0 1 0 0 1 0 0 0 0
1 0 0 0 0 0 0 1 1 0 0
0 1 0 0 0 0 0 1 0 1 0
1 1 0 0 0 0 0 1 0 0 1


.

Conditions in (1) are equivalently checked by cHT = 0 where

H =


1 0 1 0 1 0 1 0 1 0 1
0 1 1 0 0 1 1 0 0 1 1
0 0 0 1 1 1 1 0 0 0 0
0 0 0 0 0 0 0 1 1 1 1

 .

4.2 Linear Cyclic Codes

The parity check codes used for error detection in most DLCs today are cyclic redun-
dancy check (CRC) codes. The parity check bits are called the CRC

Let r be the length of the CRC (i.e., the number of check bits) and let k be the length
of the strings of data bits (i.e., the header and packet of a frame).

Definition 4.3. It is convenient to denote the data bits as mk−1, mk−2, . . . ,m1, m0, and to
represent the string as a polynomial m(x) with coefficients mk−1, mk−2, . . . ,m1, m0,

m(x) = mk−1x
k−1 + mk−2x

k−2 + · · ·+ m0.
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 A method due to Hamming (1950).  

 Encoding 

 The bits of the codeword are numbered consecutively, starting with bit 1 at the left 

end, bit 2 to its immediate right, and so on. 

The bits that are powers of 2 (1, 2, 4, 8, 16, etc.) are check bits. 

The rest (3, 5, 6, 7, 9, etc.) are filled up with the k data bits.  

 

 Each check bit forces the parity of some collection of bits, including itself, to be even 

(or odd).  

To see which check bits the data bit in position i contributes to, rewrite i as a sum of 

powers of 2. A bit is checked by just those check bits occurring in its expansion 

 Decoding 

 When a codeword arrives, the receiver initializes a counter to zero. It then examines 

each check bit, i (i = 1, 2, 4, 8, ...), to see if it has the correct parity.  

 If not, the receiver adds i to the counter. If the counter is zero after all the check bits 

have been examined (i.e., if they were all correct), the codeword is accepted as valid. 

If the counter is nonzero, it contains the number of the incorrect bit. 

 
     8 1 0 0 0 

1 0 0 0 1 9 1 0 0 1 

2 0 0 1 0 10 1 0 1 0 

3 0 0 1 1 11 1 0 1 1 

4 0 1 0 0 12 1 1 0 0 

5 0 1 0 1 13 1 1 0 1 

6 0 1 1 0 14 1 1 1 0 

7 0 1 1 1 15 1 1 1 1 
 

     

     

     

     

     

     

     

     

     

 

Figure 17: Binary representations of the numbers from 1 to 15

The powers of the indeterminate x can be thought of as keeping track of which bit is which;
high-order terms are viewed as being transmitted first. The CRC is represented as another
polynomial.

Similarly, associate a code polynomial c (x) = c0 + c1x + c2x
2 + · · · + cn−1x

n−1 with
every codeword c = (c0, c1, . . . , cn−2, cn−1).

Definition 4.4 (Linear Cyclic Code). The following conditions are equivalent conditions
for an (n, k) linear block code C is to be a q-ary linear cyclic code of length n if

≡ for every codeword

c = (c0, c1, . . . , cn−2, cn−1) ∈ C
(
←→ c (x) = c0 + c1x + c2x

2 + · · ·+ cn−1x
n−1
)
,

there is also a (right cyclic shift) codeword

c′ = (cn−1, c0, c1, . . . , cn−2) ∈ C (←→ c′ (x) = x · c (x) mod (xn − 1)) .

≡ ∀c = (c0, c1, . . . , cn−2, cn−1) ∈ C, all n of the distinct cyclic shifts of c must also be
codewords in C.

4.5. Remarks:

(a) A code need not be linear to be cyclic, but the nonlinear cyclic codes have less useful
structure and see only a tiny fraction of the application of their linear counterparts.

(b) C forms a vector subspace of dimension k within the space of all n-tuples over GF(q).

(c) k right cyclic shifts of a codeword are equivalent to the multiplication modulo (xn − 1)
of the associated code polynomial by xk

Definition 4.6. Let C be a q-ary (n, k) linear cyclic code. Within the set of code polyno-
mials in C, there is a unique monic polynomial g (x) with minimal degree r < n. g (x) is
called the generator polynomial of C.

(a) Every code polynomial c (x) in C can be expressed uniquely as c (x) = m (x) g (x),
where m (x) is a polynomial of degree less than (n− r) in GF (q) [x].
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(b) g (x) is a factor of xn − 1 in GF (q) [x].

(c) g0 6= 0.

If g0 = 0, then could obtain a lower-degree code polynomial by cyclically shifting the
codeword associated with g (x) one place to the left.

(d) g(x) has at leat two nonzero terms (i.e., xr and 1).

4.7. Systematic encoding : Consider an (n, k) cyclic code C, generator polynomial g (x),
k-symbol message block m = (m0, m1, . . . ,mk−1).

Divide xn−km (x) by g (x) to obtain the expression:

xn−km (x) = q (x) g (x) + d (x) .

The entire frame of transmitted information and CRC can then be represented as

c (x) = xrm (x)− d (x) ,

that is, as
c(x) = mk−1x

r+k−1 + · · ·m0x
r − dr−1x

r−1 − · · · − d0.

←→ (−d0,−d1, . . . ,−dn−k−1, m0, m1, . . . ,mk−1) .

• The systematic generator matrix is obtained by selecting as rows those codewords
associated with the message blocks (100 · · · 0) , (010 · · · 0) , . . . , (00 · · · 01).

G =
[
Pk×(n−k)

∣∣ Ik

]
⇔ H =

[
In−k| − P T

]
.

Example 4.8. Cyclic code of length 7.

x7 + 1 = (x + 1)
(
x3 + x + 1

) (
x3 + x2 + 1

)
.

Let
g (x) = (x + 1)

(
x3 + x2 + 1

)
= x4 + x2 + x + 1.

r = 4. k = n− r = 7− 4 = 3. So this is a (7, 3) code. To send, for example,

m = 110←→ m (x) = 1 + x,

we find
xrm (x) = x4 (1 + x) = x5 + x4 = (x + 1) g (x) +

(
x3 + 1

)
.

So,
c (x) = xrm (x)−

(
x3 + 1

)
= x5 + x4 + x3 + 1←→ c = 1001 110︸︷︷︸

m

.

4.9. Suppose that c(x) is transmitted and that the received sequence is y(x) = c(x)+e(x).

(a) At the receiver, calculate remainder u(x) = y(x)/g(x) which will be the same as
e(x)/g(x) because c(x) is divisible by g(x).
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(b) If no errors occur, then e(x) = 0 and u(x) = 0.

(c) The rule followed by the receiver is to decide that the frame is error-free if u(x) = 0
and to decide that there are errors otherwise.

4.10. e(x) 6= 0 is undetectable if and only if

≡ u(x) = 0

≡ e(x) is divisible by g(x).

≡ e(x) is itself a codeword

≡ e(x) = g(x)z(x) for some nonzero z(x).

(a) All single errors are detectable.

Proof. Since g(x) has at least two nonzero terms, g(x)z(x) must also have at least
two nonzero terms for any nonzero z(x).

To see this, let z(x) be a nonzero polynomial with highest and lowest order terms of
degree j and i, respectively; that is, z(x) = xj + zj−1x

j−1 + · · · + xi (or z(x) = xi if
i = j). Then, the coefficients of xr+j and xi in g(x)z(x) are always 1.

Hence, e(x) = xp can not be expressed as g(x)z(x).

(b) All burst errors of length ≤ b are detectable. Note that a burst error of length b can
be represented by xp

(
xb−1 + · · ·+ 1

)
.

Proof. g(0) = g0. If g(x) have xi as a factor.

g(x) contains an x0 term (g0 = 1), then

it will not have xi as a factor. To see this, note that

Example 4.11.

(a) CRC-8: x8 + x2 + x + 1 (ATM header error check)

(b) CRC-32-IEEE 802.3: x32 + x26 + x23 + x22 + x16 + x12 + x11 + x10 + x8 + x7 + x5 +
x4 + x2 + x + 1 (V.42)
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5 ARQ: Retransmission Strategies

5.1. The general concept of automatic repeat request (ARQ) is to detect frames with
errors at the receiving DLC (data link control) module and then to request the transmitting
DLC module to repeat the information in those erroneous frames.

The objective of the ARQ protocol is to ensure that packets are delivered error free to
the destination, exactly once without ducplicated, in the same order in which they were
transmitted [21, p 292].

5.2. Whatever ARQ protocol is used, only error-free frames can deliver packets to B, and
thus, if p is the probability of frame error, the expected number of packets delivered to B
per frame from A to B is bounded by

η ≤ 1− p

[3, eq 2.29 p 82].

5.3. Assumptions

(a) Each transmitted frame is delayed by an arbitrary and variable time before arriving
at the receiver

(b) Some frames might be “lost” and never arrive.

(c) Those frames that arrive are assumed to arrive in the same order as transmitted, with
or without errors.

• Assume that the transfer service provided by the lower layer is “wirelike” in the
sense that the frames arrive at the receiver, if they arrive at all, in the same
order in which they were sent. In the case of multiple hops over a network, this
assumption would hold when a connection is set up and where all frames follow
the same path, as in frame relay or ATM networks.

(d) All error frames are detected by the CRC.

(e) There is some q > 0 such that each frame is received error-free with probability at
least q.

5.4. When calculating efficiency, we will use the following definitions.

(a) Assume

• all information frames have the same length

• the transmitter always has frames to transmit to the receiver

(b) Define

• nf = # of bits in the information frame

• na = # of bits in the acknowledgment (ACK/NAK) frame
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• R = bit rate of the transmission channel

• no = # of overhead bits in a frame = (# of header bits) + (# of CRC check
bits)

• tf =
nf

R

• a = tprop

tf
= tpropR

nf
.

• Pf = probability that a frame transmission has errors

◦ Assume that a frame transmission has errors independent of other frame
transmissions

◦ Suppose p is the bit error, then Pf = 1− (1− p)nf ≈ nfp for p� 1.

◦ For each frame, the expected number of transmission (EN) is 1
1−Pf

= 1
(1−p)

nf .

5.5. Often break a large block of data up into smaller blocks and send these one at a time.

• From above, the time needed to transmit a frame successfully is
tf

(1−p)
nf . Now, if we

divide the frames into k parts, then the time needed to transmit one part successfully
is

tf
k
× 1

(1− p)
nf
k

.

Hence, we need

k × tf
k
× 1

(1− p)
nf
k

=
tf

(1− p)
nf
k

<
tf

(1− p)nf

to transmit the whole frame.

• On a multipoint line, it is usually desirable not to permit one station to occupy the
line for very long, thus causing long delays at the other stations.

• The buffer size of the receiver may be limited.

5.6. Sliding-window protocol

(a) Sender’s window size = Ws: sender is allowed to send Ws = n frames without waiting
for ACK.

(b) B acknowledges a frame by sending ACK that includes the sequence number of the
next frame expected.

(c) Suppose na, n0, tproc are ≈ 0.

• If Ws > 2a + 1, the ACK for frame 1 reaches station A before it has exhausted
its window. Thus A can transmit continuously with no pause.

• If Ws < 2a + 1, station A exhausted its window after sending Ws frames and
cannot send additional frames until 2a+1 frame-unit time has elapsed since the
beginning of the transmission.
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So, the transmission efficiency is given by

η0 =

{
1, Ws > 2a + 1

Ws

2a + 1
, Ws < 2a + 1

(d) If two stations exchange data,

• Each needs to maintain two windows: one for transmit and one for receive.

• Piggybacking is often used. If a station has a data to send and ACK to send, it
sends both together in one frame, thus saving communications capacity.

5.7. The protocols we will discuss below provide error control (using acknowledgements)
and flow control (using a sliding window).

5.1 Stop-and-Wait ARQ

• The simplest type of retransmission protocol

• Basic idea: ensure that each packet has been received correctly before initiating
transmission of the next packet.

• Require that the transmitter maintain a copy of a transmitted frame until an ACK
is received for that frame.

• Highly inefficient use of communication link

5.8. Algorithm for A-to-B transmission:

(a) At node A:

1. Set SN = 0

2. Accept a packet from the next higher layer at A;
if no packet is available, wait until it is;
assign number SN to the new packet.

3. Transmit the SNth packet in a frame containing SN in the sequence number field

4. If an error-free frame is received from B containing a request number RN greater
than SN, increase SN to RN and go to step 2.
If no such frame is received within some finite delay, go to step 3 (retransmis-
sion).

• Usual procedure is to set a timer when a frame transmission begins.

◦ If the timer expires before receipt of a request for the next packet from
B, the timer is reset and the packet is resent in a new frame (step 3).

◦ If a request for a new packet is received from B before the timer expires,
the timer is disabled until A transmits the next packet.

(b) At node B:
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1. Set RN = 0 and then

repeat steps 2 and 3 forever.

2. Whenever an error-free frame is received from A containing SN = RN, release
the received packet to the higher layer and increment RN.

3. At arbitrary times, but within bounded delay after receiving any error-free data
frame from A, transmit a frame to A containing RN in the request number field.

• Can use the same type of time control as at node A.
• Alternatively, could send a frame containing a request for the awaited packet

(#RN) each time that it receives a frame from A.
• Also, if B is piggybacking its RN’s on data frames, it could simply send

the current value of RN in each such frame. However, node B must send
non-data frames containing the RN values when there is no B-to-A data
traffic.

5.9. It is sufficient to send sequence numbers modulo 2

Leon-Garcia/Widjaja Communication Networks

Frame
tf time

A

B

tprop tacktproc tprop

tproc

t0

Figure 5.14

Figure 18: Delay components in Stop-and-Wait ARQ [21, Figure 5.14]

5.10. Performance:

(a) In the absence of errors, the basic time to send a frame and receive an ACK, is given
by

t0 = 2tprop + 2tproc + tf + tACK = 2tprop + 2tproc +
nf

R
+

na

R
.

The corresponding transmission efficiency is given by

η0 =

nf−n0

R

2 (tprop + tproc) +
nf

R
+ na

R

=
1− n0

nf

2(tprop+tproc)R

nf
+ 1 + na

nf

.

• When na, n0, tproc are ≈ 0, we have t0
tf
≈ 2a + 1, and η0 ≈ 1

2a+1
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(b) Let Pf be the probability that a frame transmission has errors and needs to be
retransmitted. Then, 1

1−Pf
are required if frame transmission errors are independent.

Thus Stop-and-Wait ARQ on average requires

tSW =
t0

1− Pf

seconds to get a frame through. The corresponding efficiency is

ηSW =

nf−n0

R

tSW

= (1− Pf ) η0.

5.2 Go Back n ARQ

5.11. Some facts:

(a) The most widely used type of ARQ protocol

(b) Appear in

• various standard DLC protocols: HDLC, SDLC, ADCCP, LAPB.

• most error recovery procedures at the transport layer.

(c) Must retransmit at least one round-trip-delay worth of frames when a single error
occurs in an awaited packet.

5.12. Basic idea:

(a) Allow the transmitter to continue sending enough frames so that the channel is kept
busy while the transmitter waits for acknowledgements.

• Pipelined procedure

• Station A must maintain a copy of each unacknowledged frame.

(b) Effect of a given request RN is to acknowledge all packets prior to RN and to request
transmission of packet RN.

(c) “n” determines how many successive packets can be sent in the absence of a request
for a new packet.

• node A is not allowed to send packet i + n before i has been acknowledged (i.e.,
before i + 1 has been requested).

(d) Sliding window:

• If i is the most recently received request from node B, there is a “window” of
n packets, from i to i + n− 1 ([i, i + n− 1]), that the transmitter is allowed to
send.

• As successively higher-numbered requests are received from B, this window slides
upward
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5.13. It is not required that each individual frame be acknowledged.

5.14. Algorithm for A-to-B transmission

(a) The transmitter uses two integer variables:

• SNmin = the smallest-numbered packet that has not yet been acknowledged.
(i.e., the lower end of the window)

• SNmax= the number of the next packet to be accepted from the higher layer.

(b) DLC layer is attempting to transmit packet SNmin to SNmax − 1. So the sending
window size is SNmax − SNmin.

(c) At node A

1. Set the integer variables SNmin and SNmax to 0.

2. Do steps 3, 4, and 5 repeatedly in any order. There can be an arbitrary but
bounded delay between time when the conditions for a step are satisfied and
when the step is executed.

3. If SNmax < SNmin + n and a packet is available from the higher layer, accept
a new packet into the DLC layer, assign number SNmaxto it, and increment
SNmax.

4. If an error-free frame is received from B containing a request number RN greater
than SNmin, increase SNmin to RN.

5. If SNmin < SNmax and no frame is currently in transmission, choose some
number SN, SNmin ≤ SN < SNmax;
transmit the SNth packet in a frame containing SN in the sequence number field.

◦ At most a bounded delay is allowed between successive transmissions of
packet SNmin over intervals when SNmin does not change.

◦ Option 1: Set a timer whenever a packet is transmitted.
If the timer expires before that packet is acknowledged (i.e., before SNmin

increases beyond that packet number), the packet is retransmitted.

◦ Option 1.1: After going back and retransmitting SNmin, simply retransmits
subsequent packets in order up to SNmax − 1, whether or not subsequent
request numbers are received. ≡ transmitter delaying the execution of step
4 while in the process of retransmitting a window of packets.

◦ Option 2: Cycle back whenever all the available packets in the window have
been transmitted.

◦ Option 3: Respond to a specific request from B for retransmission.

(d) At node B: same as stop-and-wait ARQ.

1. Set RN = 0 and then
repeat steps 2 and 3 forever.

2. Whenever an error-free frame is received from A containing SN = RN, release
the received packet to the higher layer and increment RN.
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3. At arbitrary times, but within bounded delay after receiving any error-free data
frame from A, transmit a frame to A containing RN in the request number field.

• Option: Piggyback the current value of RN in each data frame going from B
to A. When there are no data currently going from B to A, a nondata frame
containing RN should be sent from B to A whenever a data frame is received
from A.

5.15. If SN and RN are sent modulo m, for m > n, the correctness of go back n is
maintained as long as we reimpose the condition that frames do not get out of order on
the links.

• The maximum window size is nmax = m− 1.

Idea of the proof. Suppose frame i mod m has just been acknowledged. Then, the sender
can send frame number within the set Wi = {(i + k) mod m : k ∈ [n]}; hence these are
the number that will be acknowledged. Suppose ∃k0 ∈ [n] such that i = (i + k0) mod m;
that is i mod m is also within this range. Then, if the ACK for i is received, the sender
can’t distinguish between the following two cases:

• This is the ACK for the old i because all new transmitted frames are not successful.

• This is the ACK for the new i; all new transmitted frames upto i + k0 mod m are
successfully transmitted.

To prevent i from being in Wi, need n < m.

5.16. Go back n algorithm for modulo m operation, m > n

(a) At node A:

1. Set the modulo m variables SNmin and SNmax to 0.

2. Do steps 3, 4, and 5 repeatedly in any order.
There can be an arbitrary but bounded delay between the time when the con-
ditions for a step are satisfied and when the step is executed.

3. Fill up the n-packet sending window:
If (SNmax − SNmin) mod m < n, and a packet is available from the higher
layer,
accept a new packet into the DLC, assign number SNmax to it, and increment
SNmax to (SNmax + 1) mod m.

4. If an error-free frame is received from B containing a request number RN, and
RN − SNmin mod m ≤ (SNmax − SNmin) mod m, set SNmin = RN;
that is if “RN > SNmin”, all packets from SNmin to RN − 1 are acknowledged
by this RN, and hence the next smallest unacknowledged SN is RN.

5. If SNmin 6= SNmax and no frame is currently in transmission, choose some num-
ber SN such that (SN −SNmin) mod m < (SNmax−SNmin) mod m transmit
packet SN in a frame containing SN in the sequence number field.
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• “SNmin ≤ SN < SNmax”.

(b) At node B:

1. Set the modulo m variable RN to 0.

2. Whenever an error-free frame is received from A containing a sequence number
SN equal to RN, release the received packet to the higher layer and increment
RN to (RN + 1) mod m.

3. At arbitrary times, but within bounded delay after receiving any error-free data
frame from A, transmit a frame to A containing RN in the request number field.

5.17. The time-out should be chosen long enough to include round-trip propagation and
processing delay plus transmission time for two maximum-length packets in the reverse
direction (one for the frame in transit when a packet is received, and one to carry the new
RN).

5.18. Suppose the window size Ws has been selected so that the channel can be kept busy
all the time.

(a) WS = 2a + 1 = 2 (tprop+tproc)R

nf
+ 1

(b) Let Ntx be the number of transmissions required to deliver a frame successfully.

• If Ntx = i, then, i − 1 retransmissions of groups of Ws frames are followed
by the single successful frame. transmission. The corresponding probability is
P i−1

f (1− Pf ) Hence, ENtx = 1
1−Pf

.

(c) ttotal = tf (1 + Ws(Ntx − 1)).

E [ttotal] = tf (1 + Ws(ENtx − 1)) = tf

(
1 + Ws

Pf

1−Pf

)
.

(d) The associated trasmission efficiency is

η =

nf−n0

R

tf

(
1+(WS−1)Pf

1−Pf

) =
nf − n0

nf

(
1+(WS−1)Pf

1−Pf

) = (1− Pf )

(
1− n0

nf

1 + (WS − 1) Pf

)
.

5.19. Assume na, no, tproc are ≈ 0.

(a) When there is no error,

η0 =

{
1, Ws > 2a + 1
Ws

2a+1
, Ws < 2a + 1

(b) Note that each error generates a requirement to retransmit k frames (wastes k frame-
time) where

k =

{
2a + 1, Ws > 2a + 1
Ws, Ws < 2a + 1

See Figure 19.
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(c) Let N the total number of frames transmitted for each original frame. Then, N =

1 + (Ntx − 1)k and EN = 1 + k( 1
1−Pf

− 1) = 1 + k
Pf

1−Pf
.

(d) The efficiency is

η =
η0

EN
=


1−Pf

1+2aPf
, Ws > 2a + 1

Ws(1−Pf)
(2a+1)(1+(Ws−1)Pf)

, Ws < 2a + 1.

 
 

2 1sW a   2 1sW a   

  

 

 

 k = 2a+1 -1 +1 = 2a+1 for Ws > 2a+1 

 

 k = (Ws-1-Npre) +Npre +1  = Ws for Ws < 2a+1 
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2a+1  
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2a+1 

Ws 

Figure 19: Discarded frames when an error occur in GBN.

5.20. Throughput of ideal go back n

• Assumption: Retransmit the packets in one round-trip delay each time that a frame
carrying the packet awaited by the receiving DLC is corrupted by errors.

• Throughput: η ≤ 1−p
1+pβ

where β is the expected number of frames in a round-trip

delay interval [3, eq 2.30 p 82].

◦ Note that this is < 1− p.

5.21. Suppose the SN and RN number are s-bit sequence. Then, to achieve maximum
utilization, the minimum value of s is dlog2 d2a + 2ee.

To see this, note first that we need Ws ≤ 2s− 1. So, s ≥ log2 (Ws + 1). To achieve max
utilization, we need Ws ≥ 2a + 1; so, the min value of Ws is d2a + 1e.

5.3 Selective Repeat ARQ

5.22. Basic idea: Accept out-of-order packets and request retransmissions from A only
for those packets that are not correctly received.

5.23. Remarks
The receiver must contain storage to save post-NAK frames until the error frame is re-
transmitted, and the logic for reinserting the frame in the proper sequence.
The transmitter requires complex logic to be able to send frames out of sequence.
Because of such complications, the go-back-N algorithm is more commonly used.

5.24. Algorithm for A-to-B transmission
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(a) The algorithm at node A, for traffic from A to B, is the same as the go back n
algorithm.

(b) At node B:

• The variable RN has the same significance as in go back n; namely, it is the
lowest-numbered packet (or the lowest-numbered packet modulo m) not yet
correctly received.

• Accepts packets anywhere in the range RN to RN + n− 1.

◦ In principle, the DLC layer still releases packets to the higher layer in order,
so that the accepted out-of-order packets are saved until the earlier packets
are accepted and released.

• The value of RN must be sent back to A as in go back n, either piggybacked on
data frames or sent in separate frames.

◦ Usually, the feedback from node B to A includes not only the value of RN
but also additional information about which packets beyond RN have been
correctly received.

5.25. The modulus must satisfy m ≥ 2n. 
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is skipped, it is still 

waiting for A7 and 

hence it sends 

piggybacked ACK for 

frame 6 (RN = 7).  
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Because 6 is 

the last one in 

its windows, 

the sender 

learn that all its 

transmitted 

frames did 

actually arrive 

correctly, so it 

advances its 

window.  

Frame 7 is sent 

and accepted. 

Because 

receiver 

already have 

frame 0, both 

frame 7 and 0 

are passed to 

the network 

layer.  

Figure 20: Selective Repeat ARQ: Problem when m < 2n

Figure 20 illustrates the problem when m < 2n. The essence of the problem is that
after the receiver advanced its window, the new part of the range of valid sequence numbers
overlapped the old one. Another way to see this is that B has to distinguish 2n frames:

(a) n frames which already ACKed but the ACKs may not have reach A and hence A
could retransmit them back to B again.
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(b) n frames which are currently in the receiving windows.

• So, the maximum window size is
⌊

m
2

⌋
. Note that m is usually of the form 2k; in which

case, the maximum n is 2k−1.

5.26. Performance

(a) WS = WR = 2a + 1

• Each transmission involves only the retransmission of the specific frame

• E [ttotal] = tf (1 + 1 (EN − 1)) = tf

(
1

1−Pf

)
• η =

nf−n0
R

tf

(
1

1−Pf

) = (1− Pf )
(
1− n0

nf

)
(b) Assume na, no, tproc are ≈ 0.

• Each error generates a requirement to retransmit one frame.

• To transmit one frame, use on average, EN = 1
1−Pf

times.

• η = η0

EN
= (1− Pf ) η0 =

{
1− Pf , Ws > 2a + 1
(1− Pf )

Ws

2a+1
, Ws < 2a + 1

5.27. Throughput of ideal selective repeat = 1− p.

5.28. Suppose the SN and RN number are s-bit sequence. Then, to achieve maximum
utilization, the minimum value of s is dlog2 (d2a + 1e) + 1e. This comes from the inequality
2a + 1 ≤ Ws ≤ 2s−1.

5.29. If ACK are always piggybacked (and thus their overhead can be neglected), but
tNAK is significant,

E [ttotal] = tfEN + tNAK (EN − 1) =
nf

R

1

1− Pf

+
nNAK

R

Pf

1− Pf

=
nf + nNAKPf

1− Pf

1

R

and

η =
nf − no

nf+nNAKPf

1−Pf

1
R

· 1

R
= (1− Pf )

nf − no

nf + nNAKPf

.

5.30. Summary:

Ws > 2a + 1 Ws < 2a + 1
S&W (1− Pf )

1
2a+1

GBN
1−Pf

1+2aPf

Ws(1−Pf)
(2a+1)(1+(Ws−1)Pf)

SR (1− Pf )
(1−Pf)Ws

2a+1

• Note: if Ws = 1, then Ws < 2a+1, and both SR and GBN reduce to S&W.

• if n0

nf
is significant, multiply by

(
1− n0

nf

)
.
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6 The Medium Access Control Sublayer

6.1. Multiaccess communication

(a) Although occasionally the terms multiplexing and multiaccess are used interchange-
ably, multiaccess usually refers to situations where the message sources are not col-
located and/or operate autonomously.

(b) Sometimes called multipoint-to-point communication

6.2. M/M/1 Queue:

• Mean time delay: T = 1
µ−λ

.

• Suppose we have R-bps channel, Poisson arrival with rate λ frames/sec, each frame
having a length drawn from an exponential distribution with mean ` bits/frame.

◦ The service rate is R
`

frame/sec.

◦ Mean time delay is

T =
1

R
`
− λ

. (3)

6.3. Frequency-Division Multiplexing (FDM) or Frequency-Division Multiple Access (FDMA)

(a) The carrier bandwidth is divided into sub-channels of different frequency widths, each
carrying a signal at the same time in parallel.

(b) Diffrent carrier frequency is assigned to each user so that the resulting spectra do not
overlap.

(c) Band-pass filtering (or heterodyning) enables separate demodulation of each channel.

(d) When there is only a small and constant number of users, each of which has a heavy
(buffered) load of traffic (e.g., carriers’ switching offices), FDM is a simple and efficient
allocation mechanism.

(e) In contrast to TDMA, FDMA allows completely uncoordinated transmission in the
time domain: no time synchronization among users is required.

(f) If there are N users (each generating λ
N

frame/sec), the bandwidth R is divided into
N equal-sized portions, each user being assigned one portion, the mean time delay is

T =
1

1
`

R
N
− λ

N

which is N times worse than if all the frames were arranged orderly in a big central
queue.

6.4. Time-Division Multiplexing
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(a) Time is partitioned into slots assigned to each incoming digital stream in round-robin
fashion.

(b) Demultiplexing is carried out by simply switching on to the received signal at the
appropriate epochs.

6.5. Time-Division Multiple Access (TDMA)

(a) Used by geographically separated users who have the ability to maintain time-synchronism

(b) All transmitters and receivers must have access to a common clock.

6.6. Systems in which multiple users share a common channel in a way that can lead to
conflicts are widely known as contention systems.

• Contention is a phenomenon in which more than one entity competes to do something
at the same time.

• Contention occurs when multiple nodes attempt to use the channel simultaneously.

6.7. Classifications of Medium Access Control [28]:

(a) Conflict-free protocols

• A transmission, whenever made, is a successful one, that is, will not be interfered
by another transmission.

• Can be achieved by allocating the channel to the users either statically or dy-
namically.

• Channel Allocation:

(i) Static allocation: The channel can be divided by

i. giving the entire frequency range (bandwidth) to a single user for a
fraction of the time as done in Time Division Multiple Access (TDMA),
or

ii. giving a fraction of the frequency range to every user all of the time as
done in Frequency Division Multiple Access (FDMA), or

iii. providing every user a portion of the bandwidth for a fraction of the
time as done in spread spectrum based systems such as Code Division
Multiple Access (CDMA).

(ii) Dynamic allocation: Allocate the channel based on demand so that a user
who happens to be idle uses only little, if at all, of the channel resources,
leaving the majority of its share to the other, more active users.

i. Reservation schemes: users first announce their intent to transmit and
all those who have so announced will transmit before new users have a
chance to announce their intent to transmit

ii. Token passing: a single (logical or physical) token is passed among the
users permitting only the token holder to transmit, thereby guaranteeing
noninterference.
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(b) Contention protocols (contention-based multiple access protocols)

• A transmitting user is not guaranteed to be successful.

• Idle users do not transmit and thus do not consume any portion of the channel
resources.

• The protocol must prescribe a way to resolve conflicts once they occur so all
messages are eventually transmitted successfully.

(i) Static Resolutions: the actual behavior is not influenced by the dynamics
of the system.

i. Can be based, for example, on user IDs or any other fixed priority
assignment, meaning that whenever a conflict arises the first user to
finally transmit a message will be the one with, say, the smallest ID
(this is done in some tree-resolution protocols).

ii. Can also be probabilistic, meaning that the transmission schedule for the
interfering users is chosen from a fixed distribution that is independent
of the actual number of interfering users

A. ALOHA

B. CSMA

(ii) Dynamic Resolutions:

i. Based on time of arrival giving highest (or lowest) priority to the oldest
message in the system.

ii. Probabilistic resolution such that the statistics change dynamically ac-
cording to the extent of the interference.

◦ Exponential back-off scheme of the Ethernet

Classifications of Medium Access Control 

 MAC Protocols 

Scheduled Access Random Access 

Static 

TDMA, FDMA, CDMA 

Dynamic 

Reservation 

Static 

ALOHA 

Dynamic 

Tree, FCFS 
 

Poisson Collision Channel 

 Infinite number of users; each packet arrives at a new user. 

 Packets arrive according to a Poisson process with rate  . 

 Slotted noiseless collision channel. 

  0,1,e  immediate error-free feedback. 

 Capacity:  *
sup  


. 

 Lower bound: from protocol design analysis = 0.48 

 Slotted ALOHA = 1/e. 

 FCFS = 0.4878 

 Upper bound: 0.57 

Figure 21: Classifications of Medium Access Control

6.8. Remarks:

• Channel resource must be shared among m users

• Free-for-all → protocols

• Scheduled (e.g., TDMA) : Inefficient for bursty users
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6.9. Network Theoretic Approach Model:

(a) Traffic Model

(i) Message is in the form of equal-sized packets

(ii) Packets arrive for transmission at each of the M users according to independent
Poisson processes with rates λi, i = 1, . . . ,M .

i. The probability that k packets arrive at user i within one time unit is e−λi
λk

i

k!
.

ii. Given that k packets arrived at user i in [t0, t0 + τ), the arrival times of
these k packets are uniformly and independently distributed in [t0, t0 + τ).

iii. Packet arrivals for the whole network form a Poisson process with rate

λ =
M∑
i=1

λi.

(b) Channel Model

(i) Assume that each packet requires one time unit (called a slot) for transmission.
All transmissions are synchronized so that the reception of each packet starts at
an integer time and ends before the next integer times.

Multiaccess (Communication) Theory 

 Channel resource must be shared among m users 

 Free-for-all → protocols 

 Scheduled (e.g., TDMA) : Inefficient for bursty users 

Network Theoretic Approach Model 

 Traffic Model 

 Message is in the form of equal-sized packets 

 Packets arrive for transmission at each of the M users according to independent Poisson 

processes with rates 
i
 , 1, ,i M  . 

 The probability that k packets arrive at user i within one time unit is 
!

i

k

ie
k

 
. 

 Given that k packets arrived at user i in  0 0
,t t  , the arrival times of these k packets 

are uniformly and independently distributed in  0 0
,t t  . 

 Packet arrivals for the whole network form a Poisson process with rate 
1

M

i

i

 


 . 

 Channel Model 

 Assume that each packet requires one time unit (called a slot) for transmission. 

All transmissions are synchronized so that the reception of each packet starts at an integer 

time and ends before the next integer times. 

A packet experiences the same level of interference during its whole transmission time. 

 

0 1 2 
 

 Let  1,2, ,M   denote the set of users who transmitted simultaneously. The 

channel is modeled by reception probability  

Pr Only packets from users in  are successfully receivedP    
   

for all   ,  1,2, ,M  , and ,   both nonempty. 

 1P P





    
 


 

 
   i i

P  may not equal 1 if there is noise. It can also be different for different for 

different i. 

 Example: 

A packet experiences the same level of interference during its whole transmission
time.

(ii) Let T ⊂ {1, 2, . . . ,M} denote the set of users who transmitted simultaneously.
The channel is modeled by reception probability

PR|T , P [Only packets from users in R are successfully received |T ]

for all R ⊂ T , T ⊂ {1, 2, . . . ,M}, and R,T both nonempty.

• P∅|T = 1−
∑
R⊂T
R6=∅

PR|T

• P{i}|{i} may not equal 1 if there is noise. It can also be different for different
i.

(iii) Example

i. Noiseless Collision Channel:

PR|T ,

{
1, |R| = |T | = 1
0, otherwise

.

ii. Symmetric MPR (Multipacket reception) Channel:

PR|T = f (|R| , |T |)

(only a function of |R| and |T |).
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iii. MPR Matrix:

Cn,k = P [k packets are successfully received |n are transmitted] .

C =


C1,0 C1,1

C2,0 C2,1 C2,2
...

...
...

. . .

CM,0 CM,1 CM,2 . . . CM,M


iv. Associated with each row of the MPR matrix:

Cn = E [number of successfully received packets |n are transmitted]

=
n∑

k=1

kCn,k.

v. Capacity Cn0 = max {C1, . . . , CM}

(c) Protocol Model

(i) MAC protocol consists of

i. A first transmission rule

ii. A retransmission rule

(ii) Available Information

 Noiseless Collision Channel: 
1, 1

0, otherwise
P

  



 

 
 . 

 Symmetric MPR (Multipacket reception) Channel:  ,P f
 

   (only a 

function of   and  . 

 MPR Matrix:  

, Pr  packets are successfully received  are transmittedn kC k n    . 

 

1,0 1,1

2,0 2,1 2,2

,0 ,1 ,2 ,M M M M M

C C

C C C
C

C C C C

 
 
 
 
  
 

   



 

 Associated with each row of the MPR matrix: 

,

1

number of successfully received packets  are transmitted
n

n n k

k

C n kC


      . 

 Capacity  
0 1

max , ,
n M

C C C  . 

 Protocol Model 

 MAC Protocol consists of 

 A first transmission rule 

 A retransmission rule 

 Available Information 

 Collision channel MPR Channel 

Arrival rate 
i
    

Feedback  empty/success/collision 

(0/1/e) 

 something/nothing 

 success/no success (1/{0 

or e}) 

 collision/no collision. 

ID of successful users 

Carrier Sensing  Detect empty slot 

 Detect collision 

 Performance measure 

 Throughput is the expected number of successfully received packets per slot. 

Let 
i

S  denote the number of packets successfully received in the i
th

 slot. Throughput S is 

given by 
1

0

1
lim

t

i
t

i

S S
t






  . 

(a) Performance measure

(i) Throughput is the expected number of successfully received packets per slot.
Let Si denote the number of packets successfully received in the ith slot. Through-

put S is given by S = lim
t→∞

1
t

t−1∑
i=0

Si.

(ii) Delay is the expected number of slots from the time a packet arrives at the
system to the time this packet is successfully received. Let

Ni = the number of packets arrived in the interval [0, t) ,

Di = the time spent in the system by the ith packet.

Delay D = 1
Nt

Nt∑
i=1

Di.
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� Both throughput and delay are functions of λ. In general, delay is a non-
increasing function of λ.

(iii) Stability for infinite population : Let Wt (λ,P) denote the number of pack-
ets that arrived at the system in the interval [0, t) but have not been successfully
transmitted in this interval.

The multi-access system using a MAC protocol P is stable for a given arrival
rate λ if lim

t→∞
P [Wt (λ,P) ≤ x] = F (x), lim

x→∞
F (x) = 1, where F (x) is the

limiting distribution.

The system is substable under P if lim
x→∞

lim inf
t→∞

P [Wt (λ,P) ≤ x] = 1.

(iv) Maximum Stable Throughput : The maximum stable throughput λP of a
MAC protocol P :

λP = sup {λ : (λ,P) is stable}

= sup
{

λ : lim
t→∞

Wt (λ,P) ≤ x = F (x) , lim
x→∞

F (x) = 1
}

6.10. Poisson Collision Channel :

(a) Infinite number of users; each packet arrives at a new user.

(b) Packets arrive according to a Poisson process with rate λ.

(c) Slotted noiseless collision channel.

(d) {0, 1, e} immediate error-free feedback.

(e) Capacity : λ∗ = sup
P
{λP}.

(i) Lower bound: from protocol design analysis = 0.48

i. Slotted ALOHA = 1/e.

ii. FCFS = 0.4878

(ii) Upper bound: 0.57

6.1 ALOHA

6.11. Remarks:

(a) The throughput of ALOHA systems is maximized by having a uniform frame size
rather than by allowing variable length frames [33].

(b) The Aloha family of protocols is probably the richest family of multiple access pro-
tocols.

(c) Reasons for its popularity:

• seniority: the first random access technique introduced.
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• simplicity: their implementation is straightforward

(d) In wireless data systems, Aloha channels are often used to send requests or short
messages from a mobile station to the base station receiver.

6.12. Pure ALOHA

(a) 1970s, by Norman Abramson and his colleagues at the University of Hawaii

(b) Idea: let users transmit whenever they have data to be sent. If there is collision, the
sender just waits a random amount of time and sends it again.

(c) Setup:

(i) Single-hop system

(ii) All frame has unit-length.

(iii) We will express time in the unit of frame transmission time (frame length in bits
divided by bit rate).

(iv) Infinite population of users generates new frames according to a Poisson distri-
bution with mean λ frames per unit time.

• The infinite-population assumption is needed to ensure that λ does not
decrease as users become blocked.)

• If λ > 1, the population is generating frames at a higher rate than the
channel can handle, and nearly every frame will suffer a collision.

• For reasonable throughput we would expect 0 < λ < 1.

(v) The channel is error-free without capture:

• whenever a transmission of a packet does not interfere with any other packet
transmission, the transmitted packet is received correctly

• while if two or more packet transmissions overlap in time, a collision is
caused and none of the colliding packets is received correctly and they have
to be retransmitted.

◦ The users whose packets collide with one another are called the collid-
ing users.

(vi) At the end of every transmission each user knows whether its transmission was
successful or a collision took place.

(vii) Should the transmission be unsuccessful, every colliding user, independently of
the others, schedules its retransmission to a random time in the future.

• This randomness is required to ensure that the same set of packets does not
continue to collide indefinitely.

(d) Example:
Those that are marked X get through.
Those that are marked X collide and must be retransmitted.
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ALOHA 
Basic 
• 1970 
• Assume unit-length packets starting at arbitrary times 
• Example: 

Those that are marked  get through 
Those that are marked  collide and must be retransmitted 

• Even if original traffic was Poisson, combined arrival and retrial process is not. 

 
• Under an effectively Poisson assumption, 

throughput is at most 184.0
2

=
e

1

( )

 

 
• Consider a typical trial (arrival or retransmission) 

If overall process is Poisson λ, then 
( ) ( ) ( )

λλλ 2

111,1
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eee
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So, a fraction e  of the trials are successful 
• The expected number of trials per unit time is λ, 

Therefore,  
( )unit timeper  success of #E λ 2−e = λ  = throughput
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(e) Since the population is infinite, each packet can be considered as if it belongs to a
different user. Hence, each newly arrived packet can be assigned to an idle user i.e.,
one that does not have a packet to retransmit. This allows us to interchange the roles
of users and packets and consider only the points in time when packet transmission
attempts are made.

(f) In addition to the new frames, the stations also generate retransmissions of frames
that previously suffered collisions.

• We define a point process consisting of scheduling points, i.e., the points in
which packets are scheduled for transmission.

◦ The scheduling points include both the generation times of new packets and
the retransmission times of previously collided packets.

• Let the rate of the scheduling points be G packets per unit time.

◦ The parameter G is referred to as the (normalized) offered load/traffic
to the channel.

∗ The word “normalized” is used to emphasize the fact that the rate is
expressed per packet transmission time.

◦ G > λ because not all packets are successful on their first attempted trans-
mission

• The exact characterization of the scheduling points process is extremely compli-
cated.

◦ Even if original traffic was Poisson, combined arrival and retransmission
process is not.

◦ The reason is that a Poisson process implies independence between events
in nonoverlapping intervals, which cannot be the case here because of the
dependence between the interval containing the original transmission and
the interval containing a retransmission of the same packet.

• Effectively Poisson assumption: assume that the combined transmission at-
tempts (old and new combined) is also Poisson, with mean G per unit time.

◦ If the retransmission schedule is chosen uniformly from an arbitrarily large
interval then the number of scheduling points in any interval approaches a
Poisson distribution.

◦ The Poisson assumption is used because it makes the analysis of Aloha-type
systems tractable and predicts successfully their maximal throughput.

(g) Pure Aloha is a single-hop system. Hence, the throughput S is the fraction of time
the channel carries useful information, namely noncolliding packets.

• S = Gp0, where p0 is the probability that a frame does not suffer a collision.
This is shown by 4.
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• The channel capacity is the highest value of arrival rate λ for which the rate
of departure (throughput) equals the total arrival rate.

(h) Under an effectively Poisson assumption, S = Ge−2G.

Proof. Consider a typical trial (arrival or retransmission) A trial which starts at time
t0 + 1. will not suffer a collision if no other frames are sent during its vulnerable
period : [t0, t0 + 2] as shown in figure 22. So, po = e−2G.

Collides with
the start of
the shaded

frame

Collides with
the end of
the shaded

frame
t

to to+ t to+ 2t to+ 3t Time 

Vulnerable

Fig. 4-2. Vulnerable period for the shaded frame.Figure 22: Vulnerable period for a test frame (shaded) in pure ALOHA [33, Fig 4-5].

Alternatively, consider the figure below.

ALOHA 
Basic 
• 1970 
• Assume unit-length packets starting at arbitrary times 
• Example: 

Those that are marked  get through 
Those that are marked  collide and must be retransmitted 

• Even if original traffic was Poisson, combined arrival and retrial process is not. 

 
• Under an effectively Poisson assumption, 

throughput is at most 184.0
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So, a fraction e  of the trials are successful 
• The expected number of trials per unit time is λ, 

Therefore,  
( )unit timeper  success of #E λ 2−e = λ  = throughput
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p0 = P [Tf ≥ 1, Tb ≥ 1] = P [Tf ≥ 1] P [Tb ≥ 1]

= e−Ge−G = e−2G

So, a fraction e−2G of the trials are successful. The expected number of trials per
unit time is G. By independence of the transmission attempts and the probability of
them being successful, we have

P (G)→ Bernoulli (p0) → P (S) (4)

which implies S = Gp0.

(i) Under an effectively Poisson assumption, throughput is at most
1

2e
≈ 0.184 ≈ 18%.

This value is referred to as the capacity of the pure Aloha channel.
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Proof. The relation between the S and the throughput is shown in Figure 24. The
maximum throughput occurs at G = 1

2
, with S = 1

2e
.

• Note that the function f of the form f(x) = xe−αx on [0,∞) is maximized at
x = 1

α
with the corresponding maximum value of 1

αe
.

(j) Stability:

• For a system to be stable the long term rate of input λ must equal the long term
rate of output S.

• λ > 1
2e

clearly cannot result in stable operation.

• For λ < 1
2e

, there are two values of G to which it corresponds–one larger and
one smaller than 1

2
.

◦ The smaller one is (conditionally) stable.

◦ The larger one is while the other one is conditionally unstable, meaning that
if G increases beyond that point the system will continue to drift to higher
load and lower throughput.

• Without additional measures of control, the stable throughput of pure Aloha is
0.

◦ It is appropriate to add that this theoretical instability is rarely a severe
problem in real systems, where the long term load including, of course, the
off hours load, is fairly small although temporary problems may occur.
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Slotted ALOHA: S = Ge–G

Pure ALOHA: S = Ge–2G

Fig. 4-3. Throughput versus offered traffic for ALOHA systems.
Figure 23: Throughput S versus offered traffic G for ALOHA systems [33, Fig. 4-3].

6.13. Idealized Slotted Multiaccess Model

(a) Roberts 1972

(b) Assumption [3, Section 4.2.1]:

(i) Slotted system:
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• Divide time into slots

• All transmitted frames have the same length

• Each frame requires one time unit (called a slot) for transmission.

• Synchronize users so everyone starts frames only at slot boundaries, i.e.
0, 1, 2, 3, . . . . . .

◦ the reception of each frame starts at an integer time and ends before
the next integer time.

• This assumption turn the system into a discrete-time system, thus simpli-
fying analysis.

(ii) Poisson arrival: m users, each Poisson λ
m

.

• Unrealistic for multiframe messages

(iii) Collision or perfect reception

• If 2 or more nodes send a frame in a given time slot, then

◦ there is a collision (e = error)

◦ the receiver obtains no information about the contents or source of the
transmitted frames

• If just 1 node sends a frame in a given slot, the frame is correctly received.

• Ignore the possibility of

◦ errors due to noise

◦ “capture” techniques by which a receiver can sometimes capture one
transmission in the presence of multiple transmissions

max at 022 == −− λλλλ
λ

ee
d
d 2 2− −λe  ⇒ 

2
1

=λ  

So, max λ  = λ 2−e
e

e
2
1

2
1 2

12
=

−
 = 0.184 ⇒ poor! 

Idealized Slotted Multiaccess Model 
• Abramson 1970; Roberts 1972 
• Assumption 

1) Slotted system 
Divide time into slots 
All transmitted packets have the same length 
Each packet requires one time unit (called a slot) for transmission. 
Synchronize users so everyone starts packets only at 0, 1, 2, 3, …  

the reception of each packet starts at an integer time and ends before the next 
integer time. 

→  discrete-time system 
preclude the possibility of carrier sensing or early collision detection 

2) Poisson arrival 
λm users, each Poisson . 
m

• Unrealistic for multipacket messages 
3) Collision or perfect reception 

• If 2 or more nodes send a packet in a given time slot, then  
• there is a collision (e = error) 
• the receiver obtains no information about the contents or source of the transmitted 

packets 
• If just 1 node sends a packet in a given slot, the packet is correctly received. 
• Ignore the possibility of  

errors due to noise 
“capture” techniques by which a receiver can sometimes capture one transmission 
in the presence of multiple transmissions 

4) 0,1, e immediate feedback 
“Broadcast” immediate ternary feedback ∈ {0, 1, e} at the end of each slot 
 1 0 e e e1 0

   
 

5) Retransmission of collisions 
if unsuccessful, (i.e., collision, e), it is blocked 

(iv) 0,1, e immediate feedback: “Broadcast” immediate ternary feedback ∈ {0, 1, e}
at the end of each slot.

(v) Retransmission of collisions: if unsuccessful, (i.e., collision, e), it is blocked .
Each frame involved in a collision must be retransmitted in some later slot, with
further such retransmissions until the frame is successfully received.

• A node with a frame that must be retransmitted is said to be backlogged .

• At time t, we let Xt be the number of backlogged frames.

(vi) Population: one of these two cases:

i. m users

• Each user (station) can store only 1 frame (no buffer)

• If one frame at a node is currently waiting for transmission or colliding
with another frame during transmission, new arrivals at that node are
discarded and never transmitted.

• Our interest is in multi-access channels with a large number of nodes, a
relatively small λ, and small required delay. ⇒
◦ The fraction of backlogged nodes is typically small
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◦ New arrivals at backlogged nodes are almost negligible.

◦ The delay for a system without buffering

∗ should be relatively close to that with buffering.

∗ provides a lower bound to the delay for a wide variety of systems
with buffering and flow control.

ii. infinite users

• The system has an infinite set of nodes (m =∞) and each newly arriving
frame arrives at a new node.

• Provide an upper bound to the delay that can be achieved with a finite
number of nodes.
Given any multi-access algorithm, each of a finite set of nodes can regard
itself as a set of virtual nodes, one virtual node for each arriving frame.
With the application of the given algorithm independently for each such
frame, the situation is equivalent to that with an infinite set of nodes.
A node with several backlogged frames will sometimes send multiple
frames in one slot, causing a sure collision. Thus, by avoiding such
sure collisions and knowing the number of buffered frames at a node, a
system with a finite number of nodes and buffering could achieve smaller
delays than with m =∞.

(c) Transmission: At the beginning of each slot, for example, for slot t, at time t

• Each of the Xt backlogged frames are transmitted with probability p (which may
depends on Xt).

• For the new arrival, we have two schemes:

◦ Immediate First Transmission (IFT ): At−1 frames that arrived in slot
t − 1 are immediately transmitted in slot t. Note that there are also, Xt

backlogged frame that may transmit here as well.

◦ Delayed First Transmission (DFT ): At−1 frames that arrived in slot
t− 1 are counted as backlogged. Hence, Xt already includes At−1.

6.14. Slotted ALOHA: infinite users

(a) m→∞

(b) G = the mean number of attempted transmissions per slot > λ

• Approximate the total number of retransmissions and new transmissions in a
given slot as Poisson with parameter G

(c) The vulnerable period is a single slot. In other words, a slot will be successful if
and only if exactly one packet was scheduled for transmission sometime during the
previous slot.

(d) Throughput S = Ge−G.
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• It is the probability of a successful transmission in a slot which is Ge−G.

• It is also the departure rate.

Proof. P [only 1 arrival in a slot] = G1e−G

1!
= Ge−G

Alternatively, we could use the same proof as in the pure ALOHA case. Here the
vulnerable period is only [t0, t0 + 1). So, p0 = e−G.

(e) In equilibrium, arrival rate λ = S which is the departure rate.

• 
• riv
Delayed First Transmission: DFT 

1tA −  packets that ar ed in slot 1t −  are counted as backlogged. Hence, tX  
already include 1tA − . 

Slotted A OHA

• Maximum f sl ted Aloha is 

L  (idea) 

throughput rate o ot 1
e

 

n  per slot > λ 
Approximate the total number of retransmissions and new transmissions in a given slot as 

on with parameter G 

• m → ∞ 
• G = the mean number of attempted transmissio s

Poiss
• probability of a successful transmission in a slot = GGe−  = departure rate 

( )
1

only 1 arrival in a slot
G

GG eP
−

1!
Ge−= =  

In equilibrium, arrival rate GGeλ −=  departure rate. 

 

 

So, max at 0 1G G Gd Ge e Ge G
dG

− − −= − = ⇒ = . Or 1
e

λ = . 

 many collisions are generated. 
If G < 1, too many idle slots are generated 
If G > 1, too

S ate first transmission. 
• 

t. 
bility that  unbacklogged nodes transmit packets in a given sloti

i⎝ ⎠

 

Mean: ( ) aS m n q= − . 

lotted ALOHA: m users, IFT: immedi
[Roberts 1972] 

• Each empty station generates a new packet with probability qa in each slo
( )

( )

,  ProbaaQ i n =

-
1 m n i i

a a

m n
q q− −⎛ ⎞

= −⎜ ⎟

G 

arrival rate = λ  

parture rde ate = GGe−  

equilibrium 

1  
e

G = 1 

(f) Maximum throughput rate (channel utilization) of slotted Aloha is
1

e
≈ 0.368 . This

happens when G = 1.

(g) If G < 1, too many idle slots are generated.
If G > 1, too many collisions are generated.

(h) For each test frame, the expected number of transmission attempts is eG.

Proof. For each slot that the test frame attempts to transmit, the probability of
success is p0 = e−G; that is no other station transmits. The probability that exactly
k attempts is required is p0(1− p0)

k−1.

6.2 CSMA: Carrier Sense Multiple Access

Definition 6.15. Carrier sense protocols are protocols in which stations listen for a
carrier (i.e., a transmission) and act accordingly.

6.16. Remarks:

• Idea: Ensure that no station begins to transmit when it senses the channel busy.

• In local area networks, it is possible for stations to detect what other stations are
doing.

• Kleinrock and Tobagi (1975) [19]:
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Fig. 4-3. Throughput versus offered traffic for ALOHA systems.
Figure 24: Throughput versus offered traffic for ALOHA systems [33, Fig. 4-3].

• Not really appropriate for wireless LAN

◦ What matters is interference at the receiver, not at the sender.

◦ Before starting a transmission, a station really wants to know whether there
is activity around the receiver. CSMA merely tells it whether there is activity
around the station sensing the carrier.
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Fig. 4-4. Comparison of the channel utilization versus load for
various random access protocols.

Figure 25: Comparison of the channel utilization versus load for various random access
protocols [33, Fig. 4-4].

6.3 CSMA/CD: CSMA with collision detection

6.17. Idea: Stations abort their transmissions as soon as they detect a collision

6.18.

(a) A station siezes a channel when all other stations know it is transmitting and would
not interfere [33, p 258].
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1-persistent Nonpersistent p-persistent
When a station
has data to send,
it first listens to
the channel to see
if anyone else is
transmitting at
that moment.

If channel is busy,
continually sense
it for the purpose
of immediately
seizing it when it
becomes idle.

If channel is busy,
wait a random
period of time
and then repeats
the algorithm
(back to sensing).

If channel is busy,
wait until the next
slot and start all
over.

If channel is idle, transmit (w.p. 1). If channel is idle,
transmit w.p. p.
W.p. q = 1 −
p, defer until the
next slot. If
that slot is also
idle, either trans-
mit or defer again.
This process is re-
peated until ei-
ther the frame has
been transmitted
or another sta-
tion has begun
transmitting. In
the latter case,
the unlucky sta-
tion acts as if
there had been a
collision

If a collision occurs, the station waits a random amount
of time and starts all over again (back to sensing).

Table 1: CSMA
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(b) The station’s hardware must continually listen to the cable while it is transmitting.

• If what it reads back is different from what it is putting out, it knows that a
collision is occurring.

• The implication is that the signal encoding must allow collisions to be detected
(e.g., a collision of two 0-volt signals may well be impossible to detect). For this
reason, special encoding is commonly used.

• CSMA/CD with a single channel is inherently a half-duplex system. It is im-
possible for a station to transmit and receive frames at the same time because
the receiving logic is in use, looking for collisions during every transmission.

(c) Suppose a station collision detect a collision when it is transmitting.

• Transmit a brief jamming signal to ensure that all stations know that there has
been a collision

• Abort transmission

• Waits a random period of time, and then tries again, assuming that no other
station has started transmitting in the meantime.

6.19. In the worst case a station cannot be sure that it has seized the channel until it has
transmitted for 2τ without hearing a collision.

(a) Hence, we model the contention interval as a slotted ALOHA system with slot width
2τ .

(b) Assume that each slot contains just 1 bit. Once the channel has been seized, a station
can transmit at any rate it wants to, of course, not just at 1 bit per 2τ sec.

6.20. On a 1-km long coaxial cable, if the propagation speed is 2×108 m/s, then τ = 5µs.

Contention
slots

Contention
period

Transmission
period

Idle
period

to

Frame Frame Frame Frame

Time

Fig. 4-5. CSMA/CD can be in one of three states: contention,
transmission, or idle.

Figure 26: CSMA/CD [33, Fig. 4-5].

6.21. To avoid any misunderstanding, it is worth noting that no MAC-sublayer proto-
col guarantees reliable delivery. Even in the absence of collisions, the receiver may not
have copied the frame correctly for various reasons (e.g., lack of buffer space or a missed
interrupt).
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7 Graph Theory

7.1. Graph: basic definitions. (See [3, p 387, 394] and [5, Section B.4])

(a) Define a graph (an undirected graph) , G = (V, E), to be a finite nonempty set V of
vertices (singular: vertex) and a collection E of (unordered) pairs of distinct nodes
from V

• The set V is called the vertex set of G, and its elements are called vertices .

• In [3, p 387], node and arc are used in stead of vertex and edge and hence the
corresponding sets are N and A and we write graph G = (N, A). Here, we use
vertex and edge and hence different notation G = (V, E).

(b) Each pair of vertices in E is called an edge (arc).

(c) If nl and n2 are vertices in a graph and (nl, n2) is an edge, this edge is said to be
incident on nl and n2.

(d) Assume [3, p 387]

(i) No self-loop. (No edges having both ends incident on the same vertex.)

(ii) No multiple edges between the same pair of vertices.

(e) Walk, path, and cycle:
Some different definitions are found in the literature.

(i) [3, 387]:

i. A walk in a graph G is a sequence of vertices (nl, n2, . . . , n`) of vertices
such that each of the pairs (nl, n2), (n2, n3), . . . , (n`−1, n`) are edges of G.

ii. A walk with no repeated vertices is a path .

iii. A walk (nl, n2, . . . , n`) with n1 = n`, ` > 3, and no repeated vertices other
than nl = n` is called a cycle.

(ii) [5, Section B.4]:

i. No definition of a walk.

ii. The walk defined above is called a path.

iii. Simple path : A path is simple if all vertices in the path are distinct.

iv. A path v0, v1, . . . , vk forms a (simple) cycle if k ≥ 3, v0 = vk, and v1, v2, ..., vk

are distinct. This turns out to be the same definition as above.

(f) A graph is connected if for each vertex i there is a path to each other vertex j.

• Lemma [3, p 388]: Let G be a connected graph and let S be any nonempty strict
subset of the set of vertices V . Then at least one edge (i, j) exists with i ∈ S
and j /∈ S.

(g) G′ = (V ′, E ′) is a subgraph of G = (V, E) if G′ is a graph, V ′ ⊂ V , and E ′ ⊂ E.

60



(h) A tree is a connected graph that contains no cycles. In fact, a tree is an undirected
simple graph G that satisfies any of the following equivalent conditions:

(i) G is connected and has no simple cycles.

(ii) G has no simple cycles, and a simple cycle is formed if any edge is added to G.

(iii) G is connected, and it is not connected anymore if any edge is removed from G.

(iv) Any two vertices in G can be connected by a unique simple path.

If G has finitely many vertices, say v of them, then the above statements are also
equivalent to any of the following conditions:

(i) G is connected and has v − 1 edges.

(ii) G has no simple cycles and has v − 1 edges.

• Trivial tree: T = ({v} , ∅).
• For a tree T = (V, E) adding an edge α = (i, j) /∈ E connecting two vertices in

V always create a cycle C because T already provides the path from j to i and
we can return to j via the new edge.

If, further more, we remove one edge β in C, then we still have a tree T ′ =
(V, (E ∪ {α}) \ {β}).
To see that T ′ is connected, let’s find a path P from vertex k to ` in T which
is always possible because T is connected. If P does not contain β, then we are
done. If P contain β and beta is (b1, b2), then, for T ′ instead of going from b1

to b2 directly, go around C (which will pass α).

(i) A spanning tree of a graph G is a subgraph of G that is a tree and that includes
all the vertices of G

• In [33, p 368], a spanning tree is defined in terms of a computer network as a
subset of the subnet that includes all the routers but contains no loops .

7.2. Let G be a connected graph with v vertices and e edges.

(a) G contains a spanning tree. A spanning tree G′ for an arbitrary graph G = (V, E)
can be found by the following algorithm [3, p 388–389]:

1. Let n be an arbitrary vertex in V . Let V ′ = {n}, and let E ′ = ∅.
2. If V ′ = V , then stop [G′ = (V ′, E ′) is a spanning tree]; else go to step 3.

3. Let (i, j) ∈ E be an edge with i ∈ V ′, j ∈ V \ V ′. (Existence of this edge is
guaranteed by the lemma above.) Update V ′ and E ′ by

V ′ := V ′ ∪ {j}
E ′ := E ′ ∪ {i, j} .

Go to step 2.
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• Observe that the algorithm starts with a subgraph of one vertex and zero edges
and adds one vertex and one edge on each execution of step 3. This means that
the spanning tree resulting from the algorithm always has v and v − 1 edges.

(b) e ≥ v − 1. (Use G′ from above algorithm, G′ is a subgraph of G.)

(c) G is a tree if and only if e = v − 1.

To see “⇐”, note that G′ will use all edges of G which means G = G′, and hence G
must be a tree itself. For “⇒”, suppose e ≥ v, then we can find an edge e∗ = (i, j)
not in G′. We can then construct a cycle by using a path from j to i in G′ and then
return to j by the edge e∗.

(d) Figure 27 shows why connectedness is a necessary assumption. 

Figure 27: Graph with e = v−1, which has no spanning tree, is disconnected, and contains
a cycle (not a tree).

(e) Adding extra edge into the spanning tree always create a cycle.

7.1 Minimum Spanning Tree

7.3. Minimum Spanning Tree

(a) Consider a connected graph G = (V, E) with v vertices and e edges, and a weight wij

for each edge (i, j) ∈ E.

(i) A minimum weight spanning tree (MST ) is a spanning tree with minimum
sum of edge weights.

• The phrase “minimum spanning tree” is a shortened form of the phrase
“minimum-weight spanning tree.” We are not, for example, minimizing the
number of edges since all spanning trees have exactly |E| − 1 edges.

(ii) Any subtree (i.e., a subgraph that is a tree) of an MST will be called a fragment.

• Note that a vertex by itself is considered a fragment.

(iii) An edge having one vertex in a fragment and the other vertex not in this frag-
ment is called an outgoing edge from the fragment
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(b) [3, p 390] Given a fragment F , let α = (i, j) be a minimum weight outgoing edge
from F , where j /∈ F . Then F , extended by edge α and vertex j, is a fragment.

(c) To find MST, start with one or more disjoint fragments and enlarge or combine them
by adding minimum weight outgoing edges. The first two algorithms terminate in
v − 1 iterations.

(i) Prim-Dijkstra algorithm

i. Start with a (arbitrarily selected) single-vertex fragment.

ii. Add a minimum-weight outgoing edge from the current fragment to form a
new fragment with one more edge.

iii. Get an MST after N − 1 iterations.

(ii) Kruskal algorithm

i. Start with each vertex being a single vertex fragment

ii. Join single vertex fragments by the least-weight edge that does not form a
cycle:

• Successively combines two of the fragments by using the edge that has
minimum weight over all edges that when added to the current set of
fragments do not form a cycle.

• Build up simultaneously several fragments that eventually join into an MST.
However, only one edge at a time is added to the current set of fragments.

• At each iteration, we add the edge that has minimum weight out of all edges
that are outgoing from one of the fragments.

7.4. Finding MST is not the same as finding the shortest paths.
For example, consider a graph with three vertices A, B, and C. The weights are

w(A, B) = 3, w(A, C) = 4, and w(B, C) = 2. Then, from the Dijkstra’s algorithm, the
shortest paths from vertex A to vertices B and C are simply the ones that go directly to
those vertices. This gives us a spanning tree using the edges (A, B) and (A, C). However,
the MST is given by the edges (A, B) and (B, C).

7.5. If all edge weights are distinct, there exists a unique MST [3, p 393].

Proof. Suppose that there exist two distinct MSTs denoted M and M ′. Let α be the
minimum weight edge that belongs to either M or M ′ but not to both; that is

α = argmin
e∈E(M)∆E(M ′)

we.

Without loss of generality, assume α ∈ E(M). (So, α ∈ E(M) \ E(M ′).) Consider the
graph formed by the union of M ′ and α. It must contain a cycle because α /∈M ′. At least
one edge of this cycle, call it β, does not belong to M . (Otherwise M would contain the
whole cycle. Note also that β /∈M and hence can’t be α.)

Construct a new spanning M∗ tree by deleting β from M ′ and adding α in its place.
Because the weight of α is strictly smaller than that of β, it follows that the new M∗ has
strictly smaller weight than M ′. Contradiction.
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• For graph whose edge weights are not distinct, The ties between edges with the same
weight can be broken by using the identities of their vertices; that is, if edges (i, j)
and (k, `) with i < j and k < ` have equal weight, prefer edge (i, j) if i < k or if i = k
and j < `, and prefer edge (k, `) otherwise.

7.6. Distributed algorithm for graph with a unique MST

(a) Start with a set of fragments (these can be the vertices by themselves, for example).

(b) Each fragment determines its minimum weight outgoing edge, adds it to itself, and
informs the fragment that lies at the other end of this edge.

(c) New edges will be added until there are no further outgoing edges and there is only
one fragment (by necessity the MST).

(d) It is not necessary that the procedure for edge addition be synchronized for all frag-
ments

7.2 Shortest Path

7.7. A directed graph or digraph G = (N, A) is a finite nonempty set N of vertices
and a collection A of ordered pairs of distinct vertices from N .

(a) Each ordered pair of vertices in A is called a directed edge (or simply edge).

(b) Pictorially, a digraph is represented in the same way as a graph, but an arrow is
placed on the representation of the edge, going from the first vertex of the ordered
pair to the second

(c) Given any digraph G = (N, A), there is an associated (undirected) graph G′ =
(N ′, A′), where N ′ = N and (i, j) ∈ A′ if either (i, j) ∈ A, or (j, i) ∈ A, or both.

(d) A digraph is strongly connected if for each pair of vertices i and j there is a directed
path (i = n1, n2, . . . , n` = j) from i to j.

(e) A digraph is connected if the associated graph is connected [3].

7.8. Walk, path, cycle
Again, different definitions in literature.

• [3]:

(a) (nl, n2, . . . , n`) is a walk, path, or cycle in a digraph if it is a walk, path, or cycle
in the associated graph.

(b) (nl, n2, . . . , n`) is a directed walk in a digraph G if (ni, ni+l) is a directed edge
in G for 1 ≤ i ≤ `− 1.

(c) A directed path is a directed walk with no repeated vertices
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Routing in Data Networks Chap.. 5 

Figure 5.26 Minimum weight spanning tree consuuction (a) Graph with arc weights as 
indicated (b) Successive iterations of the Prim-Dijkstra algorithm The starting frag,oment 
consists of the single node marked S The fragment is successively extended b) adding 
a minimum weight outgoing arc (c) Successive iterations of the Kruskal algorithm Ihe 
algorithm starts with all nodes as fragments At each iteration, we add the arc that has 
minimum weight out of all arcs that are outgoing from one of the fragments 

communication overhead. This subject is addressed in fGHS831, to which we refer for 
further details. Reference [Hum831 considers the case where the arc weights are different 
in each direction. A distributed MST algorithm of the type just described has been used 
in the PARIS network [CGK90] (see Section 6.4 for a description of this network). 

To see what can go wrong in the case of nonunique MSTs, consider the triangular 
network of Fig. 5.27 where all arc lengths are .unity. If we start with the three nodes 
as fragments and allow each fragment to add to itself an arbitrary, minimum weight 
outgoing arc, the~e is the possibility that the arcs (1,2), (2,3), and (3,l) will be added 
simultaneously by nodes 1, 2, and 3, respectively, with a cycle resulting. 

The following proposition points the way on how to handle the case of nonunique 
MSTs. 

Figure 28: MST construction. (a) Graph with edge weights as indicated. (b) Successive
iterations of the Prim-Dijkstra algorithm. The starting fragment consists of the single
vertex marked S. The fragment is successively extended by adding a minimum weight
outgoing edge. (c) Successive iterations of the Kruskal algorithm. The algorithm starts
with all vertices as fragments. At each iteration, we add the edge that has minimum weight
out of all edges that are outgoing from one of the fragments. [3, Fig 5.26]
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Minimum Spanning Tree 

Prim-Dijkstra 

 Add a minimum-weight outgoing arc from the current fragment to form a new 

fragment with one more arc. 

 Starting with a single-node fragment, we get an MST after N-1 iterations. 

 Example:  
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The resulted MST is unique since the only place that the algorithm allows more than 

one options is when choosing two links of cost = 6. However, both of them are 

included in the MST, independent of which one is chosen first. Thus, the MST is 

unique. 

The unique MST tree is drawn below 

Figure 29: Prim-Dijkstra. The resulted MST is unique because the only place that the
algorithm allows more than one options is when choosing two links of cost = 6. However,
both of them are included in the MST, independent of which one is chosen first.
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 Example: Same as above but start with different node. 
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Kruskal 

 Join single node fragments by the least-weight arc that does not form a cycle. 

 Example 

Figure 30: Prim-Dijkstra. Same graph as in Figure 29 but start with different vertex.
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23.2 The algorithms of Kruskal and Prim 571

(a) (b)

(c) (d)

(e) (f)

(g) (h)

(i)

b

a

h

c

g

i

d

f

e

4

8

11

8 7

9

10

144

21

2

7 6

b

a

h

c

g

i

d

f

e

4

8

11

8 7

9

10

144

21

2

7 6

b

a

h

c

g

i

d

f

e

4

8

11

8 7

9

10

144

21

2

7 6

b

a

h

c

g

i

d

f

e

4

8

11

8 7

9

10

144

21

7 6

2

b

a

h

c

g

i

d

f

e

4

8

11

8 7

9

10

144

21

7 6

2

b

a

h

c

g

i

d

f

e

4

8

11

8 7

9

10

144

21

7 6

2

b

a

h

c

g

i

d

f

e

4

8

11

8 7

9

10

144

21

7 6

2

b

a

h

c

g

i

d

f

e

4

8

11

8 7

9

10

144

21

7 6

2

b

a

h

c

g

i

d

f

e

4

8

11

8 7

9

10

144

21

7 6

2

Figure 23.5 The execution of Prim’s algorithm on the graph from Figure 23.1. The root vertex is a.
Shaded edges are in the tree being grown, and the vertices in the tree are shown in black. At each
step of the algorithm, the vertices in the tree determine a cut of the graph, and a light edge crossing
the cut is added to the tree. In the second step, for example, the algorithm has a choice of adding
either edge (b, c) or edge (a, h) to the tree since both are light edges crossing the cut.

Figure 31: The execution of Prims algorithm. The root vertex is a. Shaded edges are in
the tree being grown, and the vertices in the tree are shown in black. [5, Fig 23.5]
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Shortest Path Algorithms 

Bellman-Ford Algorithm (source) 

 Node s is the source node. 

 Find minimum length path of at most h arcs. 

  h

i
D  = length of shortest path from source node to node i (via at most h arcs) 

  
0

h

s
D   

  0

i
D   , i  d 

     1
min

h h

i j ji
j

D D d


  for all i  s, 0
ii

d   

Bellman-Ford Algorithm (destination) 

 Modified algorithm 

 Node d is the destination node. 

  h

i
D  = shortest path from a given node i to node d, subject to the constraint that the 

path contains at most h arcs. 

 Algorithm: 

Figure 32: Kruskal

69



(d) A directed cycle is a directed walk (nl, n2, . . . , n`), for ` > 2 with n1 = n` and
no repeated vertices.

◦ Note that (nl, n2, nl) is a directed cycle if (n1, n2) and (n2, nl) are both
directed edges, whereas (nl, n2, nl) cannot be an undirected cycle if (n1, n2)
is an undirected edge.

• [5]

(a) A path from a vertex u to a vertex v in a graph G = (V, E) is a sequence
v0, v1, v2, . . . , vk of vertices such that u = v0, v = vk, and (vi−1, vi) ∈ E for
i = 1, 2, . . . , k.

(b) If there is a path P from u to v, we say that v is reachable from u via P , which

we sometimes write as u
P
 v.

(c) A path (v0, v1, . . . , vk) forms a cycle if v0 = vk and the path contains at least
one edge.

(d) The cycle is simple if, in addition, v1, v2, . . . , vk are distinct.

7.9. Consider a directed graph G = (V, E) in which each edge (i, j) is assigned some real
number dij as the weight (length or distance) of the edge.

• The weight function w : E → R maps edges to real-valued weights. [5, p 580]

Given any directed path P = (i, j, k, . . . , l, m), the weight (length) of P is defined as
the sum of the weights of its constituent edges:

w(P ) = dij + djk + · · ·+ d`m.

(The length of a directed walk or cycle is defined analogously.) Given any two vertices i, m
of the graph, the shortest path problem is to find a minimum weight (length i.e., shortest)
directed path from i to m. The shortest-path weight from i to m is denoted by δ(i, m). [5,
p 580]

7.10. Shortest-path problem

(a) Single-destination shortest-path problem: Find the shortest paths from all vertices
to a given destination vertex

(i) Bellman-Ford algorithm [3, p 396]

(ii) Dijkstra’s algorithm (greedy)

(b) Single-source shortest-path problem: Find the shortest paths from a given origin
vertex to all other vertices.

• This is equivalent to the problem of finding all shortest paths to a given desti-
nation vertex; one version of the problem can be obtained from the other simply
by reversing the direction of each edge while keeping its weight unchanged.
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(c) All-pairs shortest-paths problem: Find the shortest paths from all vertices to all other
vertices.

• Although this problem can be solved by running a single-source algorithm once
from each vertex, it can usually be solved faster.

• Floyd-Warshall algorithm (dynamic programming))

(d) Single-pair shortest-path problem: Find a shortest path from u to v for given vertices
u and v.

• If we solve the single-source problem with source vertex u, we solve this problem
also.

• No algorithms for this problem are known that run asymptotically faster than
the best single-source algorithms in the worst case [5, p 581].

7.11. Optimal substructure of a shortest path

(a) Optimality principle : if router j is on the optimal path from router i to router k,
then the optimal path from j to k also falls along the same route.

 

Optimal path from i to k 

r1 
r2 

r3 

i 

j 

k 

To see this, if a route r3 better than r2 existed from j to k, it could be concatenated
with r1 to improve the route from i to k.

(b) Subpaths of shortest paths are shortest paths: Let P = (v1, v2, . . . , vk be a shortest
path from vertex v1 to vertex vk and, for any i and j such that 1 ≤ i ≤ j ≤ k,
let Pij = (vi, vi+1, . . . , vj) be the subpath of P from vertex vi to vj. Then, Pij is a
shortest path from vi to vj. [5, Lemma 24.1]

7.12. Sink tree is a set of optimal routes from all sources to a given destination form a
tree rooted at the destination.

(a) Direct consequence of the optimality principle: sink tree is actually a tree.

(b) Not necessarily unique. Other trees with the same path lengths may exist.

(c) The goal of all routing algorithms is to discover and use the sink trees for all routers.

7.13. Dijkstra’s algorithm for single-destination shortest-path problem

(a) Require that all edge lengths are nonnegative.
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(b) Idea:

(i) Find the shortest paths in order of increasing path length.

(ii) The shortest of the shortest paths to vertex 1 must be the single-edge path from
the closest neighbor of vertex 1, since any multiple-edge path cannot be shorter
than the first edge length because of the nonnegative-length assumption.

(iii) The next shortest of the shortest paths must either be the single-edge path
from the next closest neighbor of 1 or the shortest two-edge path through the
previously chosen vertex, and so on.

(c) Is a greedy algorithm

(d) View each vertex i as being labeled with an estimate Di of the shortest path length
to vertex 1.

(e) When the estimate becomes certain, we regard the vertex as being permanently
labeled and keep track of this with a set P of permanently labeled vertices.

(f) In [33, p 353], each vertex on the graph is labeled with Di. A label may be either
tentative or permanent.

• Initially, no paths are known, so all vertices are labeled with infinity and all
labels are tentative.

(g) The vertex added to P at each step will be the closest to vertex 1 out of those that
are not yet in P

(h) Algorithm [3, p 401].

Step 0: Set P = {1}, D1 = 0, and Dj = dj1 for j 6= 1.

• Set Dj =∞ if vertex j is not connected to vertex 1.

Step 1: The next closest vertex is
i = argmin

j /∈P

Dj.

Set P := P ∪{i}. If P contains all vertices, then stop; the algorithm is complete.

Step 2: Updating of labels: ∀j /∈ P set

Dj := min
i∈P
{Dj, dji + Di} .

• Only have to consider vertex j /∈ P which is connected to the working
vertex.
• When a vertex j is relabeled, we also label it with the minimizing vertex i

so that we can reconstruct the final path later.

Go to step 1.

(i) A new vertex is added to P with each iteration, so the algorithm terminates after
N − 1 iterations, with P containing all vertices.
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(j) If we only care about the path from vertex 1 to vertex j, then can stop the algorithm
once j ∈ P .596 Chapter 24 Single-Source Shortest Paths
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Figure 24.6 The execution of Dijkstra’s algorithm. The source s is the leftmost vertex. The
shortest-path estimates are shown within the vertices, and shaded edges indicate predecessor val-
ues. Black vertices are in the set S, and white vertices are in the min-priority queue Q = V − S.
(a) The situation just before the first iteration of the while loop of lines 4–8. The shaded vertex has
the minimum d value and is chosen as vertex u in line 5. (b)–(f) The situation after each successive
iteration of the while loop. The shaded vertex in each part is chosen as vertex u in line 5 of the next
iteration. The d and π values shown in part (f) are the final values.

estimate of any vertex in V − S. Then, lines 7–8 relax each edge (u, v) leaving u,
thus updating the estimate d[v] and the predecessor π [v] if the shortest path to v

can be improved by going through u. Observe that vertices are never inserted
into Q after line 3 and that each vertex is extracted from Q and added to S exactly
once, so that the while loop of lines 4–8 iterates exactly |V | times.

Because Dijkstra’s algorithm always chooses the “lightest” or “closest” vertex
in V − S to add to set S, we say that it uses a greedy strategy. Greedy strategies
are presented in detail in Chapter 16, but you need not have read that chapter to
understand Dijkstra’s algorithm. Greedy strategies do not always yield optimal
results in general, but as the following theorem and its corollary show, Dijkstra’s
algorithm does indeed compute shortest paths. The key is to show that each time a
vertex u is added to set S, we have d[u] = δ(s, u).

Figure 33: The execution of Dijkstras algorithm for single-source shortest-path problem.
The source s is the leftmost vertex. The shortest-path estimates are shown within the
vertices, and shaded edges indicate predecessor values. Black vertices are in the set P . The
shaded vertex indicates working vertex (i). Note that the shaded edge is not permanent;
however, shading of the edge allow us to keep track of how we get the estimated distance
without referencing to the name of the predecessor vertex itself.

7.14. Negative-weight edges [5, 582]

(a) If the graph G = (V, E) contains no negative-weight cycles reachable from the source
s, then for all v ∈ V , the shortest-path weight remains well defined, even if it has a
negative value.

(b) If there is a negative-weight cycle reachable from s, however, shortest-path weights
are not well defined.

No path from s to a vertex on the cycle can be a shortest patha lesser-weight path
can always be found that follows the proposed “shortest” path and then traverses the
negative-weight cycle.

If there is a negative-weight cycle on some path from s to v, we define

(c) Can a shortest path contain a cycle?

(i) As we have just seen, it cannot contain a negative-weight cycle.

(ii) Nor can it contain a positive-weight cycle, since removing the cycle from the
path produces a path with the same source and destination vertices and a lower
path weight.

(iii) We can remove a 0-weight cycle from any path to produce another path whose
weight is the same.
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Therefore, without loss of generality we can assume that when we are finding shortest
paths, they have no cycles.

Example 7.15. Figure 34 illustrates the effect of negative weights and negative-weight
cycles on shortest-path weights.

(a) Because there is only one path from s to a (the path (s, a)), δ(s, a) = w(s, a) = 3.

(b) Similarly, there is only one path from s to b, and so δ(s, b) = w(s, a) + w(a, b) =
3 + (−4) = −1.

(c) There are infinitely many paths from s to c: (s, c), (s, c, d, c), (s, c, d, c, d, c), and so
on. Because the cycle (c, d, c) has weight 6 + (−3) = 3 > 0, the shortest path from s
to c is (s, c), with weight δ(s, c) = 5.

(d) Similarly, the shortest path from s to d is (s, c, d), with weight δ(s, d) = w(s, c) +
w(c, d) = 11.

(e) Analogously, there are infinitely many paths from s to e: (s, e), (s, e, f, e), (s, e, f, e, f, e),
and so on. Since the cycle (e, f, e) has weight 3+(−6) = −3 < 0, however, there is no
shortest path from s to e. By traversing the negative-weight cycle (e, f, e) arbitrarily
many times, we can find paths from s to e with arbitrarily large negative weights,
and so δ(s, e) = −∞.

(f) Similarly, δ(s, f) = −∞.

(g) Because g is reachable from f , we can also find paths with arbitrarily large negative
weights from s to g, and δ(s, g) = −∞.

(h) Vertices h, i, and j also form a negative-weight cycle. They are not reachable from
s, however, and so δ(s, h) = δ(s, i) = δ(s, j) =∞.
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Figure 24.1 Negative edge weights in a directed graph. Shown within each vertex is its shortest-
path weight from source s. Because vertices e and f form a negative-weight cycle reachable from s,
they have shortest-path weights of−∞. Because vertex g is reachable from a vertex whose shortest-
path weight is −∞, it, too, has a shortest-path weight of −∞. Vertices such as h, i , and j are not
reachable from s, and so their shortest-path weights are∞, even though they lie on a negative-weight
cycle.

ers, such as the Bellman-Ford algorithm, allow negative-weight edges in the in-
put graph and produce a correct answer as long as no negative-weight cycles are
reachable from the source. Typically, if there is such a negative-weight cycle, the
algorithm can detect and report its existence.

Cycles

Can a shortest path contain a cycle? As we have just seen, it cannot contain a
negative-weight cycle. Nor can it contain a positive-weight cycle, since remov-
ing the cycle from the path produces a path with the same source and destination
vertices and a lower path weight. That is, if p = 〈v0, v1, . . . , vk〉 is a path and
c = 〈vi , vi+1, . . . , v j 〉 is a positive-weight cycle on this path (so that vi = v j and
w(c) > 0), then the path p′ = 〈v0, v1, . . . , vi , v j+1, v j+2, . . . , vk〉 has weight
w(p′) = w(p)− w(c) < w(p), and so p cannot be a shortest path from v0 to vk .

That leaves only 0-weight cycles. We can remove a 0-weight cycle from any
path to produce another path whose weight is the same. Thus, if there is a shortest
path from a source vertex s to a destination vertex v that contains a 0-weight cycle,
then there is another shortest path from s to v without this cycle. As long as a
shortest path has 0-weight cycles, we can repeatedly remove these cycles from the
path until we have a shortest path that is cycle-free. Therefore, without loss of
generality we can assume that when we are finding shortest paths, they have no
cycles. Since any acyclic path in a graph G = (V, E) contains at most |V | distinct
vertices, it also contains at most |V | − 1 edges. Thus, we can restrict our attention
to shortest paths of at most |V | − 1 edges.

Figure 34: The effect of negative weights and negative-weight cycles on shortest-path
weights.
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Figure 35: Dijkstra’s algorithm produces incorrect results (a) on the digraph with negative-
weight edges. The correct short paths are given by (b).

8 The Network Layer

8.1. Network layer

(a) Provide services to the transport layer.

(b) Can be based on either virtual circuits or datagrams.

(c) Its main job is routing packets from the source to the destination.

8.2. Design Issues: two camps/viewpoints

(a) The network service should be connectionless

(i) Represented by the Internet community

(ii) The routers’ job is moving (SEND/RECEIVE) packets around and nothing else.

(iii) The subnet is inherently unreliable, no matter how it is designed. The hosts
should accept the fact that the network is unreliable and do error control (i.e.,
error detection and correction) and flow control themselves.

(iv) No packet ordering and flow control should be done, because the hosts are going
to do that anyway, and there is usually little to be gained by doing it twice.

(b) The subnet should provide a reliable, connection-oriented service.

(i) Represented by the telephone companies

(ii) Quality of service is the dominant factor, and without connections in the subnet,
quality of service is very difficult to achieve, especially for real-time traffic such
as voice and video.

8.3. Figure 36 compare of virtual-circuit (VC) and datagram subnets, although purists
could probably find a counterexample for everything in the figure.

• For transaction processing systems (e.g., stores calling up to verify credit card pur-
chases), the overhead required to set up and clear a VC makes the use of VCs inside
the subnet makes little sense. On the other hand, permanent VCs, which are set up
manually and last for months or years, may be useful here.
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 Datagram subnet Virtual-circuit (VC) subnet 

Circuit setup Not needed Required 

Addressing Each packet contains the full source 

and destination address   longer 
header, use more BW, inefficient for 
short packet 

Each packet contains a short 
VC number 

State information Routers do not hold state 
information about connections 

Each VC requires router table 

space per connection  more 
router memory 

Routing (setup time 
versus address parsing 
time) 

Each packet is routed independently. 
More complicated lookup. Router 
need to be able to deal with every 
possible destination address. 

Route chosen when VC is 

setup; all packets follow it  
need setup phase, but 
figuring out what to do with a 
data packet is easy. Need to 
deal only with every VC. 

Effect of router failures None, except for packets lost during 
the crash 

Vulnerability problem: All VCs 
that passed through the failed 
router are terminated 

Quality of service (QoS) 
Congestion control 

Difficult Easy if enough resources can 
be allocated in advance for 
each VC 

 

Figure 36: Comparison of datagram and virtual-circuit subnets.

8.1 Routing Algorithm

8.4. The routing algorithm is that part of the network layer software responsible for
deciding which output line an incoming packet should be transmitted on.

(a) For datagram subnet, routing decision must be made anew for every arriving data
packet

(b) For VC subnet, routing decisions are made only when a new VC is being set up.
Thereafter, data packets just follow the previously-established route.

• Sometimes called session routing because a route remains in force for an
entire user session (e.g., a login session at a terminal or a file transfer).

(c) One can think of a router as having two processes inside it.

(i) Forwarding: Handle each packet as it arrives, looking up the outgoing line to
use for it in the routing tables.

(ii) Routing: Responsible for filling in and updating the routing tables.

(d) Routing algorithms can be grouped into two major classes.

(i) Static routing: Nonadaptive algorithms

• Do not base their routing decisions on measurements or estimates of the
current traffic (network load) and topology.
• The choice of the route to use is computed in advance, off-line, and down-

loaded to the routers when the network is booted.
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• Ex. Flooding

(ii) Adaptive/dynamic algorithms

• Change their routing decisions to reflect changes in the topology, and usually
the traffic as well.

i. Distance vector routing

ii. Link state routing

8.5. Flooding

(a) Every incoming packet is sent out on every outgoing line except the one it arrived
on.

(b) Ways to limit the numbers of duplicate packets

(i) Have hop counter in the header. Decremented at each hop.

(ii) Have the source router put a sequence number in each packet it receives from
its hosts. Each router then needs a list per source router telling which sequence
numbers originating at that source have already been seen. If an incoming packet
is on the list, it is not flooded.

In this case, the total number of packet transmissions per packet broadcast lies
between L and 2L where L is the number of (bidirectional) links of the network
[3, p 369].

8.6. Distance Vector Routing (DVR)

(a) Sometimes called by other names, most commonly the Distributed Bellman-Ford
routing algorithm and the Ford-Fulkerson algorithm , after the researchers
who developed it (Bellman, 1957; and Ford and Fulkerson, 1962).

(b) It was the original ARPANET routing algorithm and was also used in the Internet
under the name RIP.

(c) The router is assumed to know the “true distance” (not an estimate) to each of its
neighbors.

(d) Each router maintains a routing table (i.e, a vector)

(i) Indexed by, and containing one entry for, each router in the subnet

(ii) Each entry, which corresponds to each destination, contains two parts

i. the preferred outgoing line to use for that destination and

ii. an estimate of the time or distance to that destination.

(iii) Updated by exchanging information with the neighbors. Once every T ms each
router sends to each neighbor a list of its estimated delays to each destination.
It also receives a similar list from each neighbor.
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i. Imagine that one of these tables has just come in from neighbor X, with Xi

being X’s estimate of how long it takes to get to router i.

ii. If the router knows that the delay to X is m ms, it also knows that it can
reach router i via X in Xi + m ms.

iii. By performing this calculation for each neighbor, a router can find out which
estimate seems the best and use that estimate and the corresponding line
in its new routing table.

iv. Note that the old routing table is not used in the calculation.

(e) Good news propagates fast.

(f) Serious drawback in practice: Bad news travels slowly.

• The count-to-infinity problem.

• There have been a few attempts to solve it (such as split horizon with poisoned
reverse in RFC 1058), but none of these work well in general. The core of the
problem is that when X tells Y that it has a path somewhere, Y has no way of
knowing whether it itself is on the path.

Distance vector routing Link state routing 

Neighboring routers exchange routing tables that 
state the vector of estimated distances to other 
destinations. 

Each router floods info about the state/cost of the 
links that connect it to its neighbors. 

After neighboring routers exchange info, they 
process it using a Bellman-Ford algorithm. If a new 
better path is found, the router will send the new 
vector to its neighbors. 

Each router can construct a map of the entire 
network and from this map derive the routing 
table using the Dijkstra algorithm. 

Adapt to changes in network topology gradually as 
the information on the changes percolates through 
the network.  

 Bad news travels slowly. 

 The count-to-infinity problem. 

If the state of the link changes, the router 
detecting the change will flood the new 
information throughout the network. Thus, link-
state routing typically converges faster. 

 

Figure 37: Comparison between distance vector routing and link state routing.

8.7. Link State Routing (LSR)

(a) Each router must do the following:

(i) Discover its neighbors and learn their network addresses.

(ii) Measure the delay or cost to each of its neighbors.

(iii) Construct a packet telling all it has just learned.

(iv) Send this packet to all other routers.

(v) Compute the shortest path to every other router.
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In effect, the complete topology and all delays are experimentally measured and
distributed to every router. Then Dijkstra’s algorithm can be run to find the shortest
path to every other router.

(b) Because routers know that entire map of the network, it is generally more flexible
than DVR.

(i) Deal with source routing better than DVR

(ii) Some network may impose certain constraints for a given source-destination
pair, such as avoiding link that is deemed unreliable. In such case, LSR also
works better then DVR.

(c) Distributing the Link State Packets

(i) Use flooding

(ii) Each packet contains a sequence number that is incremented for each new packet
sent.

(iii) Routers keep track of all the (source router, sequence) pairs they see.

(iv) Include the age of each packet after the sequence number and decrement it once
per second.

i. When the age hits zero, the information from that router is discarded.

ii. Normally, a new packet comes in, say, every 10 sec, so router information
only times out when a router is down (or six consecutive packets have been
lost, an unlikely event).

iii. The Age field is also decremented by each router during the initial flooding
process, to make sure no packet can get lost and live for an indefinite period
of time (a packet whose age is zero is discarded).

(v) When a new link state packet comes in, it is checked against the list of packets
already seen.

i. If it is new, it is forwarded on all lines except the one it arrived on.

ii. If it is a duplicate, it is discarded.

iii. If a packet with a sequence number lower than the highest one seen so far
ever arrives, it is rejected as being obsolete since the router has more recent
data.

(vi) Modification for robustness: When a link state packet comes in to a router for
flooding, it is not queued for transmission immediately. Instead it is first put in
a holding area to wait a short while.

i. If another link state packet from the same source comes in before the first
packet is transmitted, their sequence numbers are compared.

A. If they are equal, the duplicate is discarded.

B. If they are different, the older one is thrown out.

ii. All link state packets are acknowledged.
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iii. When a line goes idle, the holding area is scanned in round-robin order to
select a packet or acknowledgement to send.

8.8. Hierarchical Routing

(a) The routers are divided into regions

(b) Each router knowing all the details about how to route packets to destinations within
its own region, but knowing nothing about the internal structure of other regions.

(c) For huge networks, it may be necessary to group the regions into clusters, the clusters
into zones, the zones into groups, and so on.

(d) Kamoun and Kleinrock (1979) discovered that the optimal number of levels for an

N router subnet is m = ln N , requiring a total of m × N
1
m = e ln N entries per

router. They have also shown that the increase in effective mean path length caused
by hierarchical routing is sufficiently small that it is usually acceptable.

8.9. Broadcast routing : sending a packet to all destinations simultaneously

• Methods

(a) The source simply sends a distinct packet to each destination.

(b) Flooding

(c) Multidestination routing

(d) Use sink tree (or any spanning tree) for the router initiating the broadcast.

◦ If each router knows which of its lines belong to the spanning tree, it can
copy an incoming broadcast packet onto all the spanning tree lines except
the one it arrived on.
◦ Excellent use of bandwidth, generating the absolute minimum number of

packets necessary to do the job [33].
◦ Problem: each router must have knowledge of some spanning tree.

(e) Reverse path forwarding

(i) When a broadcast packet arrives at a router, the router checks to see if the
packet arrived on the line that is normally used for sending packets to the
source of the broadcast. For example, we may assume that the preferred
path falls along the sink tree.

i. If so, the packet most likely followed the best route from the router and
is therefore the first copy to arrive at the router. This being the case,
the router forwards copies of it onto all lines except the one it arrived
on.

ii. If not, the packet is discarded as a likely duplicate.

8.10. Multicast Routing
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(a) Require group management. Some way is needed to create and destroy groups, and
to allow processes to join and leave groups.

(b) Routers know which of their hosts belong to which groups.

(c) Each router computes a spanning tree covering all other routers. When a process
sends a multicast packet to a group, the router examines its spanning tree and prunes
it.

(d) Various ways of pruning the spanning tree are possible.

(i) The simplest one can be used if link state routing is used and each router is
aware of the complete topology, including which hosts belong to which groups.
Then the spanning tree can be pruned, starting at the end of each path, working
toward the root, and removing all routers that do not belong to the group in
question.

(ii) Core-based trees

8.2 Flows in Networks

This section is based on [34, Ch 7].

8.11. Transportation networks : a finite directed graph D together with two distin-
guished vertices s and t called the source and the sink, respectively, and which is provided
with a function c associating to each edge e a nonnegative real number c (e) called its ca-
pacity.

We may further assume that there are no loops, no multiple edges, and that no edges
enter the source s or leave the sink t.

8.12. A flow in a transportation network is a function f assigning a real number f (e) to
each edge e such that

(a) ∀e ∈ E (G), 0 ≤ f (e) ≤ c (e) (the flow is feasible)

(b) ∀v ∈ V (G) / {s, t},
∑

(x,v)∈E(G)

f (x, v) =
∑

(v,y)∈E(G)

f (v, y) ( conservation of flow)

• In words, for each vertex x (not the source or the sink) the sum of the values of
f on incoming edges equals the sum of the values of f on outgoing edges

• Edges e with c (e) = f (e) are said to be saturated.

8.13. Strength of the flow: |f | =
∑

(s,y)∈E(G)

f (s, y) =
∑

(x,t)∈E(G)

f (x, t).

• In other words, the strength |f | of the flow f is the sum of the values of a flow f on
the edges leaving the source. It is also equal to the sum of the values of f on edges
entering the sink
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• |f | ≤
∑

(s,y)∈E(G)

c (s, y)

• A maximum flow is a flow with maximum strength.

8.14. A cut separating s and t (or simply a cut) is a pair (X, Y ), X, Y ⊂ V (G) which
partition V (G) and such that s ∈ X and t ∈ Y .

8.15. Capacity of the cut

c (X, Y ) =
∑

(x,y)∈E(G)
x∈X,y∈Y

c (x, y)

• c(X,Y ) is sum of the capacities of the edges directed from X to Y

• Capacity of any cut is an upper bound for the strength of any flow.

8.16. Define f(A, B) to be the sum of the values of f on all edges directed from A to B.

f (X, Y ) =
∑

(x,y)∈E(G)
x∈X,y∈Y

f (x, y) ≤
∑

(x,y)∈E(G)
x∈X,y∈Y

c (x, y) = c (X, Y ) .

8.17. Conservation law: |f | = f (X, Y )− f (Y, X) for all cut.

• If we set X = {s} and Y = V (G) \ {s}, then we have

|f | = f ({s} , V (G) \ {s})− 0 =
∑

(s,y)∈E(G)

f (s, y).

• If we set X = V (G) \ {t} and Y = {t}, then we have

|f | = f (V (G) \ {t} , {t})− 0 =
∑

(x,t)∈E(G)

f (x, t).

• The capacity of any cut is an upper bound for the strength of any flow: |f | ≤ c(X, Y ).

Definition 8.18. Fix a flow f , possibly the 0-flow. The sequence x0, x1, . . . , xk−1, xk of
distinct vertices is an augmenting path / special path from x0 to xk if for each i,
1 ≤ i ≤ k, either

(i) “forward” edges of the path are unsaturated: e = (xi−1, xi) is an edge with c (e) −
f (e) > 0, or

(ii) “backward” edges are positive: e = (xi, xi−1) is an edge with f (e) > 0.

8.19. Algorithm:

(a) Suppose there exists a special path from s to t.
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(b) For each edge in the special path, define αi as c (e) − f (e) in the first case and as
f (e) in the second case (picking one of the edges (cases) to use if both cases hold).

Let α = min
i

αi.

On each edge of type (i) increase the flow value by α, and on each edge of type (ii)
decrease the flow by α. We will get a new flow with strength |f |+ α.

(c) Recursively search for new special path from s to t with respect to the new flow.

Example 8.20. Suppose we want to construct a maximum flow for the transportation
network below.
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7A Construct a maximum flow for the transportation network: 
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Solution: Start with 0-flow. We will label each edge e as f(e) / c(e). Start with 0-flow. We will label each edge e as f(e)/c(e). Figure 38 shows the special
paths chosen and the corresponding new flows.

To prove that this is a maximum flow, consider the cut (X, Y ) = (V (G)\{t, B} , {t, B})
as shown below.
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To prove that this is a maximum flow, consider the cut         , \ , , ,X Y V G t B t B  

as shown in the following figure: 
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Then, we have    , , 20f X Y c X Y  . Because the strength of any flow can not 

exceed  ,c X Y , the flow we have found is a maximum flow. 

(Remark: note also that there is no special path from s to t.  Suppose there is such 

special path. Then, because the two of the three edges coming into t is saturated, the 

only possible way for the special path to get to t is via B. However, B can not be 

reached by any special path before t because the edge coming to B from A is saturated 

and the edge going out of it to C has 0 flow.)  

 

7B Every flow is the sum of elementary flows and perhaps a flow of strength zero. 

Proof. 

Denote the transportation network by G. Also, assume that there are finite number of 

vertices and edges.  

Now, given a flow f, suppose 0f  . Let     0fE e E G f e   . 

Define a simple directed path of positive flows to be a simple directed path whose all 

edges in the path have positive flow. 

Let A be the set of vertex v such that there exist a simple directed path of positive 

flows from s to v.  (Let  s be in A.) Also, let   \B V G A . 

Note that there can be no positive-flow edge going from A to   \B V G A .  

Suppose there is  , 0f a b   a A , b B , then b should have been in A in the 

first place because we can extend the simple path from s to a by the positive-flow 

edge  ,a b  to get a simple (directed) path from s to b. Contradiction. 

Hence,  , 0f A B  . 
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(a) The special path  
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gives 5  . The new flow is: 
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(d) The special path  

5 / 7 0 / 6 0 / 9 5 / 8s G F H t     

gives 2  . The new flow is: 
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(b) The special path  

0 / 8 0 / 4 0 / 6s A B t    

gives 4  . The new flow is: 
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(e) The special path  

4 / 8 0 / 7 0 / 4 2 / 9 7 / 8s A D F H t      

gives 1  . The new flow is: 
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(c) The special path  

0 / 6 0 / 9 0 /12 0 / 8s D C E t     

gives 6  . The new flow is: 
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(f) The special path  

5 / 8 1/ 7 1/ 4 0 / 3 6 / 8s A D F E t      

gives 2  . The new flow is: 
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Figure 38: Sequence of special paths chosen and the corresponding new flows for example
8.20.
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Then, we have f(X, Y ) = c(X, Y ) = 20. Because the strength of any flow can not
exceed c(X,Y ), the flow we have found is a maximum flow.

Note also that there is no further special path from s to t. Suppose there is such special
path. Then, because the two of the three edges coming into t is saturated, the only possible
way for the special path to get to t is via B. However, B can not be reached by any special
path before t because the edge coming to B from A is saturated and the edge going out of
it to C has 0 flow.

8.21. Suppose that no special path from source to sink exists with respect to some flow
f0.
Let X0 be the set of vertices x which can be reached from s by some special path.
Let Y0 be the set of remaining vertices.
Note that s ∈ X0 and t ∈ Y0.
Then, max-flow |f0| = c (X0, Y0) min-cut.

8.22. Maxflow-mincut theorem (Ford and Fulkerson’s theorem) [34, Theorem 7.1]:
In a transportation network, the maximum value of |f | over all flows f is equal to the
minimum value of c (X, Y ) over all cuts (X,Y ).

8.23. If all the capacities in a transportation network are integers, then there is a maximum
strength flow f for which all values f (e) are integers. [34, Theorem 7.2]

8.24. If the capacities of a transportation network are integers, the special path method
for constructing maximum flows will terminate after finitely many iterations, since the
strength increases by at least one each time.

8.25. An elementary flow in a transportation network is a flow f which is obtained by
assigning a constant positive value α to the set of edges traversed by a simple (directed)
path from s to t, and 0 to all other edges.

8.26. We can arrive at a maxflow by starting from the 0-flow and using only special paths
with “forward” edges.

8.3 Congestion Control Algorithm

8.27. Congestion: too many packets are present in (a part of) the subnet

8.28. Difference between congestion control and flow control

Congestion Control Flow Control 

Make sure that the subnet is able to carry 
the offered traffic. 

Make sure that a fast sender cannot 
continually transmit data faster than the 
receiver is able to absorb it. 

Relate to global issue, involving the 
behavior of all the hosts, all the routers, the 
store-and-forwarding processing within the 
routers, and all the other factors that tend 
to diminish the carrying capacity of the 
subnet. 

Relate to the point-to-point traffic between 
a given sender and a given receiver.  
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• A host can get a “slow down” message either because the receiver cannot handle the
load (flow control) or because the network cannot handle it (congestion control).

(a) Flow control frequently involves some direct feedback from the receiver to the
sender to tell the sender how things are doing at the other end.

(b) Some congestion control algorithms operate by sending messages back to the
various sources telling them to slow down when the network gets into trouble.

8.29. Congestion can be brought on by several factors.

(a) Insufficient memory (to hold packets in queue)

• Adding more memory may help up to a point

• Nagle (1987): If routers have an infinite amount of memory, congestion gets
worse, not better, because by the time packets get to the front of the queue,
they have already timed out (repeatedly) and duplicates have been sent. All
these packets will be dutifully forwarded to the next router, increasing the load
all the way to the destination.

(b) Slow router processors

(c) Low-bandwidth lines

The real problem is frequently a mismatch between parts of the system.

8.30. Congestion control algorithms

(a) Open loop

(i) Attempt to solve the problem by good design, in essence, to make sure it does
not occur in the first place.

(ii) Congestion prevention policies: try to prevent congestion from occurring in the
first place, rather than dealing with it after the fact.

(b) Closed loop

(i) Based on the concept of a feedback loop.

(ii) Three parts

i. Monitor the system to detect when and where congestion occurs.

ii. Pass this information to places where action can be taken.

A. The router detecting the congestion sends a packet to the traffic source
or sources, announcing the problem.

B. A bit or field can be reserved in every packet for routers to fill in when-
ever congestion gets above some threshold level. When a router detects
this congested state, it fills in the field in all outgoing packets, to warn
the neighbors.
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C. Have hosts or routers periodically send probe packets out to explicitly
ask about congestion.

iii. Adjust system operation to correct the problem.

(iii) Two subcategories

i. Explicit feedback: packets are sent back from the point of congestion to
warn the source

ii. Implicit feedback: the source deduces the existence of congestion by making
local observations, such as the time needed for ACKs to come back.

• At the network layer, many congestion control algorithms work only with VC subnets.

8.4 Quality of Service: QoS

8.31. Techniques for Achieving Good Quality of Service

(a) Overprovisioning

(i) Provide so much resources that the packets just fly through easily.

(ii) Problem: expensive

(iii) Ex: telephone system [33, p 399]

(b) Buffering on the receiving (client) side

(i) Smooth out the jitter. (But increase delay.)

(ii) Help (in playing) audio and video on demand.

(c) Traffic shaping

(i) Smooth out the traffic on the server side, rather than on the client side.

(ii) Regulating the average rate (and burstiness) of data transmission.

• In contrast, the sliding window protocols limit the amount of data in transit
at once, not the rate at which it is sent.

(iii) When a connection is set up, the user and the subnet (i.e., the customer and the
carrier) agree on a certain traffic pattern (i.e., shape) for that circuit. Sometimes
this is called a service level agreement.

(iv) Monitoring a traffic flow is called traffic policing.

(v) Agreeing to a traffic shape and policing it afterward are easier with virtual-circuit
subnets than with datagram subnets. However, even with datagram subnets, the
same ideas can be applied to transport layer connections.

(vi) Algorithm

i. Leaky Bucket Algorithm

ii. Token Bucket Algorithm
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8.32. Leaky Bucket Algorithm

(a) A single-server queueing system with constant service time.

(b) Proposed by Turner (1986)

(c) See Figure 39 for the intuition and 40 for the algorithm.

(d) Turn an uneven flow of packets from the user processes inside the host into an even
flow of packets onto the network, smoothing out bursts and greatly reducing the
chances of congestion.

(e) Enforce a rigid output pattern at the average rate, no matter how bursty the traffic
is.

(f) Does not allow idle hosts to save up permission to send large bursts later.

Faucet

Leaky
bucket

Water drips out of the
hole at a constant rate

Host
computer

Packet

The bucket
holds
packets

Unregulated
flow

Regulated
flow

Network

Interface
containing

a leaky bucket

Water

(b)(a)

Fig. 5-32. (a) A leaky bucket with water. (b) A leaky bucket with
packets.

Figure 39: (a) A leaky bucket with water. (b) A leaky bucket with packets. [33, Fih 5-32]

8.33. Token Bucket Algorithm

(a) Allow output bursts, but up to a regulated maximum length.

(b) More flexible than leaky bucket

(c) The leaky bucket holds tokens, generated by a clock at the rate of one token every
∆T sec.

(d) For a packet to be transmitted, it must capture and destroy one token.
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Analogy Original leaky bucket Byte-counting leaky bucket 

Imagine a leaky bucket with a 
small hole in the bottom. 
 

Each host is connected to the network by an interface containing a 
finite internal queue. 

Water enters the bucket at some 
rate. 
Once the bucket is full, any 
additional water entering it spills 
over the sides and is lost (i.e., 
does not appear in the output 
stream under the hole). 

When a packet arrives, if there is room on the queue it is appended 
to the queue; otherwise, it is discarded. 

The outflow is at a constant rate, 

, when there is any water in the 
bucket and zero when the 
bucket is empty. 

At every clock tick, one 
packet is transmitted 
(unless the queue is 
empty). 

Use a counter to denote residual byte 
count. 
At each tick, the counter  is 
initialized/reset to n.  
Send the first queued packet if it has 
fewer bytes than the current counter 
value. Decrement the counter value by 
that number of bytes.  
Additional packets may also be sent, as 
long as the counter is high enough.  
When the counter drops below the length 
of the next packet on the queue, 
transmission stops.  

 

Figure 40: Leaky bucket algorithm
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8.5 Internetworking

8.34. Because each network in an internetwork is independent of all the others, it is often
referred to as an Autonomous System (AS).

8.35. Networks can be interconnected by different devices

(a) Repeaters and hubs

(i) PHY layer

(ii) Move the bits from one network to an identical network.

(iii) Mostly analog devices

(iv) Do not understand anything about digital protocols (they just regenerate sig-
nals).

(b) Bridges and switches

(i) Data link layer

(ii) Can accept frames, examine the MAC addresses, and forward the frames to
a different network while doing minor protocol translation in the process, for
example, from Ethernet to FDDI or to 802.11.

(iii) The entire frame is transported on the basis of its MAC address

(c) Routers

(i) Network layer

(ii) Packet is extracted from the frame and the address in the packet is used for
deciding where to send it.

(iii) If two networks have dissimilar network layers, the router may be able to trans-
late between the packet formats, although packet translation is now increasingly
rare. A router that can handle multiple protocols is called a multiprotocol
router.

(d) Transport gateways

(i) Transport layer

(ii) Allow packets to flow between a TCP network and an SNA network

(e) In the application layer, application gateways translate message semantics.

8.36. Tunneling

(a) The source and destination hosts are on the same type of network, but there is a
different network in between.

(b) The packet is encapsulated in the protocol required by the intervening network.
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8.37. Internetwork Routing

(a) Two-level routing algorithm:

(i) Within each network an interior gateway protocol is used

(ii) Between the networks, an exterior gateway protocol is used

(b) “Gateway” is an older term for “router”

(c) A typical internet packet starts out on its LAN addressed to the local multiprotocol
router (in the MAC layer header). After it gets there, the network layer code decides
which multiprotocol router to forward the packet to, using its own routing tables. If
that router can be reached using the packet’s native network protocol, the packet is
forwarded there directly. Otherwise it is tunneled there, encapsulated in the protocol
required by the intervening network. This process is repeated until the packet reaches
the destination network.

9 The Transport Layer

9.1. Transport Layer

(a) Is the heart of the whole protocol hierarchy [33, p 481].

(b) Its task is to provide efficient, reliable, cost-effective data transport from the source
machine to the destination machine, independently of the physical network or net-
works currently in use.

• End-to-end data control (in contrast to the lower layers)

(c) The hardware and/or software within the transport layer that does the work is called
the transport entity.

• The transport entity can be located in the operating system kernel, in a sep-
arate user process, in a library package bound into network applications, or
conceivably on the network interface card.

(d) Makes it possible for the transport service to be more reliable than the underlying
network service.

(i) The users have no real control over the network layer, so they cannot solve the
problem of poor service by using better routers or putting more error handling
in the data link layer.

(ii) The transport code runs entirely on the users’ machines, but the network layer
mostly runs on the routers, which are operated by the carrier (at least for a wide
area netwo
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(e) Allow application programmers to write code according to a standard set of primitives
and have these programs work on a wide variety of networks, without having to worry
about dealing with different subnet interfaces and unreliable transmission.

(f) Many people have traditionally made a distinction between layers 1 through 4 on the
one hand and layer(s) above 4 on the other.

(i) The bottom four layers can be seen as the transport service provider.

(ii) The upper layer(s) are the transport service user.

(iii) The transport layer forms the major boundary between the provider and user
of the reliable data transmission service.

(g) TPDU = segment

9.2. Transmission Control Protocol (TCP)

(a) Reliable connection-oriented protocol

(b) Allow a byte stream originating on one machine to be delivered without error on any
other machine in the internet.

(c) Used extensively by many of the Internet’s most popular application protocols and
resulting applications, including the World Wide Web, E-mail, File Transfer Protocol,
Secure Shell, and some streaming media applications.

(d) Optimized for accurate delivery rather than timely delivery, TCP sometimes incurs
long delays while waiting for out-of-order messages or retransmissions of lost mes-
sages, and it is not particularly suitable for real-time applications such as Voice over
IP.

9.3. User Datagram Protocol (UDP)

(a) RFC 768

(b) Unreliable, connectionless protocol

(c) Provide an interface to the IP protocol with the added feature of demultiplexing
multiple processes using the ports.

• The main value of having UDP over just using raw IP is the addition of the
source and destination ports contained in the header.

• When a UDP packet arrives, its payload is handed to the process attached to
the destination port.

• The source port is primarily needed when a reply must be sent back to the
source.

(d) Does not do flow control, error control, or retransmission upon receipt of a bad
segment.
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(e) Applications:

(i) One-shot, client-server-type request-reply queries.

• DNS

(ii) Remote procedure call (RPC)

(iii) Applications in which prompt delivery is more important than accurate delivery,
such as transmitting speech or video.

(iv) Streaming media applications such as IPTV, Voice over IP (VoIP)

(v) Domain Name System (DNS), Trivial File Transfer Protocol (TFTP), and online
games.

See also RTP in ??.

9.4. Real-Time Transport Protocol (RTP)

(a) RFC 1889

(b) Basic function: multiplex several real-time data streams onto a single stream of UDP
packets.

(c) A transport protocol that is implemented in the application layer

(i) It runs in user space and is linked to the application program, it certainly looks
like an application protocol.

(ii) It is a generic, application-independent protocol that just provides transport
facilities, so it also looks like a transport protocol.

(d) Operation

(i) The multimedia application consists of multiple audio, video, text, and possibly
other streams. These are fed into the RTP library, which is in user space along
with the application.

(ii) This library then multiplexes the streams and encodes them in RTP packets,
which it then stuffs into a socket.

(iii) At the other end of the socket (in the operating system kernel), UDP packets
are generated and embedded in IP packets.

(iv) If the computer is on an Ethernet, the IP packets are then put in Ethernet
frames for transmission.

(e) RTP additions

(i) Sequence number. If a packet is missing at the destination, the best action for
the destination to take is to approximate the missing value by interpolation.

• Retransmission is not a practical option since the retransmitted packet
would probably arrive too late to be useful.
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(ii) Timestamps relative to the start of the stream

i. Allow the destination to do a small amount of buffering and play each sample
the right number of milliseconds after the start of the stream, independently
of when the packet containing the sample arrived.

ii. Reduce jitter

iii. Decouple the playback from the packet arrival time.

iv. Allow multiple streams (eg video and sound) to be synchronized with each
other.

(iii) Payload type: Tell which encoding algorithm has been used

(iv) Synchronization source identifier: Tell which stream the packet belongs to.

(v) RTCP (Realtime Transport Control Protocol)

i. Handles feedback (on delay, jitter, bandwidth, congestion, and other net-
work properties to the sources), synchronization, and the user interface but
does not transport any data.

ii. Handles interstream synchronization. The problem is that different streams
may use different clocks, with different granularities and different drift rates.
RTCP can be used to keep them in sync.

(f) No flow control, no error control, no acknowledgements, and no mechanism to request
retransmissions.

10 Security and Cryptography

10.1. Security requirements for information that is transmitted over a network [21, p
764–765]

(a) Privacy or confidentiality: The information should be readable only by the intended
recipient.

• The communication channel is to be secured against passive listeners.

• Use public-key cipher or private-key cipher.

(b) Integrity : The recipient of the information should be able to confirm that a message
has not been altered during transmission.

• The usual approach to provide integrity is to transmit a cryptographic checksum
or hash along with the unencrypted message.

(c) Authentication : It should be possible to verify that the sender or receiver is who
he or she claims to be.

• The communication channel is to be secure against active interference (e.g. al-
tered or forged messages).
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(d) Nonrepudiation : The sender cannot deny having sent a given message.

• Some situations require repudiation, which enables a participant to plausibly
deny that it was involved in a given exchange.

• These requirements are not new; they take place whenever people interact. The need
for security in communications is in fact also not new. One feature that is new in the
threats faced in computer networks is the speed wit h which break-in attempts can
be made from a distance by multiple coordinated attackers using a network. Because
the threats are implemented on computers, very high attempt rates are possible.

10.2. Terminology

(a) Cryptology : The general study of methods for securing information against disclo-
sure to unauthorized parties.

(i) Cryptology includes Cryptography and Cryptanalysis

(ii) Cryptosystem : A machine that obscures the contents of a message so that
only the intended recipient can read the message.

(iii) Cryptography :

i. The science and art of manipulating messages to make them secure.

ii. The study of the various techniques for constructing cryptosystems.

(iv) Cryptanalysis : The study of the various means of breaking cryptosystems.

(b) An original message to be transformed is called plaintext.

(c) The resulting message after the transformation is called the ciphertext.

(d) The process of converting the plaintext into ciphertext is called encryption. The
reverse process is called decryption.

(e) The algorithm used for encryption and decryption is often called a cipher.

10.3. Remarks

(a) Some use the terms cryptography and cryptology interchangeably, while others use
cryptography to refer to the use and practice of cryptographic techniques, and cryp-
tology to refer to the subject as a field of study.

(b) Cipher = a method for encrypting information

(c) Modern cryptography [14, p 1].

(i) Strongly linked to complexity theory

(ii) Concerned with the construction of information systems that are robust against
malicious attempts to make these systems deviate from their prescribed func-
tionality.
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(iii) Scope is very broad

(d) “Classical” cryptography

(i) Strongly related to information theory

(ii) Has focused on the single problem of enabling secret communication over inse-
cure communication media.

(e) The participants “Alice” and “Bob” are traditionally used in cryptography examples

10.4.

(a) Substitution ciphers

(b) Transposition ciphers

10.5. Symmetric-key cryptography

Leon-Garcia/Widjaja Communication Networks

EK(.)

Key K Key K

Plaintext P Ciphertext C=EK(P) P

Encryption Decryption

DK(.)

Figure 11.2

Figure 41: Secret key cryptography [21, Fig 11.2]

(a) Also referred to as secret-key cryptography

(b) Both the sender (encryption) and receiver (decryption) share the same secret key K.

• Less commonly, their keys are different, but related in an easily computable way.

(c) P = DK(EK(P )).

(d) This was the only kind of encryption publicly known until 1976 (D-H).

(e) Block ciphers

(i) Take as input a block of plaintext and a key, and output a block of ciphertext
of the same size.

(ii) Example: Data Encryption Standard (DES), Advanced Encryption Standard
(AES)

(f) Stream ciphers
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(i) Create an arbitrarily long stream of key material, which is combined with the
plaintext bit-by-bit or character-by-character

(ii) The output stream is created based on an internal state which changes as the
cipher operates.

(iii) State’s change is controlled by the key, and, in some stream ciphers, by the
plaintext stream as well.

(iv) Example: RC4

(g) The difficulty of establishing a secret key between two communicating parties, when
a secure channel doesn’t already exist between them, also presents a chicken-and-egg
problem which is a considerable practical obstacle for cryptography users in the real
world.

• May use external cryptosystem to communicate the secret key

(h) Address the privacy requirement.

10.6. Secret key authentication : demonstrating possession of a secret

Leon-Garcia/Widjaja Communication Networks

John to Jane, “let’s talk”
ReceiverSender

r

Ek(r)

r´

Ek(r´)

Figure 11.3

Figure 42: Secret key authentication [21, Fig 11.3]

(a) The transmitter sends a message identifying itself.

(b) Challenge : The receiver replies with a message that contains a random or pseudo-
random number r.

• In an authentication protocol, the random numbers used in each challenge must
be different.

• r is called nonce which is derived from “number once”. Therefore, a nonce is
a number or bit string used only once. For instance, nonces are used in HTTP
digest access authentication to calculate an MD5 digest of the password.

(c) Response : The transmitter sends a response with an encrypted version of r.

(d) The receiver applies the shared key K to decrypt the number. If the decrypted number
is r, then the receiver knows that it is communicating with the given transmitter.
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(e) If the transmitter also wishes to authenticate the receiver, the transmitter can then
issue a challenge by sending its own random number r′.

• r′ 6= r because an eavesdropper could maintain a table of challenges ad responses
and eventually manage to be authenticated.

10.7. Data Encryption Standard (DES)

(a) History

(i) The US National Bureau of standard hoped to develop a one-chip commercial
cryptosystem whose security was beyond reproach.

(ii) IBM won with variation of Lucifer cipher.

(iii) DES published as commercial standard by NBS in 1977.

(iv) Lucifer had a 128 bit key. DES has an effective key length of 56 bits, which has
caused a major controversy.

(b) Breaking the system is equivalent to solving n algebraic equations in n variables which
is NP-hard.

(c) ATM encryption

10.8. Public-key cryptography

(a) Also referred to as asymmetric-key cryptography.

(b) 1976: Diffie and Hellman, “New Directions in Cryptography” [8].

(c) Two different keys: Each participant creates his own public and secret keys.

(i) Secret key is kept secret

(ii) Public key can be reveled to anyone or even publish it.

• In fact, it is often convenient to assume that everyones public key is available
in a public directory, so that any participant can easily obtain the public
key of any other participant.
• Any user wishing to communicate with User A need only obtain User As

encryption key from a public directory.

(iii) A sender encrypts the plaintext by using the receiver’s public key K1.

(iv) The receiver decrypts the ciphertext by using a private key K2.

(v) It must not be possible to determine/derive K2 from K1 without an unreason-
able amount of computational effort.

• Unreasonable = Require solution of NP-Hard Problem

(vi) In general, the public key is small, and the private key is large.

(d) P = DK2(EK1(P )).
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Figure 11.4

Figure 43: Public key cryptography [21, Fig 11.4]

(e) In some systems, the encryption and decryption process can be applied in the reverse
order. Therefore, in this case, we also have P = EK1(DK2(P )).

(f) Note that integrity is not assured. An intruder can intercept the message from the
transmitter and insert a new message using the public key K1.

For the systems whose encryption and decryption process can be applied in the reverse
order, this problem can be addressed.

(i) The transmitter encrypt the message using its private key K2′ and transmit
EK1(P

′) where P ′ = DK2′(P ).

(ii) The receiver decrypt it by applying DK2 followed by EK1′ .

i. DK2(EK1(P
′)) = P ′ = DK2′(P ).

ii. EK1′(P
′) = EK1′(DK2′(P )) = P .

(g) Example: RSA is the single most popular public key cryptosystem in the world today.

10.9. RSA

(a) Named after its inventors, Rivest, Shamir, and Adleman

(b) RSA is the single most popular public key cryptosystem in the world today.

(c) Public key cryptography

(d) Utilize modular arithmetic and factorization of large numbers. Based on the dra-
matic difference between the ease of finding large prime numbers and the difficulty
of factoring the product of two large prime numbers.

(e) The public and private keys are generated based on the following rules:

(i) Choose two large prime numbers p and q.

• Solovay and Strassen or Cohen and Lenstra primality tests can be used to
obtain two distinct 200 digit numbers of almost certain primality in a few
moments computing time.

(ii) n = pq. Note that φ(n) = (p− 1)(q − 1).
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(iii) The plaintext P that is represented by a number must be less then n.

(iv) Find an integer e such that 1 < e < φ(n) that is relatively prime to φ(n).

(v) The public key consists of {e, n}.
(vi) Find a nonnegative number d such that de ≡ 1 mod φ(n).

• d and e are multiplicative inverses of each other modulo φ(n).
• Because GCD(e, φ(n)) = 1, using extended Euclid’s algorithm given in B.24,

we can find s, t such that es + φ(n)t = 1. Set d = s mod φ(n). Then, we
have s = d+hφ(n) for some h and hence, 1 = es+φ(n)t = ed+φ(n)(t+h).
• For some nonnegative k, we have ed = 1 + kφ(n) = 1 + k(p− 1)(q − 1).
• The private key consists of {d, n}.

(f) Encryption: C = P e (mod n).

(g) Decryption: Cd (mod n) = P .

Proof. We have

Cd ≡ P de = P 1+k(p−1)(q−1) = P
(
P (p−1)

)k(q−1)︸ ︷︷ ︸
u

(mod n).

Now, in Zp, if P ≡ 0, then P p−1 ≡ 0 and thus u ≡ 0 ≡ P . If, P 6≡ 0, then, P
is relatively prime to p and hence, by the Euler’s theorem in B.5 or Fermat’s little
theorem in B.4, P p−1 ≡ 1. Hence, we still have u ≡ P . In other words, u ≡ P
(mod p) for both cases.

Similarly, we have u ≡ P (mod q). Hence, u = P (mod pq)

• The encryption and decryption are done in Zn

Example 10.10 ([21]). Suppose we have chosen p = 5, and q = 11.

• n = 55

• φ(n) = (5− 1)(11− 1) = 40.

We pick a number e this is relatively prime to 40, say 7.

• Public key = {e = 7, n = 55}.
• From the extended Euclidean algorithm, we have (−17)7 + (3)40 = 1. Of course, we

can write (−17)7 + (3)40 as (−17 + 40)7 + (2)40. So d = 23.

• Private key = {d = 23, n = 55}.

Suppose the message to be sent is represented numerically in plaintext as P = 18.

• The resulting ciphertext is C = 187 mod 55 = 17.

• The decryption produce 1723 mod 55 = 18.
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10.11. Hybrid

10.12. Authentication and Key Agreement (AKA)

(a) A security protocol used in 3G networks.

(b) Challenge-response based mechanism that uses symmetric cryptography.

(c) RFC 3310

Example 10.13. AKA in GSM/GPRS

(a) GSM 03.20

(b) Transactions between three nodes of the system

(i) MS, actually the SIM

(ii) Visited MSC/VLR

(iii) AuC, which is attached to the HLR in most cases.

(c) Provisioning of Private Key Systems

(i) A unique 128-bit user secret key Ki is assigned to each Subscriber Identity
Module (SIM).

(ii) The network must also securely store Ki for use in later authentication and key
generation.

(iii) Only the SIM and the HLR know the value of Ki.

(d) Key management and roaming support: MSC/VLR - HLR signaling exchange.

(i) AuC generates a RAND. Then, SRES and Kc are computed based on a RAND
and Ki.

• Up to five such triplets can be calculated at a time and sent to the HLR.

(ii) The HLR, in turn, forwards the triplets (RAND, SRES, and Kc) to the MSC/VLR
(being visited by the MS), which uses them as input parameters for authentica-
tion and ciphering.

i. RAND: random challenge

ii. SRES (Signed RESult): expected response

iii. Kc: cipher key

(e) On a per call basis

(i) MS requests access to the network

(ii) Challenge: RAND is sent to the MS.
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(iii) Response: The MS (more precisely the SIM) calculates the result SRES by
feeding RAND and Ki into the algorithm A3, then transparently sends SRES
to the MSC/VLR.

A3(RAND, Ki) = SRES.

(iv) The VLR compares SRES with the value provided by the HLR. The MSC/VLR
switches on ciphering, if the result from the authentication is correct.

(v) Immediately after calculating SRES, the MS uses RAND and Ki to calculate
the ciphering key Kc via the algorithm A8.

A8(RAND, Ki) = Kc.

(vi) To activate ciphering, the VLR sends Kc via the MSC and the BSC to the BTS.

Example 10.14. AKA in UMTS

(a) Authentication Vector (AV)

(i) Correspond to the authentication triplet of the GSM/GPRS.

(ii) Generated in HLR/AuC upon the receipt of an authentication request from the
VLR (for CS connection) or SGSN (for PS connection).

(iii) Five components

i. Random number (RAND)

ii. Expected response (XRES)

iii. Cipher key (CK)

iv. Integrity key (IK)

v. Authentication token (AUTN)

(b) Ciphering concerns both the user data and the signaling data, and is realized by
means of the CK.

(c) In addition to ciphering, most of the sensitive considered control signaling is integrity
protected by the employment of the IK.

11 Applications

11.1 Ethernet: 802.3

11.1. Remarks

• 1973, Robert Metcalfe and David Boggs at Xerox’s Palo Alto Research Center (PARC)

◦ DIX: Digital Equipment Corporation (DEC), Intel, Xerox

• Metcalfe decided to call the technology “Ethernet”, choosing the word “Ether” to
describe the physical medium—at that time, a cable—that carries bits to all nodes
in the network.
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Fig. 4-17. Frame formats. (a) DIX Ethernet. (b) IEEE 802.3.
Figure 45: Frame formats. (a) DIX Ethernet. (b) IEEE 802.3 [33, Fig. 4-17].
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• General format for designation:

Signaling Rate (Mbps) – Band (ase or Broad) – Length or Cable Type

For example, a 10-Mbps baseband LAN that uses UTP cable is designated as 10BASE-
T (The T is for twisted-pair).

• A collision domain is an area of an Ethernet network where collisions can occur.
If one station can prevent another from sending because it has the network in use,
these stations are in the same collision domain.

11.2. PHY

• Manchester encoding

◦ Ensure that the end of transmission (carrier-sense failure) is properly detected

11.3. DLL

• 1-persistent CSMA

11.4. Frame (See Figure 45.)

• Minimum frame size of 64 bytes

• Maximum frame size of 1518 bytes.

• The data can be between 46 to 1500 bytes

• A pad field that ranges from 0 to as many bytes is necessary to get the data field to
a minimum 46 bytes

• 32-bit (4-byte) CRC (cyclic redundancy check) checksum field.

11.5. (Truncated) Binary Exponential Backoff Algorithm

(a) After a collision, time is divided into discrete slots whose length is equal to the worst-
case round-trip propagation time (2τ).

• 2τ = 51.2 µs which is 512 bit times @ 10 Mbps. (This is also 64 bytes)

(b) Algorithm

(i) After i collisions, a random number between 0 and 2i − 1 is chosen, and that
number of slots is skipped.

(ii) After ten collisions have been reached, the randomization interval is frozen at a
maximum of 1023 slots.

(iii) After 16 collisions, the controller throws in the towel and reports failure back to
the computer. Further recovery is up to higher layers.

11.6. Ethernet does not provide reliable communication. Packets can occasionally be
damaged in transit. It is up to higher protocol levels to deal with this problem.
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11.7. Fast Ethernet (802.3u)

• 100 Mbps

• Technically, is not a new standard, but an addendum to the existing 802.3 standard
(to emphasize its backward compatibility)

◦ Keep all the old frame formats, interfaces, and procedural rules.

◦ Still detect collisions on time by just reducing the maximum cable length by a
factor of ten

• Use hubs and switches (100Base-T); multidrop cables with vampire taps or BNC
connectors are not permitted.

11.8. Gigabit Ethernet (802.3z)

(a) All configurations of gigabit Ethernet are point-to-point rather than multidrop as in
the original 10 Mbps standard, now honored as classic Ethernet.

(b) Supports two different modes of operation: full-duplex mode and half-duplex mode.

(i) Full-duplex mode

i. The “normal” mode

ii. Used when there is a central switch connected to computers (or other
switches) on the periphery.

iii. All lines are buffered so each computer and switch is free to send frames
whenever it wants to. No contention is possible.

• The CSMA/CD protocol is not used.
• The maximum length of the cable is determined by signal strength issues

rather than by how long it takes for a noise burst to propagate back to
the sender in the worst case.

(ii) Half-duplex mode

i. Used when the computers are connected to a hub rather than a switch.

ii. A hub does not buffer incoming frames. Instead, it electrically connects all
the lines internally, simulating the multidrop cable used in classic Ethernet.

iii. Collisions are possible, so the standard CSMA/CD protocol is required.

11.2 WiFi: 802.11

11.9. Wireless networks offer several advantages over fixed (or “wired”) networks [13, 12]:

(a) Mobility

• Users move, but data is usually stored centrally

• Wireless network users can connect to existing networks and are then allowed
to roam freely.
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• Enable users to access data while they are in motion

• With wireless, there are no ports, and the network can be designed around user
identity.

(b) Ease and speed of deployment

• Rapid deployment

• Many areas are difficult to wire for traditional wired LANs.

• Even in modern facilities, contracting for cable installation can be expensive and
time-consuming.

• Many cafes already offer Internet access; offering Internet access over a wireless
network is a natural extension of the existing Internet connectivity. While it
is possible to serve a fluid group of users with Ethernet jacks, supplying ac-
cess over a wired network is problematic for several reasons. Running cables
is time-consuming and expensive and may also require construction. Properly
guessing the correct number of cable drops is more an art than a science. With
a wireless network, though, there is no need to suffer through construction or
make educated (or wild) guesses about demand. A simple wired infrastructure
connects to the Internet, and then the wireless network can accommodate as
many users as needed. Although wireless LANs have somewhat limited band-
width, the limiting factor in networking a small hot spot is likely to be the cost
of WAN bandwidth to the supporting infrastructure.

(c) Flexibility

• No cables means no recabling.

• Allow users to quickly form amorphous, small group networks for a meeting,
and wireless networking makes moving between cubicles and offices a snap.

• Expansion with wireless networks is easy because the network medium is already
everywhere. There are no cables to pull, connect, or trip over.

• Flexibility is the big selling point for the ”hot spot” market.

(d) Cost

11.10.

• Has become the defacto standard for “last feet” broadband connectivity in homes,
offices, and public hotspot locations [2, p 15].

• Certification is done by Wireless Fidelity Alliance (WiFi or Wi-Fi) Consortium

• Avoid full-duplex communication to keep the cost of the radios low [33, p 304].

11.11. The 802.11 Protocol Stack: See Figure 46.

(a) Physical layer (PHY)

(b) Data link layer
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(i) MAC (Medium Access Control) sublayer: determine how the channel is allo-
cated, that is, who gets to transmit next.

(ii) LLC (Logical Link Control) sublayer: hide the differences between the different
802 variants and make them indistinguishable as far as the network layer is
concerned.

802.11
Infrared

802.11
FHSS

802.11
DSSS

802.11a
OFDM

802.11b
HR-DSSS

MAC
sublayer

Physical
layer

Data link
layer

Upper
layers

Logical link control

802.11g
OFDM

Fig. 4-25. Part of the 802.11 protocol stack.
Figure 46: Part of the 802.11 protocol stack [33, Fig 4-25].

11.12. PHY

(a) Transmission techniques

(i) infrared

(ii) FHSS

• 79 channels, each 1-MHz wide
• 2.4-GHz ISM band.
• Pseudorandom number generator is used to produce the sequence of fre-

quencies hopped to

(iii) DSSS

• Each bit is transmitted as 11 chips, using what is called a Barker se-
quence.

(iv) OFDM

(v) HR-DSSS (High Rate Direct Sequence Spread Spectrum)

11.13. MAC Layer

(a) Two modes of operation.

(i) DCF (Distributed Coordination Function): does not use any kind of
central control (in that respect, similar to Ethernet)

• Uses CSMA/CA (CSMA with Collision Avoidance).
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(ii) PCF (Point Coordination Function): use the base station to control all
activity in its cell.

• Base station polls the other stations, asking them if they have any frames
to send.
• Transmission order is completely controlled by the base station; no collisions

ever occur.
• Base station broadcasts a beacon frame periodically

(b) All implementations must support DCF but PCF is optional.

(c) Between the free-for-all of the DCF and the precision of the PCF, networks can
use the hybrid coordination function (HCF), a middle ground for quality of service
between the two extremes.

(d) 802.11 provides some support for real-time traffic using PCF mode.

(e) Interframe Spacing (11.17).

Leon-Garcia/Widjaja Communication Networks
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Distribution coordination function
(CSMA-CA)

Point coordination
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Figure 6.68Figure 47: IEEE 802.11 MAC architecture [21, Fig 6.68].

11.14. DCF: Distributed coordination function

• Basic access method

• Provide support for asynchronous data transfer of MAC SDUs on a best-effort basis.

• Support contention services

• The transmission medium operates in the contention mode exclusively, requiring all
stations to contend for the channel for each packet transmitted.

• Most traffic uses the DCF

• Provide a standard Ethernet-like contention-based service.

• Allows multiple independent stations to interact without central control, and thus
may be used in either IBSS networks or in infrastructure networks.

• Two methods of operation

(a) When a station wants to transmit, it senses the channel.
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◦ If it is idle, it just starts transmitting.

∗ Does not sense the channel while transmitting but emits its entire frame

◦ If the channel is busy, the sender defers until it goes idle and then starts
transmitting.

If a collision occurs, the colliding stations wait a random time, using the Ethernet
binary exponential backoff algorithm, and then try again later.

(b) MACAW (Multiple Access with Collision Avoidance (MACA) for Wireless) and
virtual channel sensing

11.15. Why not CSMA-CD?

• It is difficult to detect collisions in a radio environment, so it is not possible to abort
transmissions that collide

• the radio environment is not as well controlled as a wired broadcast medium, and
transmissions from users in other LANs can interfere with the operation of CSMA-CD

• Radio LANs are subject to the hidden-station problem that occurs when two
stations, say, A and C, attempt to transmit to a station that is located between
them, say B.
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Figure 48: The hidden-station problem [21, Fig 6.64].

The two stations may be sufficiently distant from each other that they cannot hear
each other’s transmission. Consequently, when they sense the channel, they may
detect it as idle even as the other station is transmitting. This condition will result in
the transmissions from the two stations proceeding and colliding at the intermediate
station.

11.16. Carrier Sensing: Two types of carrier-sensing functions

(a) Physical carrier-sensing

• Expensive for RF-based media to have transceivers transmit and receive simul-
taneously

• Cannot provide all the necessary information because of hidden nodes. See
(11.15).
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(b) Virtual carrier-sensing by the Network Allocation Vector (NAV).

• NAV is a timer that indicates the amount of time the medium will be reserved,
in microseconds.

• Stations set the NAV to the time for which they expect to use the medium,
including any frames necessary to complete the current operation.

• Other stations count down from the NAV to 0.

• When the NAV is nonzero, the virtual carrier-sensing function indicates that the
medium is busy; when the NAV reaches 0, the virtual carrier-sensing function
indicates that the medium is idle.

If either carrier-sensing function indicates that the medium is busy, the MAC reports this
to higher layers.
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Figure 49: Transmission of MPDU with RTS/CTS and the Use of NAV for Virtual Carrier
Sensing [21, Fig 6.72].

11.17. Interframe Spacing

• As part of the collision avoidance, stations delay transmission until the medium be-
comes idle. Varying interframe spacings create different priority levels for different
types of traffic.

• Idea: high-priority traffic doesn’t have to wait as long after the medium has become
idle. Therefore, if there is any high-priority traffic waiting, it grabs the network before
low-priority frames have a chance to try.

(a) Short interframe space (SIFS):
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• Used for the highest-priority transmissions, such as

◦ acknowledgments,
◦ CTS in an RTS/CTS exchange sequence, and
◦ fragments in fragment sequences.

∗ Once a station has transmitted the first frame in a sequence, it has
gained control of the channel. Any additional frames and their ac-
knowledgments can be sent using the SIFS, which locks out any other
stations.
∗ Let the sender of a fragment burst transmit the next fragment without

having to send an RTS again.

• There is always exactly one station that is entitled to respond after a SIFS
interval.

(b) PCF interframe space (PIFS): Used by the PCF during contention-free operation.

(c) DCF interframe space (DIFS)

• The minimum medium idle time for contention-based services

• Stations may have immediate access to the medium if it has been free for a
period longer than the DIFS.

(d) Extended interframe space (EIFS):

• Used only by a station that has just received a bad or unknown frame to report
the bad frame.

• Not a fixed interval.
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Figure 50: Interframe Spacing in 802.11 [21, Fig 6.69].

11.18. 4 Way Handshake:

(a) A wants to send data to B. A sends an RTS frame to B to request permission to send
it a frame.

(b) When B receives this request, it may decide to grant permission, in which case it
sends a CTS frame back.
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(c) Upon receipt of the CTS, A now sends its frame and starts an ACK timer.

(d) Upon correct receipt of the data frame, B responds with an ACK frame, terminating
the exchange.

• If A’s ACK timer expires before the ACK gets back to it, the whole protocol is run
again.

See Figure 49.

11.19. Contention-Based Access Using the DCF:

(a) If the medium has been idle for longer than the DIFS, transmission can begin imme-
diately.

(i) If the previous frame was received without errors, the medium must be free for
at least the DIFS.

(ii) If the previous transmission contained errors, the medium must be free for the
amount of the EIFS.

(b) If the medium is busy, the station must (keep monitoring and) wait for the channel
to become idle. 802.11 refers to the wait as access deferral. If access is deferred,
the station waits for the medium to be idle for the DIFS and then use exponential
backoff procedure (attempt transmitting after waiting random amount of time).

11.20. Fragmentation:

(a) Frames can be fragmented into smaller pieces, each with its own checksum.

(b) The fragments are individually numbered and acknowledged using a stop-and-wait
protocol.

(c) Increases the throughput by restricting retransmissions to the bad fragments rather
than the entire frame.

RTS Frag 3Frag 2Frag 1A

CTS ACKACKACKB

C

D

NAV

NAV

Time

Fragment burst

Fig. 4-28. A fragment burst.
Figure 51: A fragment burst [33, Fig 4-28]

11.21. Wired Equivalent Privacy (WEP) encryption

(a) There are at least ten freeware and shareware software programs on the Internet that
will help hackers or freeloaders to find your network, figure out the encryption keys,
and log on to your network without authorization [?].
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11.3 Bluetooth: 802.15.1

11.22. Remarks

(a) Bluetooth is an industrial specification for wireless personal area networks (PANs).

(b) 1998: Bluetooth SIG (Special Interest Group, i.e., consortium): Ericsson, IBM, Intel,
Nokia, and Toshiba

(c) The project was named Bluetooth, after Harald Blaatand II (A.D. 940-981), a Viking
king who unified (i.e., conquered) Denmark and Norway.

• Apparently, “Bl̊atand” translates, at least loosely, to “Blue Tooth” [22, p 9].

• The Bluetooth logo is inspired by the initials “H B” for Harald Bluetooth.

 

BLUETOOTH® TECHNOLOGY AT PLAY  

Playing games, listening to music, sharing photos with family and friends – all fun activities that consumers 
want to do easily and immediately, without the hassle of cords and wires. Bluetooth wireless technology is 
the only wireless technology that makes this wireless fun a reality. Gaming devices with Bluetooth built in 
allow for the spirit of competition to take hold in any location – on the subway, at the airport, or sitting in the 
living room. Because there are no wires required, gamers can find each other easily – even anonymously – 
and strike up a friendly competition.  

Bluetooth wireless technology also allows for easy listening between mp3 players and wireless headsets, 
getting rid of that wire that gets in the way on the treadmill, in the car, or at the park. And sending photos to 
the printer or a friend’s mobile phone has never been easier. CVS drug stores are even getting in on the act 
by providing printing kiosks for consumers to print all of those mobile phone photos.  

With enhanced versions of Bluetooth wireless technology, products will continue to come to market in the 
near future that make play a little more fun – and a lot less complicated.     
 
 
Some other fun stuff:  

 Crowdsurfer – Created by SmallPlanet.net, this social networking application uses Bluetooth radio 
signals to find other users up to 100 feet away, and relationship information is made available via GPRS 
connections to the SmallPlanet.net Web site. Users can find out when friends are nearby and meet new 
people with whom they share some common, previously invisible connection. 

 Nintendo Wii – This popular gaming platform uses Bluetooth wireless technology to connect the 
controls to the console.  

 Nokia/Philips MP3 Run – This small device includes a Bluetooth wireless speed-and-distance sensor 
that attaches to the show and records time, distance, and pace; voice updates on pace and distance are 
sent to the wireless headset as the runner listen to his favorite tunes. 

 Sony Ericsson remote control car – Talk about fun, this little race car is controlled with the buttons on 
the cell phone. 

 
 
 

BLUETOOTH SPECIAL INTEREST GROUP  500 108TH Avenue NE, Suite 250  Bellevue, WA  98004 

 

 

(d) Aim at allowing wireless short-range communications between several devices.

(e) Different versions: 1.0, 1.1, 1.2, 2.0

11.23. Bluetooth V1.1 specification names 13 specific applications (profiles) to be sup-
ported and provides different protocol stacks for each one.

• Unfortunately, this approach leads to a very large amount of complexity.

• On the other hand, most network protocols just provide channels between communi-
cating entities and let applications designers figure out what they want to use them
for.

• All Bluetooth devices are expected to implement the following two profiles. The
remaining ones are optional.

(a) Generic access profile (GAP)

◦ Not really an application, but rather the basis upon which the real applica-
tions are built
◦ Provide a way to establish and maintain secure links (channels) between the

master and the slaves

(b) Service discovery profile (SDP)

◦ Used by devices to discover what services other devices have to offer.

11.24. Piconet

• A small, centralized network with up to eight active nodes or devices [23].

• Basic unit of a Bluetooth system.

• A cell [20, p 77].

• Is an ad-hoc computer network
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• Bluetooth devices must form networks (in the form of piconets) before the actual
communication can start [Bluetooth SIG, 2001b].

• Consist of

(a) A master node

(b) Up to seven active slave nodes

(c) Up to 255 parked nodes

◦ Devices that the master has switched to a low-power state to reduce the
drain on their batteries.
◦ Cannot do anything except respond to an activation or beacon signal from

the master.
◦ Not active on the channel, but remain synchronized to the master and can

become active without using the connection establishment procedure.

• All devices in a piconet occupy the same physical channel (which means that they
are synchronized to a common clock and hopping sequence.) The common (piconet)
clock is identical to the Bluetooth clock of the master.

• When two or more piconets at least partially overlap in time and space, a scatternet
is formed.

General Description 26 July 2007

BLUETOOTH SPECIFICATION Version 2.1 + EDR [vol 2] page 59 of 906

Baseband Specification

1  GENERAL DESCRIPTION

This part specifies the normal operation of a Bluetooth baseband.

The Bluetooth system provides a point-to-point connection or a point-to-multi-
point connection, see (a) and (b) in Figure 1.1 on page 59. In a point-to-point 
connection the physical channel is shared between two Bluetooth devices. In a 
point-to-multipoint connection, the physical channel is shared among several 
Bluetooth devices. Two or more devices sharing the same physical channel 
form a piconet. One Bluetooth device acts as the master of the piconet, 
whereas the other device(s) act as slave(s). Up to seven slaves can be active 
in the piconet. Additionally, many more slaves can remain connected in a 
parked state. These parked slaves are not active on the channel, but remain 
synchronized to the master and can become active without using the connec-
tion establishment procedure. Both for active and parked slaves, the channel 
access is controlled by the master.

Piconets that have common devices are called a scatternet, see (c) in Figure 
1.1 on page 59. Each piconet only has a single master, however, slaves can 
participate in different piconets on a time-division multiplex basis. In addition, a 
master in one piconet can be a slave in other piconets. Piconets shall not be 
frequency synchronized and each piconet has its own hopping sequence. 

Figure 1.1:  Piconets with a single slave operation (a), a multi-slave operation (b) and a scatternet 
operation (c).

Data is transmitted over the air in packets. Two modulation modes are defined: 
a mandatory mode called Basic Rate and an optional mode called Enhanced 
Data Rate. The symbol rate for all modulation schemes is 1 Ms/s. The gross air 
data rate is 1 Mbps for Basic Rate. Enhanced Data Rate has a primary modula-
tion mode that provides a gross air data rate of 2 Mbps, and a secondary mod-
ulation mode that provides a gross air data rate of 3 Mbps. 

The general Basic Rate packet format is shown in Figure 1.2. Each packet con-
sists of 3 entities: the access code, the header, and the payload.

a b c

Master

Slave

Figure 52: Piconets with a single slave operation (a), a multi-slave operation (b) and a
scatternet operation (c) [30].

◦ A slave could participate in multiple piconets by in turn establishing connec-
tions with and synchronizing to different masters in proximity (time-division
multiplexing).

◦ A single device might act as a slave in one piconet but assume the master role
in another piconet.

◦ Piconets shall not be frequency synchronized and each piconet has its own hop-
ping sequence.

◦ A device can never be a master of more than one piconet. (Since the piconet is
defined by synchronization to the masters Bluetooth clock it is impossible to be
the master of two or more piconets.)
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◦ Scatternets in Bluetooth is not well developed. It has been improved by specific
routing procedures in later standards such as ZigBee [20, p 77].

11.25. Master and Slave

(a) To facilitate the implementation of complete Bluetooth chips for under $5.

(b) Slaves are fairly dumb, basically just doing whatever the master tells them to do.

(c) A device may act as a master for one communication link and as a slave for another
link

(d) The master role generally is assumed by the device that initiates the communication.

(e) Centralized TDM system

• Master controls the clock and determining which device gets to communicate in
which time slot.

(f) The master is responsible of

(i) polling nodes

(ii) allocating/blocking new connection bandwidth

(iii) setting the piconet synchronization clock

(iv) determining the frequency hopping pattern/sequence (FHS).

(g) All communication is between the master and a slave; direct slave-slave communica-
tion is not possible (except during the discovery phase). At any given time, data can
be transferred between the master and one other device.

11.26. Intra-piconet Polling Schemes[23, Ch. 2]

(a) Determine

(i) The number of frames exchanged during a single visit to the slave.
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(ii) Bandwidth allocation for different slaves

(iii) The sequence in which slaves are visited. For example, slaves that had no traffic
in the previous cycle(s) may be skipped for one or more cycles.

(b) The main determinant of performance of Bluetooth piconets. Performance (queuing
delay) of the data traffic will be mostly dependent on the choice of the polling scheme
[23].

• The current Bluetooth specification does not require or prescribe, or indeed even
propose any specific polling scheme [Bluetooth SIG, 2001b].

(c) Basic ideas

(i) The process of polling the slaves is actually embedded in the data transmission
mechanism.

(ii) The master polls the slave by sending a data packet or an empty packet when
no data packets are available.

(iii) The slave responds by sending a data packet or an empty packet.

(iv) Empty packets are designated as POLL packets in the downlink, and NULL
packets in the uplink direction [Bluetooth v1.2].

(d) Examples

(i) 1-limited service : Master visits each slave for exactly one frame, and then
moves on to the next slave.

• Sometimes referred to as (Pure) Round Robin or simply limited service.
• The piconet cycle lasts for exactly 2(m− 1) packets.

(ii) Exhaustive service : Master stays with the slave as long as there are packets
to exchange in either downlink or uplink direction.

(iii) E-limited service : Master stays with a slave until there are no more packets
to exchange, or for a fixed number M of frames (M > 1 is referred to as the
polling parameter.), whichever comes first.

• Also referred to as Limited Round Robin.
• The piconet cycle can last at most 2M(m− 1) packets.
• In fact, 1-limited and exhaustive service polling may be considered as special

cases of E-limited service, where the limit M equals 1 and ∞, respectively.

In all three cases above, the sequence of slaves is fixed and does not change. Many
other schemes are discussed in [23, Ch. 2].

(e) Correspondence to the polling scheme in a multiple-input, single-server system may
seem easy to establish, with the server corresponding to the piconet master and the
input queues corresponding to the uplink queues at individual slaves.

However, communication mechanisms used in Bluetooth are rather specific
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(i) All communications are bidirectional (i.e., there cannot exist a downlink packet
without an uplink packet, or vice versa), which means that there are actually
two multiple-input single-server queues to consider.

(ii) The master polls the slaves using regular packets, possibly without data payload
(i.e., all polls and responses thereto take at least one slot each even when there
are no data packets to send in either direction.).

(iii) All slave-slave communications have to be routed through the master

2

Intra-piconet polling schemes

We begin by reviewing the basic tenets of data communication in Bluetooth piconets.
As will be seen, the Bluetooth networks operate in a rather different manner from
other wireless networks. Therefore, the known performance analysis results from
other wireless networks cannot be directly applied in the Bluetooth environment,
and in-depth analyses of the performance are necessary. To that end, we will also
review and roughly classify existing algorithms for intra-piconet polling.

2.1 Bluetooth communications and intra-piconet polling

Bluetooth devices must form networks before the actual communication can start
[Bluetooth SIG, 2001b]. The simplest form is a piconet: a small, centralized network
with up to eight active nodes or devices. One of the nodes is designated as the master,
while the others are slaves. The TDD communication mechanism, outlined in the
previous Chapter, requires all communications in the piconet to be routed through
the master. The operation of the piconet, therefore, resembles the traditional polling
system: the queueing system in which the server cyclically services a number of
input queues. The piconet master would, then, correspond to the server, while the
slaves would correspond to input devices, as shown in Fig. 2.1.

piconet master
(server)

input queues
(slaves)

FIGURE 2.1
Bluetooth piconet as a single-server, multiple-input polling system.

© 2006 by Taylor & Francis Group, LLC.

Figure 54: Bluetooth piconet as a single-server, multiple-input polling system [23, Fig.
2.1]. The master switches rapidly from one device to another in a round-robin fashion.
(Simultaneous transmission from the master to multiple other devices is possible, but not
used much.)
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Fig. 4-37. The 802.15 version of the Bluetooth protocol architec-
ture.

Figure 55: The 802.15 version of the Bluetooth protocol architecture [33, Fig. 4-37].

11.27. Bluetooth Radio layer

(a) Low-power system. Three classes of radio transmission power are shown in Figure
56. Power Class 3 is the most common scheme adopted by manufacturers, and is the
lowest power consumption option.

(b) Operate in the 2.4-GHz ISM band
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as long as the received transmission is powerful enough. 

Class Maximum Permitted Power Range 

Class 1 100 mW (20 dBm) ~100 meters 

Class 2 2.5 mW (4 dBm) ~10 meters 

Class 3 1 mW (0 dBm) ~1 meter 

It has to be noted that in most cases the effective range of class 2 devices  

 

Figure 56: Three classes of radio transmission power. Increased range comes at the cost of
increased power usage.

(c) 79 channels of 1 MHz each

(d) 1 Msps (Megasymbol per second)

(e) Modulation:

(i) Basic Rate: binary Gaussian shaped frequency–shift–keying (GFSK)

• Mandatory
• Employ a Gaussian filter to smooth the frequency transitions so that the

modulated carrier frequency changes smoothly with a Gaussian shaped en-
velope. This reduces the emitted spectral side-lopes, allowing better spectral
efficiency and less inter-symbol interference.
• Much of this spectrum is consumed by overhead.

(ii) Enhanced Data Rate (EDR): Gross air bit rate of 2 or 3 Mbps.

• Optional

• Square-root raised cosine pulse (shaping filter)

i. 2 Mbps: π
4
−DQPSK

ii. 3 Mbps: 8DPSK

• However, the header is always sent at the same low speed and uses GFSK.
This is a principle also found in 802.11. Enable devices to adapt their RF
ends to the dynamic modulation technique for each frame.

(f) Frequency hopping spread spectrum (FHSS)

• 1600 hops/sec (slightly diminished for multi-slot frames) in data transmission

◦ Two consecutive slots correspond to two frequencies.

◦ 3200 for inquiry and paging.

• Dwell time of 625 µs
(

1
1600

[
s

hop

])
• All the nodes in a piconet hop simultaneously, with the master dictating the hop

sequence.

• The RF frequency does not change during the transmission of a single packet,
even for three- or five-slot packets. The transmission in the next time slot uses
the next frequency from the original hopping sequence (i.e., the two or four
frequencies from the original sequence are simply skipped).
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(g) Because both 802.11 and Bluetooth operate in the 2.4-GHz ISM band on the same
79 channels

Since Bluetooth hops far faster than 802.11, it is far more likely that a Bluetooth
device will ruin 802.11 transmissions than the other way around.

26 July 2007 Physical Channels

BLUETOOTH SPECIFICATION Version 2.1 + EDR [vol 2] page 66 of 906

Baseband Specification

2.2.2  Hopping characteristics 

The basic piconet physical channel is characterized by a pseudo-random hop-
ping through all 79 RF channels. The frequency hopping in the piconet physical 
channel is determined by the Bluetooth clock and BD_ADDR of the master. 
When the piconet is established, the master clock is communicated to the 
slaves. Each slave shall add an offset to its native clock to synchronize with the 
master clock. Since the clocks are independent, the offsets must be updated 
regularly. All devices participating in the piconet are time-synchronized and 
hop-synchronized to the channel.

The basic piconet physical channel uses the basic channel hopping sequence 
and is described in Section 2.6 on page 77.

2.2.3  Time slots

The basic piconet physical channel is divided into time slots, each 625 μs in 
length. The time slots are numbered according to the most significant 27 bits of 
the Bluetooth clock CLK28-1 of the piconet master. The slot numbering ranges 
from 0 to 227-1 and is cyclic with a cycle length of 227. The time slot number is 
denoted as k.

A TDD scheme is used where master and slave alternately transmit, see 
Figure 2.1 on page 66. The packet start shall be aligned with the slot start. 
Packets may extend over up to five time slots.

Figure 2.1:  Multi-slot packets

The term slot pairs is used to indicate two adjacent time slots starting with a 
master-to-slave transmission slot.
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Figure 57: Multi-slot packets [30].

11.28. The Bluetooth Baseband Layer

(a) The closest thing Bluetooth has to a MAC sublayer. Also includes elements of the
physical layer.

(b) Turn the raw bit stream into frames and defines some key formats. Deal with how
the master controls time slots and how these slots are grouped into frames.

(c) Provide the effect of full duplex transmission through the use of a TDD (time-division
duplex) scheme .

(d) In the simplest form, the master in each piconet defines a series of 625 µsec time slots

(i) Traditional time division multiplexing

(ii) Frame start is aligned with the slot start and may extend up to five time slots
for both the master and slave.

(iii) Frames can be 1, 3, or 5 slots long.

(iv) The RF hop frequency remains fixed for the duration of the packet.

(v) Master’s transmissions starting in the even slots. (So, 800 slots)

(vi) Slaves’ transmissions starting in the odd slots.

(e) The frequency hopping timing allows a settling time of 250-260 µs (259 bits) per hop
to allow the radio circuits to become stable.

(f) When five slots are strung together, only one settling period is needed and a slightly
shorter settling period is used, so of the 5 × 625 = 3125 bits in five time slots, 2781
are available to the baseband layer. Thus, longer frames are much more efficient than
single-slot frames.
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(g) Logical Links: Each frame is transmitted over a logical channel, called a link,
between the master and a slave. Several kinds of logical links exist.

(i) ACL (Asynchronous Connection-Less) link

• Used for

i. packet-switched data available at irregular intervals
ii. discovery and paging

• Traffic is delivered on a best-efforts basis. No guarantees are given. Frames
can be lost and may have to be retransmitted.
• A slave may have only one ACL link to its master.
• In general, all signalling uses ACL.
• By default any slave has an ACL to communicate with the master.
• 723.2 Kbps maximum throughput for Bluetooth phase I devices. In this

case, an upstream link of 57.6 Kbps can still be supported.

(ii) SCO (Synchronous Connection Oriented) link

• Used for voice communications (telephone connections) in circuit mode
• Allocate a fixed slot in each direction
• Forward error correction can be used to provide high reliability
• Supports a full-duplex connection with flows that are multiple of 64 Kbps

(PCM audio channel) in each direction.
• A maximum of three SCO links is permitted per slave
• Data field is always 240 bits.

i. 80-bit payload

◦ Most reliable. Contents are repeated three times.
◦ At 800 slots/sec, this is 800

[
slot
sec

]
× 80

[
bit
slot

]
= 64 [kbps], enough for a

single full-duplex PCM voice channel.

ii. 160-bit payload

◦ The 2/3 FEC scheme encodes data using a (15,10) shortened hamming
code.

iii. 240-bit payload.

◦ Least reliable; no redundancy at this level
◦ Three full-duplex voice channels can be supported at once.

(iii) Extended SCO (ESCO)

(h) Stop-and-wait protocol

11.29. The Bluetooth Frame Structure

(a) 259 bits for settling time

(b) 366 bits

(i) 72-bit access code

120



• Usually identifies the master so that slaves within radio range of two masters
can tell which traffic is for them.

(ii) 54-bit header:

• 18-bit header is repeated three times.
• Majority rule at the receiver.
• Contain typical MAC sublayer fields.

(iii) 0-2744 bits for data

• 240-bit data for single-slot frame
• 2744 bits for five-slot transmission

11.30. Link Manager Protocol (LMP): The link manager handles the establishment
of logical channels between devices, including power management, authentication, and
quality of service.

Bluetooth: Architecture and Functions 99

Fig. 3.18. Connection mechanism in LMP

affected since they are scheduled at given intervals while the sniff mode
is still operational.

6. Logical Link Control and Adaptation Protocol
Logical Link Control and Adaptation Protocol (L2CAP) is on the same level
as LMP but it still uses its premises to establish a link (Figure 3.19). It is

Figure 58: Connection mechanism in LMP [20, Fig 3.18].
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11.31. The logical link control adaptation protocol (L2CAP) shields the upper
layers from the details of transmission. It is analogous to the standard 802 LLC sublayer,
but technically different from it.

11.4 Mobile WiMAX: 802.16e

11.32. Remarks

(a) Provide wireless data over long distances.

(b) WiMAX = Worldwide Interoperability for Microwave Access

(c) “Fixed” WiMAX is used to describe 802.16-2004 based systems

• Cost effective fixed wireless alternative to cable and DSL services (last mile
wireless broadband access).

• Fixed broadband wireless MAN

• SS = subscriber station

(d) “Mobile” WiMAX is used to describe 802.16e-2005 based systems.

• 802.16e amendment is Approved on December 7, 2005 and published in February
2006.

• 802.16e-2005 = 802.16-2004 standard + 802.16e amendment

• Specify scalable OFDM for the physical layer and makes further modifications
to the MAC layer to accommodate high-speed mobility

• MS = Mobile station, MSS = Mobile subscriber station.

(e) Certification is done by the WiMAX Forum (www.wimaxforum.org)

Copyright 2006 WiMAX Forum
“WiMAX Forum™” and "WiMAX Forum CERTIFIED™“ are trademarks of the WiMAX Forum™.

Mobile WiMAX – Part I:
A Technical Overview and
Performance Evaluation

August, 2006

(f) Unlike cellular 3G systems, which have a fixed channel BW, WiMAX defines a se-
lectable channel bandwidth from 1.25MHz to 20MHz, which allows for a very flexible
deployment.

(g) Oct 2007: ITU officially approved WiMAX as part of the 3G standard It is the first
non-cellular tech to get approval as 3G.

11.33. PHY

(a) Modulation: Support for QPSK, 16QAM and 64QAM are mandatory in the DL with
Mobile WiMAX. In the UL, 64QAM is optional.
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2.1  Background on IEEE 802.16 and WiMAX 35

Table 2.1 Basic Data on IEEE 802.16 Standards

802.16 802.16-2004 802.16e-2005

Status
Completed December 
2001

Completed June 2004 Completed December 2005

Frequency band 10GHz–66GHz 2GHz–11GHz
2GHz–11GHz for fixed; 
2GHz–6GHz for mobile 
applications

Application Fixed LOS Fixed NLOS Fixed and mobile NLOS

MAC architec-
ture

Point-to-multipoint, 
mesh

Point-to-multipoint, 
mesh

Point-to-multipoint, mesh

Transmission 
scheme

Single carrier only
Single carrier, 256 
OFDM or 2,048 OFDM

Single carrier, 256 OFDM 
or scalable OFDM with 
128, 512, 1,024, or 2,048 
subcarriers

Modulation
QPSK, 16 QAM, 
64 QAM

QPSK, 16 QAM, 
64 QAM

QPSK, 16 QAM, 64 QAM

Gross data rate 32Mbps–134.4Mbps 1Mbps–75Mbps 1Mbps–75Mbps

Multiplexing Burst TDM/TDMA
Burst TDM/TDMA/
OFDMA

Burst TDM/TDMA/
OFDMA

Duplexing TDD and FDD TDD and FDD TDD and FDD

Channel band-
widths

20MHz, 25MHz, 
28MHz

1.75MHz, 3.5MHz, 
7MHz, 14MHz, 
1.25MHz, 5MHz, 
10MHz, 15MHz, 
8.75MHz

1.75MHz, 3.5MHz, 7MHz, 
14MHz, 1.25MHz, 5MHz, 
10MHz, 15MHz, 8.75MHz

Air-interface 

designation
WirelessMAN-SC

WirelessMAN-SCa

WirelessMAN-OFDM

WirelessMAN-OFDMA

WirelessHUMANa

WirelessMAN-SCa

WirelessMAN-OFDM

WirelessMAN-OFDMA

WirelessHUMANa

WiMAX 

implementation
None

256 - OFDM as Fixed 
WiMAX

Scalable OFDMA as 
Mobile WiMAX

a. WirelessHUMAN (wireless high-speed unlicensed MAN) is similar to OFDM-PHY (physical layer) 
but mandates dynamic frequency selection for license-exempt bands. 

Figure 59: Basic Data on IEEE 802.16 Standards [2, Table 2.1]
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Figure 60: Protocol layers of the 802.16 standard [25, Fig 3.2].

(b) Coding:

(i) Both Convolutional Code (CC) and Convolutional Turbo Code (CTC) with
variable code rate and repetition coding are supported.

(ii) Block Turbo Code and Low Density Parity Check Code (LDPC) are supported
as optional features.

(c) OFDM

11.34. Advanced PHY Layer Features

(a) Adaptive modulation and coding (AMC): supports a number of modulation and for-
ward error correction (FEC) coding schemes and allows the scheme to be changed on
a per user and per frame basis, based on channel conditions.

(b) The base station scheduler determines the appropriate data rate (or burst profile) for
each burst allocation based on the buffer size, channel propagation conditions at the
receiver.

(c) A Channel Quality Indicator (CQI) channel is utilized to provide channel-state in-
formation from the user terminals to the base station scheduler.

11.35. Link layer

(a) Optionally supports hybrid-ARQ (HARQ)

• An effective hybrid between FEC and ARQ.

• Enable using N channel “Stop and Wait” protocol

11.36. Orthogonal Frequency Division Multiple Access (OFDMA)
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(a) For improved multi-path performance in non-line-of-sight

(b) Exploit the frequency diversity of the multipath channel by coding and interleaving
the information across the sub-carriers prior to transmissions. environments.

(c) Large number of sub-carriers (up to 211 = 2048.)

11.37. Three types of sub-carriers

(a) Data sub-carriers for data transmission

(b) Pilot sub-carriers for estimation synchronization purposes

(c) Null sub-carriers for guard bands and DC carriers

________________________________________________________________________
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Figure 3: Insertion of Cyclic Prefix (CP)

2.2 OFDMA Symbol Structure and Sub-Channelization
The OFDMA symbol structure consists of three types of sub-carriers as shown in Figure
4:

Data sub-carriers for data transmission

Pilot sub-carriers for estimation and synchronization purposes

Null sub-carriers for no transmission; used for guard bands and DC carriers

Figure 4: OFDMA Sub-Carrier Structure

Active (data and pilot) sub-carriers are grouped into subsets of sub-carriers called sub-
channels. The WiMAX OFDMA PHY [3] supports sub-channelization in both DL and
UL. The minimum frequency-time resource unit of sub-channelization is one slot, which
is equal to 48 data tones (sub-carriers).

Data PayloadCyclic
Prefix

gT
uT

sT

gTUseful Symbol
Period

Total Symbol
Period

Data PayloadCyclic
Prefix

gT
uT

sT

gTUseful Symbol
Period

Total Symbol
Period

Guard
Sub-carriers

Pilot
Sub-carriersData

Sub-carriers
DC

Sub-carrier

Guard
Sub-carriers

Pilot
Sub-carriersData

Sub-carriers
DC

Sub-carrier

Figure 61: WiMAX OFDM subcarrier types [10, Fig 4].

11.38. Scalable OFDMA (S–OFDMA)

(a) A multiple-access/multiplexing scheme

(b) Provide

(i) multiplexing operation of data streams from multiple users onto the downlink
sub-channels and

(ii) uplink multiple access by means of uplink sub-channels.

(c) Support scalable channel BWs from 1.25 to 20 MHz (to comply with varied worldwide
requirements). See Figure 62.

• The FFT size is scalable from 128 to 2,048. When the available bandwidth
increases, the FFT size is also increased such that the subcarrier spacing is
always 10.94kHz. This keeps the OFDM symbol duration, which is the basic
resource unit, fixed and therefore makes scaling have minimal impact on higher
layers.

• Allow for the data rate to scale easily with available channel bandwidth.

11.39. Subchannelization
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42 Chapter 2  •  Overview of WiMAX

Fixed WiMAX OFDM-PHY: For this version the FFT size is fixed at 256, which 192 subcar-
riers used for carrying data, 8 used as pilot subcarriers for channel estimation and synchronization
purposes, and the rest used as guard band subcarriers.6 Since the FFT size is fixed, the subcarrier
spacing varies with channel bandwidth. When larger bandwidths are used, the subcarrier spacing
increases, and the symbol time decreases. Decreasing symbol time implies that a larger fraction
needs to be allocated as guard time to overcome delay spread. As Table 2.3 shows, WiMAX allows
a wide range of guard times that allow system designers to make appropriate trade-offs between
spectral efficiency and delay spread robustness. For maximum delay spread robustness, a 25 per-
cent guard time can be used, which can accommodate delay spreads up to 16 µs when operating in
a 3.5MHz channel and up to 8 µs when operating in a 7MHz channel. In relatively benign multi-
path channels, the guard time overhead may be reduced to as little as 3 percent. 

6. Since FFT size can take only values equal to 2n, dummy subcarriers are padded to the left and right 
of the useful subcarriers. 

Table 2.3 OFDM Parameters Used in WiMAX

Parameter
Fixed 

WiMAX 
OFDM-PHY

Mobile WiMAX Scalable
OFDMA-PHYa

a. Boldfaced values correspond to those of the initial mobile WiMAX system profiles.

FFT size 256 128 512 1,024 2,048

Number of used data subcarriersb

b. The mobile WiMAX subcarrier distribution listed is for downlink PUSC (partial usage of subcarrier).

192 72 360 720 1,440

Number of pilot subcarriers 8 12 60 120 240

Number of null/guardband subcarriers 56 44 92 184 368

Cyclic prefix or guard time (Tg/Tb) 1/32, 1/16, 1/8, 1/4

Oversampling rate (Fs/BW)
Depends on bandwidth: 7/6 for 256 OFDM, 8/7 for multi-

ples of 1.75MHz, and 28/25 for multiples of 1.25MHz, 
1.5MHz, 2MHz, or 2.75MHz.

Channel bandwidth (MHz) 3.5 1.25 5 10 20

Subcarrier frequency spacing (kHz) 15.625 10.94

Useful symbol time (µs) 64 91.4

Guard time assuming 12.5% (µs) 8 11.4

OFDM symbol duration (µs) 72 102.9

Number of OFDM symbols in 5 ms frame 69 48.0

Figure 62: OFDM Parameters Used in WiMAX [2, Table 2.3].
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(a) Active (data and pilot) sub-carriers are grouped into subsets of sub-carriers called
subchannels.

• Subchannels form the minimum frequency resource-unit allocated by the base
station.

(b) Slot

(i) The smallest quanta of PHY layer resource that can be allocated to a single user
in the time/frequency domain.

(ii) The minimum frequency-time resource unit

(iii) Each slot consists of one subchannel over one, two, or three OFDM symbols,
depending on the particular subchannelization scheme (permutation mode) used.

i. FUSC: 48 subcarriers × one OFDM symbol.

ii. Downlink PUSC: 24 subcarriers × two OFDM symbols

iii. Uplink PUSC and TUSC: 16 subcarriers × three OFDM symbols

iv. Band AMC: Each slot is 8, 16, or 24 subcarriers × 6, 3, or 2 OFDM symbols

(iv) 48 data tones (sub-carriers).

(c) Two types of sub-carrier permutations for sub-channelization. Enable the system
designer to trade-off mobility for throughput.

(i) Diversity permutation: draws sub-carriers pseudo-randomly to form a sub-channel

• Provide frequency diversity and inter-cell interference averaging
• Perform well in mobile applications
• Ex.

i. Partial usage of subcarriers (PUSC) – mandatory for all mobile WiMAX
implementations

ii. DL FUSC (Fully Used Sub-Carrier)
iii. DL PUSC (Partially Used Sub-Carrier)

◦ Cluster structure

(ii) Contiguous permutation: group a block of contiguous sub-carriers to form a
subchannel

• Well suited for fixed, portable, or low mobility environments.
• Band adaptive modulation and coding (AMC).

◦ Allow system designers to exploit multiuser diversity, allocating sub-
channels to users based on their frequency response.

• Ex. DL AMC and UL AMC

Example 11.40. UL PUSC

• Tile structure:

(a) A tile = 4 pilot + 8 data
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UL Ranging: The UL ranging sub-channel is allocated for mobile stations (MS) to
perform closed-loop time, frequency, and power adjustment as well as bandwidth
requests.

UL CQICH: The UL CQICH channel is allocated for the MS to feedback channel-
state information.

UL ACK: The UL ACK is allocated for the MS to feedback DL HARQ
acknowledge.

Figure 7: WiMAX OFDMA Frame Structure

2.5 Other Advanced PHY Layer Features
Adaptive modulation and coding (AMC), Hybrid Automatic Repeat Request (HARQ)
and Fast Channel Feedback (CQICH) were introduced with Mobile WiMAX to enhance
coverage and capacity for WiMAX in mobile applications.

Support for QPSK, 16QAM and 64QAM are mandatory in the DL with Mobile WiMAX.
In the UL, 64QAM is optional. Both Convolutional Code (CC) and Convolutional Turbo
Code (CTC) with variable code rate and repetition coding are supported. Block Turbo
Code and Low Density Parity Check Code (LDPC) are supported as optional features.
Table 2 summarizes the coding and modulation schemes supported in the Mobile
WiMAX profile the optional UL codes and modulation are shown in italics.
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Figure 63: OFDM frame structure for a TDD implementation
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8.4.6.2.1 Symbol structure for subchannel (PUSC)

A burst in the uplink is composed of three time symbols and one subchannel, within each burst, there are 48 
data subcarriers and 24 fixed-location pilot subcarrier.

The subchannel is constructed from six uplink tiles, each tile has four subcarriers and its configuration is 
illustrated in Figure 236.

8.4.6.2.2 Partitioning of subcarriers into subchannels in the uplink

The allocated frequency band shall be divided into 420 tiles, the allocation of tiles to subchannels is 
performed in the following manner:

1. Divide the 420 tiles into six groups, containing 70 adjacent tiles each.
2. Choose six tiles per subchannel using Equation (113); for an example refer to 8.4.6.2.3.

 (113)

TilePermutation 6, 48, 58, 57, 50, 1, 13, 26, 46, 44, 
30, 3, 27, 53, 22, 18, 61, 7, 55, 36, 
45, 37, 52, 15, 40, 2, 20, 4, 34, 31, 
10, 5, 41, 9, 69, 63, 21, 11, 12, 19, 
68, 56, 43, 23, 25, 39, 66, 42, 16, 
47, 51, 8, 62, 14, 33, 24, 32, 17, 
54, 29, 67, 49, 65, 35, 38, 59, 64, 
28, 60, 0

Nsubchannels 70

Nsubcarriers 48

Ntiles 420

Tiles per subchannel 6

Table 313—OFDMA uplink subcarrier allocations  (continued)

Parameter Value

Figure 236—Description of an uplink tile

data carrierpilot carrier

Symbol 0

Symbol 1

Symbol 2

Tile s n,( ) 70 n Pt s n+( )mod70[ ] UL_IDcell+( )mod 70+⋅=

(b) A slot = Six tiles, chosen from across the entire spectrum by means of a re-
arranging/permutation scheme, are grouped together to form a slot.

(c) Hence, a slot is 6 pilot + 48 data in 3 OFDM symbols

11.41. Frame Structure: Figure 63 illustrates the OFDM frame structure for a Time
Division Duplex (TDD) implementation.

(a) Each frame is divided into DL and UL sub-frames separated by Transmit/Receive
and Receive/Transmit Transition Gaps (TTG and RTG, respectively)

(b) Preamble

• Used for synchronization

• First OFDM symbol of the frame

(c) Frame Control Header (FCH): Provide the frame configuration information such as
the MAP message length, the modulation and coding scheme, and the usable sub-
carriers.

(d) DL-MAP and UL-MAP: Specify the data regions of the various users in the DL and
UL subframes of the current frame. By listening to these messages, each MS can
identify the subchannels and the OFDM symbols allocated in the DL and UL for its
use.
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(e) Channel-quality indicator channel (CQICH) for the SS to feed back channel-quality
information that can be used by the base station (BS) scheduler

(f) At least initially, all WiMAX equipment will support only 5 ms frames.

11.42. High Data Rates

• Possible via the use of

(a) MIMO antenna techniques

(b) Flexible sub-channelization schemes

(c) Advanced Coding and Modulation

• Support peak DL data rates up to 63 Mbps per sector and peak UL data rates up to
28 Mbps per sector in a 10 MHz channel.

11.43. MAC layer

(a) Allocates the time/frequency resources to various users in units of slots.

• In the time/frequency domain, the contiguous collections of slots that are allo-
cated for a single user from the data region of the given user.

• Both uplink and downlink resource allocation are controlled by a scheduler in
the base station.

• Has a flexible mechanism to convey the resource allocation information on a
frame-by-frame basis.

(b) OFDMA

(c) Quality of Service (QoS) Support

(i) MAC layer is built from the ground up to support a variety of traffic mixes,
including real-time and non-real-time constant bit rate and variable bit rate
traffic, prioritized data, and best-effort data. See Figure 64.

(ii) Provided via service flows

(iii) Connection-oriented: Before providing a certain type of data service, the base
station and user-terminal first establish a unidirectional logical link between
the peer MACs called a connection. The outbound MAC then associates
packets traversing the MAC interface into a service flow to be delivered over the
connection.

(d) Handover procedures

• The mandatory handoff method is the hard handover (HHO) which implies an
abrupt transfer of connection from one BS to another.

• WiMAX requires that for the full mobility-up to 120kmph scenario-handoff la-
tency be less than 50 ms with an associated packet loss that is less than 1
percent.
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QoS parameters. Before providing a certain type of data service, the base station and
user-terminal first establish a unidirectional logical link between the peer MACs called a
connection. The outbound MAC then associates packets traversing the MAC interface
into a service flow to be delivered over the connection. The QoS parameters associated
with the service flow define the transmission ordering and scheduling on the air interface.
The connection-oriented QoS therefore, can provide accurate control over the air
interface. Since the air interface is usually the bottleneck, the connection-oriented QoS
can effectively enable the end-to-end QoS control. The service flow parameters can be
dynamically managed through MAC messages to accommodate the dynamic service
demand. The service flow based QoS mechanism applies to both DL and UL to provide
improved QoS in both directions. Mobile WiMAX supports a wide range of data services
and applications with varied QoS requirements. These are summarized in Table 4.

Figure 8: Mobile WiMAX QoS Support
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Figure 64: Mobile WiMAX QoS Support [10, Fig 8].

11.44. Subchannelization and MAP-based signaling schemes provide a flexible mechanism
for optimal scheduling of space, frequency and time resources over the air interface on a
frame-by-frame basis.

11.45. Mobility: Support optimized handover schemes with latencies less than 50 ms to
ensure real-time applications such as VoIP perform without service degradation.

11.5 GSM

11.46. The worlds first public GSM call was made on 1 July 1991 in a city park in Helsinki,
Finland. This event is now hailed as the birthday of second-generation mobile telephony.

11.47. GSM Network

(a) Four separate subsystems:

(i) Network Switching Subsystem (NSS): Take care of call control and database
functions.

• Consist of MSC, HLR, AuC, VLR, EIR
• The subsystems are interconnected directly or indirectly via the worldwide

SS7 network.

(ii) Base Station Subsystem (BSS): Responsible for radio path control.

(iii) Network Management Subsystem (NMS): The operation and maintenance-related
part. Also needed for the whole network control. The network operator observes
and maintains the quality of the network and services through the NMS.

(iv) Mobile Station (MS)

i. terminals equipment = “mobile Equipment” (ME)

ii. subscribers service identity (SIM) module
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Service Flow Designation Application Examples Defining QoS Parameters 

Unsolicited grant services 
(UGS) 

 Fixed-size data packets at a constant bit 
rate (CBR) 

 Send a predetermined amount of data 
at predetermined time intervals 

 Voice over IP (VoIP) without silence 
suppression; uncompressed voice 

 T1/E1 emulation 

 Maximum sustained rate 

 Maximum latency tolerance 

 Jitter tolerance 

Real-time Polling service 
(rtPS) 

 Real-time variable bit rate 

 Real-time service flows that generate 
variable-size data packets on a periodic 
basis 

 Compressed multimedia;  Streaming 
audio and video; MPEG (Motion Picture 
Experts Group) video 

 BS polls subscriber at a fixed interval to 
ask how much BW is needed. 

 Minimum reserved rate 

 Maximum sustained rate 

 Maximum latency tolerance 

 Traffic priority 

Non-real-time Polling 
service 
(nrtPS) 

 Non-real-time variable bit rate 

 For heavy transmissions that are not 
real time. 

 Delay-tolerant data streams that 
require variable-size data grants at a 
minimum guaranteed rate. 

 Large file transfer; File Transfer 
Protocol (FTP) 

 BS polls the subscriber often, but not at 
rigidly-prescribed time intervals. 

 Minimum reserved rate 

 Maximum sustained rate 

 Traffic priority 

Best-effort service (BE) 
 Data streams that do not require a 

minimum service-level guarantee. 

 Web browsing, data transfer 

 Maximum sustained rate 

 Traffic priority 

Extended real-time 
Polling service (ErtPS);  

Extended real-time 
variable rate (ERT-VR) 

 Real-time applications that have 
variable data rates but require 
guaranteed data rate and delay 

 VoIP with silence suppression 

 Minimum reserved rate 

 Maximum sustained rate 

 Maximum latency tolerance 

 Jitter tolerance 

 Traffic priority 

 

 
 
 
 

 

 

 
 
 
 
 

Figure 65: Mobile WiMAX Applications and Quality of Service [10, Table 4]. ERT-VR is
defined only in IEEE 802.16e-2005, not in IEEE 802.16-2004.
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Figure 66: GSM System Hierarchy [9, Fig 3.1].

• The actual network needed for call establishing is composed of the NSS, the BSS
and the MS.

(b) Structured hierarchically

(i) Mobile Switching Center (MSC)

i. Sometimes called mobile telephone switching center (MTSO)

ii. Administrative region

iii. The Mobile Switching and Management Subsystem (SMSS) consists of the
MSCs and the databases which store the data required for routing and
service provision.

iv. The main element of the NSS from the call control point of view.

(ii) Location Area (LA) or visited area

(iii) Base Station Controller (BSC)

i. Cell group (Several BTSs) are contolled by a BSC (BSC).

ii. BTS and BSC together form the Base Station Subsystem (BSS).

iii. Manage the radio resources of one or more BTS.

iv. Control the radio network: maintain radio connections towards the MS and
terrestrial connections towards the NSS

v. Setup of frequency channels, handle handoffs

vi. Provide an interface between the radio segment and the switching segment.

(iv) Base Transceiver Station (BTS)

i. A cell is formed by the radio area coverage of a BTS.

ii. Each BTS is allocated a set of frequency channels, the Cell Allocation (CA).

iii. Maintain the Um interface

iv. Take care of air interface signalling, ciphering and speech processing.

v. Um

A. The radio air interface between the mobile station and the BTS

B. Very much like the Integrated Services Digital Network (ISDN) terminal
interface, U

C. The small “m” after U in the name stands for “modified”.
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(c) Cells of one BSC may belong to different LAs.

(d) Operation and maintenance are organized from a central place, the Operation and
Maintenance Center (OMC).

(e) Several databases are available for call control and network management:

term HLR area has no significance in GSM, unless it refers to the whole
PLMN. Typically, but not necessarily, a VLR is linked with a single MSC. The
GSM standard allows, as Figure 4.3 illustrates, the association of one VLR with
several MSCs.

The initial intentions were to specify the MSC and the VLR as independ-
ent network elements. However, when the first GSM systems were put into
service in 1991, numerous deficiencies in the protocol between the MSC and
the VLR forced the manufacturers to implement proprietary solutions. That
is the reason the interface between the MSC and the VLR, the B-interface, is
not mentioned in the specifications of GSM Phase 2. GSM Recommendation
09.02 now provides only some basic guidelines on how to use that interface.

Table 4.1 lists the most important data contained in the HLR and
the VLR.

4.3 The Mobile-Services Switching Center

From a technical perspective, the MSC is just an ordinary Integrated Services
Digital Network (ISDN) exchange with some modifications specifically
required to handle the mobile application. That allows suppliers of GSM sys-
tems to offer their switches, familiar in many public telephone networks, as
MSCs. SIEMENS with its EWSD technology and ALCATEL with the S12
and the E10 are well-known examples that benefit from such synergy.
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Figure 4.3 The NSS hierarchy.
Figure 67: The NSS hierarchy [16, Fig 4.3].

(i) Home Location Register (HLR)

i. A database maintained by the “home” phone company for all of its sub-
scribers.

ii. Store subscriber-specific permanent data

A. User’s service profile

B. Key Ki. It is never transmitted on any interface and is known only to
the HLR and the SIM.

C. Identity (telephone number)

D. Allowed services

iii. Store temporary data such as the user’s current location

iv. Central register for routing to the subscribers

v. In case of a call to a user, the HLR is always first queried, to determine the
user’s current location.

(ii) Visited Location Register (VLR)

i. Responsible for a group of LAs and stores the data of subscribers who are
currently in its area of responsibility.

ii. Store parts of the permanent subscriber data which have been transmitted
from the HLR to the VLR for faster access.

iii. May also assign and store local data such as a temporary identification.

iv. While the HLR is responsible for more static functions, the VLR provides
dynamic subscriber data management.
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v. As the subscriber moves from one location to another, data are passed
between the “old” VLR to the “new” VLR. In this scenario, the old VLR
hands over the related data to the new VLR. There are times when the new
VLR has to request the subscribers HLR for additional data.

(iii) Authentication Center (AuC):

• Generate and store security-related data such as keys used for authentication
and encryption. More specifically, The only major function assigned to the
AuC is to calculate and provide the authentication-triplets.
• For each subscriber, up to five such triplets can be calculated at a time and

sent to the HLR. The HLR, in turn, forwards the triplets to the VLR, which
uses them as input parameters for authentication and ciphering.
• Always implemented as an integral part of the HLR [16, p 32].

(iv) Equipment Identity Register (EIR): Register equipment data rather than sub-
scriber data.

(f) Dedicated Gateway MSCs (GMSCs) pass voice traffic between fixed networks and
mobile networks. Calls originating from or terminating in the fixed network (PSTN)
are handled by a dedicated GMSC.

• Participate in mobility management, communication management and connec-
tions to the other networks.
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Figure 68: GSM system architecture with essential components [9, Fig 3.2]. The cell is
formed by the radio area coverage of a BTS. Several base stations together are controlled
by one BSC. The combined traffic of the mobile stations in their respective cells is routed
through a switch, the MSC. Calls originating from or terminating in the fixed network are
handled by a dedicated GMSC.

11.48. GSM Protocol stack
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(a) Layer 1: PHY layer

(b) Layer 2: data link layer

(c) Layer 3: application layer

(i) radio resources management (RRM) sublayer

(ii) mobility management (MM) sublayer

(iii) call management (CM) sublayer
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Figure 69: GSM protocol stacks [21, Fig 4.65]

11.49. Mobile equipment and users each receive their own internationally unique identi-
fiers.

(a) International Mobile Equipment Identity (IMEI): internationally unique serial num-
ber for mobile radio telephone

(b) International Mobile Subscriber Identity or (IMSI): user’s identity / customer num-
ber, stored on the Subscriber Identity Module (SIM ) card. Assigned to the
subscriber when he registers with the network provider.

(c) Mobile Station ISDN Number (MSISDN): telephone number

(d) Enable a subscriber to use different mobile telephones with the same SIM card.

11.50. MAC layer for General Packet Radio Service (GPRS)

(a) An enhancement of the GSM network architecture to allow MS’s to connect to IP or
other packet networks.
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(b) Channels

(i) Packet random access channel: Used by MS to initiate packet transfer

(ii) Packet data traffic channel: Used to transfer the packet.

(c) Uplink: MS to BS

(i) The station uses slotted ALOHA access to send a reservation request in the
packet random access channel.

(ii) The BS sends a notification to the successful MS indicating a channel allocation
for the packet transmission

(iii) There is contention.

(d) Downlink: BS to MS

(i) BS transmits a notification to MS indicating the channel for a pending packet
transmission.

(ii) MS monitors the indicated channel and receives the packet.

(iii) No contention.

11.6 UMTS (W-CDMA): 3GPP System Release 99

11.51. Universal Mobile Telecommunications System (UMTS)

(a) One of the 3G cell phone technologies.

(b) The most common form uses W-CDMA as the underlying air interface

(c) Standardized by the 3GPP

(d) the European answer to the ITU IMT-2000 requirements for 3G cellular radio systems.

(e) Sometimes marketed as 3GSM, emphasizing the combination of the 3G nature of the
technology and the GSM standard.

11.52. Evolution

(a) At the outset UMTS inherited plenty of elements and functional principles from GSM
and the most considerable new development is the use of wideband radio access. In
3GPP R99 the basis for the UMTS Terrestrial Access Network (UTRAN) is WCDMA
(Wideband Code Division Multiple Access) radio access.

• WCDMA evolved from CDMA, which, as a proven technology, has been used for
military purposes and for narrowband cellular networks, especially in the US.

(b) In 3GPP R4/5 another radio access technology derived from GSM with Enhanced
Data for GSM Evolution (EDGE) is integrated to the system in order to create the
GSM/EDGE Radio Access Network (GERAN) as an alternative to building a UMTS
mobile network.
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11.53. UMTS Network Architecture

(a) UMTS terrestrial radio access network (UTRAN )

• Introduced in UMTS release 1 (Rel. ’99)

• See 11.58.

(b) “GSM–only” mobile stations (MSs) will be connected to the network via the GSM
air (radio) interface (Um).

(c) UMTS/GSM dual-mode user equipment (UE) will be connected to the network
via UMTS air (radio) interface (Uu) at very high data rates

(d) Outside the UMTS service area, UMTS/GSM UE will be connected to the network
at reduced data rates via the Um.

 

BS 

 

BS 

  BSC 

RNC 

PCU 

BSS 

RNS 

MS/UE 

UE 

MSC GMSC 

GGSN SGSN 

Circuit Switched Core Network 

Packet Switched Core Network 

 

PSTN, ISDN 

PDN 

e.g. Internet 

GERAN 

UTRAN 

Uu 

Um 

HLR/AuC/EIR 

Figure 70: UMTS Network (based on [18, Fig 1.3 and 2.5]).
IMT-2000 3G Radio Access Technologies 521

Node B

Node B

Iub

Iub

RNC

RNC

Iur

Air interface

User equipment

Iu-CS

Iu-PS

3G MSC

3G SGSN

Figure 14.5. The WCDMA radio access network architecture

Input
signal

(from RF)

Correlator
Phase
rotator

Delay
Equalizer

Channel
estimator

Code
generators

Finger 1

Finger 2

Finger 3

Timing (Finger allocation)

Matched
filter

I

Q

I

Q

Combiner

I

Q

Figure 14.6. Example WCDMA receiver structure

cost efficient multi-radio network operation. The multi-radio architecture concept will be
further explored in the Section 14.5 of this chapter.

14.3.1.3 WCDMA Receiver Structure

In WCDMA standardisation, the receiver type to be used is not specified. As in the GSM
standards, only minimum performance requirements in particular test cases are specified.
In the case of CDMA, the basic receiver solution, known for over 50 years, is the RAKE
receiver, which is illustrated in Figure 14.6. The receiver consists of multiple fingers,

Figure 71: WCDMA radio access network architecture [15, Fig 14.5]

137



11.54. The Packet Control Unit (PCU) is a late addition to the GSM standard. It
performs some of the processing tasks of the BSC, but for packet data. The allocation of
channels between voice and data is controlled by the base station, but once a channel is
allocated to the PCU, the PCU takes full control over that channel.

The PCU can be built into the base station, built into the BSC or even, in some proposed
architectures, it can be at the SGSN site.

11.55. The core network used for WCDMA/HSPA and LTE is based on an evolution from
the GSM/GPRS core network.

(a) Consists of two distinct domains:

(i) Circuit-Switched (CS) domain with the Mobile Switching Centre (MSC)

• The MSC is used for connecting phone calls to Public Switched Telecom-
munications Networks (PSTN).

• Use the functions from the Integrated Service Digital Network (ISDN) as
switching mechanism.

(ii) Packet-Switched (PS) domain with the Serving GPRS Support Node (SGSN)
and Gateway GPRS Support Node (GGSN).

• Use IP routing.

(b) Common for the two domains is the Home Location Register (HLR)

(i) A database in the home operators network keeping track of the subscribers of
that operator.

(ii) Contains information about subscribed services, current location of the sub-
scribers Subscriber Identity Module (SIM )/UMTS SIM (USIM ) card (that is
in which location and routing area the terminal that the SIM/USIM is attached
to currently is registered to be in), etc.

11.56. RAN = Radio Access Network

11.57. GPRS (General Packet Radio Services)

(a) Used by GSM Mobile phones for transmitting IP packets.

(b) The GPRS Core Network provides mobility management, session management and
transport for Internet Protocol packet services in GSM and WCDMA networks.

(c) GPRS Support Nodes (GSN)

(i) A network node which supports the use of GPRS in the GSM core network

(ii) Gateway GPRS Support Node (GGSN)

i. Interface between the GPRS backbone network and the external packet data
networks (radio network and the IP network).
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ii. Convert the GPRS packets coming from the SGSN into the appropriate
packet data protocol (PDP) format (e.g. IP or X.25) and sends them out
on the corresponding packet data network.

iii. In the other direction, PDP addresses of incoming data packets are con-
verted to the GSM address of the destination user.

iv. Responsible for IP address assignment

v. The default router for the connected UE

vi. Also perform authentication and charging functions

(iii) Serving GPRS Support Node (SGSN)

i. Deliver data packets from and to the mobile stations within its geographical
service area.

ii. Packet routing and transfer, mobility management, logical link manage-
ment, and authentication and charging functions.

11.58. UMTS Terrestrial Radio Access Network (UTRAN)

(a) A subsystem controlling wideband radio access.

(b) Divided into Radio Network Subsystems (RNSs)

• One RNS consists of a set of radio elements (BS or Node B) and their corre-
sponding element (RNC).

(i) NodeB

i. A logical node

ii. Responsible for physical-layer processing such as error-correcting coding,
modulation and spreading, as well as conversion from baseband to the radio-
frequency signal transmitted from the antenna

iii. Handle transmission and reception in one or several cells.

iv. A base station is a possible implementation of a NodeB.

(ii) Radio Network Controller (RNC)

i. Controls multiple NodeBs.

ii. In charge of call setup, quality-of-service handling, and management of the
radio resources in the cells for which it is responsible, the ARQ protocol,
handling retransmissions of erroneous data.

(c) A collective term for the Node-B’s and Radio Network Controllers which make up
the UMTS radio access network.

(d) Uu

(i) The interface used for communication between the NodeB and the UE.

(ii) Equivalently, it is also the open interface between UE and UTRAN.
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(iii) In UMTS, physically realized with WCDMA tecnology.

11.59. The specification of GERAN and its harmonisation with UTRAN is done in 3GPP
R4 and 3GPP R5.

11.60. Radio Resource Control (RRC) protocol.

• Configure PDCP, RLC, MAC, and PHY layer

• Perform admission control, handover decisions, and active set management for soft
handover.

• By setting the parameters of the RLC, MAC, and physical layers properly, the RRC
can provide the necessary QoS requested by the core network for a certain service.

11.61. Radio Link Protocol (RLC)

• Responsible for segmentation of the IP packets into smaller units known as RLC
Protocol Data Units (RLC PDUs) At the receiving end, the RLC performs the cor-
responding reassembly of the received segments.

• handles the ARQ protocol.

11.62. MAC

• Offer services to the RLC in the form of Logical Channels.

• Can multiplex data from multiple logical channels.

• Determine the Transport Format of the data sent to the physical layer. This interface
is specified through so-called Transport Channels over which data in the form of
transport blocks are transferred.

◦ Transport format is the instantaneous data rate used over the radio link

• In each Transmission Time Interval (TTI) one or several transport blocks are
fed from the MAC layer to the physical layer

◦ TTI is the time which the interleaver spans and the time it takes to transmit
the transport block over the radio interface.

◦ A larger TTI implies better time diversity, but also a longer delay. In the first
release, WCDMA relies on TTI lengths of 10, 20, 40, and 80 ms.

◦ HSPA introduces additional 2 ms TTI to reduce the latency.

• To support different data rates, the MAC can vary the transport format between
consecutive TTIs. The transport format consists of several parameters describing
how the data shall be transmitted in a TTI. By varying the transport-block size
and/or the number of transport blocks, different data rates can be realized.

11.63. PHY
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• Perform coding, interleaving, multiplexing, spreading, data modulation, as well as
modulation of the radio-frequency carrier.

• A simplified illustration of the physical layer processing is provided in Figure 73.

• Rate matching by means of puncturing or repetition of the coded bits is used to
fine-tune the code rate.

• For the downlink, QPSK modulation is used, while the uplink uses BPSK.

11.64. On the network side, the MAC, RLC and RRC entities in Release 99 are all located
in the RNC while the physical layer is mainly located in the NodeB. The same entities also
exist in the UE.
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The Radio Link Protocol (RLC) is, among other things, responsible for segmenta-
tion of the IP packets into smaller units known as RLC Protocol Data Units (RLC
PDUs). At the receiving end, the RLC performs the corresponding reassembly of
the received segments. The RLC also handles the ARQ protocol. For packet-data
services, error-free delivery of data is often essential and the RLC can therefore
be configured to request retransmissions of erroneous RLC PDUs in this case.
For each incorrectly received PDU, the RLC requests a retransmission. The need
for a retransmission is indicated by the RLC entity at the receiving end to its peer
RLC entity at the transmitting end by means of status reports.

The Medium Access Control (MAC) layer offers services to the RLC in the form
of so-called Logical Channels. The MAC layer can multiplex data from multiple
logical channels. It is also responsible for determining the Transport Format of
the data sent to the next layer, the physical layer. In essence, the transport format
is the instantaneous data rate used over the radio link and is better understood
once the interface between the MAC and physical layer has been described. This
interface is specified through so-called Transport Channels over which data in
the form of transport blocks are transferred. There are several transport channels
defined in WCDMA; for an overview of those and the allowed mappings of logical
channels to transport channels, the reader is referred to [98].

In each Transmission Time Interval (TTI) one or several transport blocks are fed
from the MAC layer to the physical layer, which performs coding, interleaving,

Figure 72: WCDMA protocol architecture [6, Fig 8.3].

11.65. The first major addition of radio access features to WCDMA is Release 5 with
High Speed Downlink Packet Access (HSDPA) and Release 6 with Enhanced Up-
link. These two are together referred to as HSPA. With HSPA, UTRA goes beyond the
definition of a 3G mobile system and also encompasses broadband mobile data.

11.7 ATM

11.66.

(a) Asynchronous transfer mode

• The reason for the somewhat strange name is that in the telephone system, most
transmission is synchronous (closely tied to a clock), and ATM is not.

(b) A digital switching technology (specify how signals are switched so as to arrive
at their appropriate destinations)

141



Ch08-P372533.tex 11/5/2007 19: 21 Page 135

WCDMA evolution: HSPA and MBMS 135

Transport channel Transport channel

Physical channel

Turbo coding Turbo coding

CRC
attachment

Rate matching Rate matching

Interleaving Interleaving

Multiplexing

Interleaving

Modulation

Spreading

CRC
attachment

Figure 8.4 Simplified view of physical layer processing in WCDMA.

a retransmission. After CRC attachment, the data is encoded using a rate-1/3
Turbo coder (convolutional coding is also supported by WCDMA, but typically
not used for packet-data services). Rate matching by means of puncturing or
repetition of the coded bits is used to fine-tune the code rate and multiple coded and
interleaved transport channels can be multiplexed together, forming a single stream
of bits to be spread to the chip rate and subsequently modulated. For the downlink,
QPSK modulation is used, while the uplink uses BPSK. The resulting stream of
modulation symbols is mapped to a physical channel and subsequently digital-
to-analog converted and modulated onto a radio-frequency carrier. In principle,
each physical channel corresponds to a unique spreading code, used to separate
transmissions to/from different users.

The spreading operation actually consists of two steps: spreading to the chip rate
by using orthogonal channelization codes with a length equal to the symbol time

Figure 73: Simplified view of physical layer processing in WCDMA [6, Fig 8.4].
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• Another switching technology is SS7 (Signaling System 7)

(c) Sometimes called cell relay.

(d) A method for multiplexing and switching that supports a broad range of services.

(e) Developed to combine the attributes of time-division circuit-switched networks and
packet-switches networks.

(f) Statistical TDM

(g) Connection-oriented.

• Connections are often called virtual circuits [33, p 62], in analogy with the
physical circuits used within the telephone system.

• All cells follow the same route to the destination. Cell delivery is not guaranteed,
but their order is.

(h) Convert old circuit-switching methodology into a pseudo packet-switching technology

(i) ATM was much more successful than OSI, and it is now widely used deep within
the telephone system, often for moving IP packets. Because it is now mostly used
by carriers for internal transport, users are often unaware of its existence, but it is
definitely alive and well. [33, p 62]

(j) Most significant application is in broadband ISDN (BISDN)

11.67. Use a short fixed-frame structure called a cell

Leon-Garcia/Widjaja Communication Networks

Header Payload

5 bytes 48 bytes

Figure 9.1

Figure 74: ATM cell [21, Fig 9.1].

(a) Small cell size⇒ reduce queuing delay for high-priority cells in the event of congestion

• Give a finer degree of control over scheduling of packet transmission, since the
shorter packets imply a smaller minimum waiting time until the transmission
line becomes available for the next transmission.

• Make guaranteeing QoS easier

(b) Fixed-size cell ⇒ switched more efficiently because the switch need not look for an
end-of-cell indication.

(c) Simplify the implementation of switches and makes very high speed operation possi-
ble.

(d) HEC = Header error control: 8-bit CRC checksum.
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ATM cell 
header

Payload            
(48 bytes)

Figure 9.7

Figure 75: ATM cell header format [21, Fig 9.7].

• Need to be recomputed at every switch, since the VPI/VCI value changes at
every hop.

11.68. ATM virtual connections

(a) VCC = virtual channel connection

(b) The VCC is established by a chain of local identifiers that are defined during the
connection setup at the input port to each switch between the source and the desti-
nation.

(c) The identifier is locally defined for each input port.

(d) The cells of a specific VCC are identified by a two-part identifier

• Virtual path identifier (VPI): identifier for the virtual path connection (VPC)

• virtual channel identifier (VCI): local identifier for the VCC

(e) These locally identifiers in the cell headers are used to forward cells that arrive at a
switch to the appropriate output port.

(f) At each switch, the VPI/VCI identifiers are used to access tables that specify the
output port and the VPI/VCI identifier that is to be used in the next hop. In this
manner, the chain of identifiers defines a connection across the network.

(g) VCCs that have been bundled into a virtual path have the same VPI, and their cells
are switched in the same manner over the entire length of the virtual path.

• At all switches along the virtual path,

◦ switching is based on the VPI only
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◦ the VCIs are unchanged
◦ the switch does not look at the VCI value

• The VCIs are used and translated only at the end of the virtual path

(h) Cell routing is done in hardware, at high speed.

In fact, the main argument for having fixed-size cells is that it is easy to build hard-
ware routers to handle short, fixed-length cells. Variable-length IP packets have to
be routed by software, which is a slower process.
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Figure 76: ATM Switching [21, Fig 7.37].
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Figure 77: ATM Virtual connections [21, Fig 7.39].

11.69. Hardware can be set up to copy one incoming cell to multiple output lines, a
property that is required for handling a television program that is being broadcast to many
receivers.

11.70. Capability of providing QoS support in a connection-oriented packet network.

11.71. Layers

(a) ATM adaptation layer (AAL)

• Provide different applications with the appropriate support

• Types, classes
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• Conversion of the higher-layer service data units (SDUs) into 48-byte blocks

• Reside in the terminal equipment

• Communicate on an end-to-end basis across the ATM network

(b) ATM layer

• Concern solely with the sequenced transfer of ATM cells in connection set up
across the network

• Add 5-byte header to form the ATM cell

(c) Physical layer

Leon-Garcia/Widjaja Communication Networks
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Figure 78: ATM user plane layer [21, Fig 9.4].

11.72. ATM networks are organized like traditional WANs, with lines and switches
(routers). The most common speeds for ATM networks are 155 Mbps and 622 Mbps,
although higher speeds are also supported.

(a) The 155-Mbps speed was chosen because this is about what is needed to transmit high
definition television. The exact choice of 155.52 Mbps was made for compatibility
with AT&T’s SONET transmission system.

(b) The 622 Mbps speed was chosen so that four 155-Mbps channels could be sent over
it.

(c) Transmission of information at 155 Mbps over SONET or SDH interfaces is the
transfer most associated with ATM.

11.8 The Internet

11.73. The Internet

• Is not a network at all, but a vast collection of different networks that use certain
common protocols and provide certain common services.
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• Unusual because it was not planned by anyone and is not controlled by anyone.

• In the United States, a network access point (NAP) is one of several major
Internet interconnection points that serve to tie all the Internet access providers
together.

• Network layer

(a) the Internet can be viewed as a collection of subnetworks or Autonomous
Systems (ASes) that are interconnected.

(b) Data transport protocol: IP (Internet Protocol)

(c) Control protocols:

(i) ICMP, ARP, and RARP

(ii) Routing protocols OSPF and BGP.

(d) There is no real structure.

(e) Several major backbones exist. Attached to the backbones are regional (mi-
dlevel) networks, and attached to these regional networks are the LANs at many
universities, companies, and Internet service providers. A sketch of this quasi-
hierarchical organization is given in Figure 79.

Leased lines
to Asia A U.S. backbone

Leased
transatlantic

line

Regional 
network

A

IP Ethernet
LAN

C

D

SNA
network

Tunnel

IP token ring LAN

A European backbone

IP router
National
network

HostB

IP Ethernet
LAN

1 2

Fig. 5-52. The Internet is an interconnected collection of many
networks.

Figure 79: The Internet is an interconnected collection of many networks [33, Fig 5-52].

• RFC 1958: Architectural Principles of the Internet

• Communication in the Internet works as follows. The transport layer takes data
streams and breaks them up into datagrams. In theory, datagrams can be up to 64
Kbytes each, but in practice they are usually not more than 1500 bytes (so they fit
in one Ethernet frame). Each datagram is transmitted through the Internet, possibly
being fragmented into smaller units as it goes. When all the pieces finally get to
the destination machine, they are reassembled by the network layer into the original
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datagram. This datagram is then handed to the transport layer, which inserts it into
the receiving process’ input stream.

TCP/IPOSI

Application
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Session

Transport

Network

Data link

Physical
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3

2

1

Application

Transport

Internet

Host-to-network

Not present
in the model

Fig. 1-21. The TCP/IP reference model.
Figure 80: The TCP/IP reference model [33, Fig. 1-21].
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Fig. 1-22. Protocols and networks in the TCP/IP model initially.Figure 81: Protocols and networks in the TCP/IP model initially [33, Fig. 1-22].

11.74. Point-to-Point Protocol (PPP)

(a) A data link protocol commonly used to establish a direct connection between two
nodes over serial cable, phone line, trunk line, cellular telephone, specialized radio
links, or fiber optic links.

(b) Most ISPs use PPP for customers’ dial-up access to the Internet.

11.75. Internet Protocol (IP)

(a) Data transfer protocol

(b) Designed from the beginning with internetworking in mind.

11.76. IPv4

(a) Every host and router on the Internet has an IP address

(b) 32 bits
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(c) Does not actually refer to a host. Really refers to a network interface, so if a host is
on two networks, it must have two IP addresses.

(d) For several decades, IP addresses were divided into the five categories. This allocation
has come to be called classful addressing. It is no longer used.

(i) C: /24

(e) Network numbers are managed by a nonprofit corporation called ICANN (Internet
Corporation for Assigned Names and Numbers) to avoid conflicts. In turn, ICANN
has delegated parts of the address space to various regional authorities, which then
dole out IP addresses to ISPs and other companies.

(f) Network addresses, which are 32-bit numbers, are usually written in dotted decimal
notation. In this format, each of the 4 bytes is written in decimal, from 0 to 255.

(g) Three bears problem

(h) Two-level hierarchy with network numbers and host numbers.

(i) Classless InterDomain Routing (CIDR)

(i) RFC 1519

(ii) Allocate the remaining IP addresses in variable-sized blocks, without regard to
the classes.

11.77. Network Address Translation (NAT )

(a) Described in RFC 3022

(b) Assign each company a single IP address (or at most, a small number of them) for
Internet traffic.

• Within the company, every computer gets a unique IP address, which is used
for routing intramural traffic.

• Violate the architectural model of IP, which states that every IP address uniquely
identifies a single machine worldwide.

(c) Three reserved ranges

(i) Declared as private.

(ii) Companies may use them internally as they wish.

(iii) No packets containing these addresses may appear on the Internet itself.

(iv) 10.0.0.0 - 10.255.255.255/8 (16,777,216 hosts)
172.16.0.0 - 172.31.255.255/12 (1,048,576 hosts)
192.168.0.0 - 192.168.255.255/16 (65,536 hosts)

(d) Address translation is done by a NAT box .
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(i) Mapping problem is fixed by using the 16-bit TCD/UDP’s source/destination
ports.

i. Assume most IP packets carry either TCP or UDP payloads. (Both of these
have headers containing a source port and a destination port.)

ii. This violates fundamental rule of protocol layering (layer k may not make
any assumptions about what layer k + 1 has put into the payload field.)

(ii) The NAT box maintains information (the mapping) for each connection passing
through it. Having the network maintain connection state is a property of
connection-oriented networks, not connectionless ones.

(iii) Whenever an outgoing packet enters the NAT box, the (internal IP) source
address is replaced by the company’s true IP address. In addition, the TCP
Source port field is replaced by an index into the NAT box’s 216-entry translation
table. This table entry contains the original IP address and the original source
port. It is necessary to replace the Source port because connections from two
internal machines may both happen to use the same port number, so the Source
port alone is not enough to identify the sending process.

(iv) When an incoming packet arrives at the NAT box from the ISP, the Source
port in the TCP header is extracted and used as an index into the NAT box’s
mapping table. From the entry located, the internal IP address and original
TCP Source port are extracted and inserted into the packet. The packet is
then passed to the company router for normal delivery using the (internal IP)
address.

11.78. IPv6

(a) 128-bit (16-byte) addresses

(b)

11.79. Internet control protocols

(a) Internet Control Message Protocol (ICMP): report unexpected event

(b) The Address Resolution Protocol (ARP)

(i) RFC 826

(ii) Primarily used to translate IP addresses to Ethernet MAC addresses.

(c) Given an Ethernet address, what is the corresponding IP address?

(i) RARP

(ii) BOOTP

(iii) Dynamic Host Configuration Protocol (DHCP)

11.80. Routing in the Internet
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(a) Interior gateway protocol: routing algorithm within an AS

(i) The original protocol was a distance vector protocol (RIP) based on the Bellman-
Ford algorithm inherited from the ARPANET.

(ii) May 1979: link state protocol

(iii) OSPF (Open Shortest Path First) became a standard in 1990. RFC 2328.

(b) Exterior gateway protocol: algorithm for routing between ASes

(i) Have to worry about politics a great deal. Designed to allow many kinds of
routing policies to be enforced in the interAS traffic.

(ii) Border Gateway Protocol (BGP)

i. Fundamentally a distance vector protocol

ii. Solve the count-to-infinity problem.

iii. Instead of maintaining just the cost to each destination, each BGP router
keeps track of the path used.

iv. Instead of periodically giving each neighbor its estimated cost to each pos-
sible destination, each BGP router tells its neighbors the exact path it is
using.

11.9 Multi Protocol Label Switching (MPLS)

11.81.

(a) Packet-switched

(b) “Layer 2.5 protocol”: Generally considered to lie between traditional definitions of
Layer 2 (data link layer) and Layer 3 (network layer)

(c) Designed to provide a unified data-carrying service for both circuit-based clients and
packet-switching clients

(d) Standardized by IETF in RFC 3031

(e) Application

(i) Can be used to carry many different kinds of traffic, including IP packets, as
well as native ATM, SONET, and Ethernet frames.

(ii) Currently in use in large “IP Only” networks

(iii) In practice, mainly used to forward IP datagrams and Ethernet traffic.

(iv) Major applications of MPLS are Telecommunications traffic engineering and
MPLS VPN.

11.82. Label switching
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 MPLS ATM 

Transport and 
encapsulation 
methods 

Able to work with variable length 
packets. 
Simply adds a label to the header of each 
packet and transmits it on the network. 

Transport fixed-length (53 byte) cells. 
Packets must be segmented, transported 
and re-assembled over an ATM network 
using an adaption layer, which adds 
significant complexity and overhead to 
the data stream. 

Nature of the 
connections 

Connection (LSP)  is uni-directional - 
allowing data to flow in only one 
direction between two endpoints. 
Establishing two-way communications 
between endpoints requires a pair of 
LSPs to be established. Because 2 LSPs 
are required for connectivity, data 
flowing in the forward direction may use 
a different path from data flowing in the 
reverse direction. 

Point-to-point connections (Virtual 
Circuits), on the other hand, are bi-
directinal, allowing data to flow in both 
directions over the same path (bi-
directional are only svc ATM 
connections; pvc ATM connections are 
uni-directional). 

Tunnelling of 
connections 
inside 
connections. 

Use label stacking. 
Can stack multiple labels to form tunnels 
within tunnels. 

Use Virtual Paths. 
VPI and VCI are both carried together in 
the cell header, limiting ATM to a single 
level of tunnelling. 

 

Figure 82: Comparison between MPLS and ATM.

(a) Originally called “tag switching” in Cisco proprietary proposal.

(b) Preappend packets with an MPLS header, containing one or more “labels”. This is
called a label stack.

(c) Do the routing based on the label rather than on the destination address. MPLS-
labeled packets are switched after a Label Lookup/Switch instead of a lookup into
the IP table.

(d) Routing can be done very quickly and any necessary resources can be reserved along
the path.

(e) Labels have only local significance

(f) Two different routers can feed unrelated packets with the same label into another
router for transmission on the same outgoing line. To be distinguishable at the other
end, labels have to be remapped at every hop.

(g) Aggregation

(i) Routers can group multiple flows that end at a particular router or LAN and
use a single label for them.

(ii) The flows that are grouped together under a single label are said to belong to
the same FEC (Forwarding Equivalence Class).

(iii) This class covers not only where the packets are going, but also their service class
because all their packets are treated the same way for forwarding purposes.
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Fig. 5-41. Transmitting a TCP segment using IP, MPLS, and PPP.
Figure 83: Transmitting a TCP segment using IP, MPLS, and PPP.

11.83. MPLS works just below IP, rather than competing with it, and it is an attempt
to do simple traffic engineering in the Internet. Only recently has MPLS started getting
sizable deployment with some backbone carriers.

11.10 Voice over IP (VoIP)

11.84. Also known as Internet telephony.

11.85. H.323

(a) “Visual Telephone Systems and Equipment for Local Area Networks Which Provide
a Non-Guaranteed Quality of Service”

(b) More of an architectural overview of Internet telephony than a specific protocol

G.7xx

RTP

RTCP H.225
(RAS)

IP

UDP

ControlSpeech

TCP

Data link protocol

Physical layer protocol

Q.931
(Call

signaling)

H.245
(Call

control)

Fig. 7-65. The H.323 protocol stack.Figure 84: H.323 Protocol Stack [33, Fig. 7-65].

11.86. SIP. See Section 11.11.

11.87. Some facts:
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Fig. 7-69. Comparison of H.323 and SIP

Figure 85: Comparison of H.323 and SIP
The Big Picture

SIP Presentation, Henning Schulzrinne
Figure 86: The Big Picture [SIP Presentation, Henning Schulzrinne]
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(a) The so-called IM services provided by large Internet companies, such as AOL, Apple,
Google, IBM, Microsoft, Skype (not SIP-based), and Yahoo!, actually carry at present
most of the public VoIP traffic between end users around the globe [31].

(b) Since 2004, Skype (which is based on P2P VoIP, IM, and presence) has also become
by far the dominant VoIP provider worldwide.

11.11 Session Initiation Protocol (SIP)

11.88. Session Initiation Protocol (SIP)

(a) Application-layer control (signaling) protocol

(b) Support the setup (creating), management (modifying), and teardown (terminating)
of multimedia sessions.

• SIP just handles setup, management, and termination of sessions. Other proto-
cols, such as RTP/RTCP, are used for data transport.

(c) Can be used to create two-party (ordinary telephone calls), multiparty (where ev-
eryone can hear and speak), or multicast (one sender, many receivers) sessions that
include VoIP, multimedia distribution, and multimedia conferences

(d) RFC 2543, later superceded by RFC 3261

(e) Designed to be independent of the underlying transport layer; it can run on TCP,
UDP, or SCTP.

• SIP – UDP – IP is common

(f) In November 2000, SIP was accepted as a 3GPP signaling protocol and permanent
element of the IMS architecture.

(g) Widely used as a signaling protocol1 for Voice over IP, along with H.323 and others.

(h) Process begins with a SIP Invite

(i) Use email-style addresses to identify users

• Define telephone numbers as URLs, so that Web pages can contain a clickable
links to them (the same way that “mailto” scheme allows a click on a link to
bring up a program to send an e-mail message).

• Example: sip:username@ece.cornell.edu

(j) Text-based protocol (ASCII text) modeled on HTTP.

(k) Has been adopted by practically all public VoIP service providers for wired and
wireless communications. [31]

1It is a protocol used to identify signaling encapsulation. Signaling is used to identify the state of
connection between telephones or VoIP terminals.
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11.89. SIP Methods (Messages, request types)

(a) SIP messages are a negotiation of the structure of the conversation to take place.

(b) INVITE, ACK, BYE, CANCEL, REGISTER, OPTIONS

(c) The offer and response are part of a standardized SDP

(d) Responses in SIP are numerical. Many response codes have been borrowed from
HTTP.

• The response code 404 Not Found is reminiscent of web browser error codes.

(e) SIP requests and responses are composed of either the request method or response
code, then a list of fields (called headers), which are similar to the headers in an e-
mail message. In fact some (such as To, From, Subject, and Date) have an identical
meaning.

11.90. Connection setup is done using a three-way handshake (INVITE/200/ACK)

(a) INVITE:

(i) Used to create sessions

(ii) Caller either

i. Create a TCP connection with the callee and sends an INVITE message
over it

ii. Sends the INVITE message in a UDP packet.

(iii) Carry session descriptions

i. Listing of various media formats

ii. IP addresses and ports that the client is willing to use

(iv) The headers on the second and subsequent lines describe the structure of the
message body, which contains the caller’s capabilities, media types, and formats.

(v) Allow participants to agree on a set of compatible media types.

(b) OK:

(i) Callee responds with an HTTP-type three-digit number reply code

• 200 = acceptance

(ii) Callee also may supply information about its capabilities, media types, and
formats

(iii) Response may have acceptance or rejection of each of the offered formats

(c) ACK from Caller to confirm that a session has been initiated

11.91. Media Negotiation
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Figure 2.1 Basic SIP

Table 2.3 SIP Operations in a Nutshell

FUNCTION DESCRIPTION COMMENTS

Discovery of destina- Get SIP URI out of band: Basic SIP requires no SIP 
tion address address book, business card, servers, as shown in Figure

e-mail, phone call. The URI 2.1.
requires several DNS lookups.

Query the DNS for the IP address. RFC 3261 specifies SIP 
This allows the IP address to servers are optional.
change.

Single domain: Query a central This is the model for the IP 
SIP proxy server to determine PBX or most public VoIP 
the destination IP address. service providers (VISP).
This triangle model was first 
used in RFC 2543.

Inter-domain: The query passes The trapezoid model will 
to an outgoing SIP proxy and a support session setup 
remote incoming SIP proxy. The between different Internet 
trapezoid model is based on domains.
RFC 3261.

INVITE
Caller

1. Discovery of remote address

2. Setting up the session

Query another
SIP peer node in
P2P SIP.

Query chain of
SIP proxy
servers (service
providers).

Query one SIP
proxy server
(PBX).

Query DNS
for IP address.

Get URI of destination
out of band:
•  Business card
•  E-mail
•  Phone call

Called

Caller IP/port for media and codec choices

200 OK

ACK

RTP media packets

Caller IP/port for media and selected codec

180 Ringing (or 183 Session Progress)

16 Chapter 2

05_776572 ch02.qxp  6/5/06  9:36 PM  Page 16

Figure 87: Basic SIP [31, Fig 2.1]. A successful session setup between two SIP phones
involving an INVITE, two provisional responses (100 Trying and 180 Ringing), and a final
response (200 0K), which receives an ACK.

(a) SIP itself does not provide the media negotiation, but it enables media negotiation
to occur between the user agents using the SDP.

(b) Offer-answer model

(i) One user agent proposes one or more media types, and the other user agent
either accepts or declines each media session in a response.

(ii) Usually, the offer is made in the initial INVITE by the caller, and the response
is carried in the 200 OK.

(c) In the SDP body attached to the SIP header, the user agents specify the media type,
codec, IP address, and port number for each media stream.

11.92. Proxy servers

(a) Help

(i) Route requests to the user’s current location

(ii) Authenticate and authorize users for services

(iii) Implement provider call-routing policies

(iv) Provide features to users

(b) Registration function (provided by SIP) allows users to upload their current locations
for use by proxy servers.
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Session Termination and Cancellation

Session termination and cancellation are two separate operations in SIP but are
often confused. Session termination occurs when either user agent sends a BYE
referencing an existing call leg (that is, a session successfully established using
the INVITE/200/ACK exchange). This is shown in the example of Figure 6.5

Session cancellation occurs when a user agent ends a call prior to the call
setup completing and the call being established. The reader can think of the
analogy to the action of the cancel button on the browser. In this scenario, a
user agent that has sent an INVITE, but has not yet received a final response
(2xx, 3xx, 4xx, 5xx, or 6xx), sends a CANCEL request. A CANCEL can also be
originated by a proxy to cancel individual legs in a forking proxy or parallel
search. 

While INVITE and BYE are end-to-end methods, CANCEL is an example of a
SIP request that is a hop-by-hop request. A proxy receiving a CANCEL request
immediately responds with a 200 OK response, then proxies the CANCEL on to
the same set of destinations to which the original INVITE was sent.

Figure 6.5 Session termination example using BYE

SIP User Agent

1  INVITE

BYE tears down
an existing 
media session.

SIP User AgentProxy Server

8  ACK
9  ACK

2  INVITE

13  200 OK

10  BYE
11  BYE

Media Session

3  100 Trying
4  180 Ringing

6  200 OK

12  200 OK

5  180 Ringing

7  200 OK

No More Media Session

116 Chapter 6

09_776572 ch06.qxp  6/5/06  9:37 PM  Page 116

Figure 88: Use a proxy with SIP [31, Fig 6.5].

11.93. Session Description Protocol (SDP)

(a) RFC 2327

(b) Describe multimedia sessions for the purposes of session announcement, session invi-
tation, and other forms of multimedia session initiation

(c) Is rather a session description format than a protocol.

(d) Text-based description language

(e) May offer several different voice compression options to a prospective user.

11.94. Remarks

(a) Skype is using proprietary protocol (for Skype to Skype communication) and not
supporting SIP. Part of their “excuse” for using a proprietary protocol was that it
was needed in order for NAT traversal of firewalls.

• For Skype to SkypeIn/SkypeOut SIP is used, as this is required for PSTN in-
terconnection.

A Computational Complexity Theory

A.1. Introduction:
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(a) Computational complexity theory: an investigation of the time, memory, or other
resources required for solving computational problems.

(b) Theory of “intractability”: techniques for showing problems not to be solvable in
polynomial time [17, p 413].

(c) Turing Machine (TM)

• A finite state machine having an infinite read-write tape.

• The standard computer model in computability theory [4]

• Introduced by Alan Turing in 1936

• Churchs Thesis : The Turing Machine as a model of computation is equivalent
to any other model for computation. (Here we may think of a “model” naively
as a simplified mathematical description of a computer system.)

◦ Although the model was introduced before physical computers were built,
Turing Machines are realistic models for simulating the running of algo-
rithms, and they provide a powerful computational model.

◦ However, a Turing Machine is not meant to be a practical design for any
actual machine but rather is a sufficiently simple model to allow us to prove
theorems about its computational capabilities while at the same time being
sufficiently complex to include any digital computer irrespective of imple-
mentation.

(i) Deterministic TM (DTM)

• Even though a DTM has only a single sequential tape and can perform
only a very limited amount of work in a single step, a DTM program can be
designed to perform any computation that can be performed on an ordinary
computer, albeit more slowly.

(ii) Nondeterministic TM (NTM)

• Intuition 1: The machine is the “luckiest possible guesser”; it always picks
the transition which eventually leads to an accepting state, if there is such
a transition.

• Intuition 2: The machine “branches” into many copies, each of which follows
one of the possible transitions. Whereas a DTM has a single “computation
path” that it follows, a NTM has a “computation tree”.

• Has the ability to pursue an unbounded number of independent computa-
tional sequences in parallel.

(d) Assume P 6= NP

• Assume the class of problems that can be solved by NTM’s operating in poly-
nomial time includes at least some problems that cannot be solved by DTM’s
operating in polynomial time (even if we allow a higher degree polynomial for
the deterministic TM).
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• Unproved, but strongly believed. One of the most interesting and important
questions in cryptologic theory today is whether there are NP problems that
are not P problems.

A.2. A Turing machine M is said to be of time complexity T (n) [or to have “running
time T (n)”] if whenever M is given an input w of length n. M halts after making at most
T (n) moves, regardless of whether or not M accepts.

A.3. Polynomial-time algorithms: Algorithms whose complexity can be expressed as a
polynomial in the size of the problem [7, p 525].

A.4. Exponential time algorithms:

• Most exponential time algorithms are merely variations on exhaustive search, whereas
polynomial time algorithms generally are made possible only through the gain of some
deeper insight into the structure of a problem.

• There is wide agreement that a problem has not been “well-solved” until a polynomial
time algorithm is known for it.

• We shall refer to a problem as intractable if it is so hard that no polynomial time
algorithm can possibly solve it.

A.5. An example of a function between the polynomials and exponentials is nlog n,

A.6. A decision problem is one whose solution is either “yes” or “no”. Formally, a
decision problem Π consists simply of

(a) a set DΠ of instances and

(b) a subset YΠ ⊂ DΠ of yes-instances.

The standard format for specifying problems consists of two parts.

(a) Specify a generic instance of the problem in terms of various components, which are
sets, graphs, functions, numbers, etc., and

(b) State a yes-no question asked in terms of the generic instance.

• An instance belongs to DΠ if and only if it can be obtained from the generic instance
by substituting particular objects of the specified types for all the generic components.

• The instance belongs to YΠ if and only if the answer for the stated question, when
particularized to that instance, is “yes”.

Remarks:

(a) A decision problem can be derived from an optimization problem.
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(i) If the optimization problem asks for a structure of a certain type that has mini-
mum “cost” among all such structures, we can associate with that problem the
decision problem that includes a numerical bound B as an additional parameter
and that asks whether there exists a structure of the required type having cost
no more than B

(ii) Decision problems can be derived from maximization problems in an analogous
way, simply by replacing “no more than” by “at least”.

(iii) So long as the cost function is relatively easy to evaluate, the decision problem
can be no harder than the corresponding optimization problem.

A.7. Class P

(a) Class of problems solvable in polynomial time by DTM.

(b) The class made up of all polynomial-time algorithms [7, p 525].

(c) Class of problems that can be solved with one processor in polynomial time [7, p 531].

(d) A class P problem can be given to a computer and an answer obtained from the
machine within some given and reasonable period of time.

(e) The complement of problems in P are also in P .

A.8. Nondeterministic algorithm.

(a) Composed of two separate stages

(i) Guessing stage

(ii) Checking stage

(b) Given a problem instance I, the first stage merely “guesses” some structure S. We
then provide both I and S as inputs to the checking stage, which proceeds to compute
in a normal deterministic manner.

(c) A nondeterministic algorithm that solves a decision problem Π is said to operate in
“polynomial time” if there exists a polynomial p such that, for every instance I ∈ YΠ,
there is some guess S that leads the deterministic checking stage to respond “yes”
for I and S within time p(Length[I]).

• Notice that this has the effect of imposing a polynomial bound on the “size” of
the guessed structure S, since only a polynomially bounded amount of time can
be spent examining that guess.

A.9. Polynomial time nondeterministic algorithm

(a) Basically a definitional device for capturing the notion of polynomial time verifiability,
rather than a realistic method for solving decision problems. Instead of having just
one possible computation on a given input, it has many different ones, one for each
possible guess.
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(b) There is another important way in which the “solution” of decision problems by
nondeterministic algorithms differs from that for deterministic algorithms: the lack
of symmetry between “yes” and “no.” Although membership in P for a problem Π
implies membership in P for its complement, the analogous implication is not known
to hold for NP .

(i) If the problem “Given I, is X true for I?” can be solved by a polynomial time
(deterministic) algorithm, then so can the complementary problem “Given I, is
X false for I ?”

(ii) It is not at all obvious that the same holds true for all problems solvable by
polynomial time nondeterministic algorithms.

A.10. Class NP

(a) Class of problems solvable in polynomial time by NTM.

(b) Class of problems that can be solved in polynomial time with as many processors as
desired [7, p 531].

(c) The class NP is defined informally to be the class of all decision problems Π that, un-
der reasonable encoding schemes, can be solved by polynomial time nondeterministic
algorithms [11, p 29].

(d) Class P problems are also in Class NP .

A problem that can be solved in polynomial time on a deterministic machine can also
be solved, by eliminating the guessing stage, on a nondeterministic Turing Machine.

(e) Class NP problems are those that can be solved by a non-deterministic computer
(that is, one that does not yet exist). The technique used to solve NP problems is
searching.

(f) Polynomial time “verifiability” (which does not imply polynomial time solvability.):
Think of these problems as those for which the correctness of a guess at an answer
to a question can be proven in polynomial time.

(g) Examples

(i) Traveling salesperson: Given a set of n nodes,
(

n
2

)
numbers dij denoting the

distances between all pairs of nodes, and a number k, decide if there is a closed
circuit (i.e., a “salesperson tour”) that visits every node exactly once and has
total length at most k. The certificate is the sequence of nodes in the tour.

(ii) Subset sum: Given a list of n numbers a1, . . . , an and a number S, decide if
there is a subset of the numbers that sums up to s. The certificate is the list of
members in this subset.
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(iii) Linear programming: Given a list of m linear inequalities with rational coeffi-
cients over n variables u1, . . . , un (a linear inequality has the form a1u1 + a2u2 +
. . .+anun ≤ b for some coefficients a1, . . . , an, b), decide if there is an assignment
of rational numbers to the variables u1, . . . , un that satisfies all the inequalities.
The certificate is the assignment.

(iv) Integer programming: Given a list of m linear inequalities with rational coeffi-
cients over n variables u1, . . . , um, find out if there is an assignment of integer
numbers to u1, . . . , un satisfying the inequalities. The certificate is the assign-
ment.

(v) Composite numbers: Given a number n decide if n is a composite (i.e., non-
prime) number. The certificate is the factorization of n.

• The problem of deciding whether a number n is a prime number is then in
the class co-NP . In fact, this problem is also in NP [27].
• AKS “PRIMES is in P”: There exists an unconditional deterministic poly-

nomial time algorithm to test if an input number is prime or not [1].

(vi) Factoring: Given three numbers N, L, U decide if N has a factor M in the
interval [L, U ]. The certificate is the factor M .

(vii) Connectivity: Given a graph G and two vertices s, t in G, decide if s is connected
to t in G. The certificate is the path from s to t.

(h) If Π ∈ NP , then there exists a polynomial p such that Π can be solved by a deter-
ministic algorithm having time complexity O(2p(n)).

(i) Co-NP : Problems that can be disproved or for which a no answer can be guessed
in polynomial time are said to be in Co-NP . In other words, Co-NP consists of the
problems whose complement is in NP .

• The complement of “Is n ∈ N composite?” is “Is n ∈ N prime?”.

• It is generally held that NP 6= Co-NP , but this has not been proved. [24, p 72]

A.11. Polynomial time reducibility: reductions for which the required transformation can
bc executed by a polynomial time algorithm

A.12. NP-complete problems: A class of problems within Class NP that has the
property that if a polynomial time solution with one processor can be found for any member
of the class, such a solution exists for every member of the class [7, p 531].

• “The hardest problems in NP” [11, p 37].

(a) If any single NP-complete problem can be solved in polynomial time, then all
problems in NP can be so solved.

(b) If any problem in NP is intractable, then so are all NP-complete problems.

• Even without a proof that NP-completeness implies intractability, the knowledge
that a problem isNP-complete suggests, at the very least, that a major breakthrough
will be needed to solve it with a polynomial time algorithm. [11, p 14]
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• One proves a new problem to be NP-complete by polynomially reducing a known
NP-complete problem to it.

• Suppose we have an NP-complete problem Π.

(a) If P ∈ NP , then Π ∈ NP \ P.

(b) Π ∈ P if and only if P = NP .

• Cook’s theorem (Cook–Levin theorem)

(a) The Boolean satisfiability (SAT) problem is NP-complete.

(b) The “first” NP-complete problem

(c) An instance of the Boolean satisfiability problem is a Boolean expression that
combines Boolean variables using Boolean operators. An expression is satisfiable
if there is some assignment of truth values to the variables that makes the entire
expression true.

• Example:

◦ The classical NP-complete problem: the Traveling Salesman Problem: A travel-
ing salesman wants to visit n ∈ N cities. Is there a round trip that he can map
out that allows him to visit each city exactly once?

A.13 (Ladners Theorem). If P 6= NP then there are languages that are neither in P
nor NP-complete. http://upload.wikimedia.org/wikipedia/en/a/a0/P_np_np-complete_np-hard.svg

1 of 1 11/4/2007 9:33 PMFigure 89: Venn diagram for P , NP , NP-complete, and NP-hard set of problems

A.14. Experience has shown that the dividing line between problems that can be solved
in polynomial time and those that require exponential time or more is quite fundamental.
Practical problems requiring polynomial time are almost always solvable in an amount of
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time that we can tolerate, while those that require exponential time generally cannot be
solved except for small instances [17, p 413].

Example A.15. TRAVELING SALESMAN

(a) INSTANCE: A finite set C = {cl, c2, . . . , cm} of “cities”, a “distance” d(ci, cj) ∈ N
for each pair of cities ci, cj ∈ C, and a bound B ∈ N (where N denotes the strictly
positive integers).

(b) QUESTION: Is there a “tour” of all the cities in C having total length ≤ B, that is,
an ordering < cπ(1), cπ(2), . . . , cπ(m) > of C such that(

m−1∑
i=1

d(cπ(i), cπ(i+1))

)
+ d(cπ(m), cπ(1)) ≤ B?

(c) There is no known polynomial time algorithm for solving this problem. However,
suppose someone claimed, for a particular instance of this problem, that the answer
for that instance is “yes”. If we were skeptical, we could demand that they “prove”
their claim by providing us with a tour having the required properties. It would
then be a simple matter for us to verify the truth or falsity of their claim merely by
checking that what they provided us with is actually a tour and, if so, computing its
length and comparing that quantity to the given bound B. Furthermore, we could
specify our “verification procedure” as a general algorithm that has polynomial time
complexity.

(d) Complement of the problem: Given a set of cities, the intercity distances, and a
bound B, is it true that no tour of all the cities has length B or less?

(i) There is no known way to verify a “yes” answer to this problem short of exam-
ining all possible tours (or a large proportion of them).

(ii) In other words, no polynomial time nondeterministic algorithm for this comple-
mentary problem is known.

B Number Theory

B.1. Prime and composite

(a) An integer a > 1 whose only divisors are the trivial divisors 1 and a is said to be a
prime number (or, more simply, a prime).

• The first 20 primes, in order, are 2, 3, 5, 7, 11, 13, 17, 19, 23, 29, 31, 37, 41, 43,
47, 53, 59, 61, 67, 71.

(b) An integer a > 1 that is not prime is said to be a composite number (or, more
simply, a composite).

(c) The integer 1 is said to be a unit and is neither prime nor composite.
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B.2. (ab) mod n = ((a mod n)(b mod n)) mod n

Example B.3. 1723 = 171617417217. Now

172 (mod 55) = 14.

Then we continue with
174 = (172)2 ≡ 142 = 4046 ≡ 31.

Similarly,
178 = (174)2 ≡ 312 = 961 = 26,

and
1716 = (178)2 = 262 = 676 ≡ 16.

Finally, we can write

1723 = 171617417217 ≡ (16)(31)(14)(17) ≡ 18.

B.4. Fermat’s little theorem (not to be confused with Fermat’s last theorem)

(a) If p is a prime number, then for any integer a, then

ap ≡ a (mod p); (5)

that is (ap − a) will be divisible by p.

(b) If p is a prime and a is an integer coprime to p, then

ap−1 ≡ 1 (mod p); (6)

that is (ap−1 − 1) will be divisible by p.

B.5. Euler’s theorem (also known as the Fermat-Euler theorem, Euler’s totient theorem,
or Euler Fermat Identity): If n is a positive integer and a is coprime (relatively prime) to
n (that is gcd(n, a) = 1), then

aφ(n) ≡ 1 (mod n)

• A generalization of Fermat’s little theorem. If p is a prime number, then φ(p) = p−1
and we have (6).

Definition B.6. GCD (i, t)

≡ the greatest common divisor of i and t

≡ the largest positive integer m such that m |i and m |t .

B.7. Two integers a, b are said to be relatively prime if their only common divisor is
1, that is, if gcd(a, b) = 1.

B.8. Properties of gcd
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(a) For any integers a1, a2, and b, if gcd(ai, b) = 1, then gcd(a1a2, b) = 1.

Proof. We can write aisi + bti = 1. The product is

(a1s1 + bt1) (a2s2 + bt2) = (a1a2) (s1s2) + b ((a1s1) t2 + t1 (a2s2 + bt2)) = 1.

(b)

B.9. b| ax⇒ b
gcd(a,b)

∣∣∣ x
Proof. b| ax ⇒ ax

b
∈ N. Let a = k1 gcd (a, b), and b = k2 gcd (a, b), with gcd (k1, k2) = 1.

Then, ax
b

= k1x
k2

= k1x
k2
∈ N. But gcd (k1, k2) = 1; hence, k2|x.

B.10. (q − 1)| (qm − 1) .

B.11. For a prime p, gcd
(
pk1 , pk2 − 1

)
= 1. Also, if a| pk2 − 1, gcd

(
pk1 , pk2 − 1

)
= 1.

Proof. Having pk1 implies gcd =pk0 , k0 ≤ k1, k2. To have pk2−1
pk0

= pk2−k0 − 1
pk0
∈ N, k0 has

to be 0.
(Remark: To see that k0 ≤ k2, note that pk2 ≥ pk2 − 1 ≥ pk0 .)

B.12. a |b , a |cd , gcd (b, c) = 1⇒ a |d .

Proof. Let x 6= 1 be any factor of a. Then x |a . This implies x |b . Now, if x |c , then x is a
common divisor of b and c, which contradicts gcd (b, c) = 1. So, not factor of a is in c. To
have a |cd , we must have all factors of a in d.

Alternative proof. gcd (a, b) = 1 ⇒ ∃s, t ∈ D sa + tb = 1. a| (bc) ⇒ bc = aq for some
q ∈ D. sa + tb = 1⇒ sac + tbc = c⇒ sac + taq = c⇒ a (sc + tq) = c.

B.13. p
∣∣(p

k

)
for all k ∈ {1, 2, 3, . . . , p− 1} and for all prime integers p.

Proof.
(

p
k

)
= p(p−1)(p−2)···(p−k+1)

k(k−1)(k−2)···(2)(1)
is always an integer. Since p is prime, none of the integers

k, (k − 1) , . . . , 3, 2 are divisors of p.
(

p
k

)
is thus a multiple of p.

B.14. The following equivalently defines the Euler φ function (Euler totient func-
tion) evaluated at an integer t = φ (t).

EP1. The number of integers in the set {1, . . . , t− 1} that are relatively prime to t (i.e.,
share no common divisors other than one.)

EP2. |{1 ≤ i < t |gcd (i, t) = 1}|

EP3. t
∏

prime p
1<p<t

p|t

(
1− 1

p

)
; φ (1) = 1.
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In particular, by the fundamental theorem of arithmetic, we can write t in the form
pα1

1 · · · pαn
n where the pj are distinct primes, then

φ(t) = φ (pa1
1 pa2

2 · · · pan
n ) = pa1−1

1 (p1 − 1) pa2−1
2 (p2 − 1) · · · pan−1

n (pn − 1) (7)

= pa1
1 pa2

2 · · · pan
n

(
1− 1

p1

)(
1− 1

p2

)
· · ·
(

1− 1

pn

)
(8)

This is an Euler product and is often written as

φ(t) = t
∏
p|t

(
1− 1

p

)
(9)

as given above. From (7) and (9), the following properties are straightforward.

(a) φ(t) > 0 for positive t.

(b) If p is a prime, then

• φ (p) = p− 1, and

• φ (pm) = pm−1 (p− 1).

Of course, the first property is easy to see from EP1 by the definition of a prime
number.

(c) If p1 and p2 are distinct prime, then

• φ (p1 · p2) = φ (p1) φ (p2) = (p1 − 1) (p2 − 1)

• φ (pm
1 pn

2 ) = pm−1
1 pn−1

2 (p1 − 1) (p2 − 1)

In fact, if m and n are coprime then φ(mn) = φ(m)ϕ(n).

B.15. Chinese remainder theorem [5, Theorem 31.27]: Let n = n1n2 · · ·nk where the
ni are pairwise relatively prime. Consider the correspondence

a↔ (a1, a2, . . . , ak), (10)

where a ∈ Zn, ai ∈ Zni
, and ai = a mod ni for i = 1, 2, . . . , k. Then, mapping (10) is a

one-to-one correspondence (bijection) between Zn and the Cartesian product Zn1 × Zn2 ×
· · · × Znk

.

Proof. Transforming between the two representations is fairly straightforward.

(a) “⇒” is easy because ai = a mod ni.

(b) Let mi = n
ni

=
∏

j 6=i nj. Note that GCD(mi, ni) = 1. Using the extended Euclidean
algorithm, we can write simi + tini = 1. Let ci = simi. Then a =

∑
i aici (mod n).

To see this, note that for j 6= i, nj is a factor in mi and thus also in ci. Therefore,

ci ≡ mi ≡ 0 (mod nj). (11)

168



Also, because ci + tini = 1,
ci ≡ 1 (mod ni). (12)

Hence,

a
(11)
≡ aici

(12)
≡ ai (mod ni).

Note also that for any x, we have x mod ni = (x mod n) mod ni because ni is a factor
of n.

Furthermore, operations performed on the elements of Zn can be equivalently performed
on the corresponding k-tuples by performing the operations independently in each coordi-
nate position in the appropriate system. That is, if

a↔ (a1, a2, . . . , ak),

b↔ (b1, b2, . . . , bk),

then
(a + b) mod n↔ ((a1 + b1) mod n1, . . . , (ak + bk) mod nk)) ,

(a− b) mod n↔ ((a1 − b1) mod n1, . . . , (ak − bk) mod nk)) ,

(ab) mod n↔ ((a1b1) mod n1, . . . , (akbk) mod nk)) .

There are two important corollaries. Suppose n1, n2, . . . , nk are pairwise relatively prime
and n = n1n2 · · ·nk. Then

(a) For any integers a1, a2, . . . , ak , the set of simultaneous equations x ≡ ai (mod ni),
for i = 1, 2, . . . , k, has a unique solution modulo n for the unknown x [5, Cor. 31.28].

(b) For all integers x and a,
x ≡ a (mod ni)

for i = 1, 2, . . . , k if and only if

x ≡ a (mod n)

[5, Cor. 31.29].

B.1 Euclidean Domains

B.16. A Euclidean domain is a set D with two binary operations “+” and “·” that satisfy
the following:

(a) D forms a commutative ring with identity.

(b) Cancelation: if ab = bc, b 6= 0, then a = c.

(c) Every element a ∈ D has an associated metric g(a) such that

(i) g(a) ≤ g (a · b) for all nonzero b ∈ D.
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(ii) For all nonzero a, b ∈ D, g(a) > g(b), there exist q and r such that a = qb + r
with r = 0 or g(r) < g(b).

• q is called the quotient and r the remainder .

• g(0) is generally taken to be undefined, though a value of -∞ can be assigned if
desired.

Example B.17. Examples of Euclidean Domains
The ring of integers under addition and multiplication with metric g(n) = |n| (absolute
value).
GF (q) [x]: the ring of polynomials over a finite field with metric g (f (x)) = deg (f (x)).

Definition B.18 (GCD).

(a) a is said to be a divisor of b (written a|b) if there exists c ∈ D such that a · c = b.

(b) An element a is said to be a common divisor of a collection of elements {b1, b2, . . . , bn}
if a|bi for i = 1, . . . , n.

(c) If d is a common divisor of the {bi} and all other common divisors are less than d,
then d is called the greatest common divisor (GCD) of the {bi}.

• g is a GCD of a and b if and only if g is a common divisor of a and b, and ∀d common
divisor of a and b, d| g.

• GCD (a, b, c) = GCD (GCD (a, b) , c) .

B.2 Euclid’s Algorithm

Euclid’s algorithm is a very fast method for finding the GCDs of sets of elements in Eu-
clidean domains.

B.19. Euclid’s Algorithm

(a) Let a, b be a pair of elements contained in a Euclidean domain D, where g(a) > g(b)

(b) Let the indexed variable ri take on the initial values r−1 = a and r0 = b.

(c) Proceed by using the following recursion formula

If ri−1 6= 0, the define ri using ri−2 − qiri−1 = ri where g (ri) < g (ri−1).

Repeat until ri = 0.

(d) If ri = 0, then ri−1 = GCD (a, b).
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(e) Recursive system of equations:

a = q1b + r1, 0 < r1 < b

b = q2r1 + r2, 0 < r2 < r1

r1 = q3r2 + r3, 0 < r3 < r2

...
...

rn−2 = qnrn−1 + rn, 0 = rn < rn−1

Example B.20.
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x x x x x x

x x x

        

      

    

 

 5 3 4 2
GCD 1, 1 1x x x x x x x         

B.21. In a Euclidean domain, the remainder ri will always take on the value zero after a
finite number of steps.

• The worst case: Euclid’s algorithm requires a maximal number of steps to complete
when a and b are consecutive Fibonacci numbers.

B.22. Bézout’s identity or Bézout’s lemma : If a and b are nonzero integers with
GCD(a, b) = d, then there exist integers s and t (called Bézout numbers or Bézout coeffi-
cients) such that

as + bt = d.

(a) d is the least positive integer for which there are integer solutions s and t for the
preceding equation.

(b) The Bézout numbers s and t can be determined with the extended Euclidean algo-
rithm described in B.24. However, they are not unique. If one solution is given by
(s, t), then there are infinitely many solutions. These are given by{(

s +
kb

GCD(a, b)
, t− ka

GCD(a, b)

)∣∣∣∣ k ∈ Z
}

.

B.23. Generalized Bézout’s identity : If B = {b1, b2, . . . , bn} is any finite subset of
elements from a Euclidean domain D, then B has a GCD d which can be expressed as a
linear combination

∑
k

λkbk, where the coefficients {λi} ⊂ D.
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• For integers, the GCD d is in fact the smallest positive integer which satisfy the above
existence-of-linear-combination property.

B.24. The Extended Version of Euclid’s Algorithm

(a) We wish to find s and t such that GCD (a, b) = sa + tb.

(b) A set of indexed variables {ri, si, ti} is given the following initial conditions:

r−1 = a, r0 = b, s−1 = 1, s0 = 0, t−1 = 0, t0 = 1.

(c) Proceed by using the following recursion formula

(i) If ri−1 6= 0, then define ri using ri = ri−2 − qiri−1, g (ri) < g (ri−1).

• ri−2 = qiri−1 + ri

(ii) Compute si using si−2 − qisi−1, where qi is from above.

(iii) Compute ti using ti = ti−2 − qiti−1.

Repeat until ri = 0.

(d) At this point ri−1 = GCD (a, b) and si−1a + ti−1b = ri−1.

(e) Recursive system of equations:

i ri qi si ti
-1 a - 1 0
0 b - 0 1
1 r1 q1 1 −q1

2

GCD (a, b) s t
0

(f) Remark:

(i) For all j, sja + tjb = rj. This also serve as good check points.

• Of course, GCD (a, b) = sa + tb.

(ii) a = bq1 + r1 ,
s1 = s−1 − q1s0 = 1− q10 = 1,
t1 = t−1 − q1t0 = 0− q11 = −q1.

(iii) Observe that the initial conditions for si and ti is the identity matrix

[
1 0
0 1

]
.

B.25. If B = {b1, b2, . . . , bn} is any finite subset from a Euclidean domain D, then B
has a gcd d which can be expressed as a linear combination

∑
k λkbk where the coefficients

{λi} ⊂ D.
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• In fact, let S = {
∑

λkbk : {λi} ⊂ D}. Let d be the element in S with the smallest
metric (g (d)). Then, d is the GCD of the elements in B.

Proof. First, by definition, d ∈ S ⇒ d =
∑

λibi.
If d does not divide some element bi ∈ B, then we can write bi = qd + r where g (r) <

g (d). But r = bi−qd must be in S, since bi and d are in S. This contradicts the minimality
of the metric of d in S. Thus, d is a common divisor of all the elements in B.

Now let e by any other common divisor of the elements in B. We can then write
bi = q′ie for each bi ∈ B. Then, d =

∑
λibi =

∑
λiq

′
ie = e

∑
λiq

′
i. So, d is a multiple of

every common divisor and thus the GCD of all of the elements in B.

B.26. Let D be a Euclidean domain. Suppose that for a, b, c ∈ D, a| (bc), but a and b are
relatively prime. Then, a| c.

Proof. GCD (a, b) = 1 ⇒ ∃s, t ∈ D sa + tb = 1. a| (bc) ⇒ bc = aq for some q ∈ D.
sa + tb = 1⇒ sac + tbc = c⇒ sac + taq = c⇒ a (sc + tq) = c.

B.27. All finite Euclidean domains are fields.

Proof. D forms a commutative ring with identity. Hence, only need to show the existence
of unique multiplicative inverse. Let x ∈ D. |D| is finite; hence, the sequence x, x2, x3, . . .
must repeat. ⇒ ∃p, qq > p such that xp = xq ⇒ xp = xp (xq−p) ⇒ by cancellation,
xq−p = 1. ⇒ x (xq−p−1) = 1, thus x has an inverse.

Example B.28.

(a) GCD (256, 108) = 4 = 256(−8) + 108(19)

ri qi si ti
256 - 1 0
108 - 0 1
40 2 1 -2
28 2 -2 5
12 1 3 -7
4 2 -8 19
0

(b) GCD (x5 + x3 + x + 1, x4 + x2 + x + 1)
= x + 1 = x2 (x5 + x3 + x + 1) + (x3 + 1) (x4 + x2 + x + 1)

ri qi si ti
x5 + x3 + x + 1 - 1 0
x4 + x2 + x + 1 - 0 1

x2 + 1 x 1 x
x + 1 x2 x2 x3 + 1

0
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