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Abstract

Personalized treatment is a critical advance needed in medicine, espe-
cially cancer because of the many forms it can take. Machine learning
techniques are desperately needed to make this idea a reality. In this
paper, we present a few challenges for Machine Learning and propose a
few solutions for personalized cancer treatment.

1 Introduction

Despite hundreds of billions of dollars invested in the war on cancer over the past 40 years, the
age-adjusted mortality rate remains virtually unchanged: millions of people each year still succumb
to this dread disease. In the past two decades, we have gained deep insights into the underlying
genetics and molecular biology of cancer, supporting the hypothesis that cancer is actually hundreds
or thousands of rare diseases, and that every patient’s tumor is, to some extent, unique. We also
have access to a rapidly growing arsenal of targeted cancer therapies that are highly effective in
specific subpopulations. Unfortunately, the pharmaceutical industry continues to rely on large-scale
randomized clinical trials that test drug effects in what turn out to be heterogeneous populations.
Perhaps not surprisingly, fewer than 5% of adult cancer patients choose to participate in clinical
trials, while an estimated 70% of all cancer drugs are used off-label and in cocktails, based on
individual experience and opinion rather than scientific evidence. It is as if the nation’s 30,000
oncologists are engaged in a gigantic unobserved and uncontrolled experiment, involving hundreds
of thousands of patients suffering from an undetermined number of diseases, where the outcomes
are never gathered, the data never analyzed, and the findings never disseminated.

In response, a subset of us have launched Cancer Commons, an open science initiative for physi-
cians, scientists, and patients engaged in personalized oncology. Its goals are to: 1) give each patient
the best possible outcome by individualizing their treatment based on their tumor’s genomic sub-
type; 2) learn as much as possible from each patient’s response, and 3) rapidly disseminate what is
learned. The key innovation is to run this adaptive, rapid learning loop in “real time” so that the
knowledge learned from one patient is disseminated in time to help the next, slashing years off the
traditional grant-study-publications cycle.

Cancer Commons provides a unique and important domain for the application of machine learning
(ML) to personalize cancer therapies. The fundamental question is: How do you best treat the patient
in front of you, based on facts about the patient (such as medical history, genomic information),
the state of knowledge in the field (results of clinical trials, published facts, etc.), domain expertise
(experience of the physicians), and prospective goals (planning of patient’s treatment and optimizing
learning across the field)? This problem has both retrospective and prospective challenges: the
former being classifying the patient and choosing the appropriate therapy, and the latter being the
active learning component of determining what knowledge and data are missing in order to optimize
the treatment plan for the next patient. This analysis must be distributed across all patients. A key
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problem is how to balance these challenges given that every action has both a real and ethical cost,
the number of patients can be severely limited and their arrival is unpredictable, the signal-noise
ratio of most measures is very low, and outcomes take a long time to determine. We have identified
challenges that are interesting from a ML perspective. In this paper, we present these problems and
a high-level idea of the proposed solutions.

2 Machine-Learning Challenges and Proposed Solutions

We have identified three main components of the problem of cancer treatment personalization. They
are Data Processing and Management, Predictive Modeling and Planning for Cancer Treatment.
Each of these components has unique challenges for machine learning that include learning, inte-
gration and decision making in the presence of highly temporal, extremely noisy and rich relational
data. Also, there is a need to learn models at different levels of abstraction (such as patient level,
sub-group level and population level), necessity to learn causal models and utility-based decision-
making algorithms. In this section, we outline some of these problems that our group has identified.

Figure 1 presents these different components in our proposed approach. The first step of the pro-
cess is to construct a integrated knowledge model that includes a reference model. This model is
obtained from different data types ranging from genomic data to health records to medical reports
and abstracts. Once this reference model is learned, we will employ different learning methods such
as relational learning algorithms, causal learning methods, ensemble methods to learn predictive
models for problems such as predicting the responsiveness to treatments, adverse reactions to drugs,
sub-groups of patients exhibiting similar characteristics etc. Using these predictive models, we will
design algorithms based on reinforcement learning for treatment planning. The use of RL techniques
will enable us to correct both the reference models and the predictive models based on the response
to treatments by the patients.

EMR

SNPs

Sequence

Reports

PubMed
Abstracts

Data types

Integrated 
Data/ 

Knowledge 
base

Relational
Probabilistic
Methods

Predictive 
Models

Relational/
Causal/
Boosting
Models

Treatment 
Planning

Model-based/
Model-free
RL methods

New Patient

Personalized 
Treatment

Figure 1: Steps in the proposed approach for personalized cancer therapy

By decomposing the problem in this way, with a reference model expressed, perhaps multiple ways,
in the form of a probabilistic logical database, several opportunities for using machine-learning tech-
niques are revealed. Cancer, far from being a monolithic syndrome, can be viewed as consisting of
myriad subtypes. Techniques such as clustering can also be used to validate and refine subtypes.
Ideally, the subtypes correspond to breakdowns in distinct biochemical pathways. Automated rea-
soning and probabilistic inference methods can help identify and elucidate pathways. Finally,
planning and search techniques and ideas from reinforcement learning can combine empirical data
and causal hypotheses based on the pathways to synthesize and optimize treatment plans for the
subtypes.

Our perspective is complementary to that of biostatistics in that it addresses patient interaction as
a critical component. As a result, issues of ethical treatment and individualized decisions come to
the fore. The traditional biostatistical approach might be to sequence 100 million cell lines and run
thousands of drug compounds to create a big database to serve as fodder for data mining. These
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methods are mute when it comes to reasoning about rare conditions or data with small numbers of
patients.

2.1 Data Processing and Management

Data resources: One of the long-term goals of Cancer Commons is to provide the ML community
with clean, well-annotated clinical and genomic data about (de-identified) individual patients. At
a minimum, the data will include the mutation status of known oncogenes associated with each
patient’s cancer subtype and a history of that patient’s treatments and responses over time. As
genome-wide tumor profiling becomes more commonplace, Cancer Commons will collect data on
expression, SNP and Copy number variation, as well as other genetic and epigenetic data. Cancer
Commons will also serve as a gateway to a wealth of genomic and clinical data from other open
science initiatives, including NCI’s Cancer Genome Atlas and the Veterans Administration GenISIS
(Genomic Informatics Systems for Integrative Science). Unlike these research initiatives, which rely
primarily on historical data, the data collected natively through Cancer Commons provides the ML
community with a unique opportunity to develop algorithms that inform the treatment of current
patients.

Melanoma Molecular Disease Model: Cancer Commons is being developed one cancer at a time,
beginning with melanoma. At the core of each Commons is a Molecular Disease Model of the
pathways associated with each subtype of that cancer, hyperlinked to relevant references, trials,
tests, and treatments. At each point in time, patients can be treated with the best available therapies
for their tumors’ molecular subtype. The subtypes and associated therapies are continually refined
based on how individual patients respond. The Molecular Disease Models serve as living review
articles, maintained online and continuously updated by top cancer experts as well as providing a
crucial problem decomposition to allow ML techniques to focus on subcomponents of the overall
task.

Data and Knowledge Integration: In any such large scale effort, data and knowledge integration
play important roles. For each data source, we will develop schema and data integration mappings.
To the extent possible, we will use existing database technology for building and maintaining exact
matchings and constraint-based matchings. However, we expect, due to the changing nature of the
underlying domain, the lack of control over the data sources, the inherent noise, and other compli-
cations, that we will need to use methods that can support imprecise matchings and probabilistic
mappings. We will build on existing techniques that combine statistical and relational information
for schema integration [24, 1] to construct these probabilistic mappings. A key challenge will be
developing ML algorithms that can make use of the probabilistic mappings.

There are over 2427790 articles on pubmed.gov on cancer out of which 77557 articles are on
melanoma cancer. It would be imprudent to ignore the wealth of information that is present in
these articles. Instead, there is a need to integrate the information in these articles and construct
a knowledge-base to be used across the different learning methods and algorithms. We propose to
construct a first-order knowledge base from the content of articles via a standard natural language
processing parser. To this end, we will build upon previous work in probabilistic similarity logic [1],
which has been successfully employed in similar problems such as ontology matching and collective
classification.

2.2 Learning Predictive Models

Learning Relational Models: The data for the personalized cancer treatment task is inherently
relational and very noisy. Recently, relational probabilistic approaches (also called Statistical Re-
lational Learning (SRL)) [7] have been developed, which seek to avoid explicit state enumeration
as, in principle, is traditionally done in statistical learning through a symbolic representation of
states. The advantage of these models is that they can succinctly represent probabilistic dependen-
cies between the attributes of different related objects leading to a compact representation of learned
models. For cancer prediction, this representation allow for models to be generalized across sets
of objects rendering them very attractive for subtype discovery—for example, determining the sub-
groups of cancers: those that respond to a particular treatment, that exhibit a certain adverse event
to a certain drug, etc.
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The compactness and even comprehensibility gained by using relational approaches, however,
comes at the expense of a typically much more complex model-selection task: different abstraction
levels have to be explored. In spite of the advances in SRL, the ultimate goal of structure learning, is
a relatively unexplored and indeed a particularly hard challenge. It is well known that the problem
of learning structure for Bayesian networks is NP-complete [2] and thus, it is clear that learning the
structure for relational probabilistic models must be at least as hard as learning the structure of the
propositional graphical models they subsume.

Members of our team already have experience learning predictive models for cancer and predictive
models for personalized medicine, though not yet for personalized oncology in particular. We have
shown that susceptibility to some cancers can to some degree be predicted from genotype data [25],
specifically single-nucleotide polymorphism (SNP) data. We have also shown that treatment deci-
sions (in particular, choice of dose or drug) potentially can be improved by predictive models from
clinical history and SNP data [10]. In some such clinical applications, probabilistic relational learn-
ing algorithms were shown to outperform more standard learning algorithms, such as decision trees
or support vector machines, that require representing every patient as a single feature vector [3]. The
probabilistic relational learning algorithm employed in that work can be viewed as structure learning
for factor graphs from a clinical database. Building on prior work in inductive logic programming
[16], another key property of this work was the use of simple background knowledge that a human
might bring to the analysis of relational clinical data, such as temporal relationships among records.

We propose to develop general structure learning algorithms for factor graphs, encompassing both
directed, undirected and mixed graphical models, that make use of background knowledge either
given by the domain experts or learned by the relational learner, to discover useful features and rules
for a generic SRL system. We plan to explore the “transfer” of rules across multiple cancers, and
the use of factored models for identifying subgroups of patients. Where appropriate, we will make
use of causal constraints to learn models with greater explanatory power and models that will be of
more use in treatment planning.

Triggered by the intuition that finding many rough rules of thumb of how to change one’s prob-
abilistic predictions locally can be a lot easier than finding a single, highly accurate local model,
we also propose to turn the problem of learning SRL models into a series of relational function
approximation problems using gradient-based boosting. A first step towards this approach has al-
ready been taken for SRL models in the case of relational dependency networks [17]. This approach
has been successfully applied to several classes of problems including entity resolution, social net-
work analysis, recommendation, and co-reference resolution. This approach is particularly useful
for our current problem due to the complex nature of the data. It seems quite plausible that a single
model might not suffice to capture the different data types (diagnoses, genomics, SNPs etc) and
an ensemble method that allows for each of these data type to express itself might exhibit superior
performance.

Causal Modeling: While ML has been quite successful in uncovering regularities in observational
data, this approach is fundamentally limited for three reasons. First, a regularity or predictive rule
that has a good performance on one distribution may not perform well on other distributions. Sec-
ond, regularities in observational data do not allow one to infer the effects of interventions, since, by
their very nature, interventions change data distributions. Third, arbitrary predictive rules are uncon-
vincing to domain experts since they do not have a causal narrative consistent with the experts’ prior
knowledge. Collectively, the above limitations point to the need for causal modeling of disease, both
for understanding the underlying biology and for designing appropriate clinical interventions.

Discovery of causal relationships through systematic experiments has been one of the greatest
achievements of modern science. Nowhere has this methodology of controlled experimentation
been more successful and routinely adopted than in medical science in the form of clinical trials.
Unfortunately, however, clinical trials are expensive to execute, unsuited for heterogeneous diseases
like cancer, and fail to make full use of all the available data. Thus, we advocate combining the data
gathered from clinical trials with the observational data and the prior knowledge of the experts to
build more comprehensive causal molecular disease models.

Recent developments in causal modeling including graphical models, structural equations, and po-
tential outcome models give us the necessary tools to begin to develop detailed formal models of
the causal processes underlying diseases like cancer [18, 21]. One potential candidate representa-
tion is that of non-paramteric structural equational models (NSEMs) which generalize linear struc-
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tural equational models and subsume graphical models and potential outcome models [19]. In this
representation, causality is expressed as a set of structural equations, each of which represents an
independent causal mechanism that determines the distribution of a random variable given the val-
ues of the variable it causally depends on. The NSEMs provide a consistent causal calculus, which
makes it possible to draw justified inferences, not only from observed data, but also from planned
interventions. Thus, they provide a compelling framework to model the mechanisms of cancer that
allow careful individualized planning of therapies based on all the available data. In recent work,
comprehensible causal models have been learned from protein spectrascopy data in the domain of
ovarian cancer [27]. Combined with noise modeling and data-cleaning procedures, these models
demonstrate excellent accuracy at predicting ovarian cancer from serum profiles of patients.

However, much work remains to be done in modeling longitudinal data, the influences due to drugs,
food, and genetics, capturing the inherent heterogeneity of the different subtypes of cancer, and fi-
nally planning personalized clinical interventions that exploit these models. The language of NSEMs
seems to provide an expressive framework to make appropriate causal inferences, paving the way
for individualized approaches to diagnosis and medical care.

Nonparametric Bayesian Probabilistic Programs: Another architecture for predictive modeling
stems from recent work in nonparametric Bayesian models and probabilistic programing [9, 20]. In
particular, the cross-cateogrization model and inference method has several properties that make it
an interesting candidate for predictive modeling for the Cancer Commmons.

First, it builds a joint model of the entire dataset in terms of automatically learned “causal systems”,
where each system accounts for a particular group of variables and is explained by a different set of
categories. In particular, it does not assume a priori that any two variables are mutually predictive,
but rather considers every logically possible set of dependencies between the variables (and associ-
ated stratification of the rows). This expressiveness enables it to make conservative inferences where
appropriate — even in the presence of thousands of distractor variables, as is the base case in cancer
biology — while making aggressive inferences where the data justifies it. It has no free parame-
ters to tune, as all quantities in the model are given appropriate priors (bottoming out in reference
choices), with inference performed by MCMC. It is a scalable, linear time method per iteration, and
packaged via a REST API for easy deployment and integration with planning systems.

It can answer arbitrary predictive queries: given a new patient with observations X, Y and Z (but
most variables unobserved), make guesses for all other variables, respecting correlations. This prop-
erty is in contrast to traditional supervised learning, where only a single classifier results from a
complex training procedure. This interface makes it suitable for both producing approximate “clin-
ical guidelines” as well as for Monte-Carlo planning for sequential treatment. Finally, it has already
been validated on challenging biomarker discovery problems, and its latent representation (based on
groups of variables and associated subtypes or categories of rows/patients) is easily communicable
to clinical decision makers.

Comparing and contrasting this kind of asymptotically universal generative modeling to other ap-
proaches like statistical relational learning and more purely statistical approaches (such as super-
vised learning via large-scale convex optimization) will provide interesting feedback to several sub-
fields of machine learning.

2.3 Planning for Cancer Treatment

Exploration/Exploitation Tradeoffs: Tradeoffs between collecting information and exploiting
that information appear in a number of fields. The reinforcement-learning literature [23] talks about
this problem in terms of the exploration-exploitation tradeoff. That is, agents must decide whether
to take an action that would appear to bring it high reward (exploit) or to try something else that
might reveal an even better option (explore). The same basic dilemma exists in the sampler bandit
model as well [8]. In Bayesian reinforcement learning and partially observable Markov decision
processes [11], the tradeoff is formalized as a standard tension between near-term and long-term
reward. Agents possess a discount factor that is used to exponentially downweight future reward as
a function of time, thus encouraging short-term gain, all other things being equal. The agent can
then behave by choosing actions in an attempt to maximize its total expected discounted reward at
each timestep. Exploration ends up being a side-effect of maximizing expected reward. If the cost
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of exploration now is more than offset by the benefit of the ability to exploit down the line, the agent
should do so.

Another attempt to formalize the exploration-exploitation challenge is in the PAC-MDP model [22].
Here, exploitative actions are those that do not achieve (near) optimal reward. Agents must have a
bound on the number of exploratory actions to achieve near optimality. This model is considerably
more tractable than the Bayesian approach and it can achieve must higher reward in later states with
much less computational cost.

Translating these ideas to the setting of medical treatment leads to a model in which current patients
are “expendable” for the purpose of learning more about a treatment process and ultimately help
more patients down the line. With a discount factor sufficiently close to one, even tiny improvements
to the treatment for future patients will outweigh the death of near-term patients. Although it sounds
cruel, current clinical trials follow a very similar design. Patients in the trial can receive treatment
that is believed to be ineffective, even fatal. The tradeoff, however, is that the data learned from
these patients could potentially benefit all future patients who suffer from the same disease. From
the perspective of the society, this tradeoff is worth it. From the perspective of the individual,
however, it is often not worth it at all. (In fact, some have hypothesized that the phenomenon of
procrastination has similar elements to this account. The person I am right now is unwilling to
perform an onerous task that will benefit all my future selves.)

One topic we will explore in the context of ML in cancer treatment is whether it is possible to treat all
patients with an optimal (or near optimal) protocol—with respect to the current state of knowledge—
while still taking opportunities to explore the treatment space for more effective schemes. In fact, if
the state of knowledge is represented in sufficient detail, the risk sensitivity of patients could allow
for some, possibly adequate, degree of exploration.

Reinforcement Learning for Cancer Prediction: Cancer Commons will facilitate the collection,
organization, and analysis of treatment sequence data from a large number of cancer patients. Each
sequence will provide time-stamped data about treatments, tests, and outcomes resulting from the
treatment policies of different practitioners. The availability of this data raises the fundamental
question of how to best exploit it so as to design more effective treatment policies that are highly
personalized for each and every patient. From an RL perspective, this general problem—inducing
a policy from an existing set of system trajectories—is known as batch RL. So far, there has been
limited work on applying batch RL in the context of clinical sequence data and there are many
fundamental challenges and questions that remain to be addressed. Below we review some of these
most important issues that we plan to address.

A straightforward model-based approach to batch RL would learn a model of the control system
from the sequence data and then derive a policy from that model via planning. A key challenge with
this approach is the requirement of a planning algorithm for the model representation that is learned.
In cancer treatment, the control system involves enormous state spaces with complex dynamics,
which require the use of compact knowledge representations such as dynamic Bayesian networks or
probabilistic STRIPS. Unfortunately, advances in planning algorithms for inferring control policies
for these models have lagged behind our ability to learn those models from data. Accordingly, it is
rare to see model-based approaches applied to complex problems in batch (or non-batch) RL in favor
of model-free approaches, which avoid both model learning and planning. Indeed, the small amount
of work in the area of batch RL for clinical data has focused on model-free approaches [5, 14, 6, 28].

A variety of model-free batch RL approaches have been proposed including LSPI [13], fitted Q-
iteration [4], along with generic approaches such as repeated sweeps of Q-learning [26] on the
batch data. These approaches all facilitate scaling to large state spaces via the use of function
approximation, for example, in the form of linear functions (LSPI) or tree-based regression (fitted
Q). While these approaches have shown success on a variety of benchmark problems, and even
some success on simulated clinical trial data, their prospects for personalized cancer treatment are
unclear. One property of all of these approaches is that they aim to induce a single control policy,
represented in a relatively compact way to support generalization, which looks best when measured
relative to the overall batch of data. As such, it is conceivable that in many cases, the generalization
process involved in learning is forced to trade off performance in less likely parts of the state space
against performance in more likely parts. Translated to the problem of personalized medicine, a
single policy is learned that must make tradeoffs across different patient groups, which is very much
at odds with the goals of personalized medicine. This fact raises the issue of studying approaches to

6



model-free batch RL that allow for custom policies to be induced for individual patients, rather than
a single policy for all patients. For example, is it possible to appropriately reweight the sequences
in the data set so that the induced policy is customized to a particular patient?

While model-free approaches are worth exploring for personalized medicine, we believe that there
are very promising prospect for new model-based approaches, given recent advances in planning
technology. In particular, Monte-Carlo planning techniques such as UCT [12] and related ap-
proaches have shown impressive results in a number of complex planning domains that appear to
be beyond the reach of prior planning technology. A distinguishing aspect of Monte-Carlo plan-
ning compared to traditional RL approaches is that they employ an online planning approach rather
than inducing a policy that is reactively applied at performance time. Thus, at each time step, a
Monte-Carlo planner will spend an allotted amount of computation time to make the best decision
possible for the current state. As such, the decisions made in the environment have the potential
of being highly specialized to the current context regardless of its overall likelihood. In a person-
alized medicine setting, decisions would be tuned to the most recent information of an individual
patient. The price for these customized decisions is computation time—each decision step involves
an expensive computational process rather than the application of a pre-compiled treatment rule.

We end by noting a key problem encountered when applying any of the above batch RL approaches
to the area of personalized medicine. How should one define the reward function? There are ob-
viously many competing factors in defining the quality of treatment sequences, in particular, with
respect to side-effects versus measurable conditions of the disease. Most existing investigations into
RL for clinical data have simply defined a weighted combination of such factors as an overall reward
signal, which brings into question how the weights are selected. It is quite likely that different pa-
tients will have different preferences, but also that patients and practitioners will not be comfortable
or able to specify precise weightings of these different factors. Thus, an important research direction
is to understand how to best acquire this information from patients and practitioners in a natural way.
As an example, one could consider having a patient view pairs of prior treatment sequences and to
rank them based on their own preference. Given such rankings, one could then attempt to infer a
reward function or directly use the rankings during the optimization process.

Probabilistic Programming for Soft-max Decision Sampling: In addition to their use as predic-
tive models, providing treatments in conjunction with Monte Carlo planners such as UCT, proba-
bilistic programming offers a direct avenue towards integrated inference and decision making. For
example‘, planning-as-inference reductions permit the flexible embedding of a variety of policy-rich
and policy-free approaches (via soft-max expected utility decision sampling) directly into a given
probabilistic program [9, 15]. In these cases, inference over the probabilistic program leverages uni-
versal MCMC techniques to both find plausible inferences and choose probably high reward actions
based on them. This kind of integrated approach might additionally enable the use of more flexible
probabilistic programs than the ones proposed earlier.

3 Proposal for Online, Ongoing Assessment

To catalyze the formation of a community around the machine learning and artificial intelligence
challenges inherent in the Cancer Commons vision, we propose to develop and maintain an ongoing
assessment project that enables researchers to test their methods against the needs of melanoma
research. While we are inspired by the long history of benchmarks for prediction in computational
biology and biostatistics, the machine learning challenges posed by the Cancer Commons are quite
different, and we hope will help to push the general field of machine learning forward in new and
interesting directions.

Our hope is that by specifying a series of interrelated tasks that permit either modular submissions
(addressing one aspect of the problem) or end-to-end submissions (that go directly from data to
treatments), practitioners of very different approaches to machine learning will be able to contribute.
For example, we hope supervised learning researchers focused on efficient convex optimization will
be able to directly compare their methods to the treatments found by plans over inferences from rich
generative models.

Unlike traditional ML benchmark datasets such as MNIST, which consist of 10-100K training ex-
amples with typically uniform features (say, pixel intensities), flat labels (say, digits) and little to
no missing data, the Melanoma Histories dataset will be about 5k rows and 10-100K columns, and
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include a heterogeneous mix of clinical and biological information (with most of the bioassays miss-
ing for most of the patients, at least in the first several iterations). This kind of dataset, needed to
evaluate our overall methodology, is quite different from those seen in the ML community:

• Many target predictions will be of clinical interest but most variables will be irrelevant to
all of these, posing important challenges for black-box supervised learning.

• The overwhelming majority of the high-throughput data will be missing, necessitating (or
at least motivating) complex inductive transfer from patients and samples for which more
data is present.

• Individual patient histories will include diverse datatypes each carrying wildly varying
amounts of information, from one-bit diagnoses to multi-gigabyte sequencing records.
Knowledge-rich entrants will thus have an incentive to treat these datatypes with rich mod-
els that respect their statistical structure, while traditional supervised entrants can test their
intuition that reduction to simple features is the most effective use of this kind of informa-
tion.

• Scoring will reflect the efficacy of a sequence of decisions weighted by risk and reward,
as opposed to single numerical error values. It will also trade off treatment outcomes with
information learned about overall treatment policies. These complexities, almost always
overlooked in clinical applications of ML techniques, will encourage development of meth-
ods that can quantify their uncertainty as well as motivate joint learning, inference and
decision making, while still enabling supervised learning entrants to compete.

• The “diagnostic and scientific modeling” evaluation, based around the clinical guidelines
distillable (initially by a human) from the internal representation learned by the various
ML systems, will provide a more objective assessment of the quality of unsupervised or
semi-supervised entrants while addressing the very real gap between accurate prediction
and socially effective treatment policies. In particular, expert melanoma clinicians will rate
the guidelines in terms of interpretability and effectiveness based on their domain expertise,
as a complement to the strict reward earned by various automated entrants. It might turn
out that generative methods can compete on both interpretability and treatment reward,
or instead that simple classifiers yield the best treatments but rich models lead to more
actionable guidelines for clinicians. Either outcome would be quite informative for the
machine learning and cancer research communities.

4 Conclusion

The advancement of the understanding of cancer, the insights into the underlying genetics and
molecular biology of cancer, the huge amount of data from the electronic health records and the
innumerable texts on these advancements present machine learning (ML) with a unique opportunity
for making advances in personalized cancer treatment. In order to achieve success, ML needs to
meet several challenges in new directions: (1) extreme heterogeneity of data types, irrelevant at-
tributes, missing variables, and noise (2)the need to design treatment plans, not simple decisions
and (3)interpretability of decision rules. We hope that by framing the problem, proposing several
approaches, articulating the plan for obtaining a benchmark dataset, and defining an ongoing assess-
ment mechanism quite different from traditional ML competitions, we will have encouraged ML
researchers to work on the challenging and very high-impact problem.

8



References
[1] M. Broecheler, L. Mihalkova, and L. Getoor. Probabilistic similarity logic. In UAI, 2010.
[2] D. Chickering. Learning Bayesian networks is NP-Complete. In Learning from Data: Artificial Intelli-

gence and Statistics V, pages 121–130. Springer-Verlag, 1996.
[3] J. Davis, E. Burnside, I. Dutra, D. Page, R. Ramakrishnan, V. Costa, and J. Shavlik. View learning for

statistical relational learning: With an application to mammography. In IJCAI, 2005.
[4] D. Ernst, P. Geurts, and L. Wehenkel. Tree-based batch mode reinforcement learning. Journal of Machine

Learning Research, 6(1):503, 2006.
[5] D. Ernst, G. Stan, J. Gongalves, and L. Wehenkel. Clinical data based optimal STI strategies for HIV:

a reinforcement learning approach. In 45th IEEE Conference on Decision and Control, pages 667–672,
2007.

[6] R. Fonteneau, L. Wehenkel, and D. Ernst. Variable selection for dynamic treatment regimes: a reinforce-
ment learning approach. In In Proceedings of the European Workshop on Reinforcement Learning, pages
312–319, 2008.

[7] L. Getoor and B. Taskar. Introduction to Statistical Relational Learning. MIT Press, 2007.
[8] J. Gittins. Multi-armed Bandit Allocation Indices. Wiley, Chichester, NY, 1989.
[9] N. Goodman, V. Mansinghka, D. Roy, K. Bonawitz, and J. Tenenbaum. Church: A language for generative

models. In In UAI, pages 220–229, 2008.
[10] International Warfarin Pharmacogenetics Consortium, T. E. Klein, R. B. Altman, N. Eriksson, B. F. Gage,

S. E. Kimmel, M.-T. T. Lee, N. A. Limdi, D. Page, D. M. Roden, M. J. Wagner, M. D. Caldwell, and
J. A. Johnson. Estimation of the warfarin dose with clinical and pharmacogenetic data. The New England
journal of medicine, 360(8):753–764, 2009.

[11] L. Kaelbling, M. Littman, and A. Cassandra. Planning and acting in partially observable stochastic do-
mains. ARTIFICIAL INTELLIGENCE, 101:99–134, 1998.
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