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Abstract

Type 2 diabetes is a preventable disease that is affecting millions of people in the
U.S. and elsewhere. Therefore an easy-to-apply method for early detection of the
disease can have significant impact. In this paper we show that early detection of
the disease is possible using only insurance claims data. We model the problem in
the framework of kernel methods and use a support vector machine as a classifier.
We propose kernels that represent a sequence of insurance claims data using ideas
from text categorization and bioinformatics sequence analysis. On a dataset of
close to 60,000 enrollees extracted from the MarketScan R© database our method
is able to predict a diabetes diagnosis up to 18 months before a doctor’s diagnosis
with an area under the ROC curve of 0.85.

1 Introduction

Diabetes is a major source of this nation’s medical expense [1]. It differs from many health issues in
two ways. First, type 2 diabetes is preceded by a pre-diabetes phase that allows for early detection
of those at risk of type 2 diabetes [2]. Second, the onset of the disease can be delayed or com-
pletely prevented through life-style changes in the form of diet and exercise [2]. On the other hand,
a failure to detect and treat diabetes can lead to a progression of the disease. A recent study showed
that more than 25% of untreated patients with type 2 diabetes experienced worsening glycemic con-
trol [3]. This points to the importance of early detection of individuals at risk for type 2 diabetes,
illustrated by the American Diabetes Association call for research on an effective method for iden-
tifying patients at risk for pre-diabetes and diabetes [2]. We feel the following work addresses this
need by focusing on predicting risk of type 2 diabetes using only insurance claims.

It has been shown that individuals at risk for type 2 diabetes can be accurately detected (0.859
area under the ROC curve) using logistic regression on a collection of features that include age,
sex, ethnicity, blood pressure, body mass index, parental or sibling history of diabetes, and various
measurements on the patient’s blood [4]. The tests used to make these blood measurements are
time consuming, costly, and inconvenient [4]. Another study looked at predicting the onset of type 2
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diabetes in women of the Pima Indian tribe using eight variables that include body mass index (BMI)
and various measurements on the patient’s blood [13]. These data were made public through the UCI
Machine Learning Repository and many papers were published in attempts to improve classification
performance [14]. This study is based on a small sample and is relevant to a particular population.

Administrative patient information such as insurance claims is an alternative to clinical data that has
been shown to be useful in predicting patient mortality after a variety of hospital procedures [5, 6,
7, 8], as well as the resources required for a patient’s care [7, 9], and evaluation of quality of care
by different providers [8, 9]. For diabetes claims data have been used to measure the adherence to
medications [10] and identify existing cases of the disease (see, for example, [11] and [12]). No
work has been done to our knowledge on the use of administrative data for the prediction of disease
risk.

Employers who subsidize health insurance premiums for their employees are seriously interested
in identifying at risk employees (or dependents) and encouraging them to adopt simple life style
changes. However, due to governmental regulations they are unable to collect and use health related
data on their employees. Realizing that it may be possible to use claims data to identify at risk
employees, Caterpillar Inc initiated this study and provided partial funding. We have developed
methods that allow accurate prediction of persons at risk of type 2 diabetes based on claims data
alone. These methods can be used as an initial screening, cutting down on the number of individuals
that need the costly test and helping identify persons that might not have otherwise been screened.

In this paper we show that the risk of type 2 diabetes can be predicted from insurance claims alone.
Initially we try to make predictions using all claims preceding the first diagnosis of diabetes. While
this is interesting, the real objective is to predict diabetes before a doctor’s diagnosis. To test our
methods performance relative to this objective, we remove up to 18 months from an enrollee’s claims
history, and show that prediction accuracy shows very little degradation.

2 Insurance claims data

Health insurance claims belong to one of several types: inpatient claims, outpatient claims, prescrip-
tion drug claims, and enrollment information. The inpatient claims include services associated with
a hospital admission. The outpatient claims are related to services that occur at a doctor’s office,
emergency room, or other outpatient facility.

The inpatient and outpatient claims contain diagnosis and procedure codes that describe the nature
of the medical procedure and the condition that it addresses. The diagnosis codes come in the form
of ICD-9-CM coded variables. The International Classification of Diseases, Ninth Revision, Clinical
Modification (ICD-9-CM) is the recognized method for coding diagnoses and procedures in United
States hospitals. The procedure codes are coded either using the ICD-9-CM, CPT-4, or HCPCA
protocols. The Current Procedural Terminology, 4th Edition (CPT-4) is used most frequently, with
ICD-9-CM procedure codes the second most common and HCFA Common Procedural Coding Sys-
tem (HCPCA) the least prevalent.

The research discussed in this paper was inspired by and conducted on Thomson Medstat’s
MarketScan R© database of health insurance claims from 1999 to 2003 [15]. The database con-
sists of private sector health claims collected from over 100 employers and includes over 10 million
employees and dependents. The data contains the medical service uses and medical expenditures
for insured employees, early retirees, COBRA continuations, and dependents covered under the
employees’ health plan. Partial or complete drug information is available for a large number of
enrollees. These include both mail-order and card program prescription drug claims. These claims
contain all relevant information about a particular prescription, including drug brand, dosage, num-
ber of days covered by the prescription, and cost information. In addition to the claims themselves
the database contains general demographic information about each enrollee. This includes age,
gender, region, and employment information.
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3 Methodology

Insurance claims data is interesting and complex. Each enrollee has a variable number of claims in
their claim history. These claims also contain a variety of types of information, including diagnosis,
procedure and drug codes, cost information, and demographic information.

We have chosen to model this problem in the framework of kernel methods [16], and to use the
Support Vector Machine (SVM) as a classifier [17]. SVMs were successfully applied in a wide
variety of problems that involve data that has the form of a sequence of objects: words, letters etc.
This includes text categorization [18], content-based audio classification and retrieval [19], and a
wide variety of problems in computational biology which involve biological sequences—proteins or
DNA [20].

The flexibility of kernel methods provides us with a convenient framework in which to model claims
data. Our strategy is to split the claims data into separate components, each representing one aspect
of the data: demographics, cost, diagnosis/procedure codes, and drug information, and model each
aspect separately using an appropriate kernel. The kernels are then added into a single master-kernel,
which is equivalent to modeling the data in a feature space which is the product of the feature spaces
of the individual kernels [16]. This is a standard way of integrating different kinds of data with
kernel methods [21]. Specifics on each kernel follow.

3.1 Kernels

In this section we give details of the kernel constructed for each type of data: diagnosis/procedure
codes, drug codes, cost, and demographic information.

3.1.1 Code and drug kernels: bag of codes

Each diagnosis, procedure, or drug prescription is associated with a code, and an enrollee’s history
can be described as a sequence of such codes. Guided by the way text is often represented in
information retrieval as a “bag of words” [22], we consider a Bag of Codes (BoC) kernel. In this
kernel each code in the database is associated with a feature whose value is either an indicator of
the presence of that code in an enrollee’s claim history (BoCI features), or the count of the number
of times the code appears in a claim history (BoC features). We then use a Gaussian kernel over the
resulting feature vectors after normalizing them to unit norm.

The BoC and BoCI kernels completely ignore the time at which a code is observed. To introduce
some time information into the feature set, we implement the following change: We first divide each
enrollee’s claim history into n time segments of a fixed number of time units w. For enrollees that
have a claim history longer than n ∗ w time units, the most recent n ∗ w units are used. We then
generate either the BoC or BoCI features for each segment and concatenate them into one combined
feature vector. A Gaussian kernel over these features give the SBoC or SBoCI kernels, respectively.
In our experiments we used 6 segments of 6 months each. All the variants of the BoC kernel showed
very similar performance.

3.1.2 Time warping kernel

The various BoC kernels ignore the sequence nature of claims data. When using kernel methods in
computational biology it is crucial to model biological sequences as such [20]. In comparing DNA
and protein sequences the notion of an alignment is particularly useful: align two sequences against
each other by inserting gaps in one sequence or the other such that a cost function that captures the
similarity of aligned positions is maximized (see e.g., [23]). We consider a more flexible notion
of an alignment called a time warping alignment, that allows multiple events to be aligned against
each other. In order to express time warping alignments as kernels Cuturi and co-authors considered
the space of all possible time warping alignments and summed the scores of all possible alignments
between two sequences [24]. We have recently extended their kernel to consider local alignments
that match segments of the two sequences, and more importantly, incorporate time information into
the scoring of the time warping alignments. Full definition of this kernel is rather involved, and
because of space constraints and the fact that the simpler BoC kernels had comparable performance
we refer the reader to [reference omitted for anonymization] for details. Furthermore, the complexity
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Table 1: Dimensionality of the data for each type of kernel. BoCI is the Bag of Codes kernel
with indicator variables; SBoCI is the stratified BoC kernel with indicator variables. The summed
BoCI/SBoCI refers to the kernel which is the sum of all kernels, using the BoCI/SBoCI kernel.

Kernel Number of features
Cost 48
Demographics 42
Procedure/Diagnosis BoCI 8644
Procedure/Diagnosis SBoWI 8644*6 = 51864
Drug BoCI 183
Drug SBoCI 183*6 = 1098
Summed BoCI 8917
Summed SBoCI 53052

of computing the time warping kernel is proportional to the product of the lengths of the sequences,
whereas computation of the BoC kernel is linear in the sum of the length of the sequences.

3.1.3 Cost kernel

For each claim, we have the total cost of the claim as part of our data. We then compute the total
cost over an enrollee’s claim history and construct a bin kernel as follows. Suppose that we have a
continuous variable x. We select b0 < b1 < . . . < bn as the boundaries of n bins as shown below.
We construct a feature vector with one component per bin. The value of the ith component is 1
provided that the variable x is larger than the bin’s upper limit bi, and 0 otherwise. When we take
the inner product of such vectors, we get a count of how many bins the two values have in common.

To construct our cost kernel we divided the claims into into six month segments. Within each
segment we computed a bin kernel with bin boundaries chosen as the 10th, 20th, ..., 90th percentiles
of the total cost. The overall cost kernel is a Gaussian kernel over the resulting features.

3.1.4 Demographics kernel

This kernel was used to incorporate an enrollee’s demographic information that includes age group,
geographical region, employment classification of the primary beneficiary, employment status of the
primary beneficiary, relationship to the primary beneficiary, industry classification of the employee
responsible for payment of the claim, and gender. All of these variables are categorical in nature;
each variable was associated with a set of indicator features, one for each possible value.

3.1.5 Combined kernel

Our overall kernel is a sum of kernels, one for each aspect of the data: Procedure/diagnosis codes,
drug codes, cost, and demographics. To the summed kernel we apply an overall Gaussian kernel
defined by: k(x,x′) = exp(−γ||x − x′||2) with a width parameter, γ. Before applying the gaus-
sian kernel, the data for each kernel were normalized to unit vectors by dividing each example by
its norm. The appropriate value of γ is chosen on a separate tuning set as described below. Lin-
ear and polynomial kernels gave slightly lower levels of accuracy, and the SVM convergence time
was longer, so they were not used in the testing phase of our experiments. Because of the high
dimensionality of the data (see Table 1), normalization and selection of a good value for the width
parameter of the Gaussian kernel are crucial.

4 Experimental setup

This section contains details on the experimental setup: the choice of examples and their division of
examples positive and negative examples, the different datasets we constructed, and our method for
model selection.
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Table 2: Dataset sizes. The number of positive examples and negative examples in data used for
selecting classifier parameters (tuning-set) and data used for training and testing the final classifier
(train-test). The extra set contains examples that did not satisfy our criteria for choosing positive
and negative examples.

Dataset Positive examples Negative Total
Train-Test Set 14,746 14,754 29,500
Tuning Set 14,777 14,723 29,500
Extra Set 178,851 178,851 357,702

4.1 Data set

4.1.1 Selection of examples

A positive example is defined as an enrollee that has at least one observed diabetes diagnosis, with
no insulin or other diabetes related prescriptions prior to the first observed diabetes diagnosis. Dia-
betes diagnosis was identified using the ICD-9 codes associated with the claims data. We make the
assumption that the first observed diagnosis is the actual first diabetes diagnosis.

A negative example is defined as an enrollee with no observed diabetes diagnosis and no observed
insulin or other diabetes related prescriptions. Some enrollees did not have complete drug informa-
tion, so we added the restriction that all positive and negative examples have full drug information.

For each example we imposed the constraint of having data for an enrollee covering a period of at
least 3 years, and up to 5 years. For enrollees identified as positive examples we required having at
least 3 years prior to the diabetes diagnosis.

4.1.2 Truncated histories

Since our ultimate goal is to predict diabetes well ahead of a doctor’s diagnosis we also constructed
datasets with truncated enrollee history by removing a section of an enrollee’s claims history before
the first diabetes diagnosis.

When constructing the truncated data set, we were concerned that removing the same portion of the
histories from all examples would leave them aligned with respect to the first diabetes diagnosis.
That is, they all ended at the same spot relative to the event that was being predicted. To make sure
that we weren’t gaining a performance advantage through this alignment, we shortened the windows
by truncating enrollee histories by a random amount. We constructed two data sets differing in the
average amount of claims data that was removed. The first set had an average of 12 months removed
and the second set had an average of 18 months removed.

4.2 Tuning, model selection, and testing

To avoid the need for nested cross-validation for parameter tuning, we divided the positive examples
with a claim history of three to five years into two equally sized sets, one for classifier tuning and the
other for training/testing the classifier. An equal number of randomly selected negative examples
with a 3 to 5 year claim window was added to complete each set. We refer to these sets as the
tuning set and the train-test set, respectively. The total size of each set is given in Table 2. Classifier
accuracy was estimated by five-fold cross-validation on the train-test set using parameters selected
on the tuning set.

The SVM soft margin constant (C) and kernel width (γ) were chosen using five-fold cross-
validation on the tuning set on a grid of parameters using the values [1, 10, 100, 1000] for C, and
[0.001, 0.01, 0.1, 1] for γ. The final performance is measured using the mean area under the ROC
curve (AUC), averaged over five runs of five-fold cross-validation on the train-test set. Using the
AUC provides an evaluation metric that does not depend on the (unknown) prevalence of diabetes
in the population. Note that the test set was used in the final testing phase only and never used
for kernel construction, tuning, or model selection. All the experiments were performed using the
PyML machine learning environment which is available at http://pyml.sf.net.
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Table 3: Results for individual data types/kernels. The value given in the table is the average of
five independent runs of five-fold cross-validation, with the same set of five partitions used for each
kernel. The standard error obtained in 5 runs of cross-validation was less than 0.001. AUC is the
area under the ROC curve.

Data Type/Kernel AUC
Cost 0.686
Demographics 0.807
Diagnosis/Proc (BoCI) 0.821
Diagnosis/Proc (SBoCI) 0.818
Drug (BoCI) 0.759
Drug (SBoCI) 0.764

Table 4: ROC scores for the summed kernels using complete and truncated histories (see ROC
curves in Figure 1). The 12 month and 18 month truncated histories had a random amount of their
most recent history removed that averaged 12 months and 18 months respectively.

Average Amount Removed AUC
None 0.867
12 Month 0.848
18 Month 0.845

5 Results

5.1 Performance using complete claim histories

Table 3 gives the results for the individual kernels on the four types of data. There was no difference
in performance between the kernels that stratify claims data into 6 month windows (SBoCI) and the
kernels that lump all the claims together, for both diagnosis/procedure kernels and drug information
kernels. Both the SBoCI and BoCI use indicator variables to count the presence of a code. The
lower dimensionaity of the BoCI kernel and simpler calculation makes it a more attractive choice
for usage in practice. We also note that there was little difference in performance between the binary
BoC kernels and ones that used counts (data not shown, see [anonymous PhD thesis]).

The kernel which uses the sum of a kernel from each data type has an ROC curve the dominates all
the other ROC curves (Figure 1). Its AUC score was 0.867 compared to 0.821 for the best individual
kernel.

5.2 Truncated claim histories

To determine whether diabetes risk can be predicted ahead of a doctor’s diagnosis we compared the
ROC scores of a classifier that is trained using complete claim histories and a classifier provided
with truncated claims histories, as described in Section 4.1. For this comparison we used the BoCI
kernel rather than the SBoCI kernel for diagnosis/procedure and drug data. Because of their equiv-
alent levels of performance we preferred the simpler method; we were also concerned that since we
remove a random amount from an enrollee’s claim history the first segment or segments of claims
histories would not yield meaningful comparisons.

Recall that we considered two versions of truncated claim histories, one with an average of 12 month
removed and another with an average of 18 months removed. The resulting classifier accuracies
are as follows: A classifier which used the entire claims history had an AUC of 0.867; 12 month
truncation gave 0.859, and 18 months truncation gave 0.845 (see Table 4, and the corresponding
ROC curves in Figure 1). This is our most important result: Even after removing an average of 18
months of an enrollee’s claim history, we are still able to classify enrollees nearly as well. These
results are promising in that our ability to successfully classify enrollees is nearly as good over a
year before the first diabetes diagnosis as it is the day before the diagnosis.
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Figure 1: The left-hand graph shows ROC curves for various kernels. The kernel that combines all
the data sources (denoted as Combined in the legend) performs better than any individual kernel.
The diagnosis/procedure and drug kernels are BoCI kernels. The right-hand graph shows the ROC
curves for the summed kernels using complete and truncated histories.

5.3 Feature selection

There are thousands of diagnosis, drug, and procedure codes in the database, leading to very high
dimensionality for the corresponding kernels. This makes the resulting classifier difficult to interpret.
In order to reduce the number of codes we considered a combination of two simple criteria to rank
features. The first is the absolute value of the difference in the number of occurrences of a code
in the two classes. Useful codes will tend to occur more in one class than the other. This criterion
can be easily adjusted for class imbalance if it occurs. It can fail to capture features that occur a
relatively small number of times but are highly predictive of one of the two classes when they do
occur. Therefore we considered a second criterion based on the positive predictive value (ppv) of
a code: the fraction of times it occurs in the set of positive examples out of the total number of its
occurrences. The negative predictive value (npv) is defined analogously, and our second criterion is
the maximum of the ppv and npv of a feature. We also put a threshold on the number of occurrences
of a feature since very rare codes are not useful. Using cross-validation we searched a grid for a
combination of the thresholds of the two criteria that yielded around 300 features and provided best
performance over the tuning set. Using the features selected on the tuning set the performance of the
combined kernel showed only a very slight drop for the AUC from 0.865 to 0.864. In future work
we will perform an analysis of the codes that were selected.

5.4 Time warping

We compared the local time warping and BoC kernels on a small sample of our tuning set containing
1,000 examples, 500 from each class. The local time warping kernel provided performance that is
very close to that of our BoC kernel on this data, with an AUC of 0.76, compared to an AUC of 0.77
for the stratified bag of codes kernel. But in view of its higher computational complexity we did not
test it on the full dataset.

This result along with the observation that the kernels that bin the procedure/diagnosis or drug codes
into 6 month time segments did not perform better than those that lump the data across an enrollee’s
complete history suggest that the time aspect of a claims history is not contributing to classifier
performance. We believe that this property is what allows our classifier to perform nearly as well
when provided with truncated claims histories.
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6 Conclusion

We have shown that medical claims data can be used to provide good results for predicting the risk
of a type 2 diabetes diagnosis. In this study, claims data was the only form of information used; to
the best of our knowledge, this has not been tried before. We were able to reduce the number of
diagnosis, drug, and procedure codes to a manageable number while retaining performance that was
comparable to the best kernel using the full set of codes. Most importantly, we showed that these
data allow us to identify enrollees that will have ICD-9-CM codes indicative of a type 2 diabetes
diagnosis in the next 12 to 18 months with reasonable success. In this study we have used ICD-9-
CM codes to predict a diabetes diagnosis. It is well-known that identification of diabetes patients
from these codes suffers from inaccuracy due to various reasons (see e.g., [12]), so verification of
our approach using “gold standard” disease diagnosis should be performed.

Diabetes is a costly and prevalent disease. It is somewhat unique in that it has a pre-disease state
that can be detected before the onset of the disease. Overall, we see these methods as constituting
a first step in an intervention program. A diabetes intervention program would give incentives to
participants to lower their risk of type 2 diabetes through moderate lifestyle changes. Such programs
have shown success in delaying or completely preventing the onset of type 2 diabetes. The one
thing that remained was a cost effective method for identifying candidates for an intervention. The
methods presented here could be used as a very cheap method of identifying possible candidates
for intervention, provided that the person’s insurance claims data is available. Persons identified as
“positive” could then be tested for diabetes or pre-diabetes using more expensive medical tests. The
power of such a program is that we will be able to detect people at risk of type 2 diabetes, most of
whom won’t get tested until it is too late.

The coming era of electronic patient records promises even more data that should further improve
the prediction of diabetes risk. The modularity of our method will allow one to easily extend our
method when such data becomes available.
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