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Could a Brain in a Vat Self-Refer?

Rory Madden

Abstract: Radical sceptical possibilities challenge the anti-realist
view that truth consists in ideal rational acceptability. Putnam, as
part of his defence of an anti-realist view, subjected the case of the
brain in a vat to a semantic externalist treatment, which aimed to
maintain the desired connection between truth and ideal rational
acceptability. It is argued here that self-consciousness poses special
problems for this externalist strategy. It is shown how, on a
standard model of first-person reference, Putnam’s brain in a vat
will be mistaken in its rational self-ascription of externalist
predicates. The natural response, which employs an alternative
model of first-person reference, is shown to have the equally realist
consequence that there are enquiry-transcendent truths about the
self.

1. Introduction

This paper spells out a new problem for Putnam’s well-known semantic
externalist ‘proof’ that we could not be brains in a vat.1 The difficulty derives
from the role of the indexical first-person pronoun ‘I’, the word that each of us
uses to refer to his or herself, and which is expressive of self-consciousness. The
difficulty is this. Putnam’s strategy relies on an externalist view of content, but
when combined with a standard view of first-person reference this strategy has
the consequence that the brain in a vat subject will remain in a state of
undetectable error, specifically in certain of its beliefs about itself. This ‘Self-
Ascription Problem’ threatens the version of anti-realism that Putnam intended
his argument to support.

It can be shown that there is an alternative semantics for ‘I’, which promises to
get around this problem. But it emerges that this alternative has the consequence
that a brain in a vat could not, strictly speaking, self-refer. This consequence in
turn threatens anti-realism from a different direction. In effect, then, this paper
presents a dilemma for Putnam’s strategy.

It is important to set Putnam’s strategy in its proper context before proceeding.
Although it is typically assessed on its anti-sceptical merits, Putnam only once
mentions, rather in passing, the ‘classical problem of scepticism’. He proposes
instead that the brain in a vat scenario be seen primarily as ‘a useful device for
raising issues about the mind/world relationship’ (Putnam 1981: 6). The view of
‘the mind/world relationship’ he hopes to encourage with his discussion of
the brain in a vat is a version of anti-realism, specifically the view that there is a
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non-contingent coincidence of truth and ideal rational enquiry, that ‘truth is an
idealization of rational acceptability’ (1981: 55). For the purposes of this paper the
thesis shall be understood as follows:

(AR) Necessarily: p is true if and only if ideally rational enquirers would
endorse p

According to this thesis there could not be truths that would not be endorsed by a
process of ideally rational enquiry; and a process of ideally rational enquiry
could not issue in false beliefs.2

Why is the brain in a vat scenario relevant to this thesis? The brain in a vat
scenario is relevant because it looks to be the case of a subject who could be as
rational as you like in his belief formation, but who would nevertheless be in
massive error. On the face if it, the propositions endorsed by even an ideally
rational brain in a vat would be largely falsehoods. That is to say, the brain in a
vat possibility threatens to be a counter-example to the anti-realist equation of
truth and ideal rational acceptability. The sceptical scenario makes dramatic the
alternative, realist, view according to which truth and rational acceptability could
in principle come completely apart. So on the face of it is important that the anti-
realist should have something to say to defuse this possibility.

Now, at various points in his writings Putnam compares his position to
another view designed to ensure a non-contingent connection between the world
and our ‘representations’ viz. Kant’s transcendental idealism. While this is not
the place to attempt a serious assessment of the comparison, my discussion will
certify the aptness of the comparison in at least one respect: his anti-realist
treatment of the brain in a vat scenario leaves Putnam facing puzzles about the
self that are structurally parallel to those facing more traditional forms of anti-
realism such as Kant’s. Indeed, Putnam is forced to make something very like the
distinction between the empirical self and the transcendental self.3

Here is the plan in more detail. In the following sections I give a brief,
conventional articulation of Putnam’s argument (Section 2) and consider some
old objections (Section 3). I’ll then spell out what I take to be the novel problem
for this argument, which I will call the ‘Self-Ascription Problem’ (Section 4). This
problem threatens one half of the anti-realist biconditional (AR).

Although physical predicates will be the primary illustration of this problem, I
take the time to discuss the way in which parallel problems arise for the anti-
realist in the case of mental predicates. There are two specific problems:
investigation of the mind-body relation (Section 5) and ascription to others
(Section 6).

I then go on to suggest that the Self-Ascription Problem arises only on the
presupposition of a particular, albeit very natural, model of first-person
reference, a ‘pure indexical’ account (Section 7). On behalf of Putnam’s argument
I’ll show that an alternative ‘impure’ indexical semantics for the first-person
pronoun can get around the Self-Ascription Problem, and do so without
disturbing the proof that it is self-defeating to suppose that we are brains in a vat
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(Section 8). However, the alternative model raises the different and in a way more
dramatic problem that a brain in a vat could not strictly speaking self-refer. I end
by explaining why this outcome should also be seen as problematic for the anti-
realist (Section 9). It threatens the other half of the anti-realist biconditional (AR).

2. Putnam’s Proof

So what is Putnam’s proof? Although the presentation in Reason, Truth and History
leaves room for various interpretations, for the sake of clarity I will settle on one
fairly standard reading of the argument. I will present the argument as a proof
that the sentence ‘I am a brain in a vat’ is in a certain sense self-defeating. What do I
mean by ‘self-defeating’ here? As I will understand the term, a sentence is shown
to be self-defeating just in case it is shown to be false in all contexts of utterance. It
is in this sense that the sentences ‘I am not here’ or ‘I do not exist’ are self-
defeating: in whichever context the sentences are uttered, they are false.4

To show that the sentence ‘I am a brain in a vat’ is self-defeating in this sense,
we need to identify the relevant contexts of utterance. We can assume that there
are two relevant contexts and that these exhaustively represent the possibilities.
The first context is the context of an ordinary embodied human agent A in the
sort of good circumstances that we ordinarily take ourselves to be in. The second
context is the context of the brain in a vat subject B, who is and has always been
envatted, whose experience, while qualitatively just like the experience of A, is in
fact the result of stimulation by sophisticated computers. Contexts of utterance
are usually taken to include, in addition to an agent of utterance, also a time,
place, and perhaps other factors. But for convenience I will simply label the
contexts according to their agents, as hAi and hBi.

What are the truth-conditions of the sentence ‘I am a brain in a vat’ in these
contexts? Using ‘BIV’ to abbreviate ‘brain in a vat’ the truth-conditions relative to
context hAi are as follows:

‘I am a BIV’ is true if and only if A is a BIV.

A is not a brain in a vat. Ex hypothesis A is an ordinary embodied human being. So
the truth-conditions of the sentence do not obtain in context hAi. The sentence ‘I
am a BIV’ is false in the first context.

What about the second context hBi, the context of the envatted subject? The
key claim is that the truth-conditions differ in this second context. It is here that
appeal is made to semantic externalism, to the view that internally similar
subjects can nevertheless mean different things with their words and thoughts.
There is a variety of ways in which content is plausibly externally determined,
but all that is required to motivate the difference of content between contexts is
the fairly minimal idea that reference is causally constrained: that in order to refer
to some particular, or kind, one needs, however indirectly, to have had some
causal exposure to the particular or kind.5 With this externalist constraint in place
it is straightforward to argue for a difference in truth-conditions between contexts
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hAi and hBi. For the brain in a vat subject—the agent of context hBi—has not
been in appropriate causal contact with brains and vats. He is, and always has
been, causally insulated from these sorts of things. So his words ‘brain in a vat’
cannot refer to brains and vats. The constraint excludes brains and vats from the
class of candidates for reference in hBi.

What remains in the class of candidates for reference in hBi? Call whatever
falls in extension of ‘BIV’ in hBia virtual BIV, or BIVn. Putnam suggests a number
of hypotheses about the nature of BIVns. They might be features in the computer
program, constructions out of sense-experiences, or groups of electronic impulses
(B has been causally exposed to each of these kinds of thing).6 But we can be
agnostic about which of these hypotheses is correct. What is important is that
there is some such difference in the truth-conditions of B’s sentence despite his
internal neural similarity to A. The truth-conditions of B’s sentence are as follows:

‘I am a BIV’ is true if and only if B is a BIVn

Is the sentence true or false in hBi then? Although ex hypothesi B is a BIV, B is not a
BIVn. Why? The agent of this context is not a set of electrical impulses, a set of
sense data, an element in a computer program, or any such candidate for
reference. B is a real, flesh-and-blood, brain in a vat. So the sentence is false in
context hBi as well.

Since it is plausible that every context will be relevantly like one of hAi or hBi
these two contexts can be considered exhaustive of the possibilities. So the
sentence ‘I am a brain in a vat’ is false in every context of utterance. The sentence
is self-defeating.

3. Old Objections

Those familiar with the literature generated by Putnam’s argument will be aware
of a couple of standard objections, which I will rehearse only briefly here. The
first objection in effect questions the assumption that hAi and hBi are exhaustive
of the relevant contexts. For there is additionally the case of the subject who was
once embodied in circumstances like A’s but who has only recently entered an
envatted situation like B’s. This possibility is significant because such a subject,
unlike B, has had the right kind of causal exposure needed for reference to
ordinary objects such as brains and vats. So externalism does not clearly debar
such a subject from using the sentence ‘I am a brain in a vat’ with the truth-
conditions of context hAi. But this subject is a brain in a vat, albeit lately, so the
sentence may after all be true. So the sentence is not after all self-defeating; there
are some contexts relative to which it is true.7

A different objection begins by questioning the force of the conclusion of the
proof. It is agreed that one should be very interested in a proof concluding that one
is not a brain in a vat, but all the argument seems to have shown so far is the
guaranteed falsity of the sentence ‘I am a brain in a vat’. There is a missing step here.
One would be forgiven for thinking that a simple disquotational move (along with
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elementary manipulation of negation) would suffice to bridge this gap, but in fact
there has been some controversy about the legitimacy of disquotation in this setting.8

I’m going to ignore these objections in what follows, partly for the general
reason that they are old objections and I want to get on to explain a new objection,
but partly for more specific reasons. The first objection, about recent envatment is, I
think, sound, but it wouldn’t touch a weakened version of the argument, which
aimed to show the self-defeating nature of the more specific supposition that we
are permanently envatted brains. It would be a remarkable achievement if even this
much could be shown, and what I’m going to say will be relevant even to this more
modest aim. The second objection, concerning disquotation, is surprisingly
resistant to competent formulation, and there is not the space to get into it here.9

These two objections are typically raised in the course of assessing Putnam’s
externalist argument as a response to the sceptic. The new objection that I want to
raise in what follows will target the defence of anti-realism. Crucial to this
defence is the idea that the envatted subject’s ordinary quotidian beliefs,
expressed by such sentences as ‘Here are two hands’, ‘That is a tree’, ‘I am not a
BIV’ etc. will be largely true, not false as one might have supposed; as a result of
the external determination of content the envatted subject does not fall into error
about the physical world: instead he discovers truths about the ‘virtual’ world.
This idea is crucial for the defence of anti-realism because if it is correct then the
BIV case turns out not to be the case of a subject whose ideally rational enquiries
issue in falsehood. The case ceases to function as a counter-example to anti-
realism because the BIV’s belief-forming processes are not after all radically
disconnected from the truth. According to Putnam’s externalist strategy the BIV
is in just as good cognitive contact with his world, the world of ‘virtual objects’ as
we are in contact with ours.10

This is the aspect of the strategy that I intend to target. I will argue that the case
of the brain in a vat—even a permanently envatted brain—still exemplifies a
resilient disconnection of truth and rational enquiry.

4. The Self-Ascription Problem

The argument for the self-defeating status of ‘I am a BIV’ turned on the claim that
the sentence would be false in context hBi, for the reason that B is not a BIVn,
whatever BIVns turn out to be. Now consider a different self-ascriptive sentence,
such as ‘I am human’. In context hAi this has the following truth-conditions:

‘I am human’ is true if and only if A is human

Ex hypothesi A is human, so this self-ascription of kind-membership is accurate; the
sentence is true in context hAi. But now what about the sentence in context hBi?
What are the truth-conditions of the sentence ‘I am human’ in context hBi? In parallel
with the treatment of the sentence ‘I am a BIV’ the truth-conditions will be as follows:

‘I am human’ is true if and only if B is humann
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That is to say, the sentence is true just if B is, not a human, but a virtual-human, a
humann. But there is a problem here. B is a flesh-and-blood brain in a vat. The
extension of ‘human’ relative to context hBi like the extension of other kind
concepts, ‘brain’, ‘vat’ etc. will comprise certain kinds of computer program
features, sets of electronic impulses, or patterns in B’s sensory experience. But B
is not himself any of these things. So for the very reason that the sentence ‘I am a
BIV’ is false relative to context hBi, so the self-ascription of very many predicates
will be false. In other words the subject of context hBi will be in undetectable
error in many of his self-ascriptions, however careful and rational the
investigation that grounds them. So Putnam’s externalist strategy still has the
consequence that the brain in a vat disconnects truth and rational enquiry: but
the offending propositions are not propositions about the external world; they are
propositions about the self. This is the Self-Ascription Problem.

To develop this objection more should be said about why the extension of ‘human’
relative to hBi should be restricted to virtual objects. Why couldn’t B himself fall into
the extension of ‘human’ in context hBi? Why couldn’t B himself count as a humann?
There are two difficulties with supposing that B satisfies ‘human’ relative to his
context. The first is dialectical; the second is more self-standing.

It was a crucial part of the original proof—that ‘I am a BIV’ is self-defeating—
that B was assumed not to fall under the extension of ‘BIV’ as used in hBi. That is
why the sentence was false in hBi as well as in hAi. But this assumption makes
clearest sense as instancing the more general assumption that the permanently
envatted B’s words refer exclusively to virtual objects, which, whatever they are,
are not ordinary physical things like brains and vats. So once one begins to
question the general assumption that B’s words refer only to virtual objects one
tends to undermine the original argument that ‘I am a BIV’ is self-defeating in the
sense explained. If instead one supposes that a flesh-and-blood physical thing
could fall in the extension of ‘human’ as used in hBi then it become less clear why
a flesh-and-blood physical object could not fall in the extension of ‘BIV’ as used
in hBi—in which case it ceases to be clear why the sentence ‘I am a BIV’ would
not be true in context hBi, thus weakening the original proof.

But quite independently of dialectical context, reflection on the nature of natural
kind terms reinforces the claim that B himself is not in the extension of ‘human’
relative to hBi. The reason, as Putnam himself argued convincingly, is that the
ostension of samples plays a role in fixing the extension of kind terms. For example,
the extension of ‘water’ is fixed as follows: it comprises just whatever bears the
same-underlying-kind relation to this, where the demonstrative ‘this’ refers to some
perceptually present sample of the stuff in question.11 Assuming that a similar story
fixes the semantics of the kind term ‘human’ in hBi, we get the result that the
extension of ‘human’ comprises just whatever is of the same underlying kind as the
samples perceived and ostended by B. But the only things that B perceives will be a
certain kind of virtual object. The underlying structure of these virtual objects will
be electronic, or computational, or phenomenal. Although B will seem to himself to
be symptomatically or superficially similar to these samples, his underlying nature
is in fact quite different; it is neurobiological. So he does not really bear the same-
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underlying-kind relation to the extension-fixing samples. So he does not fall under
the extension of ‘human’ relative to his context.

What if he decided to use himself as the reference-fixing sample? In that
case the extension of human would be fixed as follows: it comprises just
whatever bears the same-underlying-kind relation to me (i.e., to B). Now indeed
the self-ascription of ‘I am human’ will come out as true. But a mirror-image
problem arises, because the symptomatically similar virtual-humans he perceives
will not really be of the same underlying kind as the sample used to fix the
extension of ‘human’ (they are non-biological electronica). In which case B’s non-
first-personal ascriptions of ‘human’ would turn out to be false, however
rationally they are made. There would still be a disconnection of truth and
rational enquiry.

5. Mental Predicates: The Mind-Body Relation

The Self-Ascription Problem was illustrated using the term ‘human’ because this
seems to be a standard natural kind term and thus as good a candidate as any for
being semantically plastic in the sense claimed by externalism: it is as good a
candidate as any for being a term whose meaning is susceptible to shaping by
contextual differences. But to clarify the scope of the Self-Ascription Problem it
makes sense to ask what exactly is the range of terms that gives rise to the
problem. In particular it is interesting to ask whether mental predicates such as
‘thinks’ are problematic.

The issues here are difficult, in large part because it is not clear whether mental
vocabulary should be regarded as semantically plastic like natural kind terms.
But if mental vocabulary were semantically plastic then a predicate like ‘thinks’
could shift its extension between contexts hAi and hBi. That is, we might
suppose that, while in context hAi ‘thinks’ refers to thinking, in context hBi
‘thinks’ would refer to some distinct, virtual, property, the property of thinkingn.
But if that were so, then the Self-Ascription Problem would threaten to extend to
the self-ascription of thought. For the truth-conditions in hBi are as follows:

‘I think’ is true if and only if B thinksn

The problem is that B is genuinely a thinker, not a thinkern. Again, B is not a mem-
ber of some class of virtual objects. So, incredibly, B would be in undetectable
error in his mental self-ascriptions.

The right Putnamian response here would be to dispute the idea that mental
vocabulary might be semantically plastic in the same way as natural kind terms.
For it should be noted that the internally similar subjects A and B are both genuinely
thinking, and consequently are both in immediate introspective contact with the
property of (genuine) thinking. Hence they are equally in a position to fix upon the
very same property, the property of (genuine) thinking. They are in a position to
refer to the very same property with ‘thinks’. It is hard to see how the different
external context of hBi could shift the meaning of ‘thinks’ compared to hAi.12
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So from now on let us assume that ‘thinks’ is not semantically plastic. Let us
assume that ‘thinks’ means the same in both contexts hAi and hBi. So the truth-
conditions relative to hBi will be similar to the truth-conditions relative to hAi:

‘I think’ is true if and only if B thinks

This is fine; unlike the self-ascription of the semantically plastic predicate ‘is
human’ there seems to be no obstacle to the satisfaction of this condition. We
assume that brains in vats, whatever their limitations, can genuinely think.

However, the assumption that ‘thinks’ is not semantically plastic generates at
least two further problems for the anti-realist treatment of the case. The first
problem arises when the supposition that mental vocabulary is not plastic is
combined with the core externalist idea that physical vocabulary is plastic. The
problem arising is that truth and ideal rational enquiry would come apart in the
special case of investigation of the mind-body relation.

Suppose for simplicity the truth of the reductive physicalist view that pain is
identical to C-fibre firing. This truth is not one that the subject in hBi would be in
a position to express given the combination of plasticity of physical vocabulary
and the non-plasticity of mental vocabulary. For the sentence ‘pain 5 C-fibre
firing’ would have the following truth-conditions relative to hBi:

‘pain 5 C-fibre firing’ is true if and only if pain 5 (C-fibre firing)n

Why would it have these truth-conditions? The non-plasticity of the term ‘pain’
means that it refers to the same property relative to hBi as it does relative to hAi,
namely real pain. But the plasticity of the physical term ‘C-fibre firing’ means that
it refers to some distinct property of virtual objects, call it (C-fibre firing)n. The
problem then is not just that this sentence fails to express the truth about the
mind-body relation: the problem is that the sentence is outright false. For pain is
not identical to any virtual property: it is identical to a real neurophysical
property, namely C-fibre firing. So it looks like the rational investigations of the
subject in hBi would result in another kind of undetectable falsehood.13

I hesitate to press this line of objection much further, primarily because the
question of mind-body identity is still unsettled, both in respect of what is truth
of the matter, and what would count as a rational basis for arriving at a
judgement on the matter. But the objection can be explored a bit further by
looking at the truth-conditions of weaker claims about the mind-body relation
relative to context hBi. For example:

‘pain is correlated with C-fibre firing’ is true if and only if pain is correlated
with (C-fibre firing)n

Presumably, if this is an ideally rational judgement for B to come to, then it will
be because he has indeed found a correlation between pain and the virtual-
property in his virtual-brain that he refers to with the term ‘C-fibre firing’. So
unlike the reductive identity claim, this weaker claim about mind-body will turn
out to be true.
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However, even if it is arranged that there is a correlation between B’s mental
states and B’s virtual brain states (the states of the ‘brain in the image’) things
could have been otherwise: there is no real dependence of B’s states of mind upon
the states of the virtual brain. The true ground of B’s states of mind (the real
physical brain) lies outside the virtual world altogether. This means that popular
supervenience claims will be false relative to hBi:

‘the mental supervenes on the physical’ is true if and only if the mental
supervenes on the physicaln

For even if the experience-generating machinery in fact ensures a perfect
correlation between B’s mental states and the states of the virtual brain
discoverable by B within the virtual physical world, there remain possible
situations in which the machinery misfires, so that the state of the virtual brain
within the virtual world fails to update while the experiences of B (dependent
upon the real physical brain) continue to change. In that case there would be a
mental difference without a physicaln difference. So the supervenience claim
made in context hBi would be false.

It would follow from this that the case of the BIV is a counter-example to anti-
realism only if it could be established that the false supervenience claim is
something that ideally rational enquirers would endorse. But is it? The claim is
certainly far more widely accepted in current philosophy of mind than the simple
reductive identity thesis. But obviously this far from proves that the super-
venience claim would turn out to be acceptable from the perspective of ideal
rational enquiry: perhaps from that Olympian perspective the broadly physicalist
trend in philosophy of mind of the last few decades would be seen as step in the
wrong direction. Indeed the anti-realist could reasonably hold that the live
possibility of his own sort of view—according to which the natural world is in
some sense internal to our perspective, rather than our perspective internal to the
natural world—should lead any rational enquirer to hesitate to endorse a
physicalist supervenience claim. Perhaps, then, it would be question-begging to
assume the supervenience claim in an argument against anti-realism.

6. Mental Predicates: Ascription to Others

The second problem arising on the assumption that mental vocabulary is non-
plastic results not from the use of mental vocabulary in some controversial
philosophical claim, but from a much more ordinary use of mental predicates:
their use in ascription to others. The subject in hBi will use mental predicates in
third-personal ascriptions as well as self-ascriptions. The problem here is that it is
unclear whether on the natural construal of their truth-conditions such
ascriptions would be true. Here is the natural construal:

‘that man thinks’ is true if and only if that-mann thinks
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In the BIV context hBi, the subject is using the demonstrative ‘that man’ to pick
out some sort of element ‘in the image’, a virtual man. Along with the
assumption that ‘thinks’ is non-plastic, then, we get the result that the other-
ascription is true just in case the virtual object in question genuinely thinks. But it
is just unclear, to say the least, whether this need be the case. Could a pattern in
sense experience, or a set of electronic impulses, really think? If not, then other-
ascriptions of mental predicates will be undetectably false, however rationally
applied. The BIV case will still exemplify a mismatch between truth and the
outcome of ideal rational enquiry.

I will indicate three responses to this problem. None is entirely satisfactory.
The most straightforward way out would be to deny that ‘thinks’ is univocal

between self-ascription and other-ascription. The proposal would be that ‘thinks’
means thinks in the case of self-ascription, but has a special meaning in the case of
other-ascription, denoting thinkingn which we can suppose to be some property
of personsn that explains their observable behaviourn. On this view both kinds of
rational use of mental predicates could turn out to be correct, having the
following truth-conditions in hBi:

‘I think’ is true if and only if B thinks
‘that man thinks’ is true if and only if that-mann thinksn

What is to be said for this proposal? It is hard to deny that there is a deep
difference in the respective epistemic bases on which the two uses of mental
predicates can be grounded: in the first-person case the basis can be in some
sense introspective; whereas in the third-person case only inferential, perceptual
or testimonial bases are available. But outside of a crude verificationist
framework it is hard to see how to argue for a difference of meaning on the
basis of this epistemic difference. Furthermore, any view having the consequence
that first-personal mental self-ascriptions do have a special meaning will have to
reckon with the plausible point, associated with Strawson, that it is a condition of
the possibility of use of a predicate in one case—for example in self-ascription—
that one be prepared to use the very same predicate in other cases.14

Moreover, even if we allow a failure of univocity in mental predicates, there
remain worries about whether this proposal would really succeed in its aim of
sidestepping errors in the rational use of mental predicates in context hBi. For
presumably brains in a vat will, like us, at least take it that mental predicates are
used with a single sense. But in that case they will, like us, be disposed to go in
for inferences that trade on the presumed sameness of sense. For example: I am in
pain; he is in pain; therefore at least two individuals are in pain. The current
proposal entails that such an inference would constitute a fallacy of equivocation.

Fortunately there are other strategies for circumventing these problems with
mental predicates. One proposal would appeal to a functionalist theory of the mind.
According to a functionalist view, any system functionally isomorphic to an ordinary
thinker ipso facto qualifies as a thinker. The proposal then would be that the
computationally realized virtual-people display enough richness in their behaviour,
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and workings more generally, to count as functionally isomorphic to ordinary
thinkers, thus qualifying as thinkers themselves. If so, then ordinary mental
predicates could be applied to them truly, and not falsely as was suggested.

How convincing is this appeal to functionalism? This is not the place for a
assessment of functionalism in general, but a couple of critical points can be
made about its intended use in the present context to underwrite the truth of B’s
ideally rational other-ascriptions. First, given that virtual persons are not even
ordinary objects in physical space, let alone biological organisms of our own
kind, a highly permissive or ‘non-chauvinistic’ version of functionalism would be
needed in order to ensure that individuals with sensory organs and behavioural
vehicles so radically different from our own could nevertheless qualify as
thinkers. Although the possibility of multiple realization is a selling point of
functionalism it is hard to be confident that the mind could be quite as
independent of physical implementation as this would require.15

A more serious worry about the appeal to functionalism concerns the place of
causation. According to functionalism, what remains invariant across different
realizations of a mental state is its causal role: its role in mediating between
sensory causes and behavioural effects, and its role in causal interaction with
other mental states. The problem is that it is very hard to see why virtual persons
should be expected to possess this kind of internal causal structure. Although it is
certainly plausible that an ideally rational subject in context hBi would only
ascribe a mental state to a virtual person if the virtual person displayed a rich set
of counterfactual dependencies among its inputs and outputs, it remains open
that the sequence of states of the virtual person could be individually caused in
turn by a central computer, and not really causally interrelated at all—rather like
the states of a shadow, or the states of an image on a projector screen.

Precisely this problem is implied by Putnam’s own reply to the criticism that
the brain in a vat would be mistaken about the fundamental causal structure of
the world. His reply, to the effect that ‘causal’ vocabulary is itself semantically
plastic, is worth quoting:

[T]he relation between whatever in the computer corresponds to a brain’s
perceiving ‘fire’ and what corresponds to the subsequent ‘smoke’ need
not be that the former causes the latter. Rather, we may plausibly imagine
that the entire sequence is programmed to occur in that order when a
Brain emits the appropriate electrical impulses. There is, indeed, a
counter-factual supporting relation between ‘fires’ (of certain ‘sub-
stances’) and ‘smoke’ in the brain-in-a-vat world; a relation that may
be relied on, used to justify inference licences, etc., just as the relation of
causation is relied on, used to justify inference licences among the
unenvatted, but it is not the same relation. Brains in a vat can no more
refer to what the unenvatted call ‘causation’ than they can to what the
unenvatted call ‘fire’, for semantic externalists insist that the causal
constraints that apply to our reference to any physical relation apply to
reference to causation itself. (Putnam 1994: 287)
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If Putnam is right about this then conditions for the ideal rational application of
mental predicates would be conditions in which the virtual person’s states stand
in counterfactual supporting relations of ‘virtual causation’ and not real
causation. In that case the states of the virtual person would not, as the present
functionalist reply requires, realize a causal role in a non-standard way. They
would not realize a causal role at all.

The third and final response to the troubles with the other-ascription of mental
predicates does not make appeal to a highly permissive functionalist theory of
mind, nor to an equivocation in mental vocabulary. It is suggested by a notable
feature of Putnam’s own initial description of the brain in a vat scenario. He
describes the scenario as involving not a single envatted subject but instead a
whole community of envatted subjects, undergoing a ‘collective hallucination’.
According to his version of the story ‘all human beings (and perhaps all sentient
beings) are brains in a vat (or nervous systems in a vat in case some beings with
just a minimal nervous system already count as sentient)’ (Putnam 1981: 7).
Accordingly it could be that B’s other-ascriptions do turn out to be true: each
virtual human encountered by B is, as Kant put it, ‘the outward appearance’ of
what it is ‘in itself (internally) a subject . . . and thinks’ (Kant 1929: A360). Kant
himself said that only such an arrangement would allow us to ‘fall back on the
common expression that men think’ (ibid.).

Let us agree for the moment that in the version of the scenario chosen by
Putnam ideally rational other-ascriptions do turn out to be true. The obvious next
question is whether Putnam is entitled to choose a version with this convenient
feature; can’t the realist in turn just point to the possibility of a worse case, the
case of a lonely brain in a vat, in order to drive home more effectively his point
that truth and ideally rational enquiry could in principle come completely apart?
The answer to this question may depend upon the precise way in which the anti-
realist thesis is understood. The notion that truth consists in endorsement by
idealized rational enquiry admits of different readings. On some readings the
idea that a single enquirer might be ideally rational would not make sense.
Perhaps ideal rational acceptance is supposed to be an essentially communal
phenomenon, involving the convergence of human science as a whole. This
seems to be the view of certain of the American Pragmatists from whom Putnam
claims to draw inspiration. C. S. Peirce for example said that ‘the opinion which
is fated to be agreed by all who investigate is what we mean by truth’ (Peirce 1935:
139, my emphasis). If this is what is meant, then the case of the lonely brain in a
vat is not so clearly a counterexample to the antirealist thesis, since, even if it is a
case of uncorrectable error it would not count as a case of ideal rational enquiry if
rational enquiry is by definition communal.

To properly defend this move something would need to be said to explain why
a solitary subject could not legitimately be regarded as a ‘community’ of one, the
limiting case of a community. But anyway, even if the realist accedes to the
exclusion of lonely cases, it is not quite clear how this ensures that ideally rational
mental predications will be true. For it is not hard to envisage brain in a vat cases
in which there is indeed a plurality of enquirers, but a plurality that is smaller
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than the plurality of virtual-persons encountered in the image (analogous to the
way in which some of the characters in an online multiplayer computer game are
‘bots’ or ‘non-player’ characters). In such cases, the semantic non-plasticity of
mental predicates would still result in undetectable error in other-ascription, for
not every object of ideally rational other-ascription in such cases will be the
‘outward appearance’ of what is ‘in itself’ a subject of experience.

From the rest of the paper I shall ignore the special problems raised by mental
predicates, and consider only the Self-Ascription Problem as it originally arose in
connection with physical kind predicates. But I will close this section by noting
that the dismissal of the case of the lonely brain in a vat would corroborate an
observation made at the outset, that Putnam’s argument is not primarily
addressed to the ‘classical problem of scepticism’. The classical Cartesian
predicament is, of course, that of a single enquirer.

7. A Different Model of the First Person

In this section I want to suggest a way forward for Putnam in response to the
original Self-Ascription Problem. Recall, the root of the problem, the reason that
self-ascriptions such as ‘I am human’ turn out false, is that we are allowing that
the brain in a vat can refer to at least one non-virtual object, namely himself. In
combination with the assumption that only virtual objects fall under the extension
of semantically plastic predicates in hBi, the Self-Ascription Problem ensues,
because B is not himself a virtual object. In effect, B’s use of ‘I’ spoils the otherwise
neat permutation of virtual objects and real objects between contexts hAi and hBi.

This suggests that a defender of Putnam’s treatment of the brain in a vat case
ought to look more closely at the semantics of ‘I’ presupposed so far. In giving the
truth-conditions of sentences in context hBi it has been presupposed that
instances of ‘I’ refer to the envatted subject B. This assumption is in accord with
the orthodox conception of ‘I’ as a pure indexical, like ‘now’ and ‘here’; the sort of
expression that makes a contextually variable but very simple and systematic
contribution to what is expressed in a given context. Specifically, the orthodox
view is that, as a matter of its standing linguistic meaning, ‘I’ is governed by the
following rule: the use of ‘I’ in a context refers the speaker of that context (just as
‘now’ refers to the time and ‘here’ refers to the place).16

But there is another, less orthodox, way of thinking about the first-person
pronoun. While there may not be any hope for a wholly non-indexical theory of
‘I’—for reasons made familiar by Perry and others— that still leaves the option of
agreeing that ‘I’ is an indexical while disputing the orthodox view that it is a pure
indexical. For it might be proposed instead that it is an impure indexical, like a
demonstrative pronoun: a term whose reference is not fixed in some automatic
rule-governed way, but needs supplementation on the part of the speaker by
some associated demonstration, or deixis. According to this option the
appropriate comparison would be with a perceptual demonstrative like ‘this’
or ‘that’ rather than a term like ‘now’.
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There are theorists who have modelled the first person along just these lines,
including Evans and Cassam.17 Just as a perceptual demonstrative like ‘that’ has
its reference fixed by certain perceptual links between speaker and referent, so
the reference of ‘I’ is fixed by certain perceptual links. To explain which links
these theorists appeal to the plausible point that each one of us is on the receiving
end of information wholly dedicated to him or herself; for example, we each have
proprioceptive awareness of our own body; we each have egocentric information
provided by the perspectival content of vision; and likewise for other sense
modalities. These information links are the ones that fulfil the role of the
‘demonstration’ that fixes the reference of ‘I’ in a context.

So let us gloss ‘I’ according to the impure model as: this-object-here. (This gloss
is a convenient way of reminding ourselves of the demonstrative-like way in
which reference of ‘I’ gets fixed according to this model; it is not supposed to give
a synonym). Two questions now arise: does Putnam’s Proof still work on
adoption of the impure model? And does the model help to avoid the Self-
Ascription Problem? The next section addresses these questions in turn.

8. The Proof Reconsidered

In order to check that the original proof still works on the alternative model of ‘I’,
we need, as before, to identify the truth-conditions of the sentence ‘I am a BIV’ in
contexts hAi and hBi respectively. In hAi:

‘I am a BIV’ is true if and only if this-object-here is a BIV

Well, in this context the object demonstrated is not a BIV. Ex hypothesi the object at
the ‘origin’ of A’s egocentric perceptual fields is a certain ordinary embodied,
non-envatted, human subject, namely A himself. So the sentence is false in
context hAi as required.

Now what about context hBi? We can take it that since B’s experiences are
qualitatively similar to ours there will be at the origin of B’s perceptual fields a
virtual human body, about whose virtual bodily state B will be receiving
proprioceptive feedback, and about whose location in virtual space B will be
receiving visual feedback. So on the impure model of the first person, the truth-
conditions of the sentence ‘I am a BIV’ relative to hBi will be as follows:

‘I am a BIV’ is true if and only if this-object-heren is a BIVn

And we can take it that this sentence is false. It is not, as it were, part of the
computer-generated scenario that one is a brain in vat. The virtual human body
about which B is receiving information is not a virtual brain in a vat.

So the sentence remains false in both contexts hAi and hBi. To the extent that the
proof was originally successful, it remains so on the new impure model of the first-
person. That is to say, the choice of models of the first person is underdetermined by
the aim of showing ‘I am a BIV’ to be self-defeating. Perhaps this is unsurprising;
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but it is interesting to record that the two models secure this result in very different
ways. For they give quite distinct explanations of the falsity of ‘I am a BIV’ relative
to hBi. On the first, pure, model, the falsity consists in the fact that, as Forbes puts it
‘a brain in a vat is a physical thing, not an image constituent’ (1995: 206). Brueckner
also represents this version of the proof as turning on the fact that ‘a brain in a vat is
not a certain computer program feature located in a certain other computer
program feature’ (2008). In other words the crucial fact is that B is not a BIVn.
Presumably this is a necessary truth; presumably no flesh and blood object could
have been an image constituent, or computer program feature.

In contrast, on the impure demonstrative model of the first person, the crucial
fact securing the falsity in hBiof ‘I am a BIV’ is the fact that the virtual human body
at the centre of the image (this-object-heren) is not a virtual brain in a vat (a BIVn).
This seems to be a quite different sort of fact, and one that is not so clearly a
necessary truth. For just as we can counterfactually suppose that an ordinary
human like the agent of hAi might have been envatted had things gone differently,
perhaps we can counterfactually suppose that a virtual human body might have
been virtually envatted, even if this is not actually the case in context hBi.

But in any case the proof goes through on either model of ‘I’. The pure model,
however, faced the Self-Ascription Problem. The next question, then, is whether
the alternative impure model fares any better.

Consider as before the problematic self-ascriptive sentence ‘I am human’.
According to the pure model it has the following truth-conditions in context hAi:

‘I am human’ is true if and only if this-object-here is human.

The sentence is true: A is demonstrating a human body. Now what about the
truth-conditions relative to hBi? They are as follows:

‘I am human’ is true if and only if this-object-heren is humann

There is no longer any apparent obstacle to the truth of the sentence. The
demonstrative used by B picks out a certain virtual object at the centre of his
egocentric perceptual fields; and this virtual object is plausibly virtually human, a
virtual human body. Thus the switch to the demonstrative semantics for the first-
person avoids the Self-Ascription Problem. The basic idea should be clear: by
making ‘I’ refer to a virtual object as well, we reinstate the neat permutation of
objectsn for objects between the two contexts, and thus preserve in a natural way
the aspect of Putnam’s strategy crucial for the defence of anti-realism. In this way
we eliminate the problem of undetectable error in the brain in a vat’s rational self-
ascriptions of predicates.

9. The Transcendental Self and the Empirical Self

But this move appears to raise the following, more dramatic, problem. According
to the impure model the envatted agent of context hBi does not strictly speaking
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self-refer. He refers with his uses of ‘I’ to a certain virtual human body, a denizen
of the virtual world; but B himself is a physical thing, a brain in a vat, not
identical to this or that virtual object. Compare the situation in which one is
playing a video game, in which there is one sprite over which one exerts special
control, and whose circumstances in the game determine in a special way what is
seen on the screen. This sprite is not literally one and the same individual as me.
However immersed I become in a game of Tomb Raider I will never be literally
identical to the heroine Lara Croft.

So the switch to the impure semantics for ‘I’ delivers the agent of hBi from
undetectable error in his self-ascriptions at the cost of depriving him of the means
to self-refer at all. To clarify: the problem is not that B’s tokens of ‘I’ fail to refer to
anything. Accordingly there is a kind of deflationary sense in which B can be said
to refer to his ‘self’: if by ‘self’ we just mean the reference of the first person
pronoun, then indeed self-reference is possible in context hBi. The problem is
that B does not self-refer in the clearest sense: he does not exemplify the property
lx. x refers to x. The agent of the context does not refer to the agent of the context.
In a deliberate echo of Kant let us call the agent of the context the transcendental
self, and the referent of ‘I’ in a context the empirical self. The upshot seems to be
that in order to preserve the anti-realist result that the case of the BIV is not a case
of undetectable error, we are forced to countenance the possibility of contexts in
which the transcendental and empirical self come apart.18

How bad is this outcome for the Putnamian anti-realist? One perfectly
reasonable reaction would be to regard the outcome as a reductio ad absurdum of
the impure demonstrative model upon which the reply to the Self-Ascription
Problem is based. One might reasonably take it to be a constraint on any acceptable
theory of the first-person that tokens of the first-person in a context must refer to
their thinker in that context. However precisely the pronoun ‘I’ works, it is surely a
means of exemplifying the property lx. x refers to x. Since, then, the brain in vat
scenario shows that it is possible for the thinker in a context to be informationally
hooked up in the ‘appropriate ways’ to something other than the thinker of the
context, one should just take the case to be a counterexample to any model of the
first person according to which self-reference is supposed to be fixed by these links.

Although I’m very sympathetic to this reaction, a couple of points can be made
in response. First, on the impure view the agent of an ordinary context like hAi
does self-refer in the strict sense. For this-object-here just is the human being. In
other words the phenomenal self and the transcendental self do coincide in
context hAi. So it is not as if the impure model entails that we do not actually
strictly self-refer with ‘I’. So the defender of the impure model can still regard
strict self-reference as an excellent generalization over actual cases of ‘I’ reference
even if not an a priori constraint on all possible cases.

A second point is this. In recent years philosophers have responded to various
puzzles in metaphysics by canvassing the possibility that actual cases of ‘I’
thought do not involve reference to the thinker.19 So, for what it’s worth, it would
be inaccurate to suggest that philosophers universally agree that ‘I’ is a device of
strict self-reference.
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For the sake of argument let us not regard the result that the agent of hBi fails to
self-refer as a reductio of the impure model of ‘I’. Let us grant the anti-realist his use
of the model in reply to the Self-Ascription Problem. Even so, there remains a
deeper worry for the anti-realist thesis (AR), the thesis that, necessarily, p is true if
and only if p would be endorsed by ideal rational enquiry. Recall that the Self-
Ascription Problem threatened the ‘if’ half of the thesis: even if semantic
externalism ensures that the BIV’s beliefs about the external world are true, there
was a serious question about whether even ideally rational self-ascriptions of plastic
predicates would be true. The worry now is that the switch to an impure model of
‘I’ may in fact threaten the ‘only if’ half of the thesis, the claim that p is true only if p
would be endorsed by ideally rational enquiry. Why? On the assumption that the
brain in a vat is determinately some way or other, then there are some truths about
B himself. But since B cannot self-refer, these are truths epistemically inaccessible
even to the ideally rational brain in a vat. These are truths that cannot be endorsed.

Of course, something similar might be said about the vat, the vat-tending
machinery, and so forth: since these things are determinately some way or other,
there must also be truths here that B cannot access. But in these cases, perhaps,
the anti-realist has some hope of finding arguments to persuade us into adopting
an ‘internal’ perspective from which matters wholly external to the subject B can
be seen to fall away. The problem is that the subject in turn cannot be dispensed
with in this way. There really must be a subject of the experiences and thoughts
occurring in context hBi. As we have seen, this subject has to be inaccessible to
reference if the Self-Ascription Problem is to be avoided.

In summary: self-consciousness poses a dilemma for the anti-realist response
to the case of the brain in a vat. On the pure indexical model of first-person
reference, rational enquiry into the self will issue in falsehood not truth. On the
alternative, impure, model of first-person reference there will truths inaccessible
to rational enquiry. Either way anti-realism seems to be in trouble.
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NOTES

1 Putnam 1981: ch. 1. Also Putnam 1978.
2 Despite some subsequent changes of view Putnam has continued to deny that we

have ‘a notion of truth that totally outruns the possibility of justification’ (Putnam 1990: ix).
Broadly similar views have been explored by Dummett and Wright, among others.
Representative works include Dummett 1978, 1991, and Wright 1992a.

3 For other points of analogy (and disanalogy) between Kant’s views and those of
more recent anti-realists, see Van Cleve (1999: ch. 13) and Moore (forthcoming). Early
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Wittgenstein recognized the connection between self-consciousness and realism; see
Sullivan 1996 for a rich discussion of his views. For a book-length argument that genuine
self-consciousness requires realism, see Campbell 1994.

4 Such sentences are indexical ‘logical falsehoods’ in the sense of Kaplan 1989. In using
this notion to model Putnam’s argument I draw on Forbes 1995. In effect I will be
presenting what DeRose (2000) calls the ‘Dilemma Argument’ and Brueckner (2008) calls
the ‘Disjunctive Argument’.

5 If reference to abstract objects is possible then that is an exception to the constraint. It
also bears emphasis that recognition of this necessary condition on reference in no way
commits one to the ambitious and probably hopeless project of fully analyzing reference is
causal terms.

6 Putnam 1981: 14.
7 Worries about recent envatment seem first to have appeared in print in Smith 1984.
8 See Brueckner 1986 for an early statement of this objection.
9 See Wright 1992b and Forbes 1995 for persuasive argument that there is no problem

about disquotation here.
10 The idea that a BIV’s thoughts would be largely true is prefigured by Bouwsma

(1949) who argues that a victim of Descartes’ malin génie would have largely true beliefs.
This is also a prominent theme of Chalmers 2005.

11 Putnam 1973. Besson (forthcoming) contains a careful discussion of the importance
of this sort of ‘dubbing’ in setting the semantic properties of natural kind terms. As she
notes, it is an idealization to suppose that there should have been a single, discrete act of
baptism.

12 For this reason it is difficult to envisage a ‘twin-earth’ thought experiment
concerning a term like ‘thinks’.

13 I assume that the connective ‘ 5 ’ is not semantically plastic. There does not seem to
be any serious prospect of successful ‘twin-earth’ thought experiments concerning logical
vocabulary. Logical vocabulary is exempt from causal constraints on reference.

14 Strawson 1959: 99. This idea is in effect an application of what Evans called the
‘Generality Constraint’ (Evans 1982: 4.3), a principle that aims to capture the essentially
productive and systematic nature of thought.

15 See Block 1980 for criticisms of non-chauvinistic functionalism, including the now
well-known Chinese Nation example.

16 For representative statements of the orthodox view of ‘I’ as a pure indexical,
governed by a simple rule, see Kaplan 1989 and Campbell 1994.

17 Evans 1982: ch. 7. Cassam 1997. De Gaynesford 2006 is a recent sustained defence of
an impure ‘deictic’ model of the first-person pronoun.

18 Putnam at one point canvasses the following idea: ‘the truth conditions for ‘‘there is
a tree in front of me’’ when it occurs in vat-English are simply that a tree in the image be
‘‘in front of’’ the ‘‘me’’ in question—in the image’ (1981: 14). This is suggestive of a
demonstrative semantics for the first person, where the ‘me’ in the image would be what I
am calling the empirical self.

19 Some examples: the neo-Lockean Harold Noonan has claimed that the animal
(distinct but coincident with the person) thinks ‘I’ thoughts that do not refer to the animal
(Noonan 1998). Hawthorne, in a discussion of a puzzle for epistemicism about vagueness,
floats (but does not endorse) the option of denying that ‘I’ tokens always refer to their
thinker (Hawthorne 2006). The possibility that a ‘self’ of x might be numerically distinct
from x is also a central theme of Velleman 2006.

18 Rory Madden

r 2010 Blackwell Publishing Ltd.



REFERENCES

Besson, C. (forthcoming), ‘Rigidity, Natural Kind Terms and Metasemantics’, in H. Beebee
and N. Sabbarton-Leary (eds), The Semantics and Metaphysics of Natural Kind Terms. New
York: Routledge.

Block, N. (1980), ‘Troubles with Functionalism’, in N. Block (ed.), Readings in the Philosophy
of Psychology: Volume 1. Cambridge, MA: Harvard University Press.

Bouwsma, O. K. (1949), ‘Descartes’ Evil Genius’, Philosophical Review, 58: 141–51.
Brueckner, A. (1986), ‘Brains in a Vat’, Journal of Philosophy, 83: 148–67.
—— (2008), ‘Brains in a Vat’, The Stanford Encyclopedia of Philosophy (Fall 2008 Edition),

ed. Edward N. Zalta, online at: http://plato.stanford.edu/archives/fall2008/entries/
brain-vat/

Campbell, J. (1994), Past, Space and Self. Cambridge: MIT.
Cassam, Q (1997), Self and World. Oxford: Oxford University Press.
Chalmers, D. (2005), ‘The Matrix as Metaphysics’, in C. Grau (ed.), Philosophers Explore The

Matrix. Oxford: Oxford University Press.
De Gaynesford, M. (2006), I: The Meaning of the First Person Term. Oxford: Oxford

University Press.
DeRose, K. (2000), ‘How Can We Know that We’re Not Brains in Vats?’, Southern Journal of

Philosophy, 38: 121–48.
Dummett, M. (1978), Truth and Other Enigmas. London: Duckworth.
—— (1991), The Logical Basis of Metaphysics. Cambridge, MA: Harvard University Press.
Evans, G. (1982), The Varieties of Reference. Oxford: Blackwell.
Forbes, G. (1995), ‘Scepticism and Realism: Brains in a Vat Revisited’, Journal of Philosophy,

92: 205–22.
Hawthorne, J. (2006), ‘Epistemicism and Semantic Plasticity’, in his Metaphysical Essays.

Oxford: Oxford University Press.
Kant, I. (1929), The Critique of Pure Reason, trans. N. Kemp Smith. London: Macmillan.
Kaplan, D. (1989), ‘Demonstratives’, in J. Almog, J. Perry and H. Wettstein (eds), Themes

from Kaplan. Oxford: Oxford University Press.
Moore, A. W. (forthcoming), ‘Vats, Sets, and Tits’, in P. M. Sullivan and J. Smith (eds),

Transcendental Philosophy and Naturalism. Oxford: Oxford University Press.
Noonan, H. (1998), ‘Animalism vs. Lockeanism: A Current Controversy’, Philosophical

Quarterly, 48: 302–18.
Peirce, C. S. (1935), Collected Papers, Volume VIII, eds. C. Hartshorne and P. Weiss.

Cambridge, MA: Harvard University Press.
Putnam, H. (1973), ‘Meaning and Reference’, Journal of Philosophy, 70: 699–711.
—— (1978), ‘Realism and Reason’, in his Meaning and the Moral Sciences. London:

Routledge.
—— (1981), Reason, Truth and History. New York: Cambridge University Press.
—— (1990), Realism With a Human Face, ed. J. Conant. Cambridge, MA: Harvard University

Press.
—— (1994), ‘Comments and Replies’, in P. Clark and B. Hale (eds), Reading Putnam.

Cambridge, MA: Blackwell.
Smith, P. (1984), ‘Could We Be Brains in a Vat?’, Canadian Journal of Philosophy, 14: 115–23.
Strawson, P. F. (1959), Individuals. London: Methuen.
Sullivan, P. M. (1996), ‘The ‘‘Truth’’ in Solipsism, and Wittgenstein’s Rejection of the A

Priori’, European Journal of Philosophy, 4: 195–219.

Could a Brain in a Vat Self-Refer? 19

r 2010 Blackwell Publishing Ltd.

http://plato.stanford.edu/archives/fall2008/entries/brain-vat/
http://plato.stanford.edu/archives/fall2008/entries/brain-vat/
http://plato.stanford.edu/archives/fall2008/entries/brain-vat/


Van Cleve, J. (1999), Problems from Kant. New York: Oxford University Press.
Velleman, D. (2006), Self to Self: Selected Essays. Oxford: Oxford University Press.
Wright, C. (1992a), Truth and Objectivity. Cambridge, MA: Harvard University Press.
—— (1992b), ‘On Putnam’s Proof That We Are Not Brains-in-a-Vat’, Proceedings of the

Aristotelian Society, 92: 67–94.

20 Rory Madden

r 2010 Blackwell Publishing Ltd.


