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9. Externalism and Brain Transplants

Rory Madden

This essay presents a new animalist model of the challenging case
of brain transplantation. The animalist model of the case is devel-
oped by analogy with cases of environmentally determined refer-
ence shift familiar from the literature on externalism. The resulting
externalist-animalist model is put to work in describing a range of
variant cases, and in explaining away certain anti-animalist intu-
itions. The essay finishes by drawing out some consequences of the
model, concerning the extrinsic nature of thought, and the coher-
ence of disembodied consciousness.

1. INTRODUCTION

I am a person, a self-conscious thing, using the word ‘I’. There is
an animal of the species homo sapiens sitting in this chair right now.
What is my relationship to this animal?

A uniquely simple answer to this question is given by the view
in the personal identity literature known as animalism. According
to animalism the relationship in question is identity. Each one of
us human persons is numerically identical to some animal. When
I speak, write, or think a token of the first-person pronoun ‘I’,
I refer to one of these animals.1 The simplicity of the animalist
position is a great attraction, but it faces a serious challenge from
the hypothetical scenario of brain transplantation. The scenario is in
effect the contemporary updating of the Prince and the Cobbler tale,
which Locke himself used first to motivate the idea that the man
and the person are distinct. But rather than the transfer of a soul
‘with all its princely thoughts’ from one man to another the scenario
involves instead the transfer of a functioning brain from the skull of
one living animal into the skull of another. This is problematic for

1 For classic statements of animalism see Snowdon (1990), Ayers (1991), and Olson
(1997).
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animalism because we are intuitively inclined to judge about the
case that the person, whatever it is, would in some sense ‘go with
the brain’, the seat of psychological function. But the animal would
be left behind, in a vegetative state if not dead. So the person is
distinct from the animal.2

The aim of this essay is to offer the animalist a fresh perspec-
tive on this challenging case. The guiding hypothesis is simple,
although its consequences are quite far reaching. It is a familiar
idea from the existing literature on externalism about linguistic and
mental content that a change of environment can induce a shift in
the reference of words and concepts, such as proper names and
natural kind terms. Such a shift is likely to be (a) slow—occurring
at some time subsequent to the environmental change—and (b)
undetectable when it does occur. The hypothesis of the essay is
that the case of brain transplantation should be seen as a similar
environmentally induced shift, specifically in the reference of ‘I’
tokens dependent upon the transplanted brain. It will be argued on
the basis of broadly epistemic principles of reference determination
that the referential shift in this case is also likely to be both slow and
undetectable.

These features of the shift invite a standard, broadly Kripkean,
explaining-away of the anti-animalist intuitions we find ourselves
with when reflecting upon the case. Since the shift is detectable
from neither an external nor participant viewpoint, the case is indis-
criminable in imagination from cases in which there is no reference
shift at all. Thus, in imagining the case we are likely to believe that
somehow there has been no reference shift at all—that somehow
a single referent of ‘I’ has been transferred from one animal to
the next.

Having introduced the general externalist-animalist approach in
connection with the basic case of brain transfer, the discussion of
the essay will then move on to account for some variant forms of
transplantation including: swapping, fission, and the more complex
adventure described in Dennett’s fantasy ‘Where Am I?’

After responding to an objection to the ontology presupposed
by all of these accounts, the final part of the essay spells out the
animalist options for dealing with a more extreme ‘remnant’ variant

2 The case was brought to prominence in Shoemaker (1963: 22–5).
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of brain transplantation. The aim here is to make visible a quite
radical option. According to this option the remnant case is to be
viewed as a situation in which an animal continues to possess
(extrinsic) mental properties, even after its concrete destruction. In
other words, the case would exemplify—within a broadly phys-
icalist framework—the possibility of disembodied consciousness.
This radical option is argued to have some advantages over two
apparently more conservative animalist interpretations of the rem-
nant case.

2. REMOTE SPEECH AND THE REFERENCE OF ‘I’

To help the reader get a feel for the externalist-animalist model to
be employed below, it may be helpful to start by considering the
following case of remote speech:

Tracy has had a tracheotomy. However, the efferent nerve
endings of her speech centres have been connected by
remote control radio links to the voice box, jaw, and tongue
of another person, Victor. Victor now has no control over
these parts of his body. As a result of this arrangement
utterances issue from Victor’s mouth, including first-person
utterances such as ‘I am Tracy’ and perhaps ‘My voice
sounds uncannily deep and distant’. What are the truth-
conditions of these first-person utterances? Token uses of the
first-person pronoun ‘I’ refer to whichever person produced
them—to the speaker of the linguistic context in question.
So the utterance ‘I am Tracy’, for example, will be true if and
only if the speaker in question is Tracy. And we are surely
inclined to judge that, in the arrangement as described, this
sentence will be true. Tracy speaks truly, albeit by remote
means. Victor does not speak. That is to say, the tokens of ‘I’
issuing from Victor’s mouth refer not to Victor but to Tracy.

The correctness of this verdict clearly shows that the notion of the
‘producer’ of an utterance is more subtle than the simple notion of
‘the person from whose vocal apparatus an utterance issues’. For
if the producer could only be identified in this simple-minded way,
we would be forced to the conclusion that tokens of ‘I’ in this kind of
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remote-speech scenario refer to Victor, and that Victor is claiming,
falsely, to be Tracy. This seems unacceptable.

How then should we understand the notion of the producer of
an utterance? It is notable that the utterances issuing from Victor’s
mouth are causally related to Tracy’s psychological states. Is it
perhaps sufficient for x to be the producer of an utterance that the
utterance be causally related to x’s psychological states? It is not.
Victor himself may be the brilliant scientist who invented this radio-
link procedure, now heroically submitting himself to its first trial
run. If so, then all of the utterances issuing from his mouth are in a
way causally related to his psychological states: for if he had not at
some point conceived of the procedure, these utterances would not
now be issuing from his mouth.

This will simply invite the thought that the causal link between
producer and utterance needs to be ‘of the right kind’: not just any
old causal link will do. Even if there is, incidentally, a very general
kind of causal dependence of the utterances upon Victor’s earlier
moments of inventiveness, there is not now any sensitivity of these
utterances to the particularities of Victor’s current psychological
states. In contrast, the utterances are sensitive to the particularities
of Tracy’s current psychological states. This suggests the following
thesis: that it is sufficient for x to be the producer of an utterance
that the utterance be sensitive to x’s current psychological states.

So coarsely stated, the thesis remains open to counterexample.
We can suppose that Tracy is monitoring Victor’s face from afar,
perhaps through a telescope. She notes the confusion and fear on
Victor’s face: consequently the words issue from Victor’s mouth ‘I
think that Victor is afraid’. If Victor had not been afraid, these words
would not have issued from his mouth; if instead Victor had been
(visibly) happy, the different utterance ‘I think that Victor is happy’
would have issued from his mouth. In this monitoring scenario,
then, the utterances are causally sensitive to Victor’s current psy-
chological states; but of course we still do not want to conclude that
he is the producer of these utterances—that he is the referent of the
‘I’ tokens issuing from his mouth. He is not. The causal condition
needs to be reformulated.

But rather than be drawn further into a to-and-fro of counterex-
ample and reformulation, we should step back and note that we
are dealing here with a general kind of problem, one that should be
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familiar from discussion of causal theories of reference: the problem
of ‘deviant causal chains’. In the present case, the issue is the deter-
mination of the referent of the first-person pronoun ‘I’, and in effect
the difficulty is that statements of causal conditions for what it is for
a particular person to be the referent are vulnerable to the device
of deviant causal chain scenarios. A different general approach to
reference-determination, although it cannot be fully defended here,
can be seen to offer a principled way out of this problem.

Consider as a starting point the Davidsonian approach to
reference-determination, according to which, roughly, the right
assignment of reference to a system of utterances or beliefs is the
assignment that would be derived from a truth-theory for the lan-
guage, constructed by an idealized radical interpreter of the system
(Davidson 1984). What are the principles according to which such
an interpreter proceeds in this construction? Famously, Davidson
argued that a principle of Charity is indispensable: we cannot make
sense of what is meant by a system of utterances or beliefs unless
we suppose that they are on the whole true. The right assignment of
reference is the assignment that maximizes the truth of the utterances
and beliefs under interpretation. This principle might look like a
promising way of determining the right reference of ‘I’ tokens in
the case under consideration. For it is only under the assignment of
Tracy to the ‘I’ tokens issuing from Victor’s mouth that utterances
such as ‘I am Tracy’ or ‘I think that Victor is afraid’ are interpreted as
true. These utterances will be interpreted as false on the assignment
of Victor, even if Victor is in some irrelevant way causally impli-
cated in their production.

Although this is along the right lines, there are reasons to think
that the principle of Charity is too blunt a tool. Suppose that Tracy
had once been to Venice. The words ‘I once went to Venice’ now
issue from Victor’s mouth, as a remote result of Tracy’s memories
of course. The problem is that it possible that quite by chance Victor
too had once been to Venice. A simple truth-maximizing principle
of interpretation would have to count this as a mark in favour of
the assignment of Victor to tokens of ‘I’ issuing from his mouth. But
this seems quite wrong. It is just irrelevant that Victor happens to
have been to Venice as well. Indeed we can extend this kind of case
by imagining that by some massive coincidence Victor happens to
fit more of the self-ascriptions issuing from Victor’s mouth than
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Tracy—so long as we suppose Tracy to be mistaken about herself in
at least one respect. In that case the truth-maximizing principle will
give exactly the wrong verdict about who is the referent of these ‘I’
tokens. The interpretation that maximizes truth will assign Victor
as the referent of ‘I’ tokens.3

The root problem here is that the simple principle of Charity
cannot discriminate quite irrelevant accidental truth from truth that
seems intuitively relevant to reference-determination. This suggests
a solution: the right interpretation is the interpretation that maxi-
mizes not truth but knowledge. This gives the right results. If Victor
happens to have been to Venice then the assignment of Victor to
‘I went to Venice’ will render the utterance true—but not known.
Why not? It is plausible that knowledge must meet a reliability
or ‘safety’ condition: For S to know p it must be the case that S
could not easily have believed falsely that p.4 In the present case
the utterance could still easily have issued from Victor’s mouth,
even if Victor had not been to Venice. So on the assignment of Victor
to ‘I’ the utterance ‘I went to Venice’ is not safely true: it does not
express knowledge. On the other hand, due to the dependence of
the utterance on Tracy’s memories, the utterance would not have
issued from Victor’s mouth had Tracy not gone to Venice. On the
assignment of Tracy to ‘I’ the utterance ‘I went to Venice’ is not just
true, but safely true. So the principle that an interpretation should
maximize knowledge gives exactly the right result: Tracy and not
Victor is the referent of the ‘I’ tokens issuing from Victor’s mouth.
It is Tracy who is speaking.

This epistemic approach also gives us a principled way of saying
which are the ‘right kind’ of causal links between producer and
utterance: they are the ones—whichever they are—that enable the
utterances to express the producer’s knowledge. In the present case
the radio links and memory links reaching back to Tracy’s past are

3 I am influenced here by Kripke’s (1980) analogous counterexamples to a ‘best-fit’
descriptive theory of names, where some plainly irrelevant historical figure happens
to fit best the descriptions associated with a proper name. The possibility that some
inappropriate set of referents might happen to render true a system of utterances
was also made vivid by Putnam’s (1980) ‘model-theoretic’ argument. See too Putnam
(1977).

4 See Sosa (2000) for a defence of this safety condition. Nothing much hangs on
the choice of this particular sharpening of the intuitive idea that knowledge requires
reliability.
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the causal links that underpin the safety condition on utterances
like ‘I went to Venice’ expressing knowledge.5

This is a case of remote speech. The proposal that will emerge
in the next section is that the transplantation of a brain is simply a
more radical species of the same general kind of remote puppetry.
It constitutes, for a time anyway, a case of remote thought.

3. SLOW SWITCHING AND BRAIN TRANSFER

To proceed we need a clearer description of the case. Let us say that
a functioning brain B is at time T removed from the skull of Old
Animal, and reconnected into the skull of the previously vegetative
animal New Animal; Old Animal is left in a vegetative state. Before
T, first-person utterances will issue only from the mouth of Old Ani-
mal; after T first-person utterances will issue only from the mouth
of New Animal. The apparently anti-animalist intuition about the
case can now be expressed thus: the ‘I’ tokens before and after T are
co-referential. The referent of these ‘I’ tokens is a single thing—the
person—transferred from Old Animal to New Animal.

One way for the animalist to dismiss this intuition would be
to argue on quite general methodological grounds for scepticism
about the credentials of intuitions about hypothetical cases in phi-
losophy. But this is not a promising way forward. Intuition so-called
seems simply to be the strong inclination to make a judgement
about—to apply concepts to—a particular case. So it is difficult
to see how any generalized scepticism about intuition would not

5 The idea—reaching back to Russell at least—that there are epistemic constraints
on reference is visible in germinal form in Evans’s criticism of both simple causal
theories of names and simple descriptive theories in his (1973). His idea that the
reference of a name is the ‘dominant source of information’ is closely related to a
knowledge-maximizing principle: he defines information in terms of causal relations
‘apt for producing knowledge’ (15). The theme was elaborated by McDowell in a
discussion of interpretation: ‘One cannot intelligibly regard a person as having a
belief about a particular concrete object if one cannot see him as having been exposed
to the causal influence of the object in ways suitable for the acquisition of information
(or misinformation) about it’ (McDowell 1977: 136). More recently Brewer has argued
that the ‘process of making sense of what people are talking about is constrained
precisely by considerations of what they have knowledge about’ (Brewer 2000: 426);
and Williamson similarly proposes ‘to replace true belief by knowledge in a principle
of charity constitutive of content’ (Williamson 2004: 141). See also Williamson (2007:
ch. 8).
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degenerate into a self-defeating scepticism about our competence
with concepts. For this reason, those interested in criticizing the
intuition are best advised to descend from an Olympian method-
ological perspective, and instead engage with the particular case in
detail.

Kripke’s famous defence of necessary a posteriori truth is a
model to aspire to here. He admits that we are strongly inclined
to judge the statement ‘water is H20’ to be contingent. Surely—we
think—we can conceive of water having turned out to have some
different chemical structure. Kripke did two things to unseat this
‘intuition’. First, he provided a detailed alternative account of the
case, by arguing that natural kind terms are rigid, denoting the
same stuff in all possible worlds. Second, he provided a diagnosis of
why nevertheless we are inclined towards the judgement of contin-
gency, by pointing to the understandable conflation in imagination
of the necessary statement ‘water is H20’ with the contingent state-
ment ‘the stuff that comes out taps, is wet etc. is H20’. We conflate
the rigid natural kind term with an associated non-rigid reference-
fixing description (Kripke 1980).

The strategy here will be broadly similar, to give a detailed ani-
malist account of the brain transplantation case, which also has the
resources to diagnose the opposing intuition. The key idea of the
account is that the case is analogous to the following slow-switching
variant of Putnam’s Twin Earth thought experiment:

Suppose that overnight all the water on Earth is replaced by a
symptomatically similar stuff, with a different underlying chemical
structure, XYZ. Suppose that this occurs at a time in the past, before
scientific knowledge has advanced to the point at which these
chemicals can be discriminated. How would this change in the
environment affect the reference of our natural kind term ‘water’? It
is plausible to think that the reference of the term would not change
immediately. Water—H20 that is—will for some time remain the
best candidate for reference. Is there a principled reason to think
so? Yes. Our beliefs about water will mostly derive via perception
and testimony from earlier encounters with H20; this is the stuff
of which we have knowledge. Consider the belief ‘water is good to
drink’. It may be true that XYZ is good to drink, but the assign-
ment of XYZ to the term ‘water’ would not ascribe knowledge
immediately after the switch. Why not? Because the belief is only
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accidentally true on this assignment. If instead XYZ had been a
poisonous substance we would still, immediately after the switch,
have believed ‘water is good to drink’, because at this point we
would not yet have interacted epistemically with the stuff that now
fills lakes and rivers. On the other hand we are still related via
memory to H20, in such a way that most of our ‘water’ beliefs will
express knowledge on the assignment of H20 to the term ‘water’.
Some beliefs will not though: for example ‘there is now water in
these lakes’.

But at some point thereafter XYZ will begin to dominate as the
source of knowledge. We will interact with XYZ and this stuff will
come to be the knowledge-maximizing assignment of reference to
‘water’. Once we’ve begun to drink from our taps without dying,
beliefs like ‘water is good is drink’ will become safely true on the
assignment of XYZ, for given that we have started drinking from
the taps without dying it is not now the case that we could easily
still have had the belief even if XYZ had been poisonous. There will
be some undetectably false beliefs about the past—such as ‘there
was water coming from the taps 10 years ago’—but these will come
to be outweighed by beliefs epistemically related to XYZ.

There are two points to be taken from this case: first, that a
change in the environment may not immediately determine a change
in the reference of a term; and second, that the change will be
undetectable when it does come. Although it is plausible that a shift
of reference will occur at some point, even a well-informed theorist
may be unable to say precisely when the shift occurs: they may be
unable to say exactly when the knowledge ascribed by the assign-
ment of XYZ outweighs the knowledge ascribed by the assignment
of H20.

Evans’s account of the shift over time in the reference of a
proper name describes a structurally similar phenomenon. The name
‘Madagascar’ shifted its reference slowly and undetectably over
time from part of the African Mainland to the island we now call
Madagascar. The reason? The latter eventually came to outweigh
the former as the dominant source of the information associated
with the name.6

6 See Evans (1973). Recall Evans’s definition of information in terms of causal
relations ‘apt for producing knowledge’.
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Consider now the brain transplant situation, shortly after the
time when B is hooked up to the sensory and motor nerves in
the skull of New Animal. There will be at this point, supported
by B, a whole range of first-person beliefs: there will many beliefs
expressible in the past tense, such as ‘I once went to Venice’; there
will be beliefs expressible in the present tense, about current bodily
disposition, such as ‘my legs are crossed’, and about egocentric
location, such as ‘I am sitting in front of a doctor’; and there will
be many standing beliefs, including, we may presume, the belief ‘I
am Old Animal’. The usual epistemic principles of reference deter-
mination should lead us to take seriously the possibility that the
reference of ‘I’ in the beliefs supported by B may, as in the ‘water’
case just considered, shift slowly. That is to say, there may be a non-
negligible period of time—call it the Settling-In period—between
T, the time of the transplant, and the moment—call it Shift—when
the reference of ‘I’ tokens dependent on the brain shifts from Old
Animal to New Animal. Why should we take this seriously? We
should take this seriously because it may be that immediately after
T the assignment of Old Animal to the tokens of ‘I’ in these first-
person beliefs ascribes much more knowledge than the assignment
of New Animal to tokens of ‘I’. This would be the case if the number
of beliefs expressible in the past tense outweighs the number of
beliefs based on information coming in from the sense organs of
New Animal since T. To see that this is likely we can imagine that
New Animal’s eyes have only just opened after the operation. There
may be just one or two beliefs based on information deriving from
New Animal at this point, such as ‘I am lying down’; but there
will be many more beliefs based on information deriving from Old
Animal. But subsequently, as there is traffic between B and New
Animal, more and more beliefs will be acquired that are interpreted
as knowledge only on the assignment of New Animal. Eventually
Shift will occur.

Let us be clear about what the existence of this Settling-In period
would mean. It would mean that there is a period after the trans-
plant during which Old Animal is still the referent of the ‘I’ tokens
dependent on B; a period during which Old Animal is still the thinker.
New Animal is his remote sensorimotor vehicle. Old Animal has
a lot of knowledge about his own past, but some illusions about
his present circumstances. For example his beliefs ‘I am sitting in
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front of a doctor’ or ‘my legs are crossed’ will not be knowledge
but error, for Old Animal is not where he seems to be: he is lying
paralysed elsewhere with an empty upper skull. And when the
words ‘I am Old Animal’ emerge from New Animal’s mouth, this
utterance will be true. Just as in the case of Tracy and Victor’s voice-
box, Old Animal speaks remotely, except this time he does not just
have remote vocal apparatus: he has a remote organ of thought. Old
Animal thinks remotely.

This may seem unbelievable. At least Tracy was causally con-
nected by radio links to Victor’s voice box and the utterances
issuing from it. In contrast Old Animal is completely disconnected
from the brain B housed in New Animal, and from the thoughts
dependent upon B. How then could the ‘I’ tokens in these thoughts
still refer to Old Animal? The worry is misguided. Old Animal is
causally related to the brain—by memory links. And these are the
channels of knowledge, which, immediately after the transplant,
still outweigh the channels of knowledge enabled by the sensory
hook-up of the brain to New Animal, which still determine Old
Animal as the referent of ‘I’.

Now, what does this account have to say about anti-animalist
intuitions? Part of our intuitive reaction to the case is to suppose
that the ‘I’ tokens before and after the transplant are co-referential:
the ‘I’ tokens issuing from Old Animal’s mouth before T and the ‘I’
tokens issuing from New Animal’s after T refer to the same thing.
But a striking feature of this externalist-animalist account is that it
respects this part of the intuition. The ‘I’ tokens are co-referential:
after the transplant Old Animal continues to express his thoughts,
only now through the mouth of New Animal. Where the model
diverges from intuition is in its implication that there will be Shift
in the reference of ‘I’ after a certain period of time. We are perhaps
intuitively inclined to suppose that there will be no Shift—that a
single person will be thinking throughout the case. Although there
may be more than one explanation to be given here, the model as
it stands has the resources to give a broadly Kripkean diagnosis of
this part of our intuitive reaction to the case.

Imagine somebody coming across Victor in the remote-speech
scenario described in the previous section, and eavesdropping
in on the words issuing from his mouth. He would be forgiven
for thinking that somehow Tracy had come to ‘inhabit’ Victor’s
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body—that somehow Tracy had ‘transferred’ from one body to
another. But of course no such thing has happened: Tracy merely
speaks remotely. I have suggested that during the Settling-In period
in the brain transplant case something similar should be said. Old
Animal speaks remotely. We can imagine an interlocutor engaging
in conversation with what he at first takes to be New Animal and
coming to believe that somehow Old Animal—or the Lockean-
person associated with Old Animal—has transferred to New
Animal, has switched bodies. But no such thing has happened: Old
Animal has not switched bodies; he is speaking remotely through
New Animal. But then eventually Shift occurs. At this point New
Animal becomes the referent of the ‘I’ tokens supported by the
brain. And at this point the interlocutor comes to be conversing,
not with Old Animal any more, but with New Animal. But there
will be absolutely no indication of the occurrence of this event to
the interlocutor. New Animal will not even blink. All that has
happened is that New Animal has become the dominant source
of information—the candidate whose assignment to ‘I’ maximizes
knowledge.

Here then, perhaps, is one explanation of our anti-animalist or
Lockean intuitions. When one imagines the Settling-In period from
the outside perspective, what one imagines is a case that is, under
that mode of presentation, indiscriminable from a case in which one
is presented with a single person throughout. For the shift in the
reference of ‘I’ is completely undetectable. This explanation in fact
parallels rather closely Kripke’s explanation of illusions of possibil-
ity. One thinks that one can imagine a state of affairs in which water
is not H20; but one’s imaginings just cannot discriminate between
certain states of affairs. One can indeed latch on to the possibility
that some ‘watery’ stuff is not H20, but it is all too easy to be led from
this to the thought that one has conceived of the possibility of water
failing to be H20. Likewise one’s conceiving of the brain transplant
case ‘from the outside’ does not discriminate between that case and
a case in which indeed one is confronted with a single person—
a single referent of ‘I’—throughout. That is because the shift in
reference is undetectable from an outside observer’s perspective.

However the case can also elicit the neo-Lockean intuition when
presented from a first-person, or participant, perspective. Surely,
one might think, one can conceive ‘from the inside’ that the
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brain-transplant case is one in which one would, oneself, end up
‘switching bodies’. But again, this intuition is wholly explicable
by the undetectability of Shift. Note first that during the Settling-
In period Old Animal will be, as it were, looking out through
the eyes of the remote vehicle New Animal. For this reason Old
Animal will be under an illusion about his location and body. So
the scenario will be to its participant at this stage—Old Animal—
indiscriminable from the case of having the location and body of
New Animal. But what about the subsequent Shift? Will this be
detectable from the ‘participant standpoint’? No. At the moment
of Shift, Old Animal ceases to be the thinker of the thoughts depen-
dent upon the brain seated in New Animal’s head; he ceases to be
the referent of the ‘I’ tokens dependent upon the brain. Therefore
he is not at this point in a position to detect anything whatsoever.
The lights go out for Old Animal. But that is the precise moment
when New Animal becomes the referent of these ‘I’ thoughts: the
thoughts henceforth are New Animal’s thoughts. But he will be
under the seamless illusion of having been the thinker through-
out the whole procedure. So if one imagines the whole scenario
from the participant perspective, by imaginatively simulating Old
Animal’s viewpoint up until Shift, and New Animal’s experiences
thereafter, what one imagines will be indiscriminable from the
experiences of a single person throughout. The undetectability
of Shift under the participant mode of presentation of the case
explains why we might be led by such imaginings to the neo-
Lockean verdict that a single person persists throughout.

So the undetectability of Shift explains both the intuition ‘from
outside’ and the intuition ‘from inside’. Under each mode of pre-
sentation the case is, for slightly different reasons, indiscriminable
from a case in which there is no shift of reference at all. That is
why it can appear to us that a single person must, somehow, have
persisted throughout. According to the externalist-animalist model
under consideration this appearance is an illusion. The situation
is thus reminiscent of a sceptical possibility famously raised by
Kant:

Despite the logical identity of the ‘I’, such a change may have occurred in it
as does not allow of the retention of its identity, and yet we may ascribe
to it the same-sounding ‘I’, which in every different state, even in one
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involving change of the [thinking] subject, might still retain the thought
of the preceding subject and so hand it over to the subsequent subject.
(1929: A363)

To illustrate this possibility Kant used the analogy of a set of elastic
balls, communicating their motion from one to the next. But on
the proposed reading of the brain-transplant case we have a non-
analogical illustration of the hypothesis. Shift is precisely an event
in which the ‘same-sounding “I” ’ changes its reference, completely
undetectably. On this reading, then, the brain-transplant case is
precisely a sceptical hypothesis about our knowledge of personal
identity. The reason why ‘the change of the thinking subject’ is
unknowable is that it is determined by contextual factors that
are accessible to neither the participant nor the observer stand-
point.

4. SWAPPING AND FISSION

For the sake of simplicity the focus so far has been on one particular
version of the brain-transplant scenario. We have throughout been
considering a case in which the brain B of the functioning Old
Animal is removed intact and wired into the head of the previously
vegetative New Animal. Old Animal is left in a vegetative state.
But there are significant variants of the case to be considered. In this
section we will extend the approach to three variants: (a) a standard
‘swapping’ variant, (b) a case of fission, and finally (c) Dennett’s
‘Where Am I?’ adventure.

So let us begin with the sort of case that neo-Lockeans will be
inclined to call ‘body-swapping’. This is a case in which New Ani-
mal was not initially vegetative, but was also previously function-
ing. When Old Animal’s brain B is transplanted into New Animal’s
head, New Animal’s brain B∗ is simultaneously transplanted into
Old Animal’s head. What should be said about this apparently
symmetrical case? It may be thought that it should receive the same
treatment as the original case, but simply twice over: not only do
tokens of ‘I’ issuing from New Animal’s mouth refer at first to Old
Animal; the ‘I’ tokens issuing from Old Animal refer at first to New
Animal. And then not only does the reference of ‘I’ tokens depen-
dent upon B shift after the Settling-In period from Old Animal to
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New Animal; the reference of ‘I’ tokens dependent upon B∗ shifts
after a similar settling-in period from New Animal to Old Animal.

This is broadly correct, but there is an interesting possibility here.
It should not be assumed that the Shift of reference of the ‘I’ tokens
dependent on B will be simultaneous with the Shift∗ of the reference
of the ‘I’ tokens dependent upon B∗. There is no clear reason to
think that the outweighing of knowledge about Old Animal by
knowledge about New Animal will take exactly the same amount
of time as the outweighing of knowledge about New Animal by
knowledge about Old Animal. For example, B may take longer to
settle in to New Animal if New Animal is paralysed and in darkness
for a period after the operation, while Old Animal is up and about
with the other brain B∗. And more subtle asymmetries are possible.
If Old Animal was a nostalgic sort and New Animal more extrovert,
then B could take longer to settle in than B∗.

The non-simultaneity of these shifts would produce a very inter-
esting situation. If, say, Shift occurs a bit later than Shift∗, then there
will be an interim period during which Old Animal is the best
candidate for reference of the ‘I’ thoughts dependent upon both B
and B∗. So he is the thinker of both sets of thoughts. In this sense he
has two brains: one internal brain and one external brain. Is this an
unacceptable consequence? No. It is like actual split-brain cases: it
is a case in which a single animal has an unintegrated mental life,
or two ‘streams’ of consciousness.

It might be thought that the epistemic determination of refer-
ence would exert some special pressures towards the simultaneous
occurrence of Shift and Shift∗. Perhaps we typically believe that we
have only one brain and typically believe that we have a single
stream of consciousness: these kinds of belief will be rendered false
on the assignment of a single animal to both the ‘I’ tokens depen-
dent on B and the ‘I’ tokens dependent on B∗. On the other hand
they will be true at all times if Shift and Shift∗ are simultaneous.

It seems unlikely, though, that these special beliefs will exert very
much weight. And even if they happen to be true at all times, it is
likely that there will be a penumbral period around the (putatively
simultaneous) shift events in which they nevertheless could very
easily have been false given the sensitivity of reference to contex-
tual factors. So these beliefs wouldn’t be known during this period
anyway. Neither animal would be in a position to know whether or
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not he has a divided consciousness, even if in fact neither does have
a divided consciousness. Nor would an outside observer be able to
detect whether or not a splitting had occurred.

This case brings out that the relation of ‘brain-ownership’ need
not be a 1–1 relation: a single animal could be the knowledge-
maximizing assignment of reference to the ‘I’ tokens subserved
by two cognitive centres. This in turn suggests that the standard
descriptions of fission cases in the literature may be slightly inac-
curate. It is widely presupposed that the double transplantation of
two brain halves, from the head of one Old Animal into the heads
of two new animals Lefty and Righty, immediately results in the
presence of a person at the location of Lefty and a person at the
location of Righty. A familiar dispute then takes off from this shared
presupposition, about whether these persons came into existence
with the fission (Parfit 1984, Shoemaker 1984) or whether instead
they were there all along, sharing pre-fission temporal parts (Lewis
1976). There is also the third option, still sharing in the presupposi-
tion, but less popular, of holding that the person at the location of
Righty and the person at the location of Lefty are really one and the
same person, a now scattered person, partly located in both places.

The shared presupposition of the literature is implausible from
the current externalist perspective. The presupposition that there
would immediately after fission be a person at the location of
Righty and a person at the location of Lefty would hold true only if
Left-brain and Right-brain settled immediately into Lefty and Righty.
And there is simply no reason to believe that this would happen.
Old Animal is likely to remain for a while the best candidate for
reference of ‘I’ tokens subserved by both brain (halves). Old Animal
will, for a time, have two (external) cognitive centres, and a divided
consciousness. Righty and Lefty will be mere life support vessels
for these two items. Only after Settling-In periods will Righty and
Lefty become the right assignment of reference to these two sets
of ‘I’ thoughts. Only when this has happened will there be two
persons, two distinct ‘I’ thinkers.

In the previous section it was argued that the single transplant
case before Shift occurs can be seen as a kind of remote puppetry,
in which one animal controls another—not by means of external
strings, nor by means of an inserted hand, but by the more effective
means of an inserted brain. Accordingly, the fission case, at least
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until shift(s) occur(s), can be seen as a kind of double puppetry.
But unlike the master of an English seaside Punch and Judy show,
Old Animal is a puppeteer with a divided consciousness—and this
feature creates interesting possibilities. For example, Old Animal
might decide in each stream of consciousness to play tennis, and
thus end up playing Righty and Lefty against each other. This set-
up would in effect amount to a more dramatic version of Bratman’s
(1984) well-known videogame scenario in which a person uses his
two hands separately to direct two remote-control missiles towards
a single target, despite the fact that it is known not to be possible
for both to hit the target.

The mental disunity in Bratman’s case is only partial (indeed his
case is a challenge to rationality constraints on intention and belief
in part precisely because there remains a single overarching aware-
ness that the two separate intentions cannot jointly be satisfied).
Old Animal on the other hand has no single unified awareness of
what jointly is going on with his left and right remote vehicles. A
further difference is that there is no prospect of a Settling-In process
in Bratman’s case. There is no prospect of the two onscreen rockets
taking over as better candidates for reference of ‘I’ than the original
player.7 In contrast, the usual kind of sensorimotor traffic between
Lefty and Righty and their respective brain-halves will bring it
about that the two new animals become epistemically dominant
assignments to ‘I’ tokens subserved by the respective halves. When
this happens the case will become genuinely a case of two persons
playing against each other, and no longer two animals being played
against each other by some third person. As in the single transplant
case, the transition between these earlier and later situations will be
indiscernible to any kind of local inspection, internal or external.

The indiscernibility of shifts in the reference of ‘I’ is exploited in
another well-known philosophical story, namely Dennett’s ‘Where
Am I?’ (1978). His story also involves an example of divided con-
sciousness, and so provides another natural opportunity to illus-
trate the general externalist-animalist picture being advanced here.

In Dennett’s story, narrated throughout in the first-person, a
human animal (Hamlet) leaves his brain (Yorick) behind in a vat

7 It is an interesting question for another occasion whether a more extremely
immersive virtual reality scenario might genuinely effect a reference shift.
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above ground, but still hooked up to Hamlet via remote sensorimo-
tor radio links, in order that Hamlet may descend bodily into a mine
to defuse a radioactive weapon while remaining safe from its specif-
ically brain-damaging radiation. Unfortunately the remote links
break down, so that Hamlet collapses paralysed and insensible, and
is left to die below ground. After a period of isolation Yorick is
implanted into a new animal (Fortinbras). As the story continues it
emerges that a supercomputer (Hubert) was constructed to parallel
Yorick perfectly—to process exactly the same inputs and to shadow
perfectly (but idly) its motor outputs. Finally, a switch is revealed
that allows Yorick and the computer to trade places in control of
Fortinbras.

From the current externalist-animalist perspective it is clear that
the reference of ‘I’ at the beginning of the story is the animal Ham-
let. At the point when the links are cut, and he is plunged into dark-
ness and paralysis, Dennett’s narrator poses the inevitable question
‘Where am I?’ Since there has been no new competitor context
provided for Yorick, there is no shift yet in the reference of ‘I’ tokens.
Hamlet continues to think. Indeed, even after Yorick is implanted
into the new animal context Fortinbras, it is unlikely that there will
be any immediate shift. So if during this initial Settling-In period the
question ‘Where am I?’ is answered on the basis of apparent sensory
evidence then it will be Hamlet who will claim (incorrectly) to be at
the location of Fortinbras. Later on, when the brain has fully settled
in, the same question will in fact be prompting Fortinbras to report
his own location (now correctly). The transition from the earlier to
later situation will be indiscernible.

There is not the space here to go into much depth about the ‘I’
tokens subserved by the shadowing computer Hubert. The simplest
account is that the reference marches in perfect step with the ‘I’
tokens subserved by Yorick, shifting from Hamlet to Fortinbras at
just the same time—after all they are receiving precisely matching
informational input. If this is correct then first Hamlet has two
cognitive centres, and a divided consciousness; and then Fortinbras
has two cognitive centres, and a divided consciousness.

However, a couple of details suggest that it is not so straight-
forward that the shifts will be simultaneous. First, the apparent
memories of Hamlet’s pre-disaster life, synthesized in Hubert to
match perfectly the genuine memory traces in Yorick, are arguably



OUP CORRECTED PROOF – FINAL, 20/12/2010, SPi

Externalism and Brain Transplants | 305

too deviantly caused to qualify as genuine memories of Hamlet’s
life. If so, then the assignment of Hamlet to ‘I’ tokens subserved
by Hubert would ascribe mere Gettier-like true belief rather than
genuine memorial knowledge. The upshot would be less referen-
tial ‘drag’ in this case, i.e. Fortinbras will tend to take over as the
reference of ‘I’ tokens subserved by Hubert faster than he takes over
as the reference of ‘I’ tokens subserved by Yorick—perhaps he will
take over immediately.

On the other hand the fact that Hubert is not initially in control
of Fortinbras might tend to retard the shift of ‘I’ tokens relative to
those dependent upon the brain that is really controlling Fortin-
bras. Why? Although knowledge that one is, say, raising one’s arm
is in part based on perceptual feedback from one’s body, it may
instead be based simply on one’s own immediate prior intention
to raise one’s arm. A plausible epistemological story here is that
the intention in question functions as a common cause of both one’s
belief that one is raising one’s arm, and one’s physically raising
one’s arm. But this type of causal structure is absent in the Hubert
case because the intention is not really causing Fortinbras’s arm to
rise at all. Although the belief is still non-accidentally true given
the mirroring of the intentions subserved by Hubert and Yorick, it
is plausible that the deviant causal structure here is not the right
kind for knowledge of action. On the other hand, the beliefs about
one’s own actions subserved by Yorick are causally related to the
truth in the usual way involved in knowledge of action. Hence there
might be a kind of knowledge ascribed on assignment of Fortinbras
to ‘I’ tokens subserved by Yorick, which would not be ascribed on
assignment of Fortinbras to ‘I’ tokens subserved by Hubert. So that
is another reason to be wary of supposing too easily that the shift of
reference of tokens supported by the two cognitive centres will be
simultaneous.

We do not need to settle these details in order to emphasize the
point that the story involves shifts in the reference of ‘I’ which
are not detectable from the participant standpoint—and that by
narrating the story from the participant standpoint Dennett relies
on precisely this feature to give the impression that somehow a
single reference of ‘I’, a single self, has persisted throughout the
adventure. At the same time Dennett has also cleverly contrived
that there is no concrete thing involved at the beginning that is
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still involved at the end (both the original body and the original
brain are sidelined by the end). So perhaps Dennett’s intention is to
orchestrate a reductio of the very idea of the self as some concrete
thing. For if it can be said that a single self persists throughout, but
at the same time no concrete thing persists throughout, then at best
the self is some abstract thing—perhaps merely a fiction.8

It will be clear that this reductio is unconvincing from the present
externalist-animalist perspective. The incoherence lies not with the
very idea of a concrete referent of ‘I’: at every stage of the story there
is a perfectly concrete referent of ‘I’ (first Hamlet, and then Fortin-
bras). The real mistake would be to take seriously the impression
that there is a single referent of ‘I’ throughout, a false impression
created by the inscrutability of referential shifts from the participant
standpoint of the narrative.

5. BRAINS AND ELIMINATION

The present externalist-animalist style of response to the various
cases of transplantation has presupposed a particular ontology, one
which involves not only animals but apparently also brains—for
these objects have been freely described as being moved between
animals, detached and attached as proper parts, and so on. Is this
ontological presupposition problematic in any way?

It would be seriously problematic if the only way for the ani-
malist to respond to a different anti-animalist argument would be to
deny the existence of brains. Hudson (2007) has recently presented
an argument of just this sort, which purports to show that the
determined animalist is pressured to deny the existence of brains.
If this argument works then the animalist would be caught in a sort
of pincer movement, forced to deny in response to one objection a
presupposition of her response to another. So it is worth taking the
time to explain what is wrong with Hudson’s argument.9

Hudson’s anti-animalist argument turns on the observation that
the animal has parts, such as limbs and hair, which are superfluous,
in the sense that they ‘play no contributory role in supporting a

8 Dennett likens the self to both abstract and fictional entities in his (1992).
9 Thanks to a referee for identifying the possibility of this predicament for the

animalist.
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psychological profile constitutive of personhood’ (2007: 218). The
psychological profile in question is the standard Lockean capacity
for self-consciousness, ‘a first-person perspective’ as Hudson puts
it (ibid.). The brain on the other hand is arguably free of this sort of
redundancy; being precisely the part of the animal most centrally
involved in supporting a psychological profile, it does not have
superfluous parts in Hudson’s sense.

Now, on the basis that the whole animal possesses parts super-
fluous for personhood whereas the brain does not, Hudson reasons
that it would be ‘arbitrary and unmotivated’ (219) to make the
animalist identification of the human person with the larger thing,
when something smaller, viz. the brain, ‘would do the job’ (ibid.).
This reasoning drives his formulation of the following ‘elimination
principle’ (218).

(EP) If x and y are both human person candidates and at most
one of x and y is a human person, but y has superfluous
parts whereas x doesn’t, then x is the better candidate
for the office.

It follows from (EP) that we should conclude that the brain and
not the animal is the better candidate for being the human person.
Animalism is false.

The only obvious way out for the animalist who concedes (EP) is
to flout common sense and deny the existence of the competition—
deny that there is such a thing as my (undetached) brain. This
would be an uncomfortable outcome for the animalist: not only
would the result be counter-intuitive in itself—it would also falsify
a presupposition of the present externalist-animalist response to
brain transplant cases.

So it is fortunate that the animalist should reject (EP) anyway. For
the animalist should take seriously the agreed Lockean definition of
personhood in terms of the possession of certain capacities (for self-
consciousness). With this in focus the rationale underlying (EP) can
be quite easily exposed as problematic by making the comparison
with precisely analogous capacities, all of which seem perfectly
sensibly applied to a whole animal despite the fact that only some of
its parts are directly involved in sustaining the capacity in question.
Take for example the functional properties of being a trotter, or a
singer. Now consider the analogous ‘elimination principles’:
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(EP∗) If x and y are both trotter candidates and at most one
of x and y is a trotter, but y has superfluous parts
whereas x doesn’t, then x is the better candidate for the
office

(EP∗∗) If x and y are both singer candidates and at most one of
x and y is a singer, but y has superfluous parts whereas
x doesn’t, then x is the better candidate for the office

(EP∗) has the consequence that horses do not trot. For there is some
smaller undetached proper part of the horse, perhaps composed of
its hooves and muscular-skeletal system (stripped of skin, mane,
guts etc.) all of whose parts are directly involved in trotting. The
whole horse on the other hand has ‘superfluous’ parts. So the horse
is not the trotter. Something smaller ‘would do the job’.

Similarly (EP∗∗) has the consequence that nightingales do not sing,
for there is some smaller undetached proper part of the nightingale,
consisting of its lungs, vocal cords etc. (stripped of wings, feath-
ers, eyes, gizzard etc.) all of whose parts are directly involved in
singing. The whole bird on the other hand has superfluous parts.
So the nightingale is not the singer. Something smaller would do
the job.

These consequences seem absurd. The elimination principles
have no evident plausibility. It is perfectly coherent in general to
suppose that a thing can fall into a functional kind despite the
fact that some of its parts are more directly involved than others
in implementing the relevant function. So it is very hard to see
why (EP) should be taken any more seriously than the precisely
parallel (EP∗) and (EP∗∗). It is hard to see why a variable degree of
functional involvement of proper parts is any more an obstacle to
a human animal’s personhood than it is to a horse’s trotting, or a
nightingale’s singing.

Why might (EP) have seemed plausible? This is not the place to
speculate at length but perhaps one explanation is the common
but usually tacit presupposition that personhood is an essential
property. This presupposition would create an apparent contrast
between personhood and the capacities for trotting or singing—for
the latter are evidently capacities which a given trotter or singer
could survive losing or have failed to develop at all. Perhaps this
explains differing attitudes towards (EP) and otherwise precisely
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analogous elimination principles concerning candidates for posses-
sion of some capacity.

In any case this contrast is one which animalists will already
reject, for it is already clear that a given animal person could survive
the loss of its capacities for self-consciousness (through head injury,
say) or have failed to develop them at all (through foetal trauma,
say). By animalist lights personhood is clearly a non-essential func-
tional capacity—just like singerhood or trotterhood. So animalists
have no clear reason to allow special pleading on behalf of (EP), and
a fortiori are not pressured by acceptance of (EP) into denying the
existence of brains. So there is no tension between the right animal-
ist response to Hudson’s elimination argument and the ontological
commitments of the current treatment of brain-transplantation.

6. REMNANTS, DISEMBODIMENT,
AND EXTRINSICNESS

In the original brain-transfer case there are two post operative ani-
mals on the scene: Old Animal lying paralysed, and New Animal
up and about. An account has been elaborated of the way in which
the two animals compete for the reference of ‘I’ tokens subserved
by the transferred brain. However, nothing has yet been said about
how to think about more radical operations, in which apparently
no animal is left on the scene. For example, we can imagine a case in
which Old Animal is not left paralysed but is instead immediately
incinerated post operation—and then the brain is not placed into
any New Animal context but is instead left stranded in an isolation
vat. This sort of case is on the face of it challenging for the animalist,
because it is natural to suppose that self-conscious mental activity
is still sustained by the remnant brain. Yet there appears to be no
animal to whom this activity can now be ascribed.

This final section of the essay will lay out some options for the
externalist-animalist in response to this sort of challenge.

An obvious first move would be to claim that this remnant brain
case amounts to a limiting case of animal amputation—to claim that
in fact Old Animal does remain on the scene, but now pared down to
the size of his brain. If so, then there is unproblematically an animal
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candidate for assignment to the ‘I’ thoughts subserved by the rem-
nant brain: the referent is the very same Old Animal as before.

However, if we think that Old Animal really is gone from the
scene in the remnant brain case, then there are other options avail-
able within the general externalist-animalist framework presented
here. A second option would be to suppose that the destruction
of the Old Animal induces a shift of reference of ‘I’ to the rem-
nant brain itself. The remnant brain becomes the best candidate
by default. As in the previously considered cases, a shift of ref-
erence here would be indiscriminable from the standpoint of its
participants—which would go some way in explaining why one
might be inclined to imagine that the same reference of ‘I’ somehow
persists through the operation, when in fact a new non-animal rem-
nant person takes over. This second option entertains the prospect
of a non-animal referent of ‘I’. Is this a problem for an animalist?
Not in itself. The animalist position is typically framed as a view
about us; it is the view that we human persons are animals (see
Snowdon 1990 and Olson 1997). It is not strictly a problem for
this view to admit the possibility of other kinds of persons: robots,
angels, or even partly biological artefacts like a pared-down brain
in a vat.

I will revisit the two options just sketched; but the remainder of
the essay will focus on a third, more radical, option. This option
agrees with the first option that there is no shift in the reference of ‘I’
tokens subserved by the brain: Old Animal remains the reference of
‘I’. But it agrees with the second option in that it does not claim that
the remnant brain is identical with Old Animal; in fact it agrees that
the animal has been wiped from the scene and is now nowhere. In
effect the suggestion is to regard the situation as one of disembodied
consciousness: we have a situation in which x is nowhere and yet x
is still the person, the owner of mental properties.

The reasoning is this: absent any new competitor context for
the remnant brain—absent any new epistemic input to the now
isolated cognitive centre—Old Animal will remain the knowledge-
maximizing assignment to ‘I’ tokens indefinitely. For there is simply
nothing to outweigh the memory knowledge of Old Animal’s past
life ascribed on assignment of Old Animal to the ‘I’ tokens sub-
served by the remnant brain. So Old Animal will continue to be the
person thinking, despite the fact that he is now physically nowhere.
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Whether or not a given animalist should explore this radical
option will depend upon her metaphysical commitments else-
where, principally in the philosophy of time. If one is attracted to
any view according to which past-objects can still (now) possess
properties, then one should take the option seriously.10 Why? The
sort of present properties that it is plausible to ascribe to past-
objects are extrinsic properties. For example, it is plausible that Win-
ston Churchill now possesses a certain reputation; he now stands
in various cross-temporal causal relations to current geopolitical
events; he is now being written about; and so on. These are all
extrinsic properties. The properties that a no-longer-present person
most clearly cannot now possess are the paradigm intrinsic proper-
ties, such as shape and mass.

It is traditional to suppose that mental properties are intrinsic
properties; if so, that would rule out their possession by past-objects
like Old Animal in the remnant case. But in fact it is already implicit
in the basic externalist-animalist treatment of brain-transfer that
mental properties are really extrinsic properties. To be the person
whose thoughts are subserved by a brain (or other cognitive centre)
is to be best candidate for reference of ‘I’ tokens subserved by that
brain; and as we have seen, one’s satisfaction of this condition can
in principle depend upon one’s relations to things outside of one’s
boundaries.

We can make this point about the extrinsicness of mental prop-
erties more carefully, by using a standard definition of intrinsic
properties as properties that never distinguish between duplicates
(Lewis 1983) in combination with the following elaboration of the
original brain transfer cases:

Consider a Transfer∗ case exactly like the original Transfer case,
except for the following difference. New Animal is not implanted
with Old Animal’s brain at T: he is instead implanted with a brain,
in exactly the same intrinsic physical state as was Old Animal’s
brain at T in the original Transfer case; but a brain created by an

10 There is a variety of views according to which past-objects exist and now possess
properties, including not only anti-presentist views like eternalism and the ‘grow-
ing block’ theory (see Sider 2001 for a defence of eternalism), but also forms of
presentism that parallel the modal actualism defended by Linsky and Zalta (1996)
and Williamson (1998, 2002). According to this genre of presentism, historical objects
presently exist, and are in a position to bear properties: they are non-concrete objects
that once were concrete.
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extraordinary random lightning strike, which has not previously
been cognitively integrated with any animal. Subsequently this
brain goes on to interact causally with New Animal in exactly the
same way as the Old Animal’s brain goes on to interact with New
Animal in the original Transfer case.

In the original Transfer case, a short time after T, New Animal
is in a certain total intrinsic physical state S, but he is not yet
the thinker: due to the memory links reaching back to Old Ani-
mal, Old Animal remains at this stage the knowledge-maximizing
assignment of reference to ‘I’ tokens subserved by the brain. But
in the Transfer∗ case the ‘virgin’ brain will immediately settle in to
New Animal—for there is nothing to outweigh the ascription of
knowledge based on information coming in from New Animal.
The randomly created brain does not carry memory traces deriving
from Old Animal’s life: the brain carries purely illusory apparent
memories, which by an extraordinary coincidence correspond to
Old Animal’s memories in the Transfer case. So New Animal will
very quickly become the thinker of the thoughts subserved by the
brain. A short time after T, New Animal will go into the total intrin-
sic physical state S, but he will be thinking, unlike New Animal in
state S in the original Transfer case.

So intrinsic physical duplicates can differ in whether they are
thinking. This is a more radical result than the usual externalist
claims that duplicates can differ in respect of the content or kind of
their mental states; the claim here is that duplicates can differ in
whether they possess mental properties at all. This result is surpris-
ing; but that is arguably because in all real-life cases encountered it
is the cognitive centre within one’s own boundaries—and only the
cognitive centre within one’s own boundaries—which subserves
one’s thought. It takes reflection on the possibility of brain trans-
plantation to see the contingency of this arrangement.

We have already seen that the ownership of mental properties
by one thing rather than another can in principle be a quite fragile
matter, being in unusual cases hostage to apparently minor contex-
tual factors. We can now see that this is a reflection of the fact that
mental activity is really a matter of change in extrinsic properties,
and so strictly speaking a form of ‘mere Cambridge’ change. Mental
activity is the induction of extrinsic changes by the intrinsic changes
of a brain in the right context.



OUP CORRECTED PROOF – FINAL, 20/12/2010, SPi

Externalism and Brain Transplants | 313

How does this support the radical option for dealing with the iso-
lated remnant case? The result that mental properties are extrinsic
of course does not by itself prove that Old Animal remains the right
candidate for ascription of mental properties—after all, not any old
extrinsic property can now be possessed by a past-object (no such
object could now be in north London, for instance). But the result
does remove one of the more obvious obstacles to this option: for
once it is accepted that the ownership of mental properties is ‘less
deep’ and more fragile and extrinsic than one might have supposed,
then it becomes correspondingly less difficult to accept that the
ongoing functioning of a brain could suffice for their possession
by something which no longer has any spatial presence. For in
principle this is not so different from the way in which ongoing
changes in the world continue to effect extrinsic changes in other
past objects; think of the way that the publication of a scandalous
new biography could alter Winston Churchill’s present reputation.

Having sketched this possibility it should be re-emphasized that
the radical option is by no means compulsory, not even for ani-
malists who sign up to the externalist treatment of the original
transfer cases. As mentioned above, there are other options for
dealing with the remnant case within an animalist framework, by
either (i) claiming that the animal materially persists in a minimal
pared down form as the referent of ‘I’ or (ii) claiming that reference
shifts immediately to the brain itself on the paring away or oblit-
eration of the animal. However, although I cannot weigh fully the
relative merits of the three options, it is worth observing that the
radical option in fact avoids problems faced by options (i) and (ii)
respectively.

The proper assessment of option (i) would require a full account
of the persistence conditions of animals. But we can note quickly
that a remnant supporting self-conscious activity need not even
be as large as a whole brain: a mere cerebrum would do. And
it would seem far-fetched to identify such a small remnant with
the original animal. Compare: we would be reluctant to identify
a kidney with an animal even if it were the only part surviving in
vitro the incineration of some animal. It is unclear why a cerebrum
should be treated any differently. So it is an advantage of the radical
third option over the first that it does not need to identify the animal
with the remnant.
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A misgiving one might have about the second option (ii) is this:
there is something troubling about its claim that the mere paring
away of animal tissue could bring it about that there is suddenly a
new person on the scene, in this case the remnant brain—that there
is something which all of a sudden becomes the owner of mental
properties, without having to go through any of the principled
epistemic settling-in by which New Animal earned personhood in
the original brain transfer case.

Mark Johnston in a recent essay has seized on just this kind of
worry, arguing that remnant cases force the animalist to violate a
principle that ‘organizes some of our thinking about persons and
physical reality’ (2007: 47). He finds the violation of this principle
‘repugnant’ and hence sees here a strong objection to animalism.
Here is the principle:

You can’t bring a person into being simply by removing tissue from some-
thing, and then destroying that tissue, unless that tissue was functioning to
suppress mental life or the capacity for mental life. (ibid.)

He explains:

A developing fetus might have a massive brain tumor in its developing
brain, which suppresses its mental life, and perhaps even its capacity for
mental life. Given that, we can understand how removing the tumor could
allow a person in Locke’s sense to be present for the first time. But how
could removing a sustaining torso bring this about? (ibid.)

Johnston is here speaking of the removal of a sustaining torso
because he himself is considering a less minimal remnant, a head-
and-neck. But it is rather less clear that a head-and-neck remnant is
not identical to the original animal, so it would seem wide open
to the animalist here simply to take option (i) and sidestep any
violation of the principle. Johnston would be in a stronger posi-
tion to wield his principle against the animalist by reference to
the case under present consideration, the case of a mere remnant
brain or cerebrum—for as we have just noted it is far less plausible
to identify something so minimal with the original animal. So if
animalists go with option (ii) instead and assert that the reference of
‘I’ shifts by default to the remnant, then they are indeed committed
to claiming that the mere paring away of animal tissue brings a new
person into existence, violating Johnston’s principle.
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This is not the place for a full evaluation of Johnston’s principle,
but its initial appeal must be admitted. So I will close by recording
that the radical third option has the advantage over the second
option that it does not violate Johnston’s principle. For if as the
radical option contends Old Animal remains the reference of ‘I’
tokens sustained by the remnant brain indefinitely, then it is simply
not true that the mere removal and destruction of tissue brings a
person into being: the original Old Animal will remain the person,
continuing to think and experience extrinsically. The remnant does
not magically acquire personhood. Only if the remnant is later
embedded in some new epistemic context will a new person be
brought into being. But if this does happen it will not have hap-
pened as a result of the mere removal and destruction of tissue: it
will have happened as a result of the kind of externalistic settling-in
that has been the theme of this essay.11

University College, London
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