
A ‘brief’ overview of Support 
Vector Regression
Christiaan M. van der Walt, PhD

CSIR, MDS, Advanced Mathematical Modelling
cmvdwalt@gmail.com



The Kernel Trick
● K(x,y)= (x)* (y), where  is a mapping from RD -> H space
● This allows us to calculate the inner product between points in the H space without knowing the 

transformation  explicitly
● In SVR formulation we only need inner products between points and can thus substitute (x)* (y) 

with K(x,y) thus freeing us from defining  explicitly - we only need to specify the kernel K(x,y)
● This allows us to apply the linear SVR in the transformed/higher-dimensional feature space, H - thus 

making the SVR non-linear in the original RD space



Regression - formulation
● Let X be your input data, Xi ∈ RD; Xi is thus a vector with length D
● Let y be your target variable, where yi ∈ R1

● Learn function f(X), where y=f(X)
● Define a parameterised regression function:

○ f(X,w)=w1* 1(X)+...+wD* D(X)+b=WT*Φ(X)+b
○ Thus need to learn W and  b form data and specify Φ

○ If we choose i(X)=xi then we learn a linear regressor in the input feature space, otherwise we 

are learning a linear regressor in the transformed feature space (and equivalently a non-linear 
regressor in the input feature space)



Regression - loss function
● In f(X,w)=WT*Φ(X)+b we specify Φ() and we need to learn W and b from data
● If we define an empirical risk function for f(X,w) we can find the optimal W and b by minimising 

○ empirical_risk=∑i L(yi, f(Xi, W)), where L is the loss function
● We, however, would also like to include a regularisation term (for better generalisation), that 

penalises model complexity, and can write the regularised empirical risk as
○ regularised_empirical_risk=∑i L(yi, f(Xi, W))+ /2||w||2, where  is regularisation parameter

● For SVR we can select a loss function that will allow us to do the kernel trick, we will consider the  
ϵ-insensitive loss function



ϵ-insensitive SVR formulation
● For ϵ-SVR we are trying to fit a function through the training data, where all training data points are 

within ϵ from the function and we try and find the smoothest function possible (regularisation) 
● It turns out that the ϵ-insensitive loss function will also allow us to do the kernel trick
● If we substitute the ϵ-insensitive loss function into the regularised_empirical_risk function it can be 

shown that the we need to solve the following convex optimisation problem to minimise the 
regularised empirical risk function [1]

● This assumes that there is a function that can be fit through the data so that all f(x) values lie within ϵ 
- we thus assume that the constraints of the optimisation problem are feasible

● In practice, this is typically not the case, and therefore some clever people introduced slack 
variables into the optimisation problem



ϵ-insensitive SVR formulation - with slack variables
● Slack variables allow us to cope with y values that lie outside of the epsilon band, two slack 

variables are introduced for each data point (depending on if y lies above or below the ϵ band)
● The ϵ-insensitive loss with slack variables is given by

● and the convex optimisation problem to minise the regularised empirical risk with slack variables 
becomes

● where C determines the penalty assigned to y values outside of the ϵ band - this, thus controls the 
degree of regularisation/smoothness of the function, the lower the penalty the smoother the curve



ϵ-insensitive SVR - dual formulation
● To solve this convex optimisation function under constraints a quadratic programming method using 

Lagrange multipliers is used - if we use use this dual formulation, the linear SVR can be extended to 
the non-linear case with the kernel trick

● A lagrange function is constructed from the objective function and the constraints, by defining a dual 
set of variables (the optimisation solution to the dual problem will be the same as for the original 
objective function under constraints)

● The dual objective function can be simplified to 

● where i and i* are lagrange multipliers that are solved during optimisation of the objective function 
on the data



ϵ-insensitive SVR - solution (for linear case)
● Solving the partial derivative of the objective function with respect to w yields the following solution

where the lagrange multipliers were determined during optimisation of the objective function on the data

● The bias can be solved by making use of the Karush-Kuhn-Tucker conditions, and yields the following solution

● where <w,xi> is the dot product between w and xi 
● The function learned from the data thus becomes
● Note that only data point outside the ϵ-band will incur a cost
● Only points that have non-zero lagrange multipliers (outside ϵ-band) will contribute to the prediction function f(x); 

these are called the support vectors



ϵ-insensitive SVR - solution (for non-linear case)
● As stated earlier, the linear SVR can be extended to a non-linear SVR by making use of the kernel 

trick - thus fitting a linear SVR in the transformed feature space, which results in a non-linear SVR in 
the original feature space

● Since the SV algorithm only depends on dot products between data points we do not require explicit 
knowledge of  and we can simply use the kernel trick as K(x,y)= (x)* (y)

● The optimisation problem for the non-linear SVR thus becomes

● and (after decades of intense research) the non-linear SVR regression function can be expressed 
as



SVR hyper-parameters
● Now that we understand how to derive the ϵ-insensitive SVR, we have an understanding of what 

hyper-parameters to optimise during training of a regressor
● ϵ - the width of the band around the fitted function for which deviations of y values from the function 

are not penalised
● C - how much y values are penalised outside of the ϵ-band
● gamma (for RBF kernel) - inversely proportional to the width of the RBF kernel function and 

determines what the transformed feature space will look like (even though the transformation is 
implicit with the kernel trick)

● For a non-linear ϵ-insensitive SVR with RBF kernel the ϵ, C and gamma hyper-parameters must be 
optimised to control the bias-variance trade-off

● For a linear ϵ-insensitive SVR the ϵ and C hyper-parameters must be optimised to control the 
bias-variance trade-off



Regressor comparison (with outliers)
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