
6c Lecture 15: May 22nd, 2018

15 Sturm’s algorithm

We will adopt below the notation from Lecture 14. Recall that to conclude the
proof of the Tarski-Seidenberg theorem, it remained to prove the following.

Theorem 15.1. Suppose that p (x1, . . . , xm, x) and q (x1, . . . , xm, x) are polyno-
mials of degree ≤ d in x. Then for each k ≤ d there is a quantifier-free formula
φ (x1, . . . , xm) such that for a1, . . . , am ∈ R, R � φ (a1, . . . , am) if and only
if there are exactly k elements b1, . . . , bk of R satisfying p (a1, . . . , am, bi) = 0
and q (a1, . . . , am, bi) > 0. Furthermore there is an algorithm that given the
polynomials p, q returns the formula φ.

We will first consider the case when n = 0, i.e. we have polynomials p (x)
and q (x) in the single variable x. This particular case of Theorem 15.1 is as
follows.

Theorem 15.2. Suppose that p (x) and q (x) are polynomials of degree ≤ d in
x. Then for each k ≤ d there is a quantifier-free L-sentence φ such that R � φ
if and only if there are exactly k elements b1, . . . , bk of R satisfying p (bi) = 0
and q (bi) > 0. Furthermore there is an algorithm that given the polynomials
p, q returns the sentence φ.

We will first consider a particular case of such a particular case, when q (x)
is the polynomial 1. In this case Theorem 15.2 becomes

Theorem 15.3. Suppose that p (x) is a polynomial of degree ≤ d in x. Then
for each k ≤ d there is a quantifier-free L-sentence φ such that R � φ if and
only if p (x) has exactly k roots. Furthermore there is an algorithm that given a
polynomials p returns the sentence φ.

We now provide the proof of Theorem 15.3. Such a quantifier-free sentence,
as well as the algorithm to compute it, can be extracted from the so called Sturm
algorithm, which we recall below. One of the main tools used in Strum’s algo-
rithm is polynomial division, and we use the notation remainder(p1(x), p0(x))
to indicate the remainder of the Euclidean division of p0 (x) by p1(x), so that
remainder(p1(x), p0(x)) has degree less than the degree of p1 (x) and p0(x) =
p1(x)t(x) + remainder(p1(x), p0(x)), for some polynomial t(x) (the quotient).

Theorem 15.4 (Sturm’s algorithm). Given a polynomial p(x) and its derivative
p′(x), consider the sequence of polynomials given by repeatedly doing polynomial
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division, and taking remainders, stopping just before we obtain 0.

p0(x) = p(x)

p1(x) = p′(x)

p2(x) = − remainder(p1(x), p0(x))

p3(x) = − remainder(p2(x), p1(x))

...

pn(x) = − remainder(pn−1(x), pn−2(x))

so pn(x) is nonzero, but pn(x) divides into pn−1(x) with a remainder of 0.
(Observe that n is smaller than or equal to the degree of p(x).) Now let s(−∞)
be the sequence giving the sign of each pi(x) as x → −∞, and s(∞) be the
sequence giving the sign of each pi as x→∞. Then the number of roots of p(x)
is equal to the number of sign changes in the sequence s(−∞) minus the number
of sign changes in the sequence s(∞).

Before we prove this theorem, we give an example. If p(x) = x3−3x2+x−1,
then the sequence of polynomials from Sturm’s theorem is1:

p0(x) = x3 − 3x2 + x− 1

p1(x) = 3x2 − 6x+ 1

p2(x) = 4/3x+ 2/3

p3(x) = −19/4

Now taking the limit as x → −∞, we see p0(x) is negative, p1(x) is positive,
p2(x) is negative, and p3(x) is negative. So s(−∞) = + − −+ and the sign
changes twice in this sequence. As x→∞, we see that p0(x) is positive, p1(x)
is positive, p2(x) is positive, and p3(x) is negative, so s(∞) = + + +− and the
sequence changes sign once. In this case, Sturm’s theorem says the polynomial
has exactly one real root. We’re ready now to prove that the Sturm algorithm
works.

Proof of Theorem 15.4. First, we do the case when pn(x) is a constant (which
is not zero). This implies that p(x) = p0(x) and p′(x) = p1(x) do not have any
common polynomial factor; a common factor of p0(x) and p1(x) must also be
a common factor of p2(x), since p0(x) = p1(x)t(x) − p2(x) for some t(x) and
inductively, a common factor of p(x) and p′(x) must be a common factor of
pi(x) for all i between 0 and n.

We will show that as x increases, whenever p0(x) has a root, the number of
sign changes in the sign sequence from the pi drops, and whenever any other
pi(x) has a root, the number of sign changes in the sequence stays the same.
This is enough to prove the theorem.

Note that by the definition of division, for each i ≥ 0, pi = pi+1(x)t(x) −
pi+2(x), for some quotient polynomial t(x), since −pi+2 is the remainder when

1since for example, x3 − 3x2 + x− 1 = (x/3− 1/3)(3x2 − 6x+ 1) + (−4/3x− 2/3)
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we do the division. This implies that for each x, if pi(x) = 0, then pi+1(x) 6= 0.
Otherwise, pi+2(x) = 0 would be zero by the formula above, but then the same
argument shows pj(x) = 0 for all j ≥ i contradicting the fact that pn(x) is a
nonzero constant.

Thus, for all i ≥ 0, if pi+1(x) = 0, then pi(x) 6= 0 and pi+2(x) 6= 0, and
further, pi(x) and pi+2(x) have opposite signs. Hence, whenever pi+1(x) changes
sign, (so i+ 1 6= n), then the total number of sign changes in our sequence stays
the same; these three signs either flip from + + − to + − − or vice versa, or
−+ + to −−+ or vice versa.

Finally, if p0(x) has a root, then p′(x) must be the opposite sign right before
the root; if p0(x) is positive right before the root, then its derivative must be
negative to get a root, and if p0(x) is negative right before the root, then p′(x)
must be positive to get a root. Thus, the start of the sign sequence either
changes from +− to −−, decreasing the number of sign changes, or −+ to ++,
also decreasing the number of sign changes.

To do the general case now, if p(x) and p′(x) have a common factor f(x),
then the theorem follows by dividing the sequence p0(x), p1(x), . . . , pn(x) by
f(x), and then applying the above argument; if a root of p(x) has multiplicity
greater than 1, its multiplicity in p′(x) is one less.

The proof of Theorem 15.2 is based on the following refinement of Sturm’s
algorithm.

Theorem 15.5 (Sturm’s algorithm refined). Given polynomials p(x), q (x) with
no common factor, consider the polynomial p′ (x) q (x) and then the sequence of
polynomials given by repeatedly doing polynomial division, and taking remain-
ders, stopping just before we obtain 0.

p0(x) = p(x)

p1(x) = p′(x)q (x)

p2(x) = − remainder(p1(x), p0(x))

p3(x) = − remainder(p2(x), p1(x))

...

pn(x) = − remainder(pn−1(x), pn−2(x))

so pn(x) is nonzero, but pn(x) divides into pn−1(x) with a remainder of 0.
(Observe that n is smaller than or equal to the degree of p(x).) Now let s(−∞)
be the sequence giving the sign of each pi(x) as x → −∞, and s(∞) be the
sequence giving the sign of each pi as x→∞. Then the number of roots of p(x)
such that q (x) > 0 minus the number of roots of p (x) such that q (x) < 0 is
equal to the number of sign changes in the sequence s(−∞) minus the number
of sign changes in the sequence s(∞).

Proof. First, we do the case when pn(x) is a constant (which is not zero). This
implies that p(x) = p0(x) and p′(x) = p1(x) do not have any common polyno-
mial factor; a common factor of p0(x) and p1(x) must also be a common factor
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of p2(x), since p0(x) = p1(x)t(x)− p2(x) for some t(x) and inductively, a com-
mon factor of p(x) and p′(x) must be a common factor of pi(x) for all i between
0 and n.

We will show that as x increases, whenever p0(x) has a root such that q (x) >
0, the number of sign changes in the sign sequence from the pi drops by 1,
whenever p0(x) has a root such that q (x) < 0 the number of sign changes in
the sequence from the pi increases by 1, any when other pi(x) has a root, the
number of sign changes in the sequence stays the same. This is enough to prove
the theorem.

The third assertion is proved as in Sturm’s algorithm. We now prove the
first assertion. If p0(x) has a root such that q (x) > 0, then p′(x) must be of the
opposite sign right before the root and hence p′ (x) q (x) is also of the opposite
sign right before the root. Thus the start of the sign sequence either changes
from +− to −−, decreasing the number of sign changes, or −+ to ++, also
decreasing the number of sign changes. If p0 (x) has a root such that q (x) < 0,
then p′ (x) must be of the opposite sign as p (x) right before the root, and
hence p′ (x) q (x) must be of the same sign as p (x) right before the root. So the
sequence of signs either changes from ++ to −+ or from −− to +−, in either
case increasing the number of sign changes.

The sentence in the statement of Theorem 15.2 can be extracted from the
refined Sturm algorithm.

Finally the more general Theorem 15.1 follows from a parametrized version of
the refined Sturm algorithm, where one considers polynomials p (x1, . . . , xm, x)
and q (x1, . . . , xm). These can be seen as polynomials in x with coefficients in
the ring Q [x1, . . . , xm] of polynomials in the variables x1, . . . , xm.

15.1 Beyond Tarski-Seidenberg

How good is the Tarski-Seidenberg algorithm from a practical perspective?
When we have a computer execute it, can it quickly solve interesting problems,
such as the kissing spheres problem? The answer is that the algorithm is almost
completely useless. Each time a quantifier is eliminated we add exponentially
many new equations and so the formulas involved become massive.

Fortunately, significant progress has been made on finding faster algorithms,
using techniques such as cylindrical algebraic decomposition. There is an algo-
rithm which decides sentences with n symbols in O(22

n

) time, and an algorithm
for deciding existential formulas (ones beginning with a single block of existen-
tial quantifiers, and containing no other quantifiers) in O(2n) time. This first
result is known to be essentially optimal.

Alas, even these improved algorithms are still rather slow when run on prac-
tical problems. For example, modern implementations of quantifier elimination
are able to solve the kissing spheres in 2 dimensions (with a little ingenuity to
make the problem slightly easier, such as fixing the position of the first sphere).
However, the kissing spheres problem in higher dimensions is completely out
of reach for now (the four dimensional version requires a hundred quantifiers).
Still, these algorithms are an important part of almost all computer algebra
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systems and receive a great deal of use for people working on practical mathe-
matics; there are lots of interesting formulas which are rather short.

Another interesting avenue of investigation is how much the Tarski-Seidenberg
theorem can be generalized. Does the theorem remain true when we add more
functions to our language so that we can discuss more complicated phenomena?
For example, Tarski asked in 1940 whether one can prove the same theorem
when exponentiation is added to our language:

Open Problem 15.6. Is there an algorithm for deciding what sentences are
true of the reals, in the first order language built from {+,×, exp,=, 0, 1}.

Not only is the question an open problem, but we don’t even know if there
is an algorithm for deciding the truth of sentences such as e−e

2 − 60e−15 =
e−3e

1+2e−1

involving no variables or quantifiers! Are there any surprising iden-
tities involving exponentiation and the integers beyond obvious ones that follow
from the fact that exey = ex+y? This is a difficult problem in transcendental
number theory. However, there is a widely believed conjecture due to Schanuel
which implies that indeed, the only such true identities are the obvious ones,
and that there is an algorithm for deciding quantifier-free sentences. In fact, if
Schanuel’s conjecture is true, then Macintyre and Wilkie have shown that there
is an algorithm for deciding all sentences in the language with exponentiation,
settling the entire problem.

What if we change what number system we use to something other than the
real numbers? For example, if we work over the complex numbers instead, then
Tarski showed in 1948 that the analogous theorem is true: there is algorithm to
decide the truth of sentences in the first order language built from {+,×,=, <
, 0, 1} about the complex numbers2. How about the natural numbers? In this
setting, we can state many difficult open problems like Goldbach’s conjecture:

∀n((n ≥ 2 ∧ ∃k(n = 2k))→ ∃p∃q(n = p+ q∧
∀r∀s((p = rs→ (r = 1 ∨ s = 1)) ∧ (q = rs→ (r = 1 ∨ s = 1)))))

Is there a similar algorithm to decide which of these statements are true or false?
In his famous speech outlining 23 important problems for twentieth century
mathematics, Hilbert made it a goal to find a process to solve a simple class
of such problems: find an algorithm for determining whether a multivariable
polynomial has any integer roots, (perhaps similar to the one we have given
above to determine whether there are any real roots to such a polynomial). This
is known as Hilbert’s 10th problem, and it turns out that such an algorithm does
not exist.

We finish this section by stating one more famously open problem:

Open Problem 15.7 (Hilbert’s tenth problem over Q). Is there an algorithm
for deciding whether a multivariable polynomial with integer coefficients has any
rational roots?

2A year later, Abraham Robinson gave a very pretty model-theoretic proof of this fact
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