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IVR Persona 
 

Introduction 

A Voice User Interface (VUI) Style Guide is the specification of the gender, age, dialect, education and 
'tone' of voice of an Interactive Voice Response (IVR). It includes decisions/information about global 
behaviors, like error handling, agent requests, interface to call center wait time statistics, etc. It is used by 
a number of different stake holders for different purposes, including:  
 

• The design team to guide the voice talent selection process;  
• The voice talent and recording session director to give them guidance on delivery;  
• The voice user interface designers to make system dialog consistent and aligned with enterprise 

values and branding image.  

The Style Guide is created by working with business stakeholders and marketing resources, and requires 
customer/caller demographic information.  A Voice User Interface (VUI) defines how the automated IVR 
system will interact with your customers when they are calling over the telephone, and includes the 
prompts (audio recordings) as well as interaction methodology (speech or touch tones).   
 

A persona is that aspect of the VUI that defines qualities of the role of the automated speaker: In 
literature, it is defined as “A character or part, as in a play; a specific kind or manifestation of individual 
character, whether in real life, or in literary or dramatic representation; an assumed character.” Persona 
comes from the Greek peri (around) and son (sound) and refers to the hole in the mask worn in Greek 
drama that let the sound out, so the actor’s voice could project to the audience.   
 

Psychological research has shown that callers will perceive a personality in a VUI, whether or not the 
designers intended it.1  That perception can lead callers to like or dislike a system, and affect business 
outcomes like automation rates and customer satisfaction.  Moreover, callers may associate the persona 
of the VUI with the characteristics of the institution they are calling, as a representative or embodiment of 
that institution.  Hence brand values can be consciously (or unconsciously) projected by the persona. 
 

Audience 

This document has a number of interested stakeholders and consumers: 
 

1. In some situations, the Style Guide is used to help select a voice over talent, since it describes, at 
a minimum, the age, gender, language and accent of the talent.   

2. When authoring the text of a prompt, it is important that the style of the language used be 
consistent across different menus and applications, and the way an application behaves in terms 
of things like time-outs, barge-in, etc..  Inconsistency will result in confusion and decreased caller 
satisfaction.  Since it is common for applications to be designed by different teams at different 
times, a written statement helps keep authors on a consistent path. 

3. In the recording studio, a director coaches a voice talent during the recording session.  Reading 
and understanding the Style Guide helps the director (or different directors across different 
sessions and applications) maintain consistency. 

4. The automated systems, and contact center staff deployed by an enterprise are sometimes the 
only contacts a customer has with the company, other than media advertising.  Since the persona 
will impact a customer’s perception of the enterprise, or its brand, sales and marketing staff can 
and should take a keen interest in shaping the company’s image via the IVR persona. 
 

 
                                                        
1 Cohen et al., 2004, Nass and Brave, 2005; Reeves and Nass, 1996 
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Application Context 

<In this section, briefly describe the functionality of the application, including: who the callers are; what is 
their calling environment; what are their goals> 
 

Elements of Persona & Impact on Caller’s Emotions 

Principle physical elements of persona are age and gender.  Other projected elements under control of a 
voice talent include accent, speech rate, and pitch, as well as level of stimulation.  Finally, the wording 
chosen by the prompt writers shapes the character of the automated voice in terms of levels of familiarity 
or formality, level of education and friendliness.   
 
Research has shown that all other things being equal, people are more comfortable speaking with 
someone who is similar to themselves than they are speaking with someone who is different.  This 
psychological phenomenon of ‘self-similarity selection’ has been understood for many years, but only 
recently demonstrated for automated systems2.  So, if most callers are, for example, 40 year old males, it 
makes sense to choose a male in his 40’s as the voice talent.   
 
Apart from the main effect of self similarity, a secondary effect found in these studies was that male 
voices were overall more effective at persuasion, while female voices were more effective in conveying a 
sense of trust and compassion.   
 
As for the persuasion effect, one interesting finding was that although female voices were more effective 
at persuading female listeners than were male voices, and male voices were more effective at persuading 
male listeners than were female voices (the self-selection effect), male voices were overall more effective, 
regardless of the gender of the listeners.  Yet what was important was not necessarily the gender of the 
persona, but rather the pitch, or fundamental frequency, of the voice.   
 
Other facets of personality that have an impact on callers’ emotions can be considered in the context of 
theories of personality.  While there are many different theories3, a common approach is to consider at 
least two dimensions, active-passive and friendly-non friendly, resulting in four quadrants.  Most often, a 
VUI persona is designed to be in the active-friendly quadrant.  This works well in a directed dialog model.   
 

Methods Used to Select Voice Talent 

Industry best practices for selecting the most appropriate voice talent for the enterprise are to get the 
project stakeholders to agree on a defined process as a starting point.  At least this way the selection is 
considered and addressed in an organized way.  A recommended practice is to involve project business 
sponsors and marketing staff in a core team to decide on the process.   
 
One recommended procedure4 starts with understanding the callers’ demographics, given the research 
on the impact of self-similarity on caller preferences.  The caller demographic data will include: age; 
gender; ethnicity; regional concentrations; accent; level of education; level of income.  After collecting 
caller demographics, the next thing to consider is the brand image the company wants to project. This 
information typically comes from the marketing department.  Next, the team writes up a Persona 
Statement, which is a description of the role.  After the persona definition is completed and agreed on by 
the stakeholder team, a voice over talent agency can be asked to find a group of people to audition for 
the part.  Each talent reads through the same script, and the recordings can be posted on-line. 
 

                                                        
2 Nass & Brave 2005, Reeves & Nass, 1996 
3 see http://en.wikipedia.org/wiki/Two-factor_models_of_personality 
4 Cohen et al. 2004 



   

STYLE GUIDE CONFIDENTIAL PAGE 6 

Then a group of people, as many as possible, are asked to independently listen to the samples and rank 
order the different speakers in terms of likeability similar to a Q score5  
 
Implementation of a VUI persona does not end with the voice talent selection, however.  The wording of 
prompts when they are written needs to reflect the persona, and the delivery of the prompts in the 
recording studio, are key to producing a professional system.  It is in the studio that the intangible aspects 
of the voice get instantiated, and it is important that a voice coach familiar with an experienced at the task 
be present to monitor and direct the recording session. 
 

Caller Demographics 

The benefit of studying demographics in connection to the VUI/Persona comes from research that shows 
the self-selection effect, that callers prefer voices most similar to themselves6. 
 
<include caller demographic data here> 
 

Persona Recommendation 

Gender 

Age 

Formality 

Emotional Relationship 

Summary Statement 
 
 

“Tom is a white male in his early 50’s.  He’s been in the insurance business for 20 years, went to 
college and studied business. He really likes his work, since it helps people get the protection 
they need.  He’s a professional, but is likely to dress business casual, since financial 
professional’s need to be conservatively dressed while at the same time they need to make their 
clients feel comfortable.  His professional demeanor carries through in the way he addresses 
people.  If he were introduced to someone, he might say something like ‘Hello’ rather than ‘Hi’ 
and “My name is Tom Watson, it’s a pleasure to meet you” rather than “Hi, name’s Tom. How’s 
it?”  He would be more likely to address someone else as “Mrs Smith” rather than use her first 
name.  Tom is friendly, but not effusive.  He understands that insurance is a serious product that 
needs to be taken seriously.  He speaks in a calm, measured tone, and is used to taking his time 
explaining complex financial products to older people.  He is very patient and very polite. He has 
no distinct regional accent 

 

Non-speech Audio 

Non-speech audio is sound other than speech used by VUI designers to alert callers to upcoming 
dialogue events.  Use of non-speech audio is valuable in designing speech applications in a number of 
areas.  The first use is typically in the initial greeting.  Used as such, an audio ‘earcon’ can serve two 
purposes.  First, it can send a brand identity message to the caller.  The Intel ‘ba bum ba bum’ or the 
AT&T air jingle or the NBC Big Ben bongs are all classic examples.  In the context of an IVR, the earcon 

                                                        
5 see http://en.wikipedia.org/wiki/Q_Score 
6  Nass & Brave, 2005 



   

STYLE GUIDE CONFIDENTIAL PAGE 7 

immediately lets the caller know they have connected to the enterprise.  Secondly, and more importantly, 
it signals to the caller they have landed in an automated system.   
 
Paradoxically, it is important to let callers know as soon as possible that they are NOT speaking with a 
live agent.  With touch tone IVRs, this was always very apparent on the first menu request, since people 
don’t ask for DTMF input.  With speech systems, however, there is the very real possibility that a caller 
can be deceived.  This can create a problem when the caller thinks they can just say anything, since the 
systems cannot understand anything, and such an interaction will invariably result in out of vocabulary 
recognition errors.  Any recognition error is a bad thing, since the probability of a second error increases 
greatly after the first error.   
 
More importantly, when a caller realizes that they’ve been duped, they often experience a visceral 
negative emotion, a feeling of creepiness known in the industry as The Uncanny Valley7 : “when robots 
and other facsimiles of humans look and act almost like actual humans, it causes a response of revulsion 
among human observers.”  
 
The very simple inclusion of an audio icon at the start of a call will instantly set the caller on the path of 
understanding that they are interacting with a machine, not a human. 
 
The second place to use non-speech audio is during times that would otherwise be dead air while the 
system is trying to fetch or save data, or trying to perform a complex recognition.  These events should be 
introduced with a phrase such as “one moment please while I get that information” and then ‘masked’ with 
the working audio sound.  There should never be any silences longer than 3 seconds without some filler 
audio. 
 
A third place for non-speech audio is the on-hold music played when callers are waiting to speak with a 
CSR.  Marketing should be involved in the selection of these music streams to insure they are aligned 
with the brand. 
 
A fourth place for using earcons is in defining a segue between different voices (see next section). 
 

One Voice Versus Multiple Voices 

It is very disconcerting for a caller to listen to different voices in turn in an IVR application without there 
being some separation of the voices.  It’s like listening to someone and suddenly they morph into 
someone else!  This is because in order to recognize different speakers and all their variability, a listener 
builds a mental model of a speaker’s vocal tract.  Suddenly switching to someone else with no warning 
commits the prime mistake of being inconsistent.  Research has shown8 that inconsistency of persona is 
a major source of listener dissatisfaction.   
 
Sometimes it is necessary to have different voices, for a variety of reasons.  While every effort should be 
made to re-record the prompt sets in a single voice, when the situation occurs, its impact can be mitigated 
by putting non-speech audio segues between the different applications.  Another technique is to introduce 
the other application in the manner that different speakers hand-off in radio or TV programs.   
  

Global Commands 

Global commands are verbal or DTMF commands a caller can use anywhere in an application, that is, at 
any menu.  In the VUI world, they are analogous to user interface items in the Graphical User Interface 
(GUI) like the cancel or close controls which are always present.  

                                                        
7 see http://en.wikipedia.org/wiki/Uncanny_Valley 
8 Nass & Brave, 2005 
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Help 
There is some controversy over the use of ‘help’ as a global command – see, for example, the discussion 
thread on the Voice User Interface Designer’s group9 Arguments for having it in the grammar are that 
people may say it spontaneously, and therefore it should be recognized.  Nuance has traditionally 
included it in all their applications by default.  The billing application does ‘teach’ the use of ‘help.’   
 
Arguments against including it are that unless its existence is ‘taught’ by the application, e.g., there’s a 
prompt like “and if you ever get stuck, just say ‘help’” that very few, if any, occurrences of users actually 
saying it have ever been found ‘in the wild.’  If no one ever says it, why include it?  More importantly, 
having the word in the grammar creates a misrecognition attractor, that is, the system may misrecognize 
some other sound as the user saying ‘help’.  Being a single syllable word with a low energy fricative 
onset, ‘help’ is a particularly attractive attractor of both speech and non-speech sounds.  Another point of 
view is that an application that requires help to be usable probably needs a redesign in the first place. 
 
We do not recommend including global ‘Help’. 

Agent 
Global commands for getting to an agent should be included, both as DTMF (0) and speech.  This is the 
very first, and most important, standard given in The GetHuman standard for IVR design10 (Appendix 2 
includes many of the design principles and core ideas of the standard).   
 
We recommend two design principles: Do not block and entrance and do not block the exit.  Do not block 
the entrance means it is important to shorten initial prompts as much as possible in order to reduce the 
time to task (see section below on Legalese).  Do not block the exit means that if a caller wants to speak 
with an agent, the IVR should recognize this goal and help the caller achieve it.   
 
First, it is important to put the items in the global grammar because users will say things like ‘give me an 
agent’ and they will press 0.  If their request is not in the speech grammar, either a no-match error occurs 
(not a good thing) or something else will be misrecognized (a worse thing).  A no-match response like 
“Your input is invalid” will only serve to irritate the caller, and when they finally do get through to an agent, 
they will waste the agent’s time and 800 number air time charges complaining about the IVR, and overall, 
they will be less satisfied. 
 
We do recommend including the global touch tone command DTMF 0, and terms like ‘Agent’ or ‘Operator’  
 

Navigation 
Global navigation commands are, for example,  
 

• Cancel – in a multi-step process, such as collecting a credit card, cancel should present the 
callers with an option to cancel the payment.  What to do given a ‘cancel’ command is task 
dependent. 

• Start over similar to cancel. 
• Go-back – backs up the interaction to the previous logical question. 
• Main menu – takes the caller ‘up to the top.’  

 
And while Navigation commands may be useful with other IVR Applications like Voice Mail and Technical 
Support or Help Desk type of applications, we do not recommend using these global items for HIG 
applications, since they add complexity for limited value, and also create misrecognition attractors.  We 
do recommend having a ‘closing’ routine at the end of every completed transaction.  At the closing item, 
the system says something like “If you’re done here, you can just hang up, or …” then load a grammar 
that includes terms like ‘goodbye’ and ‘main menu.’  If there is no hangup or input, then go to the main 
menu (if there is one).  On no input from the main menu, go to the closing state and repeat a total of three 
times before hanging up (or transferring to an agent) on the second no input. 

                                                        
9 see http://groups.yahoo.com/groups/vuids 
10 see http://www.gethuman.com/gethumanStandard.htm 
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Agent Access 

As mentioned in the prior section, global commands for getting to an agent should be supported.  How 
they are responded to, however, is up to design decisions.  The GetHuman standards number 2 best 
addresses this issue: 
 

An accurate estimated wait-time, based on call traffic statistics at the time of the call, should 
always be given when the caller arrives in the queue. A revised update should be provided 
periodically during hold time.  

It is also reasonable to ask the caller for additional information in order to route their call appropriately.  
For example “I understand you’d like to speak with an agent.  In order for me to get you to the right 
person, I need to ask…” 
 
We recommend that agent requests be recognized and acknowledged.  An additional question to help 
route is also appropriate, if the caller is told the reason.   
 
One industry best practices, especially for the enterprises with exceedingly high wait times, is a voice call 
back option, where the IVR first states the estimated wait time to get to an agent and then offers the caller 
an option to be called back, either when the next agent becomes available or at the time convenient for 
the caller. This technology is known as Voice Call-Back. 
 

Error Handling 

Apologizing 
The following paragraph addresses the use of apologies11: 
 

There are many different types of errors, but we designers have tended to have a single way of 
dealing with them all, either due to time or technological constraints. We can take what we know 
about the error and tailor our handling of it, crafting specific verbiage to handle each gracefully. 
In the old days of VUI, we said things like, I’m sorry, I didn’t get that. Most of us have moved 
away from apologizing, but do we need a transition phrase at all? We’re finding that getting 
straight to the reprompt often works better. Sometimes simply changing the prosody can express 
equally well what robotic transition phrases have done in the past. For example, asking Whaaat 
was that account number? with a drawn out "what" does a great job of conveying that the IVR 
knows you were trying to answer, but needs you to try it again. The trick here, of course, is 
coaching your voice talent to deliver this line in an effective and believable manner. 
 

The concept of a rapid re-prompt, rather than delivering an apology and the cause of the problem 
message is now fairly considered a best practice.  
 
We do not recommend use of the prompt structure :I’m sorry…” but instead recommend use of rapid re-
prompting. 

Global Error Handling 
It is common practice to specify global error handling strategies.  We recommend that after two 
successive errors (no input or no match) that the system should either move on to another item or 
transfer to an agent.  Another recommendation is after some number of errors in the whole application, 
say four in total, that the user be transferred to an agent.   
 
Another strategy we recommend is backing off to DTMF.  That is, after some number of errors with the 
speech recognizer, that the application fall back to a DTMF input only mode.  This is a useful strategy in 
                                                        
11 McKenzie et al., 2008 
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cases of a poor audio connection (e.g., cell phone drop outs or high background noise) or in cases where 
the caller’s speech is poorly understood, perhaps because of a heavy accent or speech pathology.  This 
is discussed in more detail below.  
 

DTMF Fallback 

The following observations have been made about DTMF and dealing with older users12: 
 

• Many users prefer using the touchtone options to speaking their choices. 
• Always offer a touchtone option for entering sensitive information, like SSN and PIN. 
• Touchtone options serve as an external memory device, offering a physical indication of the 

available choices (think of a finger hovering over buttons). This seemed especially helpful to older 
users.  

• Use touchtone options strategically when transitioning users into a new technology 
o In the initial rollout, offer both touchtone and voice options in the first menu. 
o Touchtone options should always be available as a backup. 

 
However, the authors do not argue that seniors as a group do not want speech recognition applications:  
 

• Many seniors were very enthusiastic about the voice recognition. 
• Hands-free interaction helps users: 

o With physical impairments such as arthritis 
o Fine motor-control problems 
o On cell and cordless phone 

• “Words are much easier!” – comment from a user with severe arthritis.  
 
Providing DTMF fallback is recommendation number 5 in the GetHuman standard.   
 
In a recent survey of users and technology providers, one study13 asked users “How often would you 
prefer to use a speech recognition system rather than a touchtone system?”  The responses from users 
were as follows: 
 

• Most of the time – 8% 
• Depends on the time of day – 7% 
• Depends on how much time I have – 10% 
• Depends on where I am – 7% 
• Depends on reason I’m calling – 23% 
• As little as possible – 43%  

 
The authors of this study note:  
 

DTMF replacement has been the buzz-word behind speech recognition since its inception as a 
viable technology. The perceived benefit is that it offers a more natural interaction to the caller as 
well as the ability to gather richer, alpha-numeric data, as opposed to what has traditionally been 
the more stilted, numeric input-only interactions offered by touchtone applications.  These 
benefits appear to have escaped consumers, as evidenced by the 45% that would prefer to use 
speech recognition over touchtone applications as little as possible. 

 
Providers of speech recognition technology are sometimes hesitant to use DTMF in an IVR design, and 
sometimes exhibit the tendency to act like “If the only tool you have is a hammer, everything looks like a 
nail.”   
 

                                                        
12 McNulty and Mangan, 2006 
13 Dimension Data and Cisco Systems, 2007 
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To be sure, we do heartily recommend speech recognition as a great technology that can make caller 
interactions faster and easier most of the time.  However, we also must recognize that sometimes it is 
more appropriate to use DTMF if it is the best solution for a given problem.   
 
One strategy we recommend is to have a fall-back strategy as follows. 
 

• First prompt, speech or DTMF input active: “Which would you like, X, Y or Z?” 
• Second prompt on first error, speech or DTMF active: “Say X or press 1.  Say Y or press 2.  Say 

Z or press 3” 
• Third prompt on second error, DTMF input “For X, press 1.  For Y, press 2.  For Z, press 3.” 

 
As discussed in the section above on error handling, another strategy to consider is backing off to DTMF 
completely in some cases.  That is, after some number of errors with the speech recognizer, that the 
application fall back to a DTMF input only mode.  This is a useful strategy in cases of a poor audio 
connection (e.g., cell phone drop outs or high background noise) or in cases where the caller’s speech is 
poorly understood, perhaps because of a heavy accent or speech pathology.  
 
For frequent callers (like Insurance Agents for example) who represent a significant number of users and 
who are intimately familiar with the application it may be faster to punch in the familiar numbers on the 
phone pad as opposed to speaking the entire string of digits and will preserve their routine productivity.  
 

Modality Switching 

When changing from a speech input mode to DTMF input mode, it is important to let the users know14.  
“Modality changes from DTMF to speech recognition (and back to DTMF) are unannounced…Think about 
adding messages to let callers know they’ve reached ‘a system you can talk to’ or that ‘its time to press 
buttons again.’ 
 

Language Selection 

Language selection is choosing the language a customer prefers the IVR to speak and understand.  Here 
is one point of view: 
 

Default language should be based on consumer demographics for each organization. Primary 
language should be assumed with the option for the caller to change language. (i.e. English 
should generally be assumed for the US, with a specified key for Spanish.)  Gold Standard: 
Remember the caller's language preference for future calls. Gold Standard: Organizations should 
ideally support separate toll-free numbers for each individual language.15  

Personalization 

Personalization means designing the IVR application so it is tailored to an individual caller.  Systems that 
can look at the caller’s phone number (ANI matching) to try to determine whether or not the caller has a 
relationship with the enterprise and if so, what kind, in order to route to the appropriate agent skill group, 
can be very pleasant to use, because they require no effort on the part of the caller to claim an identity.   
 
Another aspect of personalization to consider is known as ‘push’ messaging.  It is common in payment 
applications, for example, to tell a caller their current balance, without being asked, since this is a very 
common thing that people ask for.   
 

                                                        
14 Nuance, 2006 
15 www.gethuman.org 
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A second opportunity for personalization is the message played to a caller just before they get transferred 
to an agent.  A ‘please hold for a transfer’ is needed anyway, so why not add something as a cross-sell or 
up-sell?  This item should also be added to the agent’s screen-pop, so it can be reinforced.  For example, 
if the caller is making a payment manually and they are a candidate for automatic withdrawals from their 
bank account, and the service has not been offered to them recently, mention on the transfer something 
like “OK, I’m transferring you to an agent.  By the way, we do have an automatic payment plan that takes 
the hassle out of monthly payments.  It’s easy to use and can save you money.  If you’re interested in 
hearing the details, just ask the agent.  Please hold.”   
 

Use of TTS 

Text-to-speech (TTS) can be a beneficial asset and should be made available for future applications and 
future enhancements of the current set of applications. TTS could be used in cases where the text 
content is not known in advance, or would be complicated to record or is too particular or individual, for 
example, a list of an individual customer’s specially insured items, or in a name and address change.  
 
When TTS is used, the rules that apply to multiple voices (see above) also apply here: Do not mix TTS 
with human speech without a segue.  For example, in reading an email message, one might think that 
recording the words “from” “to” and “subject” headers in human speech, then synthesizing the content in 
TTS, would be more intelligible than using all TTS.  The opposite is the case. 
 

Idioms to Avoid 

Here’s a list of selected IVR idioms that are often found in enterprise IVRs and why they should be 
avoided: 
 
1 You can access our 

website at … 
Callers know you have a website, but they chose to call you.  This 
message only wastes their time. 
 

2 Please listen carefully, 
as our menu options 
have changed 

The essence of the reasons for not saying it is it is annoying for both 
novice and repeat callers to hear this, and the so-called power users 
who might be inconvenienced will rapidly discover the change.  
Furthermore, if you do tell someone that the options have changed, it 
is not really helpful because you haven’t told them which options have 
changed.  It is sort of like being told “your morning commute has been 
changed” but not how it has changed. 
 

3 Your call is important to 
us 

Callers feel cynical about this. 
 

4 Due to unusually high 
call volumes, wait times 
may be longer than 
normal 

This is an excuse, like “all our agents are busy helping other callers.”  
Better just tell the caller what the wait time is, and offer them a 
callback. 
 

5 Your call will be 
handled by the next 
available representative 

This is actually not even true.  It will be handled by an available 
representative when your place bubbles up in the queue.   
 

6 Your call may be 
recorded for training 
purposes 

See section on legalese 
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Legalese 

Legal disclaimers in IVR applications are often considered important from the company’s legal team’s 
perspective, but are often annoying to the callers, and may not really be required for all callers in all 
situations and lines of business.  It has been our experience that messages can often be shortened, re-
written to be more understandable and user-friendly, and sometimes omitted entirely, after further review 
by the legal team and the IVR team. 
 
It is important to try to reduce the legalese for a number of reasons.  First, it can be confusing to callers, 
and can sound intimidating.  This reduces caller satisfaction.  Second, it increases time to task.  Time to 
task is a measure of effective VUI design: 
 

When customers call an airline, bank, or other business, they generally have a task in mind or a 
problem to solve. Time-to-task measures the amount of time it takes for a caller to begin the task 
he called about. Lengthy instructions, references to a Web site, untargeted marketing messages, 
or other irrelevant information at the top of a call delay callers from their tasks.16 
 

It is calculated as the time it takes from answering the call to the time the caller starts performing the 
desired task.  Increasing time-to-task results in decreased caller satisfaction. 
 
It is very common that a warning message like “You call may be monitored for quality purposes” is played 
by IVR systems.  One common mistake is to play it before a transfer has been decided upon.  Is it q 
requirement that it be played if the call never reaches a live agent? 
 
Even if the message needs to be played before transferring to an agent, it might be shortened 
significantly.   A recent article17 discussed some of the legal issues surrounding these messages.  Experts 
there advise that the simple message “this call may be recorded” is sufficient.  GOOG 411 (800 466 
4664), the telephone search application run by Google uses the drastically short:  “Goog 411.  Calls 
recorded.  What city and state?”   
 
We recommend the recording message be shortened whenever possible. Work with your Legal team to 
negotiate the use of the most necessary legal disclaimers and in the shortest format possible. 
 

Jargon 

Avoiding technical jargon and insider language is often difficult for design teams taking their direction from 
business groups in an enterprise.  For example, the distinction between terms like ‘claims’ and ‘service’ 
are important to the business, because they are run by two different organizations within the enterprise, 
but to a caller, the distinction may be, and probably is, meaningless.  If an IVR asks me whether I want 
claims or service, I may be confused by the question.  Isn’t getting my claim handled a part of service? 
 
Your team can avoid jargon by adapting user-centered design principles and techniques.  These start by 
considering the tasks from the user’s point of view, not the business.  In practice, all designs should be 
reviewed and tested on naïve users, those not in the industry.   
 

Confidence Handling 

Best practices in designing speech recognition applications require consideration of the confidence level 
in a recognition event, and treating at least three levels – high confidence, mid confidence and rejection.  
If a response is recognized with high confidence, it is probably unnecessary to confirm with the caller 
what they said, or perhaps to perform implicit confirmation, as follows: 
 
                                                        
16 Larson et al, 2005 
17 Klee, 2008 
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System: What city? 
Caller: New York. 
System: What street in New York? 
 

It may be prudent, however, to confirm given mid-confidence.   
 
System: What city? 
Caller: New York. 
System: Was that New York? 
 

To summarize: 
 

• Given high-confidence (>=750), employ implicit confirmation if possible, rather than explicit 
confirmation; 

• Given medium confidence (>=500 < 750) employ explicit confirmation 
• Given low confidence < 500) re-prompt with more detail 

 
We recommend using confidence scoring to dynamically adjust prompting strategies. 

Barge-in 

Barge-in refers to a setting in the speech recognizer that allows a caller to interrupt a system prompt.  
When barge-in is turned on, a caller can interrupt the system.  When off, the system will play out a prompt 
in full, and only then listen for caller input. 

A benefit of having barge-in off in some circumstances is there may be an important or legal prompt that 
must be played in full.  Turning barge-in off in some high-noise situations can also be useful to stop false 
non-speech input interrupts. 

The downside of turning off barge-in is a user may go ahead and speak anyway, but the system will not 
hear anything because speech recognizer is not armed until the ‘end of prompt event is detected by the 
system.  This can be confusing to callers, who may try to speak over the prompt, resulting in being cut off 
and a misrecognition event, or they may try to speak louder the next time around, which may result in 
poor recognition. 

It is typical for speech applications to have barge-in turned on by default and its use should be consistent 
across all applications.  We recommend, however, that at some stage in the design process that the team 
review barge-in for every application and input state.   
 

Time-outs 

There are a couple of parameters that affect timing in an application. 
 

• Timeout represents the interval of silence following the end of the last prompt that the interpreter 
allows while waiting for user input before throwing a noinput event. The default should be 10 
seconds. 

• Completetimeout is the length of silence needed before the speech recognizer finalizes a result 
(either accepting it or throwing a nomatch event), when the speech is a complete match of an 
active grammar. The valid range for this property is 0.1 seconds to 10.0 seconds. The default 
value should be Y seconds 

• Incompletetimeout is the length of silence when the last recognized word in the utterance is an 
incomplete match to an active grammar. The valid range for this property is 0.1 seconds to 10.0 
seconds.  The default value should be X seconds. 

• Maxspeechtimeout is the maximum duration of user speech. If this amount of time elapses before 
the user stops speaking, the maxspeechtimeout event is thrown. The default value should be 30 
seconds. 
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• Interdigittimeout is the amount of time the system waits between each DTMF input character 
before interpreting the DTMF string. The default value should be 5 seconds. 

 
These are standard values and should be used across all applications.  They may be changed, however, 
dynamically in situations where callers are having trouble, as discussed in the next section on speech 
rate. 

Speech Rate 

Speech rate is how fast the voice talent talks, and is measured in words per minute (WPM).  Corporate 
gerontology and hearing research recommends that in dealing with the elderly, and with those with 
hearing loss, decreasing the speech rate may help with intelligibility.   
 
Researchers at Fidelity18 shared the following results from review of 125 IVR usability sessions: 
 

• “The pace of the system was too fast for the elderly.   
o Older users tend to be slower at information processing.   
o Providing them just enough time between spoken menu items to echo each choice sub-

vocally appears to improve their success with IVR systems.   
o However, some younger users actually preferred menu items spoken at a more rapid 

pace (less time between items) as they could get to the information they wanted faster.” 
 

• Pace of system was often too fast for older users. 
• If possible, consider implementing a system that recognizes the age of the user and leverages 

that to determine the amount of space between items and the speed at which the menu prompts 
are spoken.  

• If that is not possible, we recommend following the option that would help the greatest number of 
users, i.e. the largest user group.  
 

This observation highlights the dilemma of dealing with user populations with vastly different 
demographics.  While age is a critical dependent variable in this case, other factors, such as geography 
(e.g. north versus south) and gender (male versus female) impact preferred speech rate. 
 

Not only do different user populations prefer different speaking rates, but the complexity of the material 
discussed results in changes in rate.  According to researchers19  
 

Research shows that the average English-speaking rate is 130 - 200 Words per Minute (WPM). 
This wide WPM range applies to 90% of the English-speaking population.  For complex material, 
a rate of 130 - 145 WPM may be required.  For material of average complexity, 145 - 175 WPM 
can be optimal.  For simple material, many listeners can accommodate over 175 WPM. 

 
One solution to consider to this design dilemma is provided by Interactive-Digital in the form of their 
product named Adaptive Audio: 
 

When added to your speech applications, the product allows your automated IVR System to 
continuously monitor individual caller behavior during each call to the system. Speech and/or 
DTMF responses are monitored for speed and accuracy in real-time, node-by-node in the call 
script. The product measures for example, how long each individual caller takes to enter account 
numbers, a PIN, their telephone number and any other application specific data required by your 
application. Additionally, how long callers take to select from menus or speak their desired 
choices are measured for both speed of entry and accuracy. 
 

What the product does, briefly, is utilize a number of different versions of prompts, which are processed 
to speak at different rates, while not changing the pitch.  The software monitors caller behavior and 
adjusts the output prompt sets accordingly.   

                                                        
18 McNulty & Mangan, 2006 
19 Interactive Digital, 2008 
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… having your automated speech system listen to how your callers behave during the call and 
adjusting the audio responses of the system accordingly promotes improved communication. 
Every individual caller has their own natural conversational rhythm; a dialogue pace at which they 
are most comfortable and productive. This form of “tuning in” to the individual caller during the call 
emulates the principals of good human-to-human communication. 
 

We recommend consideration of this technology, not so much as to save money – it has been shown to 
decrease talk times – but more importantly, to better match the cognitive abilities of older populations. 

 

Volume 

Volume is how loud the prompts are recorded.  Volume levels of prompts should be balanced to be 
equally loud.  There are also tools available to process audio so it is optimal for the echo cancellation 
devices used by speech recognition systems to perform barge-in.   
 

VUI Design Structures 

How to design effective prompts is a very complex issue that is difficult to summarize.  We do make a few 
specific recommendations, however. 

Menu Breadth and Depth 
In their work with older callers, McNulty and Mangan made the following observations: 
 

• Too many menu choices & long messages 
o Reduced working memory capacity in older users made this more problematic for them 

than younger users. 
o When presented with a long menu, we observed many older users simply choosing the 

last item in the list. 
o Lengthy messages can also overload memory. We observed a few older users opting out 

to a representative possibly because it took too long to get to the menu prompts.  
 
On the other hand, there is evidence that long menus are not necessarily the problem per se, but maybe 
long DTMF menus are.   
 
It has long been IVR design best-practices to never have more than 4 or 5 items in a menu, since it was 
claimed that people can’t remember more than that many items.  However, very recent research indicates 
this is not at necessarily the case at least for speech applications.  Here’s the abstract of the study that 
found the opposite20 
 

“The primary purpose of this experiment was to gain a greater understanding of the utilization of 
working memory when interacting with a speech-enabled interactive voice response (IVR) 
system. Background: A widely promoted guideline advises limiting IVR menus to five or fewer 
items because of constraints of the human memory system, commonly citing Miller's (1956) 
paper. The authors argue that Miller's paper does not, in fact, support this guideline. Furthermore, 
applying modern theories of working memory leads to the opposite conclusion - that reducing 
menu length by creating a deeper structure is actually more demanding of users' working 
memories and leads to poorer performance and satisfaction. Method: Participants took a working 
memory capacity test and then attempted to complete a series of e-mail tasks using one of two 
IVR designs (functionally equivalent, but one with a broad menu structure and the other with a 
deep structure). Results: Users of the broad-structure IVR performed better and were more 
satisfied than users of the deep-structure IVR. Furthermore, this effect was more pronounced for 
those with low working memory capacity. Conclusion: Results indicate that creating a deeper 

                                                        
20 Commarford et al., 2008 
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structure is more demanding of working memory resource than the alternative of longer, 
shallower menus. Application: This experiment has important practical implications for all 
systems with auditory menus (particularly IVRs) because it provides empirical evidence refuting a 
widely promoted design practice.” 
 

While these results are very new, and in direct contradiction with decades of best practices ‘lore,’ they 
should not be ignored.  We recommend that long, but shallow, menu designs be considered and not 
summarily discarded if they appear warranted. 

Use of Yes/No Questions 
One way to simplify menu items to consider casting them as yes/no questions, rather than as choices.  
For example,  
 

1) System: Which account would you like, checking or savings? 
 

2) System: I can help you with checking or savings accounts.  Do you want checking? 
 
Method (2) has a couple of advantages.  First, yes/no grammars are very robust.  Second, soliciting 
choices invites the caller to add in potential out of vocabulary items, such as “How about checking” 
“checking please” “I want checking, OK?”  Third, and in regards to the cognitive issues raised above, it is 
probably easier to understand and answer a yes/no question than not. 

Avoid Repetition of Items in Menus 
In cases where choices are used, try to avoid the repetition of words in the different options, and try to 
avoid the ‘for x say y’ structure.  For example, “To get account information, say ‘Hear account status’.  To 
pay your bill over the phone, say ‘make a payment.’ To find out where to mail your payment, say ‘get the 
payment address’.”  The repetition of the word payment is confusing to both the caller and the speech 
recognizer.   
 
This prompt might be better recast as:  “What would you like to do?  ‘Get account status’, ‘make a 
payment’ or ‘what’s your mailing address.’  Or say ‘give me other options.’ 

Press or Say 
Prompt design structures like “for X, say or press 1” are not considered best design practice anymore.  
Experimental results indicate21 these structures result in longer task times, lower caller satisfaction rates 
and higher error rates than either speech alone or touch tone alone input methods.    

N-Best Skip Lists 
N-Best skip lists22 are a VUI design technique for improving recognition accuracy.  

                                                        
21 McKienzie, 2005 
22 Shinn, 2006 
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Summary 

<put summary here of specific findings>   
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Appendices 

Appendix 1 – Detailed Demographic Information 

Gender & Marital Status 
 

Education & Household Income 

 

Ethnicity & Geography 
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Appendix 2 - GetHuman Standard 

Design Principles 
 
The following are principles from www.gethuman.com: 
 

1. The caller must always be able to dial 0 or to say "operator" to queue for a human.  
2. An accurate estimated wait-time, based on call traffic statistics at the time of the call, should 

always be given when the caller arrives in the queue. A revised update should be provided 
periodically during hold time.  

3. Callers should never be asked to repeat any information (name, full account number, description 
of issue, etc.) provided to a human or an automated system during a call.  

4. When a human is not available, callers should be offered the option to be called back. If 24 hour 
service is not available, the caller should be able to leave a message, including a request for a 
call back the following business day. Gold Standard: Call back the caller at a time that they have 
specified.  

5. Speech applications should provide touch-tone (DTMF) fall-back.  
6. Callers should not be forced to listen to long/verbose prompts.  
7. Callers should be able to interrupt prompts (via dial-through for DTMF applications and/or via 

barge-in for speech applications) whenever doing so will enable the user to complete his task 
more efficiently.  

8. Do not disconnect for user errors, including when there are no perceived key presses (as the 
caller might be on a rotary phone); instead queue for a human operator and/or offer the choice for 
call-back.  

9. Default language should be based on consumer demographics for each organization. Primary 
language should be assumed with the option for the caller to change language. (i.e. English 
should generally be assumed for the US, with a specified key for Spanish.) Gold Standard: 
Remember the caller's language preference for future calls. Gold Standard: Organizations should 
ideally support separate toll-free numbers for each individual language.  

10. All operators/representatives of the organization should be able to communicate clearly with the 
caller (i.e. accents should not hinder communication; representatives should have excellent 
diction and enunciation.)  

Core Principles 
 
Throughout the development process for the gethuman standard, several core principles continually 
surfaced. It is essential that compliant organizations embrace these principles and build on them to best 
achieve the Standards. Core principles include:  
 

1. Humans first - In cases where a human is available, a human should quickly answer the call and 
determine the caller's need. If appropriate, the human can offer a self-service option to 
accomplish tasks and thereby merely act as a natural language interface to the system's Main 
Menu. Callers who prefer to use automation will elect to do so. Those requiring or otherwise 
preferring human assistance will have it.  

2. Make it easy - The system should be so easy, convenient and efficient to use that people will 
willingly choose to use it.   Such systems should permit the user to accomplish tasks faster than 
by interaction with a human.  

3. Efficient prompts - No prompt content should be included unless it improves efficiency of task 
completion for the user. "Legalese" should not be included unless it is absolutely required by law. 
Cliché phrases, which have become meaningless to consumers due to overuse and lack of trust 
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of phone systems, should be avoided. Examples include: "Your call is important to us." "Please 
listen carefully, as our menu options have changed." "You can access our website to answer 
most questions."  

4. Systems are not humans - Automated systems that try to sound human can be patronizing to 
consumers. When a consumer calls with a serious issue, they do not want to be greeted by overly 
friendly and cheery personas. Avoid using personas such as these that will annoy callers.  

5. Listen to your customers - Regularly survey users on call quality. Respond to frequently heard 
complaints in a public, visible forum, indicating what you are changing to address the frustration. 
Organizations should use this data to trend improvement over time, to bonus call center 
executives, to impact support representatives' compensation and training, and to benchmark 
against the industry.  

6. Logical flow - Self-service applications should have logical flow. For example, it is unacceptable 
to obtain a caller's account number, and then ask if he/she would like to open an account.  

What not to say 
 

1. You can access our website to answer most questions.  Our website can be found at… 
2. Please listen carefully, as our menu options have changed.  
3. Your call is important to us.  
4. Due to unusually high call volumes, wait times may be longer than normal.  
5. Your call will be handled by the next available representative 
6. Your call may be recorded for training purposes.  
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