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Abstract

Analyzing long-term medical records of pa-
tients suffering from chronic diseases is begin-
ning to be recognized as an important issue
in medical data analysis. Long term med-
ical treatments can be considered as inter-
actions between doctors and patients, and in
the machine learning community, Markov de-
cision processes (MDP) are commonly used
to model series of interactions between agents
and environments. In this paper, we report
our experiences of applying an MDP to lon-
gitudinal patient data. We modeled the data
regarding diabetes using an MDP and evalu-
ated state and action values under assumed
rewards. In addition, we solved the estimated
MDP to obtain the optimal policy and com-
pared the policy with the averaged policy of
doctors.

1. Introduction

Medical treatments can be considered as interactions
between patients and doctors. Doctors observe the
state of patients through various types of examina-
tions and accordingly choose treatments. The state
of a patient changes in response to the treatments.
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In particular, lifestyle-related chronic diseases such as
diabetes mellitus, hypertension, hyperlipidaemia, and
vascular disorders progress slowly and their treatments
last for several years.

Conventional statistical analyses of medical data
mainly evaluate the impact of a single treatment or
single factor on the target events. Evaluating the costs
and benefits of long-term successive treatments on the
quality of life of a patient by analyzing records of such
long term treatments has not yet been extensively in-
vestigated.

In this paper, we exploit Markov decision processes
(MDP) to model the long term process of disease treat-
ment. We estimate the parameters of the model using
patients’ medical records. Using the estimated model
we can predict the progression of the state of the pa-
tients and evaluate the value of treatment. As an ex-
ample, we apply the framework to real data from dia-
betes patients.

The remainder of this paper is organized as follows.
Section 2 describes related works. In Section 3, we
briefly introduce Markov decision processes. In Sec-
tions 4 and 5, we describe the data used in this study
and the software tool developed for MDP modeling of
time series data, respectively. In Section 6, some mod-
eling results are demonstrated, and the evaluation of
the quality of modeling is discussed in Section 7. Sec-
tion 8 is for conclusions and future work.
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2. Related Work

Diabetes Mellitus is one of the most prevalent chronic
diseases and is an important factor in micro and
macro-vascular complications. On the basis of the
wider use of electronic medical records and disease
monitoring systems, researchers have applied various
data mining techniques to analyze treatment records
from diabetes patients. Concaro et al. applied tem-
poral association rule mining to the temporal data
on diabetes treatments. They analyzed both clini-
cal and administrative data and showed the possibil-
ity of highlighting cases and conditions that lead to
highest pharmaceutical costs (Concaro et al., 2009).
Huang et al. applied some classifiers to the dia-
betes patient data to predict the future cost of treat-
ments (Huang et al., 2007). Moskovitch and Shahar
applied a temporal abstraction technique called Kar-
maLego to a dataset of 2038 diabetic patients and
found a hierarchical structure of frequent event pat-
terns (Moskovitch & Shahar, 2009). Marinov et al.
gave a general review of the data mining technologies
applied to diabetes data (Marinov et al., 2011). Pat-
naik et al. applied data mining techniques to large-
scale electronic medical records to extract frequent
patterns in the records (Patnaik et al., 2011).

The research that directly motivated this study
was the work done by Hausklecht and Fraser
(Hauskrecht & Fraser, 2000). In contrast to the many
studies that mainly focus on frequent temporal pattern
mining, they proposed to model long-term treatment
processes for patients with ischemic heart disease us-
ing a generative probabilistic model called partially
observable Markov decision process (POMDP) and
demonstrated the effectiveness of the modeling by eval-
uating the effectiveness of each treatment step. How-
ever, in their research, the parameters of the POMDP
were determined not by data but by experts’ knowl-
edge and literatures.

The contribution of this work is to report our expe-
riences of using such probabilistic modeling based on
real clinical data and demonstrate the potential of this
approach. Because estimating POMDP parameters on
the basis of data is a complicated task, as a first step,
we use a simpler model, an MDP instead. We esti-
mate the parameters of the MDP using the data from
heart disease patients along with a newly developed
software toolbox for the MDP that provides a total
environment of data analysis and visualization of the
results.

3. Markov Decision Process

Markov decision process (MDP) is a common prob-
abilistic generative model of time series data with
sequential decisions and rewards (Bellman, 1957;
Puterman, 1994; Russell & Norvig, 2010). A station-
ary MDP is composed of four elements: S,A, T , and
R. S is a set of states, A is a set of actions, T :
S × A × S → [0, 1] is a set of state transition prob-
abilities, and R : S × A × S × R → [0, 1] is a set
of probability of taking immediate reward for a state
transition.

T (s, a, s′) = Prob{st+1 = s′|st = s, at = a}
R(s, a, s′, r) = Prob{rt+1 = r|st = s, at = a, st+1 = s′}

We also use the expected value of immediate reward
defined as follows:

R(s, a, s′) = E[rt+1|st = s, at = a, st+1 = s′]

=
∑
r

R(s, a, s′, r) r

For an MDP we can define a policy π : S ×A → [0, 1],
as a set of probabilities of choosing action a ∈ A
at state s ∈ S. Under the policy π, an episode
(path) s0, a1, s1, r1, a2, s2, r2, ..., aT , sT , rT can be sam-
pled and along an episode we can compute the value
of cumulative reward v =

∑T
t=1 γ

trt. Here γ ∈ [0, 1] is
a discount factor for future rewards.

For each state s ∈ S, the expectation of cumulative
reward under the policy π can be computed as follows:

V π(s) = E

[ ∞∑
t=1

γtrt

∣∣∣s0 = s

]
.

Here E [ ] denotes taking expectation over probability
distribution of episodes. V π(s) is called value of the
state s under the policy π.

According to the definition, the set of V π(s) for s ∈ S
satisfies the following linear equations:

V π(s) =
∑
a

∑
s′

π(s, a)T (s, a, s′) {R(s, a, s′) + γV π(s′)} .

Hence, when we know π(s, a), T (s, a, s′) and
R(s, a, s′), we can compute V π(s) by solving the above
equations.

In a similar way, the value of an action a at state s
under the policy π can be defined as follows:

Qπ(s, a) = E

[ ∞∑
t=1

γtrt

∣∣∣s0 = s, a1 = a

]
.
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V π(s) and Qπ(s, a) are satisfied the following relation

Qπ(s, a) =
∑
s′

T (s, a, s′){R(s, a, s′) + γV π(s′)}.

The optimal policy for an MDP is a policy π∗ that
satisfies V π∗

(s) ≥ V π(s) for all state s ∈ S and for
all policy π. The state values for the optimal policy
satisfy the following Bellmann optimality equation:

V ∗(s) = max
a

∑
s′

T (s, a, s′){R(s, a, s′) + γV ∗(s′)}.

For a given MDP and policy, we can evaluate state
values V π(s) and action values Qπ(s, a). We also can
solve the MDP to obtain the optimal policy π∗ and
evaluate the state and action values under the optimal
policy.

4. Data: Medical Records of Heart
Disease Patients

The data used in this study were extracted from the
medical records of heart disease patients cared for in
the University of Tokyo Hospital. The original medi-
cal records were for over 10,000 patients cared for in
the hospital since 1987. The original data include at-
tributes of patients, results of various examinations,
and treatments such as prescribing medicines and sur-
gical operations.

After submitting our research plan to the institutional
review board at the University of Tokyo and the Na-
tional Institute of Advanced Industrial Science and
Technology and obtaining approval, we prepared the
data for this study. First, we anonymized the data,
and then extracted the records to be analyzed. We fo-
cused on patients who periodically attended the hos-
pital and underwent examinations and pharmaceutical
treatments. The data after January 1, 2000 were used.

As the first trial of data analysis, we decided to focus
exclusively on the data related to diabetes. The reason
for this decision is that diabetes is a typical chronic
disease that frequently generates long-term treatment
records. In addition, the disease is a very important
factor in complications leading to heart diseases, and
thus it is worth analyzing.

For the examination of the data, we focused on the
value of hemoglobin-A1c (HbA1c) for simplicity of the
analysis. The value of HbA1c was discretized into
three levels (normal, medium, and severe) according
to threshold values suggested by a domain expert.

For the pharmaceutical treatments, we grouped the
drugs according to their functions and identified pat-

Drug Group Abbreviation
Alpha-Glucosidase Inhibitor αGI

Biguanaides BG
DPP4 Inhibitor DPP4

Insulin Ins
Rapid-Acting Insulin RapidIns

Sulfonylurea SU
Thiazolidinedion TDZ

Table 1. Drug groups for diabetes treatment and their ab-
breviations

Property Value
Num. of episodes 801

Total num. of events 32,198
Max. length of an episode 124
Min. length of an episode 25

Table 2. Characteristics of the analyzed data

terns of combinations of drug groups prescribed at a
time. The number of identified combination patterns
that appeared in the data was 38. Drug groups and
their abbreviations are shown in Table 1.

An event in a sequence was considered as an atten-
dance of a patient to the hospital, i.e., a combination
of an examination and a pharmaceutical treatment. At
times, no pharmaceutical treatment was required. The
intervals between successive events varied according to
the event. For the collection of periodic sequences,
when the interval was less than 15 days or more than
75 days, we cut the sequence at that point. Thereafter
we collected sequences that were longer than 24 (about
2 years). The total number of extracted sequences was
801. The characteristics of the data are summarized
in Table 2.

5. Tool: MDP Package in R

To model and analyze medical records using MDP, we
are developing an MDP toolbox. Using the toolbox, we
can easily handle multiple episodes, estimate param-
eters of MDP, evaluate state and action values, and
compute the optimal policy. The toolbox supports a
Monte Carlo simulation of the estimated MDP and
some on-line reinforcement learning algorithms.

The toolbox is implemented as a package of “R,” the
statistical computing language. The package imple-
ments MDP classes and several methods. We are cur-
rently planning to extend the package to the POMDP
and to. release the package in the near future.
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State State Value
normal 3.66
medium 1.47
severe 1.04

Table 3. State values for the estimated MDP

State Action Action Value
TDZ 4.00

normal BG 3.83
RapidIns 3.83

αGI+DPP4+SU 2.71
medium αGI+DPP4 2.18

BG+DPP4+SU 2.18
αGI+BG+DPP4+SU 2.18

severe αGI+DPP4 2.18
RapidIns+TDZ 2.18

Table 4. Top three actions for each state and their action
values

6. Modeling Results

Using the toolbox, we analyzed the records of diabetes
patients. From the records we estimated MDP state
transition probabilities T and the policy π of doc-
tors. The discretized HbA1c values consists of a set
of state S. The combinations of medicines correspond
to action set A. In the probability estimation, we ex-
ploited Laplace smoothing to avoid problems caused
by sparseness of data. For the reward, we set state-
dependent values according to the opinion of a doctor.
In the following section, we use R(s, a, s′) = 1 only if
s′ is equal to “normal.”

6.1. Evaluation of States and Actions

On the basis of the estimated probabilities T and
polity π, we evaluated patients’ state values V π(s) of
each state. We used discount factor γ = 0.9. The es-
timated state values are shown in Table 3. The state
value of “normal” is the largest.

Doctors’ action values Qπ(s, a) could also be com-
puted. In Figure 1, the action values when the patient
state is “normal” and “medium” are compared. From
the figure, it can be observed that simpler actions lead
to high action values in the “normal” state. In Table
4 the top three actions for each state are shown (in
case of a tie, we chose actions randomly from among
actions with the tied values).

aGI
aGI+BG

aGI+BG+DPP4+SU
aGI+BG+FastIns

aGI+BG+FastIns+SU
aGI+BG+SU

aGI+BG+SU+TDZ
aGI+BG+TDZ
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aGI+DPP4+SU
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aGI+FastIns+SU
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Figure 1. Action values for the “normal” (upper) and
“medium” (lower) states
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State State Value
normal 8.35
medium 7.62
severe 7.32

Table 5. State values under the optimal policy

Evaluation Measure Value
Log Likelihood of Next State Prediction - 0.44
Log Likelihood of Next Action Prediction - 1.86

Table 6. Evaluation of the accuracy of prediction

6.2. Optimal Plan of Treatments

By the value iteration algorithm for MDP (Bellman,
1957), we obtained the optimal policy π∗ for the esti-
mated MDP. The optimal action for each state is the
same as the top action in Table 4. The state values
under the optimal policy are shown in Table 5. It is
apparent that the state values for the optimal policy
are larger than those for the doctors’ policy according
to our model. Note that this does not mean that the
optimal policy performs better for the actual patients.

7. Evaluation of Goodness of the
Modeling

The evaluation of the goodness of MDP modeling is
not a straightforward task. We explored the following
three methods of evaluation:

• Evaluation of doctors’ action prediction,

• Evaluation of one step future patients’ state pre-
diction,

• Evaluation of estimated state values.

In the first experiment, using the estimated MDP, we
predicted the patients’ next state after executing an
action in the current state. For evaluation purposes,
we divided the data into training data and test data.
Around 90% of the episodes were used as training data.
The remaining 10% were used as test data. Using the

State Cumulative Reward State Value
Normal 5.35 3.65
Medium 1.04 1.47
Severe 0.57 1.04

Table 7. Comparison of cumulative rewards for the
episodes in test data and estimate state values

training data, the probabilities of the MDP were es-
timated. For each state transition in episodes in the
test data, we evaluated the log-likelihood of transition
and averaged the values:

1∑
e Ne

∑
e

Ne∑
t=1

log T̂ (st, at, st+1),

where Ne is the number of action steps in episode
e. The number of candidates for the next state pre-
diction is three (“normal”, “medium”, and “severe”).
Hence simple random prediction achieves a log likeli-
hood value of - 1.09.

In the second experiment, using the estimated policy
of doctors, we evaluated the average log-likelihood of
actions in test episodes. The number of candidates
for the action prediction was 38, and simple random
prediction achieves a log-likelihood value of - 3.63.

In the last experiment, we computed the cumulative
discounted reward for each episode in the test data.
We classified the episodes regarding the start state
of the episode (“normal”, “medium”, and “severe”)
into three groups and evaluated average cumulative
reward values for each group. We also computed the
root-mean-squared error between the values and state
values which was computed from the estimated MDP.

We repeated the random data division 10 times and
took the average of the performance measures. Table
6 and 7 summarize the results. The root-mean-squared
error between cumulative rewards and estimated state
values was 1.60. The accuracy of the estimation was
fair, despite the fact that our model was rather simple.

8. Conclusions and Future Work

In this paper, we exploited a Markov decision process
to model the long-term process of disease treatment.
We estimated the parameters of the model using the
data extracted from patients’ medical records. Using
the model we could predict the progression of the state
of the patients and evaluate the value of treatment.
As an example we applied the framework to diabetes
related data taken from heart disease patients.

The status of this study is very preliminary, and many
future issues remain. The most essential problem is
that the MDP is too simple. We are now considering
extending the MDP to POMDP, and introducing com-
plex decision making processes of doctors by consider-
ing longer histories of examinations and treatments.

The second issue is of designing the state and the ac-
tion spaces. When the number of considered exam-
inations and drugs is increased, the number of state
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and action values rapidly increases and it becomes dif-
ficult to obtain stable estimation of MDP because of
the sparseness of the data. In this study, we focused
on only one examination and five drugs. However, the
number of combinations of drugs was large and we
had to introduce a robust estimation of MDP proba-
bilities. In particular, the effect of sparseness of data
appears drastically in the result of policy optimization.
In the optimization process, rarely observed optimistic
cases (the patient occasionally became better by a spe-
cial combination of drugs) were chosen and used in
the optimal policy. To avoid these problems, the ap-
propriate design of state and action spaces based on
medical knowledge is necessary. Making optimization
processes robust to the effect of rare events is also an
interesting issue.

The third issue is the consideration of the heterogene-
ity of patients and doctors. Modeling the data with
a single MDP is apparently too rough. Modeling us-
ing a mixture of MDPs should be investigated. How-
ever, this process also causes data sparseness. Hence,
designing appropriate state and action spaces is also
important for this issue.

The last issue is that of setting the reward values. To
evaluate the state and action values, we need to spec-
ify the reward values for each step in the episodes. In
this study, we set simple state-dependent reward val-
ues as a trial and examined the results. Analysis under
more complex reward values is necessary. Another in-
teresting approach would be to apply the inverse rein-
forcement learning technique (Ng & Russell, 2000) to
reveal the reward function that doctors are using.

Analyzing long term medical records of patients suffer-
ing from chronic diseases is beginning to be recognized
as an important research issue, but it has not been
investigated extensively. The approach shown in this
paper appears promising and we would like to continue
the investigation along these lines.
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