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Project objectives: To achieve the technical advances required to execute many-task applications 
efficiently, reliably, and easily on petascale and exascale computers, and thus to open up exascale 
computing to new problem-solving methods and application classes. 

Project description: Exascale computers will enable and demand new problem solving methods that 
involve many concurrent and interacting tasks. Methodologies such as rational design, uncertainty 
quantification, parameter estimation, and inverse modeling all have this many-task property. All will 
frequently have aggregate computing needs that require exascale computers.  

Running many-task applications efficiently, reliably, and easily on extreme-scale computers is 
challenging. System software designed for today’s mainstream single program multiple data (SPMD) 
computations is not necessarily a good match to the demands of many-task applications. To address these 
demands, the ExM project will design, develop, and evaluate two new system software components. The 
ExM data store will allow concurrent and asynchronous application tasks to communicate efficiently and 
reliably, both with each other and with persistent storage, by reading and writing data objects maintained 
in node-local storage, including memory, SSD, and local disk. The ExM task manager will allow for the 
rapid, data-aware, and efficient dispatch of many tasks to large exascale computing systems and for the 
fault-tolerant execution of those tasks. These components will be efficiently integrated with current and 
future extreme-scale system software and made available to developers via both a parallel scripting 
language and APIs. 

In proposing these ideas, we build on the results of extensive initial experiments with this approach that 
have demonstrated the value of specialized many-task system services for applications as diverse as 
climate modeling, protein folding, rational material design, genomics, proteomics, image processing, and 
computational economics, many of which have been scaled to165,000 computing cores. 

Our integrated components will be tested on the largest systems being developed over the next three 
years, using a variety of applications that are essential to DOE’s goals. 

Anticipated impact: The project will produce advances in computer science and software technology 
that enable the efficient and reliable use of exascale computers for new classes of applications. In this 
way, the project will both accelerate access to exascale computers by important existing applications and 
facilitate uptake of large-scale parallel computing by other application communities for which it is 
currently out of reach. The project will also produce students and postdocs expert in innovative system 
software for extreme-scale computers. 

 



ExM: System support for extreme-scale, many-task applications 

1 Introduction 
The ever-increasing power of supercomputer systems is both driving and enabling the emergence of new 
problem-solving methods that require the efficient execution of many concurrent and interacting tasks. 
Methodologies such as rational design (e.g., in materials science), uncertainty quantification (e.g., in 
engineering), parameter estimation (e.g., for chemical and nuclear potential functions, and in economic 
energy systems modeling), massive dynamic graph pruning (e.g., in phylogenetic searches), Monte-Carlo-
based iterative fixing (e.g., in protein structure prediction), and inverse modeling (e.g., in reservoir 
simulation) all have these requirements. These many-task applications frequently have aggregate 
computing needs that demand the fastest computers. For example, proposed next-generation climate 
model ensemble studies will involve 1,000 or more runs, each requiring 10,000 cores for a week, to 
characterize model sensitivity to initial condition and parameter uncertainty. 

The goal of the ExM project is to achieve the technical advances required to execute such many-task 
applications efficiently, reliably, and easily on petascale and exascale computers. In this way, we will 
open up extreme-scale computing to new problem solving methods and application classes. 

Running many-task applications efficiently, reliably, and easily on extreme-scale computers is 
challenging. The tasks that compose an application may be numerous and small—or, alternatively, may 
be large parallel programs; in both cases, scheduling is difficult, and I/O and communication patterns are 
different from those exhibited by the single program multiple data (SPMD) applications that have 
dominated high-performance computing since its inception. Different tasks may use different 
programming languages and even different programming models. The precise nature and number of the 
tasks to be executed may be known only at runtime, potentially via complex data-dependent logic. While 
tasks will sometimes be independent (and thus “pleasingly” parallel), often they will need to exchange 
large quantities of data. All in all, we are dealing with a different design and optimization point than that 
of the single program multiple data (SPMD) applications that have dominated high-performance 
computing since its inception. 

Currently, many-task applications are executed in two ways. In one, the logic associated with the different 
tasks is integrated into a single program and the tasks communicate through MPI messaging (where they 
exist in different memory spaces) or function calls (as in the Common Component Architecture, CCA, 
when tasks exist in the same memory space.) This approach uses familiar technologies but can be 
inefficient unless much effort is spent on incorporating load-balancing algorithms into the application. 
Moreover, the approach can involve considerable programming effort if multiple component codes have 
to be tightly integrated. 

Alternatively, a script or workflow is written that invokes the tasks, in sequence or in parallel, with each 
task reading and writing files from a shared file system. Tools such as DAGMan, Pegasus, Swift, 
Taverna, and Kepler (among others) are used for this purpose. This approach is convenient for the user, 
particularly if each task is a distinct executable program. It also has good fault tolerance properties, since 
a task that fails can easily be restarted and task output data lost due as a result of node failure can be 
recomputed. On the other hand, performance can be poor, particularly if the average I/O-to-compute ratio 
is large, as all intertask communication passes via the file system.  

We propose to develop specialized system support that will enable the use of the far more convenient 
scripting or workflow approach on extreme-scale computers, without compromising on performance. The 
key idea is to accelerate the two major activities that characterize many-task applications: task 
management (creating, scheduling, monitoring tasks) and intertask communication (transferring data 
among tasks). In today’s scripting/workflow systems, these two activities are both typically handled 
outside the supercomputer: task management by an external service and intertask communication by a 



shared file system. In the ExM approach, we accelerate both activities by moving them into, and 
distributing them over, the supercomputer. As a result, we can develop many-task applications using the 
convenient scripting or workflow approach, while still achieving high performance. 

Acceleration of data passing means that an application in which one component writes an object (e.g., a 
file) that is then consumed by others will not use the often overloaded shared physical file system. 
Instead, it uses an orders-of-magnitude faster ExM data store that aggregates resources (main memory, 
SSDs, or spinning disks) from nodes allocated to the application within the complex. The difference in 
available bandwidth can be enormous. For example, on Argonne’s Blue Gene/P, the shared file system 
has a peak performance of 65 Gbyte/sec, or 1.6 MB/s per node. Each of the 40,000 quad-core nodes   has 
main memory bandwidth of 13.6 GB/s, for a total of 544 TB/s. A system that provides reads from a 
neighbor node in a collective cache can do so at 5.1 GB/s, a performance difference of over 300,000%. 
Thus an improved data store for many-task computing can deliver tremendous benefits. 

Acceleration of task management means that applications are not limited by the rate at which a single 
server can dispatch, create, monitor, and control tasks. Instead, it uses ExM task manager that is 
hierarchical [46], distributed, and decentralized, and thus scalable to the billion+ task range; resilient to 
the subcomponent failures expected in extreme-scale platforms; and lightweight and general so that they 
can be invoked from a variety of languages at levels of granularity ranging from a sub-second function 
call to large, multiprocessor applications. 

We have prototyped these components, under Argonne internal (LDRD) funding and other support, and 
obtained promising results. In domains as diverse as climate modeling [52], protein folding [32], rational 
materials design, genomics, proteomics, image processing [82], and computational economics [25], we 
have found that by the introducing appropriate data store abstractions, we can scale complex many-task 
applications to large scales—to more than 150,000 cores in some cases. We have implemented fast task 
dispatch systems in both tightly coupled MPI contexts [46] and loosely coupled models [55, 56] that can 
dispatch more than 1,000 tasks per second and that have executed at scales of up to 160,000 cores, and we 
have applied both paradigms to numerous scientific applications. We have organized tutorials and 
workshops on many-task computing (e.g., at the SC conference) and have identified numerous 
applications that require many-task computing support. 

These experiences have prepared us to build a many-task computing infrastructure that will both meet the 
demands of far larger exascale computers and enable an even larger number of applications. To this end, 
we propose to perform four major tasks: 

1. Design, build, and evaluate an ExM data store: a new system component that allows for efficient 
and reliable read and write operations from many tasks against both in-memory and on-disk 
storage systems, via both sequential and parallel I/O interfaces. 

2. Design, build, and evaluate an ExM task manager: a new system component that allows for the 
efficient and reliable management of large task graphs that can productively utilize largest 
exascale platforms. 

3. Integrate these new system components with high-level programming libraries and systems, 
specifically C, Python, and Swift (as exemplars of three distinct classes of high-level languages), 
to facilitate the use of high-performance computers for many-task applications. 

4. Evaluate the performance and usability of these system components, programming libraries, and 
systems at large scale by applying them to challenging DOE science applications. 

Our proposed ExM services are designed to meet the unique challenges of exascale many-task 
applications. However, these same services also have potential benefits for exascale computing more 
generally. The up to billion-way hardware concurrency that is anticipated for exascale computers will 
create a variety of challenges for the message-passing model [10] and for application development in this 



model. In addition, exascale systems will likely experience ongoing partial failure conditions that may not 
be satisfied by the checkpoint/restart model [15]. Many-task applications, while no less computationally 
intensive than SPMD computations, are better able to express massive concurrency and can be more 
tolerant of faults. Thus, not only do they need exascale computing, but they also can facilitate the 
effective use of exascale computers. 

All ExM software will be distributed under the Apache version 2 open source license. 

2 Many-task applications: permeating exascale computing 
Many-task applications have always been part of the job mix on high-end computers, at least since the 
1960s. However, the vast majority of supercomputing has always involved SPMD computations [26]. 

This situation will change as we evolve to exascale. The primary reason relates to the increasing power of 
computational methods. In the early days of computation, researchers struggled to create two-dimensional 
simulations of simple phenomena. Today, it is commonplace for three-dimensional simulations to 
reproduce complex phenomenology with considerable accuracy. Thus, researchers become more 
ambitious. They want to study the sensitivity of a simulation to changes in its parameters, quantify 
uncertainty, construct a functional approximation to a simulation, or identify a system configuration that 
meets certain design criteria. In each case, they need to run many instances of a simulation—something 
that will become possible only on a large scale on exascale computers. This is why David Brown of 
LLNL asserted at the March 30, 2010, ASCAC meeting that “uncertainty quantification will permeate 
exascale computing.” So too, we argue, will design optimization and other new many-task methodologies. 

As further evidence for the growing importance of many-task applications—which we assert will also 
permeate exascale computing—we present here a sample of some of the many such applications we have 
identified during our preparatory research. 

2.1 Parameter and ensemble studies 
As simulations become more accurate, researchers run many instances of a simulation code to study the 
sensitivity of a simulation to uncertainty in the parameters or initial conditions or to construct a functional 
approximation to the simulation. Such applications sample a parameter space using, for example, Latin 
hypercube methods [49]; run a simulation for each sample; and process the simulation results. Each 
simulation may be a terascale or petascale computation, and so the time required to run the simulations 
over the samples typically dominates the computational cost, although in some cases output processing 
can be a substantial task in its own right. 

In the simplest such applications, the set of samples to be simulated is defined at the start and the various 
simulations can then proceed independently. Such applications are sometimes termed “embarrassingly” or 
“pleasingly” parallel, although the underlying science is no less important. However, some applications 
also involve a feedback loop where postprocessing of simulation results reveals where more sampling is 
needed; in such cases, the computation involves multiple phases, and different phases may involve 
different numbers of tasks. In some cases, the analysis phase can be run in parallel with the simulations. 
The analysis phase may not always need the full set of results and can work from a partial set, limiting the 
amount of synchronization required; it can also indicate that certain simulations are no longer required 
and can be removed from the queue. 

Such methods are used across the DOE science and engineering portfolio. In climate science, ensemble 
methods are used to study sensitivity to parameter and initial condition uncertainty [38, 63]. In integrated 
assessment modeling, these methods are applied to economic models [25, 76]. In engineering, these 
methods are used extensively for uncertainty quantification [23].  Many examples applications include 
more than one level of parameters, such as the following: 



Rational, theory-aided design of novel materials is a growing area of research that has the potential to 
revolutionize the materials discovery process. Until recently, however, the ability to characterize many 
materials has been hampered by a lack of computer resources and the difficulty for smaller organizations 
to harness large amounts of distributed resources and novel petascale systems. That situation is beginning 
to change with the introduction of petascale computers that allow for the rapid computational 
characterization of many candidate materials. For example, in catalysis studies 1,000 candidate surface 
compositions can be characterized within a few hours on the Argonne Blue Gene/P machine [64]. 
Moreover, the development of new density functional codes is enabling scientists to run more accurate 
computations on thousands of processors on large petascale systems. One such approach is being 
pioneered by Jens Norskov and his colleagues, who are collaborating with Argonne’s Center for 
Nanoscale Materials and Mathematics and Computer Science Division to develop these codes for use on 
the Blue Gene/P. A recent SciDAC-E proposal on rational materials design via many-task computing 
submitted by Argonne received strong support from three DOE Energy Frontier Research Centers, 
emphasizing the importance of such methods for DOE science.  

An effective solution to the daunting and largely unsolved problem of protein structure prediction is 
crucial for basic biological research and for applications in national priority areas, such as pathogens, 
biofuels, remediation, ecosystems, metagenomics, crops, and nutrition. The problem is challenging: no 
one can reliably predict protein structure or interactions when homology to other proteins is low. Current 
de novo prediction methods have limited accuracy even for proteins with ~100 amino acids (aa) when 
homology information is minimal and no known structures can be used as templates [51]. DeBartalo et 
al.’s [20] iterative fixing algorithm has been demonstrated, in competitive international evaluations 
(CASP8) and recent publications, to achieve highly accurate structure prediction methods for low 
homology proteins. The probabilistic algorithm is a natural many-task computation. At each step, many 
randomly selected configurations are evaluated, each evaluation being a potentially large parallel 
computation. Following a scoring and selection process, the algorithm repeats, applying more stringent 
folding criteria at each step.  

2.2 Numerical optimization methods 
Once we have a simulation, we may want to determine, for example, the parameters to use to best match 
experimental observations. For this task, numerical optimization methods are employed. These methods 
arise throughout DOE science and engineering and often result in many-task computational structures. 
We give some examples in the following. 

The DOE SciDAC UNEDF (Universal Nuclear Energy Density Functional) project [66] is working to 
scale the Green’s function Monte Carlo (GFMC) code to carry out nuclear theory computations for 12C. 
As stated in a recent nuclear science exascale workshop [20], reliable nuclear theory calculations for 12C, 
the most important isotope of the element carbon, will be the first step toward “precise calculations of 
2α(α,γ)12C and 12C(α,γ)16O rates for stellar burning”; these reactions are critical building blocks to life, 
and their importance is highlighted by the fact that a quantitative understanding of them is a 2010 U.S. 
Department of Energy (DOE) milestone [1].  

The GFMC method defines a particular functional form for a nuclear potential and uses derivative-free 
optimization methods to compute the parameters of this function to match observations. Each evaluation 
of the objective function requires a large simulation; essentially one has to evaluate the functional for 
each atom in the periodic table along with its isotopes. This evaluation time depends on the number of 
neutrons and protons. The ideal derivative-free method used to solve these applications would generate a 
prioritized list of trial points, run the trial points in parallel, gather the results, update the priorities for the 
trial points, and add new trial points. Running the trial points and updating the priorities and adding new 
trial points can be done in tandem. By observing the output from some initial calculations with a small 
number of neutrons and protons, we can sometimes determine that a trial point is not useful and eliminate 
it from the queue. Thus, the method has an inherently many-task structure. 



GFMC was written in the mid-1990s as an MPI program and in 2001 this code used 2048 processors on 
NERSC’s IBM SP/4 (Seaborg) to perform calculations for up to 10 protons and neutrons. For 12C, only 
about 15,000 samples are needed, so using the many 10,000s of nodes on Argonne’s Blue Gene/P 
requires a finer-grained, multilevel parallelization in which one sample is computed on many nodes. The 
ADLB library (discussed in Section 5) was developed to expedite this approach. 

A different type of application involves designing the power grid, in which one solves a single 
nonconvex optimization problem with integer variables. While the problem can be compactly described, 
solving it is a combinatorial problem. One essentially constructs a convex relaxation to the problem and 
solves it. The solution reveals how to subdivide the domain (branching). A new, tighter approximation is 
then constructed on the subdomain and solved. This process is repeated. The solution to the problem on 
the subdomain provided information on the globally optimal solution that can be used to eliminate 
subdomains where the solution is guaranteed to not exist (bounding). Other techniques can be applied to 
improve the approximation on the subdomains such as the addition of cutting planes. Often the 
subproblems are compactly described and the communication requirements for the branch-and-bound 
code are minimal. For optimal design problems with partial differential equation (PDE) constraints, the 
relaxed problem itself is difficult to solve and this task may involve use of a parallel solver. While the 
largest supercomputer in the world will not be able to solve all these combinatorial problems, the parallel 
resources enables by this project can fundamentally increase the range of problems that can be solved. 

A parallel branch-and-bound method has a changing computational profile. Initially, the task is to 
generate a good set of subdomains using strong branching, which can be done with a small number of 
processors. Once the subdomains have been constructed, we can run independent parallel branch-and-
bound methods on each of them. Some communication is still required at the top level to provide updated 
bounds and to eliminate entire subdomains where the solution is known to not exist. For problems with 
PDE constraints, we can work simultaneously on 1,000 subdomains and on each subdomain use 1,000 
processors to solve the relaxed optimization problem with PDE constraints, allowing us to effectively use 
1,000,000 processors simultaneously. This type of application occurs across the DOE science and 
engineering portfolio.  

2.3 Coupled applications 
Perhaps the simplest non-SPMD applications involve a small number of large computations that need to 
run at the same time. DOE-relevant examples include coupled climate models [19, 22] and simulations 
linked with data analysis procedures. Today, these models are typically created via custom message-
passing procedures (e.g., the Model Coupling Toolkit [42] and Earth System Modeling Framework [31] 
used in climate modeling) or use a shared-memory component model within a single processor (e.g., the 
Common Component Architecture [41]). However, as Podhorszki et al. argue in the case of plasma 
fusion codes [54], it can often be advantageous to link different tasks in a more loosely coupled manner.  

2.4 Data-intensive applications 
Rapidly expanding quantities of data are changing the nature of science in many disciplines and are 
spurring the development of specialized technologies and computers [11]. Exascale computers are 
designed primarily for simulation, but they cannot escape the need to process large quantities of data, 
particularly because exascale simulations will be one of the biggest data generators.  

The large aggregate node-local storage capacity of an exascale computer (in memory, SSD, and/or node-
local spinning disk) allows them to be used for innovative data-intensive computing models in which data 
is loaded into internal storage (or cached there, in so-called data diffusion approaches [57]) and then 
processed via large numbers of sequential or small parallel jobs. 

A special case of data-intensive applications includes a massive data structure (e.g., graph or tree) that is 
dynamic, where the nature of the processing is asynchronous, RPC-like, and the tasks take widely varying 
amounts of time.  Phylogenetic tree analysis, a fundamental operation in large-scale genomic analysis, is 



an example of this type of application. Phylogenic trees are generated to enable accurate protein function 
predictions for members of a protein family. However, 106 CPU-days is needed on current platforms to 
generate the 100 phylogenetic trees per protein family that will be necessary (but not sufficient) for this 
purpose, and the current estimate of the number of protein families is ~60,000 [62]. This computation is 
inherently exascale and many-task.	  In	  general,	  large-scale genomic analysis is revolutionizing every area 
of biology, spurring a corresponding increase in the use of computationally intensive modeling, 
simulation, and analysis. Most such computations have a many-task structure, similar to that of the 
phylogenetic tree problem, because of the need to process large numbers of genomes.  

2.5 Inverse problems 
Some applications are inverse problems.  For example, in the modeling of oil reservoirs, the challenge is 
to build a model of the reservoir that matches the sensor data. One approach is to use ensemble Kalman 
filters in an iterative loop, where data is assimilated, simulations of varying size and complexity are run, 
and the results are compared with the current sensor data. This particular inverse problem is sensor-
driven, because it is not solved once with static data; rather, each iteration of the solution loop includes 
assimilation of the most recent available data. Models can be sequential or parallel, and all must complete 
before the overall next loop iteration can be determined. Mapping simulations to available resources and 
coordinating the taskflow are challenging [48]. 

3 Project objectives 
We define the project objective in terms of four specific aims. 

Specific aim 1: Develop a versatile, scalable ExM data store to enable the efficient and reliable 
exchange of information among many tasks.  

The ExM data store will virtualize node-local resources (memory, spinning-disk, SSD) and make them 
available to applications as a scalable, transparent, distributed data store. This system component should 
be configurable to enable support various categories of applications to efficiently harness allocated 
storage resources; be extensible to facilitate the addition of application-specialized APIs (HDF5 [4], 
NetCDF [71]) in addition to natively supported APIs (POSIX I/O, MPI-IO); be easily deployable to 
integrate resources temporarily available to a batch application; be able to incorporate hints provided by 
the application at runtime (e.g., the expected read patterns for stored data objects, or the desired reliability 
level) to guide data management and performance optimizations; and, finally, be able to scale to exascale 
systems, operate on multiple platforms, and meet challenging performance and reliability goals. 

Specific aim 2: Develop a scalable task management and execution system, the ExM task manager, 
capable of reliable management and rapid dispatch of many task descriptions.  

Exascale architecture reports indicate that total system concurrency will be O(109). Thus, our system will 
be designed to support the management, dispatch, monitoring, and control of O(1012) task descriptions, 
where a task  may involve the invocation or a sequential or large parallel program or a remote procedure 
call. To achieve these goals, the ExM task manager will be a distributed system comprising one or more 
task graph managers, a task distribution network, and many task executors, with strategies such as 
replication used for reliability. The task manager will be required to support the creation and management 
of large numbers of tasks; to dispatch tasks of different types rapidly to available processors; to monitor 
and control the execution of many tasks over a full exascale system; and to detect and respond 
appropriately to failure of tasks, exascale system nodes, and components of the task manager system. 

Specific aim 3: Integrate the ExM data store and ExM task manager with high-level programming 
libraries and systems, specifically C, Python, and Swift. 

The capabilities provided by the ExM data store and ExM task manager need to be integrated into 
programming models suitable for use by application programmers. We have extensive experience with 



the use of SwiftScript, a high-level parallel scripting language with data flow semantics. We will use the 
new components to enable SwiftScript programs to scale to exascale systems. Data-aware scheduling 
strategies will be developed to maximize performance and minimize data movement. We will also 
develop lightweight library interfaces to ExM task manager functions, suitable for use from C and 
Python, for developers who prefer to code at a lower level. These libraries will also facilitate the 
integration of ExM capabilities into programs developed using different programming models and 
tools—allowing, for example, a program to use the ExM task manager for load balancing, without 
making use of the ExM data store. 

Specific aim 4: Evaluate performance and usability of the many-task services and programming 
models via application to challenging DOE application problems. 

We will develop a performance benchmark suite that we will use to evaluate and tune the ExM data store 
and task manager. Using both current large-scale machines and simulators, we will measure and publish 
key metrics such as task graph setup time and memory consumption; tasks started per second; size of task 
graphs; data access rates, by object count and bandwidth; and failure resilience.  

While our design point in this work is the exascale-class machines expected in the 2017-2020 timescale, 
we will also apply the ExM components to representative applications on the largest production machines 
available over the course of the project. This work will allow us to evaluate performance and usability, 
identify unforeseen problems, and measure system parameters for use in the analytical models and 
simulations that will guide design choices for exascale systems. 

4 Related work 
The ambitious goals of our project mean that there is much related work. However, as we describe, no 
related project comes close to addressing the goals we define for this project. 

Distributed virtual data store. The Linda tuple space [27] was a pioneering effort aimed at coupling 
application components using an I/O-like model. Recently, Parashar et al. [54] introduced the Dataspace 
model [43] and developed the Comet coordination infrastructure [44]. Our proposed ExM data store has 
similarities to these models (and can support them, if desired) but is distinguished by its focus on 
supporting widely used I/O abstractions (e.g., POSIX, MPI-IO) and its integration with the back-end file 
system used to durably store data in the exascale complex.  

Many storage systems can be configured to serve a particular class of I/O operations or access pattern. For 
example, Google File System [29] optimizes for large datasets and append access; BAD-FS [12] 
optimizes for batch job submission patterns over wide area network connections; parallel file systems 
(PVFS [16], GPFS [60], Ceph [77], Chirp [70]) also target large datasets and provide high I/O throughput 
for parallel applications. A number of storage systems [6, 14, 28] aggregate space contributions from 
collaborating nodes to provide a shared data store. Their basic premise is the availability of a large 
amount of idle disk space on nodes that are online for the vast majority of the time. The specific technical 
solutions vary widely as a result of different targeted deployment environments (local vs. wide-area 
networks) and workloads (e.g., read/write vs. read-only). 

Many-task computations. Many systems have been proposed for managing multiple independent 
computations. The terms coordination language [18], workflow system [68], and parallel scripting 
language [78] have all been used to denote these systems, with each term having broad and somewhat 
overlapping semantics. Contemporary examples include DAGMan [69], Pegasus [21], Swift [82], Kepler 
[8], Triana [67], and Taverna [53]. Most work on such systems has focused on coordinating relatively 
small numbers of tasks within a distributed computing context. (Indeed, that is where our work with Swift 
originated.) DAGMan, used either directly or via a Pegasus frontend, is the system other than Swift that 
has been used to perform the largest computations.  



The Condor master-worker framework [45] is one of many systems that have been developed for the 
dynamic dispatch of tasks to many processors. Other relevant work comes from the dataflow, functional, 
and logic programming communities, where much work on task dispatch and related topics has been 
performed [30]. This work has contributed to our own thinking on scheduling.  

Higher-level systems have been developed for certain classes of many-task computations. For example, 
Nimrod [3] supports the high-level specification of parameter sweep applications, with the programmer 
supplying an executable for a single problem instance, and Nimrod-O[2] does the same for optimization 
applications. We view these systems as too specialized for general-purpose use, but can see the 
advantages of developing domain-specific libraries in the future. 

The system proposed here benefits from and complements ongoing developments in petascale and 
exascale system software. Our system components require a lightweight POSIX-compatible operating 
system on the compute nodes, such as ZeptoOS [33]. The I/O Forwarding Scalable Layer (IOFSL) [7] 
relies on a network of system services designed to improve I/O performance, including aggregation of 
small operations. However, whereas these systems provide I/O services specifically designed for tightly 
coupled applications on extreme scale systems, our programming model and services make different 
optimizations available. The work in this proposal is designed to interoperate with projected future 
developments from these and other projects.  

5 Preliminary studies 
We summarize the extensive preliminary studies that we have undertaken under funding from internal 
laboratory (LDRD) sources and other sources, aimed at determining the feasibility of the approach and 
identifying obstacles to progress. 

Swift, Coasters, and Falkon: We developed the Swift parallel scripting system[78, 82] to promote the 
rapid construction of many-task applications on a variety of computing architectures. The SwiftScript 
language integrates external applications and file system operations as language-level concepts. Swift 
uses a futures-based programming model in which available concurrency may be automatically exploited. 
Tasks are scheduled by Swift and submitted to computing systems.  

The Swift team has recently developed the Coasters scheduler as an evolution of the Falkon scheduler 
[56]. Falkon was developed by Ioan Raicu, a doctoral student at U. Chicago, to enable rapid task 
execution for many-task applications built with Swift. Falkon uses a multi-level scheduling strategy: it 
starts many worker tasks, one per node, via a conventional scheduler (e.g., PBS), that then communicate 
with an external task queue to dispatch tasks. 

Swift and Falkon have been used to support numerous many-task application projects (e.g., protein 
folding [32], rational drug design, and computational economics) on the Argonne BlueGene/P, the 
University of Texas Ranger system, and other large parallel computers. Falkon excels at the rapid 
submission of small tasks: it can distribute 1 million tasks to 160K cores in 6 minutes, sustaining over 
15,000 submissions per second, totaling 1 billion tasks in well under 24 hours; and it can make efficient 
use of resources, including over 99% utilization for real-world applications. This work has demonstrated 
the power of the multi-level scheduling approach, but it has also revealed limitations in the 
implementation. One difficulty is that each task dispatched for execution reads/writes its input/output 
from/to the shared file system independently. The resulting large quantity of small, latency-bound 
filesystem operations sometimes causes a data bottleneck.  

To overcome these problems, we developed Collective Data Management (CDM) mechanisms [81] that 
allow users to specify a computation’s data access patterns. This information is used to guide the use of 
efficient implementations of common patterns and make use of system-specific optimizations such as 
broadcast (for files consumed by many-tasks: we used Chirp [70] and MosaStore [5] for this purpose) and 



multiphase I/O (for many small files). A survey of five applications showed that the CDM-based file 
system traffic reduction can be as high as 99% [80]. 

A second limitation of the original Swift approach is that only uniprocessor tasks are supported. While we 
have prototyped support for multiprocessor MPI tasks [52], we need to develop the support required for 
efficient dispatch of many MPI tasks on exascale computers. That work will be part of ExM. 

The team has also studied the viability of distributed hash 
table (DHT) implementations on HPC systems. We 
developed the Content-MPI (CMPI) system [79] to provide 
a file cache using compute node services communicating 
over MPI. User processes can communicate through cache 
in a Linda-like model. The DHT algorithm used by CMPI 
may be selected by the user. As shown in Figure 1, the 
prototype system allows scalable insertions on systems of 
1000 nodes or more.  

The MosaStore file system: As a first step to explore the 
potential benefits of a data store that aggregates node-local 
resources (memory, spinning-disk, SSD) and make them 
available to applications, we implemented MosaStore [5], a 
prototype version of the data store, and conducted 
preliminary evaluation studies to explore the feasibility and the benefits of specializing the data store the 
application workload and deployment resources and of harnessing storage resources (memory or disk) 
that are ”close” to the application.  

A first study evaluated the benefits of aggregating underutilized resources available on a computing 
platform through a deployment on a supercomputing machine under a real application workload. After 
integrating with the Collective Data Management system, we used MosaStore to create aggregate memory 
contributions from nodes participating in a computation on an IBM BlueGene/P supercomputer. We 
demonstrated significant performance improvements on several applications [81]. Among these, 
MosaStore’s ability to and offer a high-performance POSIX-compatible data store enabled an eleven-fold 
speedup for the data-intensive processing stage of DOCK6, a bioinformatics application, when deployed 
on 8,000 processors.  

A second study evaluated the benefits of specializing the data store to support the workload of a specific 
target application. We added to the storage system a write path specialized for checkpointing workloads 
(stdchk [6]). Our experiments [6] demonstrate the ability to increase checkpointing throughput by 
transparently detecting and harnessing similarities between successive images to reduce the data volumes 
transferred to stable storage.  

The Asynchronous Dynamic Load Balancing (ADLB) library [46] implements a scalable master-
worker task dispatch strategy within MPI. It has been used to scale a GFMC computation to 131,073 Blue 
Gene/P cores, achieving 83% efficiency for a fine-grained computation, running 170 million tasks [46]. 

Scheduler optimizations. Working with Greg Malewicz, we showed that concurrency in certain 
applications can be enhanced by prioritizing tasks that enable many other tasks to execute [47]. This work 
is one of the motivators for our interest in priority queues within ExM. We have also explored other task 
dispatch strategies that leverage knowledge of data locality [57]. This work will help guide our work in 
ExM. 

Applications: Katz is a core member of a UK Research Theme on Distributed Programming 
Abstractions, which led to the best paper in the Grid 2009 Conference [35], a paper submitted to ACM’s 
Computing Surveys [34], and a book in progress to be published by Wiley. The theme studied a large 
number of distributed applications and worked to characterize them according to a set of vectors: 
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execution unit, communication, and coordination. It also looked at parallel applications trying to 
understand what new challenges exist in distributed computing that did not exist in parallel computing, 
and what lessons from parallel computing can be transferred to distributed computing. Many features 
prominent in distributed environments (multilevel hierarchies, heterogeneity, the existence of faults) also 
make programming extreme-scale systems challenging. 

6 Exascale machine model and many-task computation model 
We describe our assumed exascale machine model and computation model. 

6.1 Exascale machine model 
We target our work to our best estimate of exascale architecture, based on projections from today’s 
largest existing and planned systems (IBM’s BlueGene/P, BlueGene/Q, and BlueWaters; Cray’s XT5-
HE) and reports from the exascale community [39, 62]. We refer to the entire system as an exascale or 
extreme-scale complex, and assume that it has the following features: 

• A “leaf” level of compute nodes, each with many (32 to 1024) cores, one operating system image, 
and a modest (16-192 Gbyte) amount of memory, and potentially some local data storage 
capability, either in RAM, non-volatile solid-state memory, or a local disk system. 

• A modest set of powerful “front-end nodes” from which users login, submit jobs (i.e., invoke 
applications), and run workflow or workload management tools. 

• One or more high-speed interconnection networks, typically supporting both point-to-point and 
collective communication primitives, such as send, receive, broadcast, reduce, etc. 

• Access by all nodes to a global file system of massive capacity where all persistent data resides, 
and that local storage resources are transient; that is, they are allocated for the duration of an 
application execution. 

In other words, we assume that exascale systems will be similar to planned O(10 PF) systems such as 
BlueGene/Q and Blue Waters, but scaled up by a factor of 100x at multiple levels. (This is basically a 
superset of the lightweight and heavyweight strawmen of Sarkar et al. [59].) We assume that any system 
will have a multi-level hierarchy of resources, including cores (perhaps more GPU-like than today’s 
cores), chips (integrating some number of cores), modules/boards, and racks. In storage, we assume both 
short- and long-term storage (memory, SSD, disk, etc.) associated with these levels, such as cache that 
belongs to a single core, shared cache, board-level storage, an I/O node associated with some number of 
compute nodes, and overall system storage, to name a few. Our work is designed to map many-task 
applications to this system hierarchy. In order to execute efficiently, we must recognize affinities between 
tasks and other tasks, tasks and data objects, and data objects and other data objects, and we must provide 
locality mechanisms that work at the different levels of the systems. 

6.2 Many-task computation model 
We focus in the ExM project on a subset of future applications (Figure 2): those that are composed of 
more than one task, where all (or many) tasks need to be completed and integrated in some way in order 
for the application to execute successfully. We do not address the requirements of SPMD applications that 
use the full computer for a single task.  

We view the execution of an application as comprising a set of tasks. A task is a program execution or a 
lightweight function call. Abstractly, a task accepts datasets as inputs and produces datasets as outputs. A 
task can be a serial execution thread that runs on a single core or a parallel program based on a model 
such as MPI, OpenMP, Chapel [17], X10 [37], UPC [72], or Fortress [17], or some mixture of these. If 
datasets produced by some task(s) are consumed by other(s), then our application’s task graph has data 
dependencies that cause sequencing of task execution. 



 
Figure 2: An application taxonomy, showing one way of categorizing exascale applications. 

We focus primarily on the execution of one (many-task) application at a time. (However, since our model 
is regular and recursive, multiple such invocations can in principle be composed into still larger execution 
units.) We assume that the many-task structure of applications is expressed either in an extended version 
of the Swift parallel scripting language [78, 82] which implements data-flow-based task parallelism, or 
via direct calls to ExM libraries. We hope also that our work will spur experimentation with alternative, 
perhaps domain-specific, many-task languages. 

A task invocation has the semantics of a traditional remote procedure call. Each task invocation involves 
the passing of input arguments and the return of output arguments. These arguments are each a “dataset,” 
which can range from simple traditional scalars (int, float, string, etc., and entire files) to aggregated 
collections of these (structures, arrays, lists, and associative tables). Datasets in turn can be mapped from 
their logical structure to a variety of physical representations that include in-memory objects, files in a 
filesystem, or objects within a structured file, such as an HDF5 or netCDF file or similar formats. 

Tasks can be chained together into task graphs of arbitrary shape, based on their input/output datasets. 
These graphs are in general directed acyclic graphs (DAGs). (The task graph can contain iterative and 
parallel control structures but remains, for our purposes, a DAG). 

In some situations, we may want a task to run in a “container” environment, which in cases where a task 
is a function call (as in Condor Manager-Worker and ADLB) may contain persistent global data over 
some sequence of executions. This scenario adds some complexity to our execution model and places 
additional requirements on our runtime 
software. 

7 Technical approach 
We now detail the work plan that we 
will undertake to achieve the specific 
aims described in Section 3. We first 
review the ExM system architecture 
and then describe the specific tasks. We 
provide a detailed timeline in Section 8. 

Figure 3 provides a high-level view of 
our proposed system architecture. In 
brief, we introduce two major system 
components, the ExM data store and 
the ExM task manager, to meet the 
requirements introduced by many-task 
applications. (As we describe below, 
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these components will use other exascale system software components including node operating systems 
and backend file systems and can be co-designed with those other components.) These new components 
expose services that we propose to make available to application developers via both the SwiftScript 
parallel scripting language and new APIs, such as the ADLB system. 

7.1 Aim 1: Develop the ExM data store 
High-performance computing applications normally rely on a shared file system for data storage. Thus, if 
one application (e.g., a simulation) produces data to be consumed by another (e.g., a data analyzer), the 
first application writes to the shared file system and the second reads from it.  

Many-task applications, like those described in Section 2, have exposed the limitations of this approach: 
the intense I/O load generated by many tasks accessing the file system at once makes the I/O system the 
bottleneck and prevents the efficient use of expensive compute resources. For example, our previous 
experiments [81] show that the running time of the data analysis step of a many-task application 
(DOCK6) can be reduced elevenfold simply by avoiding the use of the shared and often overloaded 
central filesystem. 

One approach to eliminating this bottleneck is to connect applications directly, for example within a 
single MPI computation—as is done, for example, in many coupled models [42]. However, this approach 
does not work in the case of a set of tasks executing asynchronously. In this case, it is preferable to 
harness storage resources “close” to the application (e.g., node-local spinning disks, SSDs, or large 
memory buffers) to hold the shared data. In effect, we build a temporary data store that the application 
employs to reduce or eliminate its use of the shared file system. Applications can use this temporary data 
store to hold intermediate data that will never enter persistent storage and/or as a staging area for data 
fetched from, or destined for, persistent storage. 

This general approach has been explored by ourselves [81] and others [54] in prototypes. We propose to 
build on these past efforts and design a scalable ExM data store (Figure 4) that seamlessly aggregates 
node-local storage resources (allocated for the duration of the application’s runtime) and integrates the 
resulting storage space with the persistent file system.  

In pursing this goal, we propose to leverage our past work with the MosaStore system [5] [6] to create the 
ExM data store. MosaStore permits the creation of virtual file systems that integrate and are striped 
across a dynamic set of node-local storage systems, either memory buffers or local disks. To date, we 
have applied it on the IBM BlueGene/P at Argonne and the Cray XT4 at ORNL to support virtual file 
systems that span up to 512 nodes. Here, we will work to scale it to the full set of nodes allocated to one 
application, 10,000 nodes or more. 

We will experiment with a variety of data management strategies, task system/data management 
interaction models, and deployment models. At one extreme, MosaStore will provide total complexwide 

location transparency for the data objects 
cached in the ExM data store or 
persistently stored on the backend shared 
storage. At the other extreme, multiple, 
independent MosaStore pools are deployed 
across application's resources within an 
exascale complex and are used only to store 
temporary data objects produced/consumed 
during the application run. All these 
deployments will optimize collective data 
management mechanisms using 
information provided by the ExM task 
manager. Similarly, these deployments will 
expose data location information 

 
Figure	  4:	  ExM	  data	  store	  



traditionally hidden by distributed file systems to allow for efficient, data location-aware scheduling.  

In the rest of this section, we present first the salient required functional characteristics of the ExM data 
store and then the two main innovative paradigms that, we believe, will unlock valuable scalability and 
performance gains. We also briefly outline planned implementation techniques. Based on our experience 
with storage systems and many-task applications we have derived five requirements for the ExM data 
store. 

First, the ExM data store must support multiple data access interfaces. To facilitate use by legacy 
applications, the ExM data store needs to support traditional APIs (e.g., POSIX and MPI-IO) so that 
applications can read and write data in the ExM data store without modification. We also plan custom, 
higher-performance data-access libraries, for applications that can pay the price of customized code for 
faster and/or more versatile data access.  

A second and related requirement is for data location transparency: applications should not be burdened 
with the explicit management of data placement on the storage resources used for acceleration. That is, 
once these resources are allocated to the ExM data store, the application will provide only high-level data 
management hints (e.g., the suggested replication level for a data object that will be consumed by a large 
number of tasks, or a hint that a file is only used for coordination between application stages and does not 
need long-term persistence). Similarly, applications should not be concerned with explicit management 
(such as stage-in, stage-out) of data stored on the shared backend filesystem. 

Third, in principle, the ExM data store could operate completely independently of the global file system. 
However, we believe that there are significant advantages to linking the ExM data store with the global 
shared file system, to support scenarios such as (a) an intermediate data product that is too large for 
temporary storage is maintained (in part) on persistent back-end storage; (b) a user’s request that 
intermediate data products be mirrored on the persistent store for fault tolerance or debugging; and (c) the 
use of the temporary data store as a staging location for data being moved from and to the backend file 
system.  

To support all these scenarios the ExM data store will be ”mounted” on the backend file system and will 
mirror the namespace and the stored objects below the mounting point. An application that accesses a 
data object exposed through the ExM data store will not need to be aware of the specific location of the 
data object. Traditional caching techniques will be used to reduce the load on the backend storage. 
Additionally, the application will be able to provide hints describing its data usage patterns to the ExM 
data store. Armed with this information the data store can optimize its data placement and management 
decisions. Finally, a ”flush” functionality will be offered to ensure the persistence of objects existing in 
the ExM data store that are marked by the application for persistence when the resources allocated to the 
ExM data store are released.  

Fourth, one of the most challenging tasks to be addressed in scaling MosaStore is the development of a 
reliable, scalable, high-performance metadata service to support applications that create and access 
large numbers of data objects. In order to improve usability, in addition to system created metadata (such 
as a file’s creation and last access time, owner, etc) the metadata service should support application-
defined custom metadata (such as data provenance information, collection information, or arbitrary 
‘tags’). A long stream of research [9, 40] suggests that application-defined custom metadata can facilitate 
efficient search, navigation, and management of large data collections such as those our target 
applications create and process.  

A fifth requirement that we plan to address is integration of dynamic storage. The number of nodes 
allocated to an application may vary over time, as may the storage (memory, SSD, etc.) accessible to the 
ExM data store. While adding new resources to the data store will increase its capacity and may open 
opportunities to improve its performance, the departure of (a possibly large numbers of) resources raises a 
critical concern. These large-scale departures could be caused by catastrophic failures or simply by the 



termination of a resource allocation (which is more frequent in our target deployments). While little can 
be done in the case of unannounced large-scale failures, the ExM data store can use the resources’ 
allocation information to prepare for (and safely handle) these large departures. To this end, the ExM data 
store design should incorporate an allocation-aware data placement manager and should be co-designed 
with the resource scheduler to enable access to allocation information.  

We will investigate two new innovative paradigms that, we believe, will allow us to meet the above 
requirements and achieve the performance gains required for exascale scalability: (1) ability to specialize 
the data store at instantiation time for specific application and deployment environment pairs and (2) 
cross-layer optimizations between the task management and data store layers. 

Specialization of data store. Traditionally data storage systems are designed either to be generic, that is, 
to support a wide range or applications, or to be used by and optimized for a specific application. The 
ExM data store aims to support a broad range of applications while still being optimized for each one of 
them. This ambitious target is made feasible by the ExM deployment approach: each ExM data store 
instantiation is used by a single application only. Under this deployment approach the ExM data store 
deployment can be specialized for the current target application. In order to exploit this opportunity the 
ExM data store design needs to incorporate optimizations for a broad set of applications and the ExM 
data store must be highly configurable, such that it can be tailored at deployment time for a specific 
application and the set of resources allocated by the application.  

Cross-layer optimizations [58]. Cross-layer optimizations have proved essential in a number of 
computing systems [74, 75]. For example, in wireless networks, the interaction between the low 
reliability of the data transmission channel and the TCP congestion control mechanisms leads to 
inadequate performance. Using cross-layer mechanisms to convey channel capabilities to the upper 
network layers enables optimized transport layer operation [75]. 

Storage systems, just like communication systems, can benefit from cross-layer optimizations [58]. Such 
optimizations for storage systems can be enabled by using custom metadata (in the form of key-value 
pairs) as the communication mechanism between applications and the storage system layer and can 
unlock sizable efficiency gains.  

On the one hand, applications can use the specialized metadata interface to convey hints about their data 
usage patterns to the storage system. These hints can be used by the storage system to optimize 
performance. Workflow schedulers may have information about data access patterns that can be 
harnessed by the data store for performance-oriented optimizations such as file prefetching, application 
informed caching, and aggressive replication of data objects whose access patterns is one-writer-many-
readers. On the other side, the storage system can use metadata to provide applications with information 
only available at the storage level (e.g., data placement, caching status, status of a replication process, 
inconsistency details). For example, the specific location of the data can be made accessible to a data 
location aware scheduler to inform its decisions.  

We will evaluate a range of cross optimization techniques between the ExM task manager (or even the 
applications) and the ExM data store. We will start with the simplest techniques first and will progress to 
more complex ones as needed to achieve exascale-ready performance. 

The implementation will be based on a number of techniques. First, as in the current MosaStore, we will 
adopt an implementation approach based on intercepting file system calls by interposing in the data path 
the ExM data store. The data store details will be completely transparent to the application. For example, 
POSIX file system calls can be intercepted through a FUSE module [ref] and MPI-IO calls by rewriting 
parts of the MPI-IO library.  

To sustain the high throughput and reliability of the metadata service we will use consistent hashing [36] 
(or a distributed hash table [65]). Further, we will, as in the current MosaStore prototype, integrate 



traditional storage systems optimization techniques, including striping, replication, and optimistic 
consistency protocols, 

Automated logging and profiling tools will simplify performance debugging and inform optimizations. 
The ExM data store will incorporate a runtime storage system monitoring and logging module. This 
module monitors and logs all the system components status and performance, as well as highlighting any 
faults or performance anomalies in the system.  

In summary, the ExM data store extends the metaphor of explicit resource allocation to storage: much as 
applications explicitly allocate compute resources to serve their computational needs, they can now 
explicitly allocate storage resources (node-local memory, spinning-disk, SSDs) to serve their data storage 
and coordination needs during execution. The integration of this storage with the shared back-end file-
system provides a transparent and efficient data store and implements what we can think of as the 
introduction of another level in the storage hierarchy [54]. 

While we have demonstrated our current prototype on up to 512 nodes, and supporting applications 
running on up to 4,096 codes we will scale the ExM data store to integrate node-local resources form 
10,000 or more nodes and support multi-task applications that use all cores of the supercomputing 
complex. 

7.2 Aim 2: Develop scalable virtual task graph execution model 
As discussed in Section 6.2, execution of a many-task application entails the interpretation and execution 
of the application’s task graph: essentially a compiled form of the application program script (in the case 
of a Swift script) or the graph constructed by a program (in the case of a C, Fortran, Python, etc., 
program). An initial set of one or more tasks that are immediately executable exists as their inputs all 
provided by the application. As these tasks execute, the production of new data may cause other tasks to 
become executable.  

A many-task programming system thus requires mechanisms for managing task graphs and dispatching 
tasks for execution. In most contemporary systems (e.g., DAGman, Swift, ADLB), these mechanisms 
comprise a uniprocessor task graph management engine that runs outside the parallel computer, for 
example on a service node, and dispatches tasks via various means (pull, push, hybrid, hierarchical) to a 
set of workers running on nodes inside the parallel computer. To enhance reliability, the task graph 
management engine mirrors the task graph on stable storage. This approach has the advantage of relative 
simplicity, but it also has scalability limitations. 

To overcome this limitation, we will develop a new exascale system software component, the ExM task 
manager. In developing this component we will build on our experience with Swift, Falkon, and ADLB, 
but also innovate in multiple areas, as we now describe.  

First, we will design the ExM task manager to be parallelized and distributed. We aim to maintain a 
task graph (and associated task run queue and task executor network) in a manner that is resilient to node 
failure and scalable (it can deliver tasks efficiently to many nodes). Ultimately, we may need to distribute 
the task graph itself across multiple nodes to support higher access rates. 

Initially, we will focus on scaling the distribution of executable tasks. For scaling, we already have 
considerable experience with scalable task distribution: for example, on the Argonne BlueGene/P, we use 
a network of 640 task distributors to route uniprocessor tasks to 163,840 compute cores. These 
mechanisms need to be redesigned to deal with both a larger number of nodes and to support parallel 
computations (see next item). We will explore the use of message routing systems developed for ultra-
fast, high-volume financial trading systems, based on the rapidly maturing AMQP protocol [73] and open 
source implementations such as RabbitMQ. Based on these components we will develop a new, in-
memory implementation of the task executor.  



For reliability, we will initially use simple replication methods for the task graph manager, to stable 
storage (as in our current systems) or to mirror nodes. We will also explore the feasibility of using 
methods from distributed systems research, such as the state machine approach [61]. In addition, we will 
investigate the desirability of incorporating fault tolerance methods into the task distribution network. 
(This is not essential, as node failures can always be recovered via higher-level task graph executors, but 
it may enhance performance.) 

Second, we will design the ExM task manager to support parallel computations of arbitrary size, 
ranging from a sequential computation to a highly parallel program. Thus, for example, a user can 
schedule billions of uniprocessor tasks, millions of concurrent 1,000-core tasks, and/or thousands of 
concurrent million-core tasks, using the same mechanisms. This work need not require any specialized 
support in the task manager itself, but it does require cooperation from the underlying supercomputer 
software system.  

Third, we will design the ExM task manager to allow the dynamic creation of new task subgraphs at 
runtime. This functionality is useful in several settings. Some applications (e.g., optimization methods) 
may wish to create and manage subgraphs explicitly, for example because they want to track their 
performance and/or terminate them under certain conditions. Moreover, the ability to create multiple 
subgraphs can be a useful means of enhancing scalability. 

Fourth, we will design the ExM task manager to be resilient to component failures at any level of the 
task graph, so that an application can recover from, and/or respond to, failures in various ways. In our 
current system, failures are detected and responded to, first by attempted re-excution and then, if this fails, 
a report to the user. To achieve desirable reliability levels despite relatively high failure rates within the 
high-component-count extreme-scale systems we target, and to allow for application logic that handles 
failures in specialized ways, we propose to employ a model that enables parent graph executor agents to 
detect a failure in the executors (both task graph and task queue) below it and determine what parts of the 
queue are complete, what data objects from those executions remain accessible, and consequently what 
parts of the graph need to be re-executed elsewhere. 

Fifth, to support fine-grained computations that require access to persistent state data, the ExM task 
manager will allow for the invocation of function calls, as well as programs, as tasks. 

Sixth, the ExM task manager will extend the data-mapping model to map data from the structured file 
datatypes that are likely to increasingly dominate extreme-scale computations. 

This task execution management model is 
shown in Figure 5. 

We will also implement task graph 
processing optimizations, such as 
elimination of unnecessary barriers in 
graphs that involve a series of forall 
statements. Swift does an elementary 
version of this optimization today, using 
the “future” construct implemented in its 
runtime system. We will also implement 

optimizations for batching to reduce message traffic and tradeoff overhead vs. latency. We will develop 
graph analysis algorithms to implement efficient task graph partitioning across a large computing 
complex. The task graph partitioner will assist in encouraging/enforcing locality of execution through the 
form of data awareness that we developed in Falkon. We will provide multiple coordinating parallel task 
executers for a single task subgraph, and experiment with determining automatically the optimal settings 
for such parallelism. 
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In addition to this core research plan for task management, we will explore several topics that are more 
speculative but may prove fruitful in the exascale environment. These include the following: 

• Support for different queue semantics (e.g., FIFO, priority). Priority queuing (e.g., Malewicz et 
al. [47]) can achieve significant performance improvements for some graphs by ordering 
execution of tasks to expose maximal parallelism at the earliest opportunity.  

• Enhancing task graphs with richer semantics to express more advanced dependencies useful for 
advanced problem-solving methods such as numerical optimization. Examples are “mark this task 
complete when at least N subtasks have successfully completed” and “fail this node if more than 
M failures occur below it.” 

• Exception handling. This is a language/programming model issue more than a scaling issue, but 
as the applications get more complex such semantics will be required. 

7.3 Aim 3: Integrate data store and task queue into programming systems 
We will harden the tools developed in Aims 1 and 2 into production capable components and will 
integrate them with each other, as well as examining integration of them with other exascale system 
software components. 

7.4 Aim 4: Evaluate and enhance performance 
We will develop a performance test suite and apply it to our system components. We will also publish and 
publicize the test suite’s methods, implementation, and results, with the goal of encouraging discussion of 
the implications of many-task applications for exascale computing and the exploration and analysis of 
alternative approaches. (We note that in early work on the Blue Gene/P, our many-task applications often 
broke the file system. Our feedback motivated changes to GFPS by the IBM team that have benefited 
many Blue Gene users.)   

We will also work aggressively to engage with application teams. We already work closely with  several 
groups, including nuclear physics, climate science, computational economics, rational material design, 
and numerical optimization. We will be proactive in also reaching out to new groups. In addition, we will 
work with applications that are frequently used within the high-performance computing community as 
many-task challenge problems, such as Montage [13, 50], an astronomical image mosaicking application 
that has had wide use in both production astronomy and in the evaluation of workflow tools. 

We will implement these applications using the integrated data store and task queue components. We plan 
to implement at least one new application in the first year, two more in the second year, and two more in 
the third year. Where possible, we will examine how these many-task applications compare to the original 
code and to alternative implementation approaches in programmability, such as in terms of lines of code 
and effort needed. We will also evaluate the performance of the applications. We will use this analysis to 
provide feedback to the ExM data store and task manager teams, and to understand how best to write 
future applications and what characteristics of applications allow them to work well with our X-stack 
system components. 

We will also simulate the performance of our components and applications on future exascale systems. 
The systems we will use for these simulations will be based on the latest projections from the 
International Exascale Software Project [24]. We will build and run the simulations using the Structural 
Simulation Toolkit (SST, http://www.cs.sandia.gov/sst/) from the Sandia/ORNL Institute for Advanced 
Architectures and Algorithms (IAA, http://iaa.sandia.gov/).  We believe that this tool’s development will 
progress concurrently with our project, and we will work with developers at Sandia and ORNL to provide 
them with additional use cases, if needed. 
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