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Abstract

We estimate the effect of social learning through Yelp on average restaurant
quality across different types of markets. We use a regression discontinuity
design to show that restaurants are more likely to exit when they receive low
ratings on Yelp. The effects of low ratings on exit are especially strong for
restaurants located in more urban markets. Simulations show that in the long-
run, the selective restaurant exit caused by Yelp increases average restaurant
quality by at least 0.096 Yelp stars in the average zipcode, and by at least 0.235
Yelp stars in more urban markets.
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1 Introduction

“Social learning” can play an important role in the provision of city-specific non-
tradeable goods and services, or “local consumption amenities”. Moretti (2011) de-
fines social learning as learning about product quality from peers, for example through
word of mouth or the observation of peers’ purchase decisions (Cai et al., 2009). By
creating positive spillovers from demand across individuals, social learning makes the
elasticity of aggregate demand to quality larger than the elasticity of individual de-
mand, leading to a “social multiplier” effect (Glaeser et al., 2003).1 Social learning
can therefore improve the equilibrium quality of local goods by increasing the return
to investment in quality by producers (Jin and Leslie, 2003, 2009) and increasing the
survival rate of high quality producers while simultaneously reducing it for low qual-
ity ones (Cabral and Hortaçsu, 2010). Moreover, the effect of social learning on local
goods likely differs across space. In areas that have a large variety and high turnover
of local goods, social learning may be a more important supplement to learning from
personal experience.2

In the last decade, the potential for social learning has increased markedly due to
the digitization of massive user-generated information. For example, Figure 1 shows
that the cumulative number of reviews on Yelp increased from less than 10 million
in 2008 to over 160 million in 2018. Online review platforms such as Yelp allow
individuals to significantly expand the size of the peer group from which they learn.

In this paper, we quantify the effect of social learning through online platforms on
average quality of local goods across different types of markets. We focus on Yelp as
the online review platform and restaurants as the local good. We use data from the
Yelp Dataset Challenge, which provide the entire history of reviews for all restaurants
listed on Yelp in eight U.S. metropolitan areas, including information on if and when
restaurants go out of business.

To quantify the effect of social learning on restaurant quality, we first estimate
the relationship between restaurant reviews and restaurant exit. To address the

1For example, a consumer who eats at a restaurant and learns that it is high quality will increase
demand from other consumers. She might report her high-quality experience to her peers, which
would encourage them to eat at the restaurant.

2Social learning should also affect the quality of traded goods. However, the effect is likely to be
larger for local goods because information on local goods is sparser, due to the limited geographic
scope of the consumer base. Moreover, learning about traded goods will not generate a differential
effect across space.
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endogeneity of Yelp reviews, we focus on discontinuities that may arise due to the way
that Yelp displays review information. On Yelp, an individual can rate a restaurant
as one star, two stars, and so on up to a maximum rating of five stars. Yelp’s headline
rating for a restaurant is the average of these discrete reviews, rounded to the nearest
0.5 stars.3 Under the assumption that confounding factors (such as unobserved quality
or costs of production) are continuous across the Yelp star rounding thresholds, we
can use standard regression discontinuity techniques (Hahn et al., 2001; Imbens and
Lemieux, 2008) to estimate the causal effect of Yelp reviews on restaurant exit across
rounding thresholds. Anderson and Magruder (2012) and Luca (2011) use a similar
regression discontinuity design to demonstrate an effect of Yelp reviews on restaurant
demand, as measured by bookings and revenues, repectively.

We find a sizable and statistically significant negative effect of Yelp stars on restau-
rant exit at the threshold between 3.0 and 3.5 stars. Restaurants with an average
rating just above 3.25 (i.e. a headline rating of 3.5 stars) are 0.4 percentage points
less likely to exit in a given month than restaurants with an average rating just below
3.25 (i.e. a headline rating of 3 stars). Effects at other rounding thresholds are not
statistically significant in the full sample. When we restrict the sample to restaurants
located in more urban zipcodes (e.g. those that are closer to the central business
district or have a higher share of college educated residents), we find sizable and sta-
tistically significant negative effects at the 2.5 to 3.0, 3.0 to 3.5, and 3.5 to 4.0 star
thresholds. For restaurants located in less urban zipcodes, we do not find statistically
significant effects at any threshold, with the point estimates generally being much
closer to zero.

We then use these exit discontinuity estimates to simulate the increase in long-run
average restaurant quality due to the differential exit rates of high and low quality
restaurants caused by Yelp reviews. According to our simulation results, the effect
of Yelp across the rounding thresholds increases average restaurant quality by 0.096
stars in the long-run steady state. The standard deviation of the entrant quality
distribution is estimated to be 0.75 stars, meaning that an increase in average quality
of 0.096 is equal to 12.8% of one standard deviation in entrant quality. In more urban
markets, the effects are much larger, with Yelp increasing long-run average quality by
0.235 stars. In less urban markets, we estimated small and statistically insignificant
effects across the rounding thresholds, and so the simulated effects of social learning

3See Section A in the Appendix for further details on how Yelp presents review information.
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from Yelp were minimal. The difference across markets appears to be driven by a
higher responsiveness of restaurant exit to Yelp reviews in more urban zipcodes.

We interpret our results as lower bound estimates of the true effect of social
learning through online platforms on average restaurant quality. To begin with, Yelp
contains more information about quality beyond its headline star rating that may
contribute to selective restaurant exit. Our results do not account for these more
complex dimensions of information, either due to difficulties in quantifying them or
concerns about endogeneity. Moreover, even though it is the largest, Yelp is not the
only online review platform for restaurants, so the effect of social learning on aggregate
restaurant quality is likely greater than just the effect of Yelp. In addition, social
learning likely increases the incentive to invest in quality or the quality of restaurant
entrants, suggesting that the effects could be even larger, as our simulation results
are driven entirely by the differential exit between high and low quality restaurants,
and not by investment.

Related Literature

Theoretical studies of social learning go as far back as the early 1990s, where the
focus was on herd behavior and information cascades (Banerjee, 1992; Bikhchandani
et al., 1992, 1998). Interestingly, Becker had an early study on learning in restaurants,
where he argued that restaurants may set (what appear to be) inefficiently low prices
precisely to take advantage of the social multiplier (Becker, 1991).4 More recently,
with the rapid digitization of consumer-sourced information, there has been interest
in studying the market for reviews themselves. Avery et al. (1999) study whether
reviews will be efficiently provided in competitive equilibrium, and Acemoglu et al.
(2017) study how the design of rating systems affects the speed of learning.

Empirical studies on social learning have demonstrated a link between learning
and firm revenues (Moretti, 2011; Luca, 2011; Anderson and Magruder, 2012), as well
as a widening differential exit rate between high and low quality suppliers (Cabral and
Hortaçsu, 2010). Although not explicitly about social learning, per se, Jin and Leslie
(2003) show that information disclosure about quality leads to greater investment in
quality, in the context of published restaurant health scores. We contribute to this

4Although Becker’s model was not explicitly about learning but rather trend-following and fads,
it can be extended to a learning environment if the observation of high demand leads consumers to
infer high quality.

4



literature by providing the first estimates of the effect of social learning on aggregate
quality. In addition, we present evidence of large differences in the effects of social
learning from online platforms across geographies.

Our paper contributes to the literature on digital economics surveyed in Goldfarb
and Tucker (2019), where the benefits of digital technology are summarized as the
reduction of search costs, replication costs, transportation costs, tracking costs, and
verification costs. Due to the social and consumer-sourced nature of the platform,
Yelp lowers verification costs of restaurant quality by building an online rating system
where future consumers learn about past consumers’ experiences and opinions. By
reducing the cost to distinguish high quality restaurants from low quality restaurants,
social learning through Yelp increases average quality in the market.5

Our paper is also related to the literature on the complementarity between in-
formation technology (IT) and urban density (Gaspar and Glaeser, 1998; Sinai and
Waldfogel, 2004). The key question in this literature is whether IT acts as a substi-
tute for cities (for example, by increasing access in rural areas to product varieties
normally only available in cities), or as a complement to cities (for example, by pro-
viding better information about goods and services that are more densely provided
in cities). By showing that social learning increases restaurant quality more in more
urban areas, our results suggest another way that IT acts as a complement to urban
density. Our results complement the findings in Anenberg and Kung (2015), who
show that IT increases access to food variety in cities by facilitating the growth of
the food truck industry.

The results of this paper have implications for the broader literature on gentrifi-
cation and urban revival. Over the past couple of decades, downtown areas of large
American cities have experienced a revival. A number of explanations for gentrifi-
cation and urban revival have been proposed, including changing amenity valuation
(Glaeser et al., 2001; Couture and Handbury, 2017; Baum-Snow and Hartley, 2016;
Cosman, 2017), increasing value of time and the consequent disutility of commuting
(Edlund et al., 2015; Su, 2018), and falling crime (Ellen et al., 2017). Boustan et al.
(2019) consider the diffusion of condominium development as a supply-side explana-

5Although not the focus of our study, Yelp, as an information aggregator, may also lower search
costs in the market for restaurants. Importantly, Yelp may lower the cost to find niche products
and reduce reliance on signaling quality through branding (Tadelis, 1999; Smith and Brynjolfsson,
2001; Waldfogel and Chen, 2006), and thereby increase product variety (Brynjolfsson et al., 2011;
Bar-Isaac et al., 2012; Yang, 2013; Zhang, 2016).
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tion for gentrification but do not find it to be a significant contributor. Although it
is well established that denser, downtown locations provide a greater number and va-
riety of goods (George and Waldfogel, 2003; Berry and Waldfogel, 2010; Schiff, 2015;
Cosman, 2017), our results suggest that technology may also be improving the quality
of these amenities and contributing to increased demand for urban neighborhoods.

Finally, our paper adds to the growing list of studies using online user-generated
data from Yelp (Glaeser et al., 2015, 2017; Kuang, 2017; Davis et al., 2017)). Our
paper also complements the recent work of Fang (2018), who studies the effect of
consumer learning on restaurant quality using a structural demand model with a
similar social learning process. Her focus is on quantifying the effects of faster learning
on consumer surplus and restaurant revenues through the model, whereas we take a
more reduced-form approach in our attempt to provide credible estimates of the effect
of Yelp on the differential exit rate of high versus low quality restaurants.

2 Data

Our main data source is the 10th round of the Yelp Dataset Challenge. Yelp is the
leading online platform for consumers to post reviews about local businesses, with
over 160 million consumer reviews for more than 1.5 million businesses across 30 coun-
tries.6 Periodically, Yelp makes a subsample of its business and review data available
to researchers as part of the “Yelp Dataset Challenge.” To create the subsample, Yelp
first selects a number of metropolitan areas, then provides data on all the business
listings in that area with at least 3 reviews over its lifetime. Yelp provides infor-
mation about the business, such as its name, street address, business categories (i.e.
restaurant, cafe, groceries, etc), and the entire history of reviews for that business.7

Yelp also reports an indicator for whether the business is out of business as of the last
date in the sample (July 26, 2017). The out of business indicator is crowdsourced.8

If a restaurant is marked closed in our data, we assume the exit month is the month
after the restaurant received their last review. In some of our analysis, we distinguish

6Source: Business Wire and Yelp. Other examples of review platforms that facilitate social
learning include TripAdvisor for travel and Rotten Tomatoes for movies.

7Yelp filters out reviews that appear illegitimate (i.e. made by bots, shills, or competitors).
Only reviews that make it past Yelp’s review filter are included in the data. This is appropriate
because only these reviews are made visible to consumers. See Luca and Zervas (2016) for a further
discussion on the process and reliability of Yelp’s review filtering algorithm.

8Luca and Luca (2019) also use this indicator to observe restaurant exit.
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between restaurant chains and non-chain independent restaurants. If a business name
appears at least twice in at least two different metro areas (thus a minimum of 4 ap-
pearances), we classify the business as a chain. Business names are standardized in
the Yelp data.

For this paper, we focus on restaurant listings (including bars and coffee shops) in
the eight U.S. metropolitan areas included in the dataset: Phoenix, AZ, Las Vegas,
NV, Charlotte, NC, Cleveland, OH, Pittsburgh, PA, Madison, WI, Urbana, IL, and
Akron, OH. We identify a business as a restaurant if the word “restaurant”, “bar”,
or “coffee” is contained in the business’s listed categories. Businesses are assigned
to metro areas based on their address zipcode and a zipcode-to-CBSA crosswalk
provided by the Missouri Census Data Center.

Reviews start appearing in the data as early as late 2004, but we restrict the
analysis to the period between January 2012 and July 2017, as restaurant listings in
Yelp appear not to be fully representative prior to 2011. After 2011, the Yelp sample
presents an accurate picture of the restaurant choices facing consumers. For example,
figure 2 shows that there is a high degree of correlation across zipcodes between the
number of restaurants in Yelp and the number of restaurants reported in the Census
Bureau’s ZIP Code Business Patterns files. A more complete discussion about the
data is provided in the Appendix.

Table 1 reports basic statistics for our final sample. There are 33,231 businesses
and 2,381,072 reviews in our sample. About 73% of the restaurants are open at the
time of the data release (July 2017) and the rest are closed. 23% of the restaurants
were identified as chains, and the rest non-chains. Reviews are skewed towards the
higher ratings, and the average star rating across all reviews for both chains and non-
chains is about 3.7. Between 2012 and 2017, restaurants exited at a rate of about
0.72% per month for non-chains, and about 0.17% per month for chains. Finally,
non-chains receive more reviews per month than chains on average.

3 Discontinuity Analysis

We begin by exploring the empirical relationship between Yelp reviews and restaurant
exit. Let exitit be an indicator for whether restaurant i exits at time period t. Let
StarsAvgit be the average star rating over all reviews for restaurant i on Yelp, up
to the start of period t. Let StarsRdit be the headline star rating on Yelp, which is
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StarsAvgit rounded to the nearest 0.5 stars. StarsAvgit can easily be computed from
our data, which contains the history of reviews for each restaurant, but it is not easily
visible to consumers visiting the Yelp website. In contrast, StarsRdit is highly visible
to consumers and featured prominently in all search results and landing pages. We
give a more detailed discussion of Yelp’s interface in the Appendix.

We test for effects of both StarsAvgit and StarsRdit on restaurant exit. To show
the main results visually, we first estimate local kernel regressions separately within
rounding thresholds (i.e. within 2.75 < StarsAvgit < 3.25, etc) and plot the results.
We use an Epanechnikov kernel and bandwidth 0.05 for these regressions. For each
regression, we restrict the sample of observations to non-chain restaurants that had
at least ten reviews at the start of the month.

Figure 3 shows that the propensity to exit is generally declining in StarsAvg, and
that there are sizable discontinuities at the 2.25 and 3.25 Yelp star thresholds, though
the discontinuity at 2.25 stars is not statistically significant. The standard errors are
tightest between 3.5 and 4.5 stars, as a lot of restaurants have ratings in this range.
We omit results for StarsAvgit < 1.25 as there is very little data in this range and the
standard errors are very wide.

In Table 2, we test the size of the discontinuities formally using standard regression
discontinuity methods. We run regressions of the form:

exitit =β0 + β11[StarsAvgit > c] + β2StarsAvgit

+ β3StarsAvgit × 1[StarsAvgit > c] +Xiγ + εit (1)

for thresholds c = 2.25, 2.75, 3.25, 3.75, 4.25, 4.75 and for c− h ≤ StarsAvgit ≤ c + h,
where h is the bandwidth. This method, suggested by Imbens and Lemieux (2008)
and used in Anderson and Magruder (2012), allows for a differential linear trend on
either side of the threshold. β1 6= 0 suggests a discontinuous effect of StarsAvg on
exit at the threshold, c. We additionally control for covariates Xi using the method
suggested in Calonico et al. (2019). The bandwidth is selected automatically using a
MSE-optimal criterion (Calonico et al., 2014), and we show robustness of our results to
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the choice of bandwidth in the Appendix.9 The results confirm that the discontinuity
at the 3.25 threshold is indeed statistically significant. The point estimate of 0.0040
implies over a 50 percent increase relative to the baseline exit rate of 0.0072 shown
in Table 1.

The observed negative relationship between StarsAvg and exit in Figure 3 could be
driven by Yelp. Lower Yelp ratings could result in lower demand, which could lower
profits and increase exit probability. However, there are alternative interpretations.
For example, StarsAvg is likely correlated with true restaurant quality, and higher
quality restaurants may be less likely to exit independent of Yelp if consumers can
discern quality without Yelp. Other learning channels could include advertisements,
the restaurant’s website, word of mouth, or personal experience. Moreover, quality
itself could be correlated with other factors that affect exit like restaurant costs.10

However, under the assumption that restaurants just above the 3.25 star threshold
are similar to restaurants just below it, the significant discontinuity at 3.25 stars can
credibly be attributed to differences in the headline star rating (StarsRd), in other
words, to the effect of Yelp. One important factor explaining why the discontinuities
occur at some thresholds but not others appears be heterogeneity in effects across
markets, which we explore in Section 3.1.

Additional Tests

To support the assumption that restaurants are similar across the rounding thresh-
olds, Figure 4 shows that there are no discontinuities in observable characteristics
such as demographic characteristics of the census tract in which the restaurant is
established.

It is possible, however, that unobserved characteristics change discontinuously at
rounding thresholds. One potential source of changes in unobservables to consider is
manipulation of reviews by restaurants. If restaurants with lower baseline exit prob-

9All of our regression discontinuity results are produced using the rdrobust package developed
in Calonico et al. (2017). Standard errors are clustered by restaurant. The covariates we control
for are indicators for the restaurant price category ($-$$$$) and five characteristics of the zipcode
the restaurant is located in: log population, share of population that is college educated, share of
population that are young adults (between 18-34), share of households with children, and distance
to CBD (in miles).

10A causal negative relationship between exit hazard and average star rating may be even stronger
than the one implied by Figure 3 if, for example, higher quality restaurants operate in areas where
there is more restaurant churn, perhaps due to higher rents.
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abilities (due, for example, to low costs) are able to manipulate their average rating
to be just above the rounding threshold, then exit hazards may drop discontinuously
at rounding thresholds due to a selection effect. We do not think manipulation of
reviews are driving our results for two reasons. First, Yelp makes manipulation of
reviews very difficult.11 It is not surprising that Yelp invests significant resources to
protect the integrity of reviews shown to consumers; displaying lots of uninformative
reviews could undermine the core of their business model. Second, the bottom panel
of Figure 4 shows that there are no discontinuities in the share of 5-star reviews or
review dispersion (as measured by the standard deviation of reviews) across rounding
thresholds. If restaurants are able to manipulate their reviews so that they appear
just above the threshold, we would expect jumps in these outcome variables at the
rounding thresholds.

To further test that our estimated discontinuities are the result of Yelp rounding
thresholds, we also test for discontinuities at the 2.5, 3.0, 3.5, 4.0, and 4.5 thresholds.
When StarsAvg crosses these thresholds, StarsRd does not change, so we should not
expect to find any discontinuities. Table 3 reports the results of this placebo exercise
and confirms that there are indeed no statistically significant estimated discontinuities
at these non-rounding thresholds.

We conduct two additional tests to suggest that the estimated discontinuities
are related to consumer learning. First, we examine the relationship between exit
and StarsAvg for chain restaurants. Since there is less ex-ante uncertainty about
the quality of chain restaurants than non-chains, we expect to find smaller or null
effects for chains. Second, we examine the relationship between exit and StarsAvg
for restaurants with less than 10 reviews. When there are few reviews, the signal
to noise ratio in StarsAvg is lower and consumers may be less responsive to the star
rating. We expect to find smaller or null effects when the number of reviews is small.
Figures 5 and 6 show the estimated relationship for chains and for non-chains with
less than 10 reviews, respectively. As expected, we do not detect any statistically
significant discontinuities in exit rate across the rounding threshold for these two
samples. Moreover, the general relationship is weak. For the rest of the analysis, we
will restrict our attention to non-chains.

11See Anderson and Magruder (2012) for further discussion.

10



3.1 Heterogeneity in Discontinuity Estimates Across Mar-
kets

Yelp may have a larger impact on restaurant exit in certain markets. For example,
in markets with a handful of restaurants and low turnover, Yelp may not provide
much additional information to consumers, and alternative learning channels such as
as word of mouth and personal experience may be sufficient for consumers to learn
about restaurant quality. In a vibrant downtown district that features lots of restau-
rants, high turnover due to high rents, and many diners from out of town, Yelp may
play a central role in consumer learning about restaurant quality. Differences in the
popularity of Yelp across demographic groups could also contribute to heterogeneity
in effects of Yelp across markets.

To test for such heterogeneous effects, we first measure variation in Yelp use
across geographies by regressing the number of monthly restaurant reviews for each
restaurant in our sample on zip code fixed effects. The estimated zip code fixed effects
can be interpreted as the average number of reviews per month for a restaurant located
in the zipcode. We find a lot of heterogeneity in the estimated zipcode fixed effects.
The number of reviews per month for an average restaurant in our sample is 1.44.
The standard deviation of the zip code fixed effect estimates is 0.73, or about 50
percent of the mean number of reviews.

We then project the zip code fixed effects on demographic characteristics of the
zipcode and CBSA fixed effects. The regression results and full set of zipcode char-
acteristics included are shown in Table 4. The estimates are sensible. For example,
zip codes with a higher share of college educated residents are associated with more
reviews on average, as are zipcodes that have a lower share of households with chil-
dren and those that are closer to the central business district.12 Zipcodes in large
CBSAs like Phoenix, Las Vegas, and Charlotte are also associated with more reviews,
perhaps because they have larger population and receive more visitors from out of
town.

Given these results, we will refer to zipcodes with average reviews per month
above the median as “more urban markets”, and ones below the median as “less
urban markets”. Tables 5 and 6 report the regression discontinuity results separately
for the more urban markets and less urban markets respectively. For the more urban

12CBD defined as in Holian and Kahn (2015).
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subsample, we now see sizable and statistically significant negative effects at the 2.75,
3.25, and 3.75 thresholds. We also see negative effects at the 2.25 and 4.25 thresholds,
although not statistically significant. For restaurants located in less urban zipcodes,
we do not find statistically significant effects at any threshold, and the point estimates
are generally much closer to zero. These results show that the effect of social learning
through Yelp on restaurant exit differs significantly across markets.

The larger effects in urban markets could arise because other learning channels
like word of mouth are less of a substitute for Yelp in such markets. Alternatively,
Yelp could enhance learning equally in all markets, but the effects of learning on exit
could be stronger in more urban markets due to stronger competition or higher rents
in such areas. We do not distinguish between these and other possible interpretations
in this paper. In the next section, we take these estimated effects and explore their
quantitative implications for average restaurant quality across markets.

4 Simulating the Effect of Yelp on Average Restau-
rant Quality

In this section, we use the relationships we estimated in the previous section to
quantify the effect of Yelp on long-run average restaurant quality. We begin with
an overview of the exercise. We draw an initial random sample of restaurants from
a restaurant quality distribution, where quality is measured in units of Yelp stars.
For each restaurant, we simulate the arrival of Yelp reviews and exit decisions. If
a restaurant exits, it is immediately replaced by another restaurant, drawn again
from the entrant quality distribution. Because the star ratings of the reviews that
a restaurant receives depends on its quality, there is a differential exit rate between
high and low quality restaurants. We use the simulation to calculate the long-run
average quality of open restaurants after the entry-exit process is allowed to run for
a large number of periods. We now fill in the details of the simulation exercise.

Distribution of Entrant Quality

First, we explain our definition of restaurant quality and its relation to reviews that
we use in the simulations. We assume that restaurant quality is a permanent feature
of the restaurant. The number of stars a reviewer leaves is a monotone transforma-
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tion of the utility they received from the visit. Utility includes every facet of the
experience including dining experience, price, parking, etc. The average star rating is
thus a measure of the utility that the average reviewer experienced from visiting the
restaurant. Reviewers leave honest reviews. Thus, differences in star ratings across
reviewers reflect differences in reviewer tastes, or potential differences in the idiosyn-
cratic features of the dining experience, such as whether there was an especially long
wait time that day.

We assume that the distribution of quality among new restaurant entrants is equal
to the empirical distribution across restaurants of FinalStarsi, where FinalStarsi is
the average star rating of restaurant i at the time of its last review in our data. The
average star rating on the last review date is typically associated with many reviews
and is therefore a reasonable proxy for the restuarant’s true quality. Figure 7 shows
the estimated empirical distribution of entrant quality for our full sample of non-
chains used in the analysis. The average quality is about 3.77 stars and the standard
deviation is 0.75 stars.

Arrival Rate of Reviews

We model the arrival of new reviews as a Poisson process, where the arrival rate
depends on StarsAvgit. Figure 8 shows the arrival rate per month by StarsAvgit,
which we estimate using a kernel regression of number of new Yelp reviews received
on StarsAvg. Higher-rated restaurants tend to receive more reviews on average. One
explanation for this relationship is that high ratings increase demand, and number
of reviews is positively correlated with demand. Another interpretation could be
that consumers with a high tendency to leave reviews prefer to visit higher rated
restaurants. Our results do not hinge on any one interpretation. In our simulations,
we simply want to capture the arrival rate of reviews that is observed in the data and
we do not attribute the relationship to any causal effect of Yelp.

Star Ratings

When a review arrives, we need to specify a probability distribution over star ratings.
We use a multinomial logit regression to estimate the probability that a restaurant re-
ceives each of the five possible star ratings conditional on true quality, as measured by
FinalStars. To capture nonlinearities, we use a third-order polynomial of FinalStarsi
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in the regression. Figure 9 shows the estimated review probability distribution for
various levels of true quality. There is quite a bit of review dispersion, especially for
restaurants of moderate quality. By construction, the expected value of the star rat-
ing of a new review is almost identical to true quality, since true quality is measured
by FinalStarsi.

Exit Rate

The relationship between AvgStarsit and exit that we feed into the simulations is
shown in Figure 10. To construct this relationship, we start by calibrating the baseline
exit rate at the average star rating to the average exit rate in the data, which is 0.0072.
We then let the exit rate jump discontinuously at rounding thresholds, but only at
the statistically significant discontinuities estimated in Table 2.

Given that the empirical evidence suggests that the star rating only begins to have
a strong effect on exit once the restaurant has accumulated at least ten reviews, we
do not let the reviews start having an impact on the simulated exit decisions until at
least ten reviews have been received, though restaurants can still exit beforehand (in
which case they just exit at the same rate regardless of quality).13

4.1 Simulation Results

Panel A of Table 7 presents the results of the simulation for the full sample. The first
row of the table simply reports the mean of the entrant quality distribution. This
is the simulated average restaurant quality when there is no selective exit – that is,
restaurants of all quality are equally likely to exit. The second row reports simulated
average restaurant quality under our baseline relationships described above. The
difference between the two rows (shown in the column labeled ∆) quantifies the effect
of selective exit due to Yelp on average restaurant quality.

We find that after 10 years, the effect of Yelp is to increase the average restaurant
quality by 0.057 stars over the mean entrant quality. In the long-run steady state, the
effect is even higher at 0.0958 stars. The magnitude of these effects are significant.
The standard deviation of entrant quality is 0.75, so the increase in restaurant quality
due to Yelp is equal to 7.6% of a standard deviation over the 10-year simulation and

13In unreported results, we also verify that our simulation results are robust to the number of
reviews at which we let the differential exit rate kick in.
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12.8% in the steady state.
We also run the simulations separately for the more urban and less urban markets.

To do so, we estimate the distribution of entrant quality, the arrival process of reviews,
the distribution of star ratings of reviews, and the exit rate separately by market and
run the simulations using these market-specific estimates. For the effect of average
star rating on exit in more urban areas, we use the statistically significant estimates
from Table 5, and for less urban areas we use the estimates from Table 6 (which are
essentially zero). Figures 7-10 show the estimates by market. The entrant quality
distribution and the review star distribution are fairly similar across the two sets of
markets. The two main differences across markets are: (i) the exit rate depends on
average star rating for urban markets but not for less urban markets; and (ii) the
arrival rate of reviews is higher and steeper with respect to average rating for more
urban markets. More reviews tightens the relationship between average stars and
true quality, leading to more selective exit for a given relationship between average
stars and exit.

Panels B and C of Table 7 report the results for the more and less urban markets
separately. Since we find no statistically significant discontinuity in exit rate across
star thresholds in the less urban markets, our simulations do not show any effect of
Yelp in the less urban markets. In the more urban markets, our simulations show that
average restaurant quality increases by 0.1874 over a 10-year period and by 0.2350
in the long-run steady state. Yelp therefore appears to increase average restaurant
quality significantly more in more urban markets.

As noted above, there are two main differences between the more and less urban
markets. First, the responsiveness of restaurant exit to Yelp stars is stronger in the
more urban markets. Second, the arrival rate of reviews is higher and steeper with
respect to average rating in more urban markets. To test which of these matters
more, we also simulate the effect of Yelp in the more urban markets using the arrival
rate from the less urban markets. Panel D of Table 7 reports the results from this
simulation, and it shows that equipping a more urban market with the review arrival
rate from a less urban market only lessens the effect of Yelp slightly. Thus, the
main driver of our differential results between more and less urban markets is the
responsiveness of exit to Yelp reviews rather than the difference in the review arrival
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4.2 Discussion

We now discuss some of the responses that our simulations abstract from and explain
why taking them into account should increase our estimates of the effect of social
learning through online platforms on long-run average restaurant quality.

1. Effects of Average Stars on Exit

We only allow changes in StarsRD conditional on AvgStars to affect the exit hazard
in the simulation. But some of the negative relationship between exit hazard and
AvgStars shown in Figure 3 may reflect a causal effect of Yelp on restaurant exit.
Although AvgStars is more difficult to access than the headline, rounded rating,
some consumers may use it to inform their decisions about which restaurants to visit.
In addition, AvgStars may be correlated with other information on Yelp that we are
currently not quantifying, such as the textual content of the reviews, that consumers
use to learn about quality. If we use the exit relationship shown in Figure 3 instead of
Figure 10 in our simulations, our results would be even stronger, as Figure 3 implies
more selective exit than Figure 10. By focusing only on the effects of StarsRdit, and by
zeroing out the effects of negative point estimates that are statistically insignificant,
we argue that our simulation results should be considered as a lower-bound of the
effect of Yelp on long-run average restaurant quality. In addition, we only consider
the effects of Yelp but there are other online platforms that may contribute further
to selective restaurant exit.

2. Investment in quality

Our simulations assume that a restaurant’s quality is stable over time. In practice,
restaurants may be able to improve their quality in general or even incorporate specific
feedback from Yelp reviews to improve quality. Learning should increase the returns
to investment in quality because learning makes profits more sensitive to true quality.

14In unreported results, we also verify that differences in the entrant quality distribution and the
review probability distribution have small effects on the simulation results.
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3. Selective Entry

Our simulations do not allow Yelp to have an effect on restaurant entry, in part
because we do not observe the entry decisions of restaurants. But Yelp may have
improved the quality of new entrants. For example, low quality restaurants should
be less likely to enter if they expect their quality to be signaled quickly to consumers,
and vice versa for high quality restaurants. Accounting for selective entry should
strengthen our results.

In addition, Yelp may be improving consumption amenities by increasing the
size of the restaurant market. The number of restaurants that are open during our
sample period increased steadily from 16,442 to 24,368 from January 2012 to July
2017, consistent with evidence that restaurants appear to be taking over more retail
space in recent years. Our simulations assume that the number of open restaurants
at any point in time is constant and not affected by Yelp, and so our simulations do
not account for a market size channel.

5 Conclusion

Using a regression discontinuity design, we show that restaurants are more likely to
exit when they receive low ratings on Yelp. Simulations based on the estimated rela-
tionship between Yelp reviews and restaurant exit show that social learning through
Yelp increases the average quality of restaurants in the long run. The effect of social
learning on average quality is especially strong in more urban markets, e.g. those
that are closer to the city center, and have younger and more educated populations.

Since restaurants are an important component of local consumption amenities,
our results suggest that growth in online review platforms and related information
technologies may be a contributing factor in gentrification and urban revival. More-
over, the mechanisms through which social learning improve restaurant quality in
urban areas likely apply to other local goods such as entertainment and services, po-
tentially leading to even larger effects of social learning on the improvement of urban
consumption amenities.

17



References

Acemoglu, Daron, Ali Makhdoumi, Azarakhsh Malekian, and Asuman
Ozdaglar, “Fast and slow learning from reviews,” Technical Report, National Bu-
reau of Economic Research 2017.

Anderson, Michael and Jeremy Magruder, “Learning from the crowd: Re-
gression discontinuity estimates of the effects of an online review database,” The
Economic Journal, 2012, 122 (563), 957–989.

Anenberg, Elliot and Edward Kung, “Information technology and product va-
riety in the city: The case of food trucks,” Journal of Urban Economics, 2015, 90,
60 – 78.

Avery, Christopher, Paul Resnick, and Richard Zeckhauser, “The market for
evaluations,” American Economic Review, 1999, 89 (3), 564–584.

Banerjee, Abhijit V., “A Simple Model of Herd Behavior,” Quarterly Journal of
Economics, 1992, 107 (3), 797–817.

Bar-Isaac, Heski, Guillermo Caruana, and Vicente Cuñat, “Search, design,
and market structure,” American Economic Review, 2012, 102 (2), 1140–60.

Baum-Snow, Nathaniel and Daniel A Hartley, “Accounting for central neigh-
borhood change, 1980-2010,” 2016.

Becker, Gary S., “A Note on Restaurant Pricing and Other Examples of Social
Influences on Price,” Journal of Political Economy, 1991, 99 (5), 1109–1116.

Berry, Steven and Joel Waldfogel, “Product Quality and Market Size,” Journal
of Industrial Economics, 2010, 58 (1), 1–31.

Bikhchandani, Sushil, David Hershleifer, and Ivo Welch, “A Theory of Fads,
Fashion, Custom, and Cultural Change as Informational Cascades,” Journal of
Political Economy, 1992, 100 (5), 992–1026.

, , and , “Learning from the Behavior of Others: Conformity, Fads, and
Informational Cascades,” Journal of Economic Perspectives, 1998, 12 (3), 151–170.

18



Boustan, Leah Platt, Robert A Margo, Matthew M Miller, James M
Reeves, and Justin P Steil, “Does Condominium Development Lead to Gentri-
fication?,” Working Paper 26170, National Bureau of Economic Research August
2019.

Brynjolfsson, Erik, Yu Hu, and Duncan Simester, “Goodbye pareto principle,
hello long tail: The effect of search costs on the concentration of product sales,”
Management Science, 2011, 57 (8), 1373–1386.

Cabral, Luís and Ali Hortaçsu, “The Dynamics of Seller Reputation: Evidence
from Ebay,” Journal if Industrial Economics, 2010, 58 (1), 54–78.

Cai, Hongbin, Yuyu Chen, and Hanming Fang, “Observational learning: Ev-
idence from a randomized natural field experiment,” American Economic Review,
2009, 99 (3), 864–82.

Calonico, Sebastian, Matias D. Cattaneo, and Rocio Titiunik, “Robust Non-
parametric Confidence Intervals for Regression-Discontinuity Designs,” Economet-
rica, 2014, 82 (6), 2295–2326.

, , Max H. Farrel, and Rocio Titiunik, “Software for Regression-
Discontinuity Designs,” Stata Journal, 2017, 17 (2), 372–404.

, Matias D Cattaneo, Max H Farrell, and Rocio Titiunik, “Regression
discontinuity designs using covariates,” Review of Economics and Statistics, 2019,
101 (3), 442–451.

Cosman, Jacob, “Industry Dynamics and the Value of Variety in Nightlife: Evidence
from Chicago,” Working Paper, Carey Business School, Johns Hopkins University
2017.

Couture, Victor and Jessie Handbury, “Urban Revival in America, 2000 to
2010,” Working Paper 24084, National Bureau of Economic Research November
2017.

Davis, Donald R, Jonathan I Dingel, Joan Monras, and Eduardo Morales,
“How Segregated is Urban Consumption?,” Technical Report, National Bureau of
Economic Research 2017.

19



Edlund, Lena, Cecilia Machado, and Maria Micaela Sviatschi, “Bright minds,
big rent: gentrification and the rising returns to skill,” Technical Report, National
Bureau of Economic Research 2015.

Ellen, Ingrid Gould, Keren Mertens Horn, and Davin Reed, “Has Falling
Crime Invited Gentrification?,” 2017.

Fang, Limin, “Evaluating the Effects of Online Review Platforms on Restau-
rant Revenues, Consumer Learning and Welfare,” Technical Report, University
of Toronto 2018.

Gaspar, Jess and Edward L. Glaeser, “Information Technology and the Future
of Cities,” Journal of Urban Economics, 1998, 43 (1), 136–156.

George, Lisa and Joel Waldfogel, “Who Affects Whom in Daily Newspaper Mar-
kets?,” Journal of Political Economy, 2003, 111 (4), 765–784.

Glaeser, Edward L., Bruce I. Sacerdote, and Jose A. Scheinkman, “The
Social Multiplier,” Journal of the European Economic Association, 2003, 1, 345–
353.

Glaeser, Edward L, Hyunjin Kim, and Michael Luca, “Nowcasting the Local
Economy: Using Yelp Data to Measure Economic Activity,” Technical Report,
National Bureau of Economic Research 2017.

, Jed Kolko, and Albert Saiz, “Consumer city,” Journal of economic geography,
2001, 1 (1), 27–50.

, Scott Duke Kominers, Michael Luca, and Nikhil Naik, “Big Data and
Big Cities: The Promises and Limitations of Improved Measures of Urban Life,”
Technical Report, National Bureau of Economic Research 2015.

Goldfarb, Avi and Catherine Tucker, “Digital economics,” Journal of Economic
Literature, 2019, 57 (1), 3–43.

Hahn, Jinyong, Petra Todd, and Wilbert Van der Klaauw, “Identification and
Estimation of Treatment Effects with a Regression-Discontinuity Design,” Econo-
metrica, 2001, 69 (1), 201–209.

20



Holian, Matthew J and Matthew E Kahn, “Household demand for low carbon
policies: Evidence from California,” Journal of the Association of Environmental
and Resource Economists, 2015, 2 (2), 205–234.

Imbens, Guido W. and Thomas Lemieux, “Regression Discontinuity Design: A
Guide to Practice,” Journal of Econometrics, 2008, 142 (2), 615–635.

Jin, Ginger Zhe and Phillip Leslie, “The Effect of Information on Product Qual-
ity: Evidence from Restaurant Hygiene Grade Cards,” Quarterly Journal of Eco-
nomics, 2003, 118 (2), 409–451.

and , “Reputational Incentives for Restaurant Hygiene,” American Economic
Journal: Microeconomics, 2009, 1 (1), 237–67.

Kuang, Chun, “Does quality matter in local consumption amenities? An empirical
investigation with Yelp,” Journal of Urban Economics, 2017, 100, 1–18.

Luca, Dara Lee and Michael Luca, “Survival of the fittest: the impact of the
minimum wage on firm exit,” Technical Report, National Bureau of Economic
Research 2019.

Luca, Michael, “Reviews, reputation, and revenue: The case of Yelp. com,” Harvard
Business School NOM Unit Working Paper, 2011, (12-016).

and Georgios Zervas, “Fake It Till You Make It: Reputation, Competition, and
Yelp Review Fraud,” Management Science, 2016, 62 (12), 3412–3427.

Moretti, Enrico, “Social Learning and Peer Effects in Consumption: Evidence from
Movie Sales,” Review of Economic Studies, 2011, 78, 356–393.

Schiff, Nathan, “Cities and Product Variety,” Journal of Economic Geography,
2015.

Sinai, Todd and Joel Waldfogel, “Geography and the Internet: Is the Internet
a Substitute or a Complement for Cities?,” Journal of Urban Economics, 2004, 56
(1), 1–24.

Smith, Michael D and Erik Brynjolfsson, “Consumer decision-making at an
Internet shopbot: Brand still matters,” The Journal of Industrial Economics, 2001,
49 (4), 541–558.

21



Su, Yichen, “The Rising Value of Time and the Origin of Urban Gentrification,”
Stanford University, 2018.

Tadelis, Steven, “What’s in a Name? Reputation as a Tradeable Asset,” American
Economic Review, 1999, 89 (3), 548–563.

Waldfogel, Joel and Lu Chen, “Does information undermine brand? Informa-
tion intermediary use and preference for branded web retailers,” The Journal of
Industrial Economics, 2006, 54 (4), 425–449.

Yang, Huanxing, “Targeted search and the long tail effect,” The RAND Journal of
Economics, 2013, 44 (4), 733–756.

Zhang, Laurina, “Intellectual property strategy and the long tail: Evidence from
the recorded music industry,” Management Science, 2016, 64 (1), 24–42.

22



Figure 1: Cumulative Number of Yelp Reviews, millions, 2005-2018

Source: Yelp.
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Figure 2: Comparison of Yelp Data to ZIP Code Business Patterns Data
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Notes: Each data point represents a zipcode-year. On Y-axis we plot the number of restau-
rants, bars, and coffee shops in the U.S. Yelp data, taking first review date as entry date and
last review date as exit date (for closed restaurants). On the X-axis, we plot the number of
eating and drinking places reported in the ZBP (NAICS 2012 code 7224 or 7225).
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Figure 3: Effect of Average Yelp Stars on Restaurant Exit–Non-Chains
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Note: Kernel regression of monthly exit indicator on the average Yelp star rating at start
of month, estimated separately within rounding thresholds. Circles show sample averages
within each 0.1-star bin. Dotted lines denote the 95 percent confidence interval. Sample is
restricted to non-chain restaurants with at least 10 reviews at month start.
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Figure 4: Covariate Balance Test Across Rounding Thresholds
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Note: Kernel regression of various outcomes on the average Yelp star rating at start of
month, estimated separately within rounding thresholds. Circles show sample averages
within each 0.1-star bin. Dotted lines denote the 95 percent confidence interval. Sample is
restricted to non-chain restaurants with at least 10 reviews at month start.
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Figure 5: Effect of Average Yelp Stars on Restaurant Exit: Chains
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Note: Kernel regression of monthly exit indicator on the average Yelp star rating at start
of month, estimated separately within rounding thresholds. Circles show sample averages
within each 0.1-star bin. Dotted lines denote the 95 percent confidence interval. Sample is
restricted to chain restaurants with at least 10 reviews at month start.
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Figure 6: Effect of Average Yelp Stars on Restaurant Exit: Non-Chains, <10 Reviews
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Note: Kernel regression of monthly exit indicator on the average Yelp star rating at start
of month, estimated separately within rounding thresholds. Circles show sample averages
within each 0.1-star bin. Dotted lines denote the 95 percent confidence interval. Sample is
restricted to non-chain restaurants with less than 10 reviews at month start.
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Figure 7: Empirical Distribution of FinalStars
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Note: Graph shows a kernel density estimate using an epanechnikov kernel.
FinalStars is the average star rating of each restaurant at the time of its last re-
view in our data. More Urban and Less Urban show the estimated density when the
sample is restricted to restaurants located in more and less urban zipcodes, respec-
tively. Zipcodes are classified using the procedure described in Section 3.1.
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Figure 8: Arrival Rate of New Reviews
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Kernel regression of number of new Yelp reviews received on average star rating at
month start. More Urban and Less Urban show the estimated arrival rate when the
sample is restricted to restaurants located in more and less urban zipcodes, respec-
tively. Zipcodes are classified using the procedure described in Section 3.1.
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Figure 9: Estimated Star Distribution of New Reviews
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Note: Chart shows predicted probability of receiving each star rating conditional on
the restaurant’s true quality. Estimates come from a multinomial logit regression.
More Urban and Less Urban show the estimated distributions when the sample is re-
stricted to restaurants located in more and less urban zipcodes, respectively. Zipcodes
are classified using the procedure described in Section 3.1.
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Figure 10: Exit Rate used in Simulation
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Note: Graph shows relationship between AvgStarsit and exit that we use in the sim-
ulations. We start by calibrating the baseline exit rate at the average star rating to
the average exit rate in the data, which is 0.0072 for the full sample, 0.009 for the
more urban areas, and 0.0055 for the less urban sample. We then let the exit rate
jump discontinuously at rounding thresholds, but only at the statistically significant
discontinuities estimated in Tables 2, 5, and 5.
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Table 1: Summary Statistics

Restaurant Counts Number Share of Total Review Counts Number Share of Total

Total 33,231 - Total 2,381,072 -

Open as of July 2017 24,368 73.3% 1 star 270,204 11.3%
Closed as of July 2017 8,863 26.7% 2 star 227,259 9.5%

3 star 317,086 13.3%
Chains 7,680 23.1% 4 star 636,827 26.7%
Non-Chains 25,551 76.9% 5 star 928,796 39.0%

Akron 713 2.1% Monthly Exit Hazard† Percent
Champaign-Urbana 646 1.9% Chains 0.17%
Charlotte 4,146 12.5% Non-Chains 0.72%
Cleveland 4,258 12.8%
Las Vegas 7,351 22.1% Reviews per Month† Number
Madison 1,644 4.9% Chains 0.843
Phoenix 10,700 32.2% Non-Chains 1.322
Pittsburgh 3,773 11.4%

Note: Summarizes data on U.S. restaurants, bars, and coffee shops from the 10th round Yelp Dataset Challenge. †Monthly
exit hazard and number of reviews per month computed using data starting 2012 in order to reflect the data used for dis-
continuity analysis. Counts of restaurants and counts of reviews are computed using the entire dataset in order to reflect
the total coverage of the data.
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Table 2: RD Estimates of Star Rounding Thresholds on Monthly Exit Probability:
Non-Chains

Threshold
2.25 2.75 3.25 3.75 4.25 4.75

RD_Estimate −0.0069 0.0008 −0.0040*** −0.0007 0.0001 0.0048
(0.0076) (0.0029) (0.0014) (0.0011) (0.0016) (0.0039)

Observations 5,543 22,381 66,484 86,512 46,100 5,596
Bandwidth 0.096 0.111 0.141 0.131 0.106 0.058
Significance levels: * p<0.1, ** p<0.05, *** p<0.01

Note: Estimates are produced using the method of Calonico et al. (2019).

Table 3: Placebo Test for Discontinuities around Non-Rounding Thresholds: Non-
Chains

Threshold
2.5 3.0 3.5 4.0 4.5

RD_Estimate 0.0019 0.0007 −0.0013 0.0004 0.0024
(0.0048) (0.0022) (0.0012) (0.0012) (0.0015)

Observations 10,556 44,460 86,054 77,477 35,927
Bandwidth 0.087 0.130 0.136 0.120 0.138
Significance levels: * p<0.1, ** p<0.05, *** p<0.01

Note: Estimates are produced using the method of Calonico et al. (2019).
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Table 4: Relationship of Local Characteristics to Yelp Reviews
Average Monthly Reviews Per Restaurant

(1)
log(Population) 0.017

(0.029)
Share young (18-34) 0.513*

(0.275)
College share (BA+) 2.036***

(0.203)
Share households w children −1.292***

(0.295)
Distance to CBD (miles) −0.023***

(0.005)
Champaign-Urbana −0.077

(0.191)
Charlotte 0.512***

(0.151)
Cleveland 0.279*

(0.143)
Las Vegas 2.228***

(0.153)
Madison −0.026

(0.167)
Phoenix 1.373***

(0.143)
Pittsburgh 0.107

(0.138)
Observations 454
Significance levels: * p<0.1, ** p<0.05, *** p<0.01
Note: The omitted CBSA is Akron, OH.

OLS regression of zipcode average monthly reviews per restaurant on zipcode char-
acteristics measured from the 2010 Census. MSA names indicate dummy variables
for the MSA that the zipcode is located in.
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Table 5: RD Estimates of Star Rounding Thresholds on Exit Probability: Non-
Chains, More Urban Areas

Threshold
2.25 2.75 3.25 3.75 4.25 4.75

RD_Estimate −0.0103 −0.0103** −0.0068*** −0.0036* −0.0015 0.0062
(0.0117) (0.0047) (0.0024) (0.0019) (0.0023) (0.0057)

Observations 2,484 9,462 28,837 37,666 29,490 3,433
Bandwidth 0.084 0.098 0.122 0.119 0.143 0.067
Significance levels: * p<0.1, ** p<0.05, *** p<0.01

Note: Estimates are produced using the method of Calonico et al. (2019). Sample
restricted to restaurants located in more urban zipcodes, as defined in the main text.

Table 6: RD Estimates of Star Rounding Thresholds on Exit Probability: Non-
Chains, Less Urban Areas

Threshold
2.25 2.75 3.25 3.75 4.25 4.75

RD_Estimate −0.0029 0.0078 −0.0032 0.0018 0.0025 −0.0017
(0.0077) (0.0054) (0.0022) (0.0014) (0.0019) (0.0035)

Observations 4,568 8,001 22,473 41,087 23,124 2,885
Bandwidth 0.143 0.078 0.096 0.117 0.099 0.065
Significance levels: * p<0.1, ** p<0.05, *** p<0.01

Note: Estimates are produced using the method of Calonico et al. (2019). Sample
restricted to restaurants located in less urban zipcodes, as defined in the main text.
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Table 7: Simulation Results

10 years Steady State
Avg Stars ∆ Avg Stars ∆

Panel A: Full Sample
Mean Entrant Quality 3.7664 - 3.7664 -
Mean Quality 3.8234 0.0570 3.8622 0.0958

Panel B: More Urban Markets
Mean Entrant Quality 3.8241 - 3.8241 -
Mean Quality 4.0115 0.1874 4.0591 0.2350

Panel C: Less Urban Markets
Mean Entrant Quality 3.7062 - 3.7062 -
Mean Quality 3.7059 -0.0003 3.7064 0.0002

DID, More vs Less Urban 0.1877 0.2348

Panel D: More Urban Markets, with
Less Urban review arrival rate

Mean Quality 4.0093 - 4.0569 -
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A Yelp’s web interface

Figure 11 shows an example of Yelp’s web interface and illustrates the prominence
of the headline rounded star rating StarsRd, as well as the complication involved in
calculating the underlying star average StarsAvg. The first screenshot shows the top
three results from a search of “restaurants” for the location “Phoenix, AZ” on Yelp’s
website. Information in the search results includes restaurant name, number of re-
views, rounded headline rating, address, cuisine type, expenditure category, among
other information. Users interested in knowing more about a specific restaurant may
click on it to access the restaurant’s individual Yelp page for more information includ-
ing detailed reviews. As is shown in the second screenshot, the Arrogant Butcher has
a rounded rating of 4 stars, with 2,255 reviews. Some photos are also shown along
with basic information. To view a breakdown of The Arrogant Butcher’s individual
ratings, users have to click on the “Details” button next to the number of reviews
on its Yelp page. It should be noted that the “Details” button is only available in
Yelp’s desktop web interface, and not its mobile application or mobile web interface.15

The third screenshot shows what happens when the “Details” button is clicked. A
histogram is presented of all 2,255 reviews received for The Arrogant Butcher. There
were 877 5-star reviews, 714 4-star reviews, 370 3-star reviews, 195 2-star reviews, and
99 1-star reviews. Given this breakdown, the unrounded average for The Arrogant
Butcher is 3.920, which rounds to 4.

B Representativeness of the Yelp Data

Reviews started appearing in the data as early as late-2004/early-2005 for all metro
areas in our sample. However, we need to consider the timing of reviews and the
representativeness of the sample carefully, as Yelp was only founded in 2004 and has
steadily grown in popularity since. Since Yelp data relies primarily on user inputs,
data from earlier years may not be representative of the whole restaurant industry in
our metro areas.

15According to Yelp factsheet (https://www.yelp.com/factsheet), as of June 30, the average
monthly unique users on mobile app, mobile web, and desktop are 37, 77, and 62 millions, re-
spectively. In the most recent quarter, 79% of searches are done on a mobile device. Given the
popularity of Yelp’s mobile interface as well as the extra steps needed to calculate the precise rat-
ings, it would be fair to assume that the average Yelp user interpret the headline star as restaurant
quality.
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Figure 12 explores the timing of reviews in our sample. Panel A shows the distri-
bution of review dates for all reviews. The number of reviews increases steadily over
time from 2005, reflecting the continued growth and influence of Yelp as an online
review platform. Panel B shows the distribution of review dates for only the first
reviews of each restaurant. The number of first reviews exhibits an increasing trend
from 2005 to 2011, after which it begins to decline. The increase from 2005 to 2011
appears to reflect the growth of Yelp as a platform, while the decline appears to be
driven by the natural churn of new restaurants opening for business and existing ones
shutting down. This is made clearer in Panels C and D, which show the distribution
of first review dates for restaurants that are open or closed, respectively, at the time
of data release.16 Both panels show an increasing trend in the number of first reviews
from 2005 to 2011, but the number of first reviews after 2011 stays roughly constant
for open restaurants, while the number of first reviews for closed restaurants declines
after 2011. This is roughly the pattern one would expect if there were a constant rate
of new restaurants opening and old restaurants shutting down, and if closed restau-
rants are kept in the data after shutting down. Finally, Panels E and F show the
distribution of last review dates for open and closed restaurants. As expected, almost
all of the open restaurants were last reviewed near in time to the data release (sug-
gesting that Yelp remains an active platform even for well established restaurants),
whereas closed restaurants exhibit a more varied distribution in last review dates.

The timing of reviews suggests that the effect of Yelp’s growth as a platform on
the comprehensiveness of Yelp’s restaurant listings is fully seasoned in by 2011. To
verify this further, we compare our restaurant sample to data in the Census Bureau’s
ZIP Code Business Patterns (ZBP) files for 2012-2015. For each zipcode-year, we
count the number of restaurants present in our Yelp sample, taking first review date
as the entry date and last review date as the exit date for each business (exit date only
for closed businesses). We then compare this to the number of eating and drinking
places reported in the ZBP, also at the zipcode-year level.17 Figure 2 in the main
text plots the results, and shows that the two datasets are closely correlated. Errors
may be due to a variety of reasons, including differences in how establishments are

16Open or closed status is reported in the Yelp dataset. However, the date of closing is not
reported. Thus, we only know if the restaurant is open or closed at the time of data release (July
26, 2017).

17Eating and drinking places are identified in the ZBP using NAICS 2012 codes 7224 “Drinking
Places (Alcoholic Beverages)” and 7225 “Restaurants and Other Eating Places.”

39



classified,18 or whether the establishment has employees.19

Comparability of Yelp ratings across local markets with different demographics
is also important for our analysis, as we are using Yelp ratings to measure quality.
If reviewers in different areas apply different standards in evaluating restaurants, it
would render Yelp ratings unsuitable for cross-market analysis. To better understand
the spatial pattern of restaurant reviews, we explore the distribution of reviews (i)
across metro areas for a well-established chain restaurant, namely, McDonald’s, and
(ii) within metro for all restaurants in zipcodes that vary in their distance to the city
center. We present the inter-metro review distributions for McDonald’s in Figure 13,
and the intra-metro review distributions for all restaurants in each of the four quartiles
in terms of their (zipcode) distance to CBD in Figure 14. Zipcodes in the 1st quartile
are the closest to the city center, while zipcodes in the 4th quartile are the farthest
out. In general, there does not appear to be a spatial pattern in the distribution
of reviews across or within metros. Specifically, the distribution of reviews does not
appear to be systematically skewed towards lower ratings in denser markets due to
the notion that urban consumers might be pickier.

C Robustness to Bandwidth Selection

Tables 8, 9, and 10 replicate the results of Tables 2, 5, and 6, using different choices
of bandwidth. The results show that in both the full and the more urban sample, the
discontinuity at 3.25 is very robust to the choice of bandwidth. In the more urban
sample, the discontinuities at 2.75 and 3.75 are somewhat sensitive to bandwidth
selection, although we would be more concerned with the interpretation of our results
if the discontinuities were only estimated at larger bandwidths. In the less urban
sample, there is no pattern of finding statistically significant discontinuities across

18In Yelp, businesses can be tagged with multiple categories whereas in the ZBP each establish-
ment receives only one NAICS code based on its primary business activity. Thus, a grocery store
with an attached cafe may be included in our Yelp restaurant sample but not be classified as an
eating or drinking place in the ZBP. Interestingly, this can explain the outlier in the top right corner
of each graph in Figure 2. This zipcode just happens to be the Las Vegas strip, and it is possible
that there are many eating and drinking places located within hotels that are not counted as sepa-
rate establishments by the ZBP, but have separate Yelp listings. This leads to an “over-counting”
of restaurants in Yelp relative to the ZBP, but in actuality the Yelp sample may represent a more
accurate picture of the choices facing consumers than the ZBP data does. See Glaeser et al. (2017)
for a further discussion on the comparison of Yelp to ZBP data.

19ZBP does not count establishments without payroll.
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rounding thresholds.
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Figure 11: Yelp Website Interface

1. First three (non-sponsored) search results for “restaurants” in “Phoenix, AZ”
(accessed on August 21, 2019)

2. Top of a restaurant page for The Arrogant Butcher

3. Rating details page for The Arrogant Butcher
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Figure 12: Timing of Reviews
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Notes: Summarizes timing of reviews on U.S. restaurants, bars, and coffee shops from the 10th round Yelp Dataset Challenge. Panel A: all reviews. Panel B: all first
reviews for businesses. Panel C: first reviews for businesses that are still open at the time of data release. Panel D: first reviews for businesses that are closed at time
of data release. Panel E: last reviews for businesses that are still open at the time of data release. Panel F: last reviews for businesses that are closed at time of data
release.
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Figure 13: Distribution of Reviews for McDonald’s across Metro
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Notes: The graph plots the distributions of reviews for McDonald’s separately for
each of the eight metro areas in our sample.
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Figure 14: Distribution of Reviews for All Restaurants by Quartiles of Distance to
CBD
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Notes: The graph plots the distributions of reviews for all restaurants in zipcodes by
quartiles in terms of distance to CBD. Zipcodes in the 1st quartile are the closest to
the city center, while zipcodes in the 4th quartile are the farthest out.
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Table 8: Robustness to Bandwidth Selection (Full Sample)

Dep var: Exit
Bandwidth: h=0.25 h=0.2 h=0.15 h=0.1 h=auto

Threshold = 2.25

1[Avgstars > 2.25] −0.0034 −0.0017 −0.0039 −0.0074 −0.0069
(0.0037) (0.0045) (0.0056) (0.0072) (0.0076)

Observations 17,588 12,570 8,677 5,860 5,543
Bandwidth 0.250 0.200 0.150 0.100 0.096

Threshold = 2.75

1[Avgstars > 2.75] 0.0006 −0.0004 0.0009 −0.0008 0.0008
(0.0018) (0.0020) (0.0025) (0.0032) (0.0029)

Observations 58,374 42,449 29,614 20,231 22,381
Bandwidth 0.250 0.200 0.150 0.100 0.111

Threshold = 3.25

1[Avgstars > 3.25] −0.0034*** −0.0036*** −0.0041*** −0.0042** −0.0040***
(0.0010) (0.0012) (0.0014) (0.0017) (0.0014)

Observations 128,153 96,178 69,036 47,574 66,484
Bandwidth 0.250 0.200 0.150 0.100 0.141

Threshold = 3.75

1[Avgstars > 3.75] −0.0001 −0.0008 −0.0005 −0.0007 −0.0007
(0.0008) (0.0009) (0.0010) (0.0013) (0.0011)

Observations 176,497 133,910 97,587 66,395 86,512
Bandwidth 0.250 0.200 0.150 0.100 0.131

Threshold = 4.25

1[Avgstars > 4.25] 0.0009 0.0007 0.0009 −0.0002 0.0001
(0.0009) (0.0011) (0.0013) (0.0017) (0.0016)

Observations 120,362 90,163 64,391 44,383 46,100
Bandwidth 0.250 0.200 0.150 0.100 0.106

Threshold = 4.75

1[Avgstars > 4.75] −0.0007 −0.0008 −0.0005 0.0014 0.0048
(0.0020) (0.0023) (0.0027) (0.0031) (0.0039)

Observations 30,746 21,753 14,977 10,009 5,596
Bandwidth 0.250 0.200 0.150 0.100 0.058

Note: Replicates the results of Table 2 with different choices of bandwidth.
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Table 9: Robustness to Bandwidth Selection (More Urban Markets)

Dep var: Exit
Bandwidth: h=0.25 h=0.2 h=0.15 h=0.1 h=auto

Threshold = 2.25

1[Avgstars > 2.25] −0.0015 −0.0003 −0.0026 −0.0086 −0.0103
(0.0056) (0.0066) (0.0082) (0.0108) (0.0117)

Observations 8,214 5,933 4,065 2,789 2,484
Bandwidth 0.250 0.200 0.150 0.100 0.084

Threshold = 2.75

1[Avgstars > 2.75] 0.0001 −0.0031 −0.0033 −0.0098** −0.0103**
(0.0028) (0.0031) (0.0038) (0.0047) (0.0047)

Observations 28,427 20,714 14,733 9,766 9,462
Bandwidth 0.250 0.200 0.150 0.100 0.098

Threshold = 3.25

1[Avgstars > 3.25] −0.0061*** −0.0066*** −0.0061*** −0.0055** −0.0068***
(0.0016) (0.0018) (0.0021) (0.0026) (0.0024)

Observations 63,579 48,042 34,751 23,755 28,837
Bandwidth 0.250 0.200 0.150 0.100 0.122

Threshold = 3.75

1[Avgstars > 3.75] −0.0016 −0.0025* −0.0024 −0.0039* −0.0036*
(0.0012) (0.0014) (0.0017) (0.0022) (0.0019)

Observations 84,046 64,186 46,828 31,615 37,666
Bandwidth 0.250 0.200 0.150 0.100 0.119

Threshold = 4.25

1[Avgstars > 4.25] −0.0001 −0.0008 −0.0011 −0.0027 −0.0015
(0.0016) (0.0018) (0.0022) (0.0028) (0.0023)

Observations 55,767 42,055 30,311 20,838 29,490
Bandwidth 0.250 0.200 0.150 0.100 0.143

Threshold = 4.75

1[Avgstars > 4.75] −0.0005 −0.0004 −0.0005 0.0007 0.0062
(0.0029) (0.0034) (0.0041) (0.0048) (0.0057)

Observations 15,441 11,101 7,847 5,303 3,433
Bandwidth 0.250 0.200 0.150 0.100 0.067

Note: Replicates the results of Table 5 with different choices of bandwidth.
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Table 10: Robustness to Bandwidth Selection (Less Urban Markets)

Dep var: Exit
Bandwidth: h=0.25 h=0.2 h=0.15 h=0.1 h=auto

Threshold = 2.25

1[Avgstars > 2.25] −0.0043 −0.0021 −0.0035 −0.0056 −0.0029
(0.0050) (0.0061) (0.0075) (0.0096) (0.0077)

Observations 9,374 6,637 4,612 3,071 4,568
Bandwidth 0.250 0.200 0.150 0.100 0.143

Threshold = 2.75

1[Avgstars > 2.75] 0.0012 0.0023 0.0053 0.0079* 0.0078
(0.0022) (0.0026) (0.0032) (0.0043) (0.0054)

Observations 29,947 21,735 14,881 10,465 8,001
Bandwidth 0.250 0.200 0.150 0.100 0.078

Threshold = 3.25

1[Avgstars > 3.25] −0.0008 −0.0008 −0.0021 −0.0029 −0.0032
(0.0013) (0.0015) (0.0018) (0.0021) (0.0022)

Observations 64,574 48,136 34,285 23,819 22,473
Bandwidth 0.250 0.200 0.150 0.100 0.096

Threshold = 3.75

1[Avgstars > 3.75] 0.0014 0.0010 0.0013 0.0024 0.0018
(0.0009) (0.0010) (0.0012) (0.0015) (0.0014)

Observations 92,451 69,724 50,759 34,780 41,087
Bandwidth 0.250 0.200 0.150 0.100 0.117

Threshold = 4.25

1[Avgstars > 4.25] 0.0018 0.0020 0.0026* 0.0020 0.0025
(0.0011) (0.0013) (0.0015) (0.0019) (0.0019)

Observations 64,595 48,108 34,080 23,545 23,124
Bandwidth 0.250 0.200 0.150 0.100 0.099

Threshold = 4.75

1[Avgstars > 4.75] −0.0008 −0.0010 −0.0009 0.0018 −0.0017
(0.0026) (0.0029) (0.0034) (0.0037) (0.0035)

Observations 15,305 10,652 7,130 4,706 2,885
Bandwidth 0.250 0.200 0.150 0.100 0.065

Note: Replicates the results of Table 6 with different choices of bandwidth.
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