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Abstract

We develop a frequency domain Þlter to extract the cyclical compo-
nent of a series that easily handles stochastic and deterministic trends.
We assess its goodness of Þt properties relative to the known cyclical
component, as well as some popular time domain Þlters such as the
Hodrick-Prescott (1980) Þlter. We apply the Þlter to U.S. real GDP
data and also analyze the cyclical properties of the price level.

Keywords: Deterministic and stochastic trends, Discrete Fourier trans-
form, Distributed lag, Integrated process, Nonstationary time series,
Two sided spectral BN decomposition.
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1 Introduction1

At least since Burns and Mitchell (1946), economists have been interested
in developing methods for extracting �business cycle� components from the
level of a time series. One important practical issue, for example, is how
to extract the cyclical component from real GDP. Modern approaches to
this problem include removal of polynomial functions of time, Þrst differenc-
ing, and application of the Hodrick-Prescott2 (1980) Þlter, among others.
Given the proliferation of these time domain techniques to extracting the
cyclical component, one might want to know which approach, if any, is op-
timal. If one accepts Burns and Mitchell�s deÞnition that the business cycle
is ßuctuations of real GDP with a speciÞc periodicity (between 6 and 32
quarters), the answer is relatively clear using frequency domain techniques.
The problem arises in trying to map this approach back to the time domain.
In particular, the exact band-pass Þlter is a moving average of inÞnite order
in the time-domain. For this reason, Baxter and King (1999), as well as
Christiano and Fitzgerald (1999), construct a time domain approximation
to the exact Þlter that satisÞes a particular set of criteria.

Here we wish to avoid the �time-domain� approximation error by ap-
proaching the problem in the frequency domain. One of the important
drawbacks to frequency domain Þltering, noted by Baxter and King (1999,
p. 580), is that since most economic time series are likely to have nonsta-
tionary components, it is necessary to Þlter the series prior to taking its
Fourier transform. The problem is that such pre-Þltering can be distor-
tionary.3 The main contribution of this chapter, which draws heavily on
asymptotic results in Corbae, Ouliaris, and Phillips (2002), is to suggest a
new frequency domain methodology for extracting speciÞc components that
does not require any pre-Þltering in the time-domain. Our approach yields
an approximation to the ideal band-pass Þlter that is

√
n consistent in the

presence of deterministic and stochastic trends. As this paper will show it
also has extremely good properties for samples the size of post-WWII data.

Corbae, Ouliaris, and Phillips (2002) provided an asymptotic analysis
of frequency domain regression with trending data for the two cases of sta-
tionary and cointegrated nonstationary data. They considered both semi-

1Paper for Econometric Theory and Practice: Frontiers of Analysis and Applied Re-
search: Essays in Honor of Peter C. B. Phillips, Cambridge University Press.

2See Prescott (1986) for a description of this Þlter.
3A second objection to frequency domain methods suggested by Baxter and King has

to do with ease of computation. In particular, frequency domain methods have to be
re-computed if the sample data changes.
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parametric and fully nonparametric formulations of the standard regression
model. In dealing with the nonstationary case, the paper introduced some
new methods for obtaining a limit theory for discrete Fourier transforms
of integrated time series. This work extended and simpliÞed some earlier
asymptotic theory given in Phillips (1991) and developed a theory for spec-
tral estimates in the nonstationary case. In particular, it was shown that the
discrete Fourier transform of an I(1) process generates frequency responses
that are necessarily spatially (i.e., frequency-wise) dependent across all the
fundamental frequencies, even in the limit as the sample size n→∞, due to
leakage from the zero frequency component. This leakage is strong enough
to ensure that smoothed periodogram estimates of the spectrum away from
the origin are inconsistent at all frequencies ω 6= 0. In this paper, we show
that the techniques and results given in Corbae, Ouliaris, and Phillips (2002)
can be utilized to avoid the pitfalls of frequency domain Þltering.

This paper is organized as follows. In section II, we discuss in depth the
potential problems associated with band-pass Þlters. In section III, we show
how our techniques can be applied to remedy these problems. In section
IV, we conduct some Monte Carlo experiments to assess the small sample
properties of our suggested approach. In section V, we apply our results
to two empirical studies: the extraction of business cycles and the cyclical
relationship between output and prices. Section VI provides concluding
remarks.

2 Pitfalls in Extracting Business Cycles

As discussed in the introduction, if one accepts the Burns and Mitchell
(1946) deÞnition of the business cycle as all ßuctuations in the level of a
series within a speciÞed range of periodicities, then the ideal Þlter is simply
the band-pass Þlter that extracts components of the time series with periodic
ßuctuations between 6 and 32 quarters. It can be shown that the exact band-
pass Þlter is a double-sided moving average of the original series of inÞnite
order with known weights. It follows that if we want to estimate the Þlter
starting from the time-domain, an approximation to the correct result is
necessary.

The objective of Baxter and King (1999) is to generate the best approx-
imation subject to certain constraints.4 One constraint is that the Þlter

4The constraints as elucidated by Baxter and King are: (1) the Þlter should extract
a speciÞed range of periodicities and leave the properties of this extracted component
unaffected, (2) the Þlter should not introduce phase shift, (3) an approximation to the
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should eliminate nonstationary (deterministic or stochastic) trends. Baxter
and King show that if a symmetric moving average has weights that sum to
zero, then it will render stationary any series that contain quadratic trends
or stochastic trends of the I(1) or I(2) variety. Another constraint is that
an approximation to the ideal Þlter should minimize a quadratic loss func-
tion of discrepancies between the exact and approximate Þlter. Since the
ideal low-pass symmetric Þlter is of the form b(L) =

P∞
h=−∞ bhL

h where
b0 = λ/π, bh = sin(hλ)/hπ for h = 1, 2, ..., and λ denotes the endpoint of
the symmetric band, Baxter and King prove an important result; the opti-
mal Þnite approximating Þlter for given maximum lag length K is in fact
simply a truncation of the ideal Þlter�s weights bh at lag K.

5 They also show
that there is a tradeoff in choosing K; while the approximation is improved
by higher K, one loses K observations at either end of the series.

Given the approximation error associated with their time domain Þl-
ter, why then not go to the frequency domain where the ideal Þlter lies?
Baxter and King list potential violations of two of their six critieria. First,
they argue that one must pre-Þlter the data to eliminate deterministic or
stochastic trends before using discrete fourier transforms, which indeed is
the approach taken in practice (see Rush, Li and Zhu (1997)). They suggest
this is a serious problem as one is forced to make a choice of detrending
method. Second, they argue that the Þnite sample results of the frequency
domain approach are not invariant to sample size. This is because fre-
quency responeses will be computed at different fundamental frequencies¡
λs =

2πs
n : s = 0, 1, ..., n− 1¢as the sample size n increases. In contrast,

provided the time-series observation does not fall in the left nor right trun-
cation range, the Baxter and King approximation will not change with the
sample size. This is because the moving average window involves a Þxed,
known set of weights that do not depend on the sample size. While this par-
ticular characteristic of the Baxter-King Þlter may be desirable under some
conditions, it does, however, render the approach statistically inconsistent
given that its approximation error will not converge to zero as n→∞.
ideal Þlter should minimize a quadratic loss function of discrepancies between the exact
and approximate Þlter, (4) the Þlter should result in a stationary series even when applied
to trending data, (5) the Þlter should yield components unrelated to the length of the
sample, and (6) the Þlter should be operational.

5That is, in the Þnite order approximation a(L) =
PK

h=−K ahL
h, they show ah = bh.
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3 An Alternative Approach

In this section we address the Þrst criticism of frequency domain methods
leveled by Baxter and King (1999); namely, problems dealing with nonsta-
tionarity of macroeconomic data. In particular, we show how to avoid this
pitfall and develop an

√
n consistent estimator of the ideal band-pass Þlter

that does not involve a loss of K observations at either end of the time-
series. We remark that the alternative approach we put forth can easily be
applied to stationary data as well.

Assume that xt (t = 1, ..., n) is an observable time series (e.g., real GDP)
generated by:6

xt = Π
0
2zt + ext, (1)

where zt is a p+1-dimensional deterministic sequence and ext is a zero mean
time series. The series xt therefore has both a deterministic component
involving the sequence zt and a stochastic (latent) component ext. In devel-
oping our approach to estimating ideal band pass Þlters, we will make the
following assumptions about zt and ext.
Assumption 1 zt = (1, t, ..., t

p)0 is a pth order polynomial in time.

Assumption 2 ext is an I(1) process satisfying ∆ext = vt, initialized at
t = 0 by any Op(1) random variable. We assume that vt has a Wold repre-
sentation vt =

P∞
j=0 cjξt−j where ξt = iid

¡
0, σ2

¢
with Þnite fourth moments

and coefficients cj satisfying
P∞
j=0 j

1
2 |cj | <∞. The spectral density of vt is

f vv(λ) > 0, ∀λ.
Assumption 2 suffices for partial sums of vt to satisfy the functional

law n−1/2
P[nr]
t=1 vt

d→ B(r) = BM(σ2), a univariate Brownian motion with
variance σ2 = 2πfvv(0) (e.g., Phillips and Solo, 1992, theorem 3.4) and

where
d→ is used to denote weak convergence of the associated probability

measures as the sample size, n→∞.
We now state the result that motivates our Þltering procedure.

Lemma B (Corbae, Ouliaris, and Phillips (2002)) Let ext be an I (1 )
process satisfying Assumption 2. Then, the discrete Fourier transform of ext
for λs 6= 0 is given by:

6In what follows, I(1) signiÞes an integrated process of order one, BM(Ω) denotes
a univariate Brownian motion with variance Ω. The discrete Fourier transform (dft) of
{at; t = 1, ..., n} is written wa (λ) = 1√

n

Pn
t=1 ate

iλt, where {λs = 2πs
n
s = 0, 1, ..., n − 1}

are the fundamental frequencies.
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wex(λs) = 1

1− eiλswv(λs)−
eiλs

1− eiλs
[exn − ex0]
n1/2

(2)

where the discrete Fourier transform (dft) of {at; t = 1, ..., n} is writ-
ten wa (λ) =

1√
n

Pn
t=1 ate

iλt and {λs = 2πs
n , s = 0, 1, ..., n − 1} are the

fundamental frequencies.
Equation (2) shows that the discrete Fourier transforms of an I(1) pro-

cess are not asymptotically independent across fundamental frequencies.
Indeed, they are frequency-wise dependent by virtue of the component
n−1/2exn, which produces a common leakage into all frequencies λs 6= 0,
even in the limit as n→∞. The paper goes on to show (in Lemma C(f) of
Corbae, Ouliaris, and Phillips (2002)) that the leakage is still manifest when
the data are Þrst detrended in the time domain. These results on leakage
show that in the presence of I(1) variables, any frequency domain estimate of
the �cyclical� component of a series (e.g., real GDP) will be badly distorted.

There is, however, a frequency domain Þx. To see it, note that the second
expression in (2) can be re-written using

w( tn)
(λs) =

−1√
n

µ
eiλs

1− eiλs
¶

by Lemma A of Corbae, Ouliaris, and Phillips (2002). Thus, even for the
case where there is no deterministic trend in (1), it is clear from the second
term in (2), which is a deterministic trend in the frequency domain with a
random coefficient [exn − ex0]/√n, that we need to detrend in the frequency
domain to remove the leakage from the low frequency. That is, frequency
domain detrending (i.e., using residuals from regressions of the frequency
domain data on w( tn)

(λs)) will estimate the second term of (2), leaving an

unbiased estimate of
1

1− eiλswv(λs). It follows that applying the indicator
function β(λs) for λs in a given frequency band to wex will yield an unbiased
estimate of the Þltered data.

Using Lemma A of Corbae, Ouliaris, and Phillips (2002), it can be shown
that Hannan�s (1960) frequency domain estimator of [exn − ex0]/√n in (2)
will be

√
n consistent. In particular:

√
n

µbβfw( tn) − [exn − ex0]√
n

¶
d−→ N

¡
0, ϕ2

¢
(3)
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where ϕ2 =
(2π)2

R
Bc
A
f1(ω)fvv(ω)f1(ω)∗dωµR

Bc
A
f1(ω)f1(ω)∗dω

¶2 and f1(ω) =
eiω

eiω−1 . Given that

exn is an I(1) process, the frequency domain estimator bβfw( tn)converges to
[exn− ex0]/√n at the rate

√
n, a feature that is clearly evident in the monte-

carlo evidence presented in the following section. We remark that if ex is a

stationary process, then bβfw( tn) p−→ 0, and (exn − ex0) will diverge as n → ∞,
yielding a simple frequency domain test of the unit-root hypothesis.

If one is willing to sacriÞce a single observation at the beginning of
the series, an alternative estimator of the Þltered series can be proposed;
simply impose the coefficient [exn − ex0] in (2) using the actual value of exn
and ex1 as the initial value. The resulting estimate of the Þltered series
will not have any Þnite sampling error for t = 2, 3, ..., n. It may therefore
have superior end-point properties to the approach developed above since
any errors in estimating (exn − ex0) will not eliminate the leakage from the
zero frequency completely. It can be shown that such errors will manifest
themselves particularly at the end points of the Þltered series, which is likely
to be a serious issue if the goal is to obtain early warning of turning points.

Note that imposing this adjustment on a detrended stationary series will
introduce a distortionary trend component unless exn = ex1. It is therefore
essential to verify that the original series is an integrated process before
using this approach and (3) is likely to be useful for this purpose.

Lastly, we remark that the proposed frequency domain Þlter has an im-
portant advantage over the Baxter and King (1999) and Hodrick-Prescott
(1980) Þlters in that it does not require the investigator to set any parame-
ters except the business cycle range.

4 Monte Carlo Results

Here we design a Monte Carlo experiment to assess how well the Hodrick-
Prescott (HP) and Baxter-King (BK) time domain Þlters work relative to our
frequency domain method (FD). In particular, we consider an ARI(1,1) data
generation process for real output estimated from U.S. data. We evaluate the
Þlters by computing the root mean squared error of the difference between
the Þltered data and the �true� cycle.

Letting ext denote the latent stochastic component of log real GDP and
gt = (1− L)ext denote its growth rate, we take the data generation process
to be

gt = αgt−1 + εt
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where ex0 = 0 and εt is drawn from N(0, 1). The value we use for α = 0.34 is
estimated from an autoregression of actual real GDP over the sample period
1947:1 to 2000:4, which comprises n = 216 observations.7 Then to construct
the level of real GDP, we simply form ext =Pt

j=1 gt. To construct the �true�
cycle, denoted ex∗t , we Þrst take the dft of gt, which we denote wg(λs). Then
we construct

β(λs)wg(λs)/(1− eiλs), (4)

and Þnally inverse Fourier transform (4) to get ex∗t 8. To obtain the Þltered
data, denoted exft where f ∈ {HP,BK, FD}, we simply apply the associated
time or frequency domain Þlter to the level of the simulated data. We

calculate the sample mean squared error asMSEf = n−1
Pn
t=1

³exft − ex∗t´2.
We also calculate a sample correlation (CORRf ) between the Þltered dataexft and the �true� cycle ex∗t .

First we conduct a monte carlo for n = 216 with 2500 iterations.9

Figure 4.1 plots, for a single iteration selected at random,
nexft , ex∗to for

f ∈ {HP,BK, FD}. As evident, one of the advantages of the HP and FD
approaches is that the full sample can be used, while BK shaves observations
off both ends of the series. An estimate of the true summary statistics fornexft , ex∗to for f ∈ {HP,BK, FD} from this monte carlo are presented in

Table 4.1.

Table 4.1: Summary Statistics for Simulated Data
HP BK FD ex∗t

stdev 0.49664 0.47323 0.52553 0.53591

skew 0.00582 0.00892 0.00481 0.00187

kurtosis -0.1968 -0.2442 -0.2620 -0.2802

Taking the moments of the true series as the correct moments, it is clear
that the FD Þlter performs best.

In Table 4.2, we provide an assessment of the goodness of Þt of the
alternative Þltering approaches. The average MSE is highest for the HP

7The GDP (1996 Chained $) data was taken from the Bureau of Economic Analysis
website.

8Note that there is no reduction in the sample size because ex0 is known in the simula-
tions.

9We backÞlled εt using 100 observations. This is to ensure that innovation sequence
is consistent with the AR(1) generating mechanism. The HP cycle was calculated using
λ = 1600.

8



Þlter and lowest for the FD Þlter.10 Indeed, there appears to be sizeable
reductions in mean square error from using the FD approach relative to HP
and BK; over 5 and 4 times smaller error, respectively. The FD approach
also has the highest average correlation between the Þltered data and the
�true� data.

Table 4.2: Moment Measures of Goodness of Fit (Short Sample)
n=216 HP BK FD

MSE mean 0.06369 0.05121 0.01126

MSE stdev 0.02202 0.02247 0.01594

MSEf/MSEFD 5.6543 4.5479 1

CORR mean 0.8842 0.9107 0.98111

CORR stdev 0.03789 0.03547 0.02476

To assess the
√
n consistency result for the FD approach, we conduct

another monte carlo simulation using n = 10, 000 iterations. The results are
shown in Table 4.3. Not surprisingly, the improvement in FD as the sample
size increases is quite evident. In contrast, the performance of both the HP
and BK Þlters does not improve with n.

Table 4.3: Moment Measures of Goodness of Fit (Long Sample)
n=10,000 HP BK FD

MSE mean 0.07164 0.05149 0.00017

MSE stdev 0.00411 0.00315 0.00024

MSEf/MSEFD 421.418 302.824 1

CORR mean 0.85288 0.88594 0.99963

CORR stdev 0.00817 0.00688 0.00053

5 Applications

5.1 Extracting the Business Cycle

Here we apply our techniques, as well as the HP and BK Þlters, to extract the
business cycle for U.S. data discussed in the previous section. The standard
deviation, skewness, and kurtosis of the business cycle extracted by each
Þlter are given in Table 5.1.11

10We note that the BK approach shaves data points off the beginning and end of the
sample. The MSE and CORR calculations under BK are for the smaller sample.
11These are the same moments considered by Canova (1998).
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Table 5.1: Summary Statistics for U.S. Business Cycle

HP BK FD

stdev 1.7420 1.6466 1.7288

skew -0.4445 -0.3747 -0.6369

kurtosis 0.48842 -0.1350 0.64598

We plot the Þltered data employing the 3 different methods in Figures
5.1. It is clear from the diagram that the HP Þlter has more of the irregular
or �high-frequency� component of the series; however, all the Þltered series
identify �signiÞcant� turning points at much the same time.

5.2 The Cyclical Relationship between Output and Prices

To illustrate the effects of Þltering on the cyclical properties of a given vari-
able, we consider the cross correlation of Þltered output and price level data.
Various studies, starting with Burns and Mitchell (1946), have examined this
issue. Burns and Mitchell (1946, Table 22, p.101), considering a sample pe-
riod from 1854-1933, found the wholesale price level to be pro-cyclical based
on reference dates. Employing the HP Þlter on postwar data from 1959:1
to 1989:4, Kydland and Prescott (1990) found the price level to be counter-
cyclical. Here we use the log GDP deßator for the sample period 1947:1 to
2000:4.12

Table 5.2 provides the standard deviation, skewness, and kurtosis of the
price level for each Þlter, as well as the cross correlation with output using
each Þltering procedure.

Table 5.2: Summary Statistics for U.S. GDP deßator
HP BK FD

stdev 1.0355 0.9967 1.0049

skew -0.1072 -0.1174 -0.0178

kurtosis 1.4022 1.0073 0.8211

corr with exf -0.2577 -0.3204 -0.2651

We plot the Þltered data for real output and prices employing the FD
method in Figure 5.2. The relationship between real GDP and the price
level is countercyclical for the entire sample period. However, if we truncate
the sample period at 1973:4, the relationship between output and prices
becomes pro-cyclical, albeit with a small correlation of 0.07.

12The Implicit Price deßator was taken from the Bureau of Economic Analysis website.
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6 Conclusions

We propose a new frequency domain Þlter for extracting the cyclical com-
ponent of a time series from the level of a time series that easily handles
stochastic and deterministic trends, but also works for stationary series. Our
approach yields a statistically consistent estimator of the ideal band pass Þl-
ter. Using a series of monte carlo exeriments, we show that our approach has
much lower mean squared error than popular time domain Þlters for a data
generation process similar to that of the growth rate of U.S. real output.
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