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ABSTRACT

DNA-Chip Analyzer (dChip) is a software package implementing model-
based expression analysis of oligonucleotide arrays and several high-level
analysis procedures. The model-based approach allows probe-level analy-
sis on multiple arrays. By pooling information across multiple arrays, it is
possible to assess standard errors for the expression indexes. This approach
also allows automatic probe selection in the analysis stage to reduce errors
due to cross-hybridizing probes and image contamination. High-level analy-
sis in dChip includes comparative analysis and hierarchical clustering. The
software is freely available to academic users at www.dchip.org.

5.1 Introduction

Affymetrix oligonucleotide arrays (Lockhart et al., 1996; Lipshutz et al.,
1999; Parmigiani et al., Chapter 1, this volume) have been applied to many
gene expression studies in the past few years (Tavazoie et al., 1999; Cho
et al., 2001; Hakak et al., 2001; Gentleman and Carey, Chapter 2, this vol-
ume; Irizarry et al., Chapter 4, this volume). Many sets of 11–20 pairs of
perfect match and mismatch oligonucleotides are used to measure the un-
derlying mRNA concentrations of genes in a sample. Besides linear normal-
ization, average difference and signal methods provided by MAS software
(Affymetrix, 2001), researchers have proposed alternative low-level analy-
sis methods such as feature extraction (Schadt et al., 2002), normalization
(Hill et al., 2001), and expression index computation (Li and Wong, 2001a;
Holder et al., 2002; Irizarry et al., 2002; Lazaridis et al., 2002; Zhou and
Abagyan, 2002) in the attempt to improve on these aspects. Hoffmann et
al. (2002) have shown that such low-level analysis methods can have a large
impact on high-level results such as sample comparisons. In the rest of this
chapter, we will describe the DNA-Chip Analyzer (dChip) software, which
provides several low-level and high-level analysis methods.
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5.2 Methods

Irizarray et al. (Chapter 4, this volume) introduce the Affymetrix array
design, CEL and CDF files, and probe-level data. Interested readers can
refer to Chapter 4 or Lipshutz et al. (1999) for details on oligonucleotide
array data.

5.2.1 Normalization of Arrays Based on an “Invariant Set”

Since array images usually have different overall image brightnesses (Fig-
ure 5.1A, see color insert), especially when they are generated at different
times and places, proper normalization is required before comparing the
expression levels of genes between arrays. Model-based expression compu-
tation (Li and Wong, 2001a) requires normalized probe-level data (from
Affymetrix’s DAT or CEL files). For a group of arrays, we normalize all
arrays (except the baseline array) to a common baseline array having the
median overall brightness (as measured by the median CEL intensity in an
array).

A normalization relation can be understood as a curve in the scatterplot
of two arrays with the baseline array drawn on the y-axis and the array
to be normalized on the x-axis. A line running through the origin is a
multiplicative normalization method (Affymetrix, 2001; the scaling method
in Affymetrix Microarray Suite software (MAS)), and a smoothing spline
through the scatterplot can also be used (Figure 5.1A; Schadt et al., 2001).

We should base the normalization only on probe values that belong to
nondifferentially expressed genes, but generally we do not know which genes
are nondifferentially expressed (control or housekeeping genes may also be
variable across arrays). Nevertheless, we expect that probes of a nondiffer-
entially expressed gene in two arrays to have similar intensity ranks (ranks
are calculated in the two arrays separately).

We use an iterative procedure to identify a set of probes (called an “in-
variant set”), which presumably consists of points from nondifferentially
expressed genes (Figure 5.1B). Specifically, we start with points of all PM

probes (about 140,000 for the HU6800 array). If a point’s proportional rank
difference (absolute rank difference in the two arrays divided by n=140,000)
is small enough, it is kept for the new set. By small enough we mean < 0.003
when its average intensity rank in the two arrays is small and < 0.007 when
it is large, accounting for fewer points at the high-intensity range, and this
threshold is interpolated in between them. These parameters were chosen
empirically to make the selected points in the “invariant set” thin enough
to naturally determine a normalization relation. In this way, we may ob-
tain a new set of 10,000 points, and the same procedure is applied to the
new set iteratively until the number of points in the new set non longer
decreases. A piecewise-linear running median curve is then calculated and
used as the normalization curve. After normalization, the two arrays have
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similar overall brightnesses (Figure 5.1C, D).

5.2.2 Model-Based Analysis of Oligonucleotide Arrays

After normalization we can then compute the expression level of each gene
in all samples. Affymetrix MAS software uses the direct average (“aver-
age difference”) or robust average (“signal”) of PM−MM differences of all
probes in a probe set as the expression level (Affymetrix, 2001); we have
proposed a statistical model for one probe set in multiple arrays to account
for the probe variability in computing expression levels (Li and Wong,
2001a):

pij = PMij − MMij = θiφj + εij ,
∑

φ2
j = J, εij ∼ N (0, σ2). (5.1)

It states that the difference PM−MM in array i, probe j (equivalent
to l used in the rest of the book) of this probe set is the product of the
model-based expression index (MBEI) in array i (θi; equivalent to xi used
in the rest of the book) and the probe-sensitivity index of probe j (φj),
plus random error. Here, J is the number of probe pairs in the probe set.
Fitting the model, we can identify cross-hybridizing probes (φj ’s with large
standard error, which are excluded during iterative fitting) and arrays with
image contamination at this probe set (θi’s with large standard error) as
well as single outliers (image spikes), which are replaced by the fitted values

(Figure 5.2, see color insert). In effect, the estimated expression index θ̂i is

a weighted average of PM−MM differences, θ̂i = (
∑

j pijφj)/J , with larger
weights given to probes with larger φ. The outlier image (Figure 5.3, see
color insert) can be used to assess the quality of an experiment and to
identify unexpected problems such as a misaligned corner of a DAT file (Li
and Wong, 2001a).

5.2.3 Confidence Interval for Fold Change

After obtaining expression indexes using MAS’s signal method or MBEI,
fold changes can be calculated between two arrays for every gene and used
to identify differentially expressed genes. Usually, low or negative expres-
sions are truncated to a small number before calculating fold changes, and
MAS also cautions against using fold changes when the baseline expression
is absent.

The availability of standard errors for MBEI allows us to obtain con-
fidence intervals for fold changes. Suppose θ̂1 ∼ N (θ1, σ2

1) and θ̂2 ∼

N (θ2, σ2
2), where θ1 and θ2 are the real expression levels in two samples,

and θ̂1 and θ̂2 are the model-based estimates of expression levels. We sub-
stitute the model-based standard errors for σ1 and σ2. Letting r = θ1 / θ2



4 C. Li and W.H. Wong

TABLE 5.1. Using expression levels and associated standard errors to determine
confidence intervals of fold changes.

Gene MBEI 1 SE 1 MBEI 2 SE 2 Fold Lower Upper
change CB CB

1 859.64 41.78 347.57 36.09 2.47 2.07 3.03
2 405.72 31.23 164.01 44.25 2.47 1.67 4.49

3 283.93 28.53 114.70 18.47 2.48 1.84 3.48

4 45.98 64.24 18.57 84.53 2.48 0 ∞

5 225.18 57.49 90.90 36.18 2.48 1.18 7.49

6 247.00 50.65 99.66 19.54 2.48 1.51 4.02

7 49.97 21.53 20.15 23.57 2.48 0.49 ∞

8 276.49 18.69 111.37 36.10 2.48 1.59 5.35

9 436.07 32.98 175.38 21.07 2.49 1.99 3.19
10 75.69 17.72 30.44 17.97 2.49 1.07 86.17

11 80.67 25.31 32.43 16.96 2.49 0.96 18.18

12 181.52 42.48 72.88 28.17 2.49 1.25 7.12

13 1122.28 99.28 449.89 63.28 2.49 1.92 3.35
14 168.23 40.63 67.44 30.30 2.49 1.18 9.82

be the real fold change, the inference on r can be based on the quan-

tity Q = (θ̂1−rθ̂2)
2

σ2

1
+σ2

2
r2

.

It can be shown that Q has a χ2 distribution with one degree of freedom
irrespective of the values of θ1 and θ2 (Wallace, 1988). Thus Q is a pivotal
quantity involving r. We can use Q to construct fixed-level tests and to
invert them to obtain confidence intervals (CI) for fold changes (Cox and
Hinkley, 1974).

Table 5.1 presents the estimated expression indexes (with standard er-
rors) in two arrays and the 90% confidence intervals of the fold changes
for 14 genes. Although all the genes have similar estimated fold changes,
the confidence intervals are very different. For example, gene 1 has fold
change 2.47 and a tight confidence interval (2.07, 3.03). In contrast, gene
11 has a similar fold change of 2.49 but a much wider confidence interval
(0.96, 18.18). Thus, the fold change around 2.5 for gene 11 is not as trust-
worthy as that for gene 1. Further examination reveals that this is due to
the large standard errors relative to the expression indexes for gene 11.
This agrees with the intuition that when a gene has one or both expression
levels close to 0 in two samples, the fold change cannot be estimated with
much accuracy. In addition, when image contamination results in unreliable
expression values with large standard errors, the fold changes calculated us-
ing these expression values are attached with wide CIs. In this manner, the
measurement accuracy of expression values propagates to the estimation of
fold changes. In practice, we find it useful to sort genes by the lower confi-
dence bound (“Lower CB” in Table 5.1), which is a conservative estimate
of the fold change.
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5.2.4 Pooling Replicate Arrays Considering Measurement
Accuracy

For a gene, the signal or model-based expression index (MBEI) is estimat-
ing the “expression level” specific to a scanned array. However, variation
is introduced in the experimental steps, such as sample amplification, hy-
bridization and staining, and the analysis steps, such as normalization and
expression index computation. For example, the relative concentration of a
particular mRNA in the total mRNA sample and the amplified sample may
not be the same. We are ultimately interested in the comparison between
two biological samples rather than that between two scanned images.

Performing replicate experiments helps us to estimate the experimen-
tal and analysis variations. For example, one may extract mRNA from a
biological sample, split it into two portions, and then do the subsequent
experimental steps and analysis separately. The variation between the resul-
tant two arrays reflects the variation introduced after the sample splitting.
Since expression levels calculated from the two arrays are estimating the
same expression level in the biological sample, averaging the replicates can
provide less biased expression estimates.

The standard errors for MBEI are the measurement accuracy of the
array-specific expression. When averaging replicates, we can down-weight
the expression values with large standard errors instead of simple averaging.
For example, one array may have a local image contamination, and the
affected probe sets have unreliable expression values with large standard
errors; the weighted average will be closer to the expression level in the
other replicate array, where the expression values for these probe sets are
more trustworthy.

Statistical formulation of this weighted averaging scheme is as follows.
Assuming that array-specific expression levels of a gene in replicate arrays
are independently observed, θ̂i ∼ N(θi, σ̂

2
i ), where θi is the array-specific

expression in replicate array i, and θ̂i, σ̂i are the observed model-based
expression value and its standard error. In addition, we assume that the
real array-specific expression is also a random variable, θi ∼ N(µ, τ2),
where µ is the expression level of this gene before replication (for example,
if the total mRNA is split, µ is the expression level in the total mRNA),
and τ is the variation introduced after the replication. Taken together,
θ̂i ∼ N(µ, τ2 + σ̂2

i ).
We are mainly interested in estimating µ. If τ 2 was known, a linear

unbiased minimum-variance estimate of µ would be

µ̂ =

∑
i aiθ̂i∑
i ai

where ai =
1

τ2 + σ̂2
i

, i = 1, ...n (5.2)

with variance σ2
µ̂ = 1/

∑
i ai smaller than any τ 2 + σ̂2

i .

One may use the sample variance of θ̂i to estimate τ2 when σ̂2
i is con-
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TABLE 5.2. Example of pooling replicate arrays considering measurement accu-
racy.

Gene θ̂1 σ̂1 θ̂2 σ̂2 µ̂ std(µ̂) Comment

1 100 20 200 20 150 52.8 µ̂ is the same as simple average

2 100 20 200 300 124.3 178.9 µ̂ is close to θ̂1

3 100 20 101 20 100.5 19.9 std(µ̂) is closer to σ̂1 or σ̂2

siderably smaller than τ 2 and the number of replications is large, but of-
ten the number of replicate arrays is small (for example, in duplicates),

and using θ̂i alone may underestimate τ 2 if θ̂i happen to be close to each
other. dChip uses a resampling approach to perturb θ̂i to estimate τ2 mul-
tiple times. Specifically, the observed expression values are resampled from
θ̃i ∼ N(θ̂i, σ̂

2
i ), and the sample variance of the resampled θ̃i is a “resam-

pled estimate of τ 2,” denoted τ̃2. After resampling 20 times, 20 such τ̃ 2

are averaged to obtain τ̂ 2, an estimate of τ 2 . Finally, µ is estimated using
formula (5.2) by substituting τ 2 by τ̂2. Table 5.2 shows examples where
the resampling method helps for genes 2 and 3.

5.3 Software and Applications

dChip is a single executable program running on Windows NT/2000. The
computer memory in megabytes should be as large as the number of arrays
(for example, if there are 100 arrays to analyze together, we need > 100MB
memory). In the following, we describe the main functions and outputs of
the software.

5.3.1 Reading in Array Data Files

On startup, dChip enters the “Analysis View,” which can also be accessed
at any time by clicking the “Analysis” icon on the left panel or selecting the
menu “View/Analysis.” The “Analysis View” displays information such as
the status of analysis processes and the error messages (colored in red).

dChip analysis is based on a group of array data files that a researcher
generates, either in DAT or CEL format. All the arrays to be used in a single
analysis should be of the same chip type. The current limit on the number of
arrays is 400. To read in the data, select the menu “Analysis/Open Group”
(Figure 5.4). Type in a group name in the “Group name” drop-down list,
or click the down-arrow button to select a previous group. Click the “Data
directory” button to choose the directory containing the data (DAT, CEL)
files to be analyzed. Alternatively, a “Data file list” can be used when the
data files are stored in several directories or we want to specify individual
data files. Click the “Working directory” button or directly input to specify
a “Working directory” for dChip to output analysis files. Next, specify
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whether you want to read in DAT or CEL files. dChip will automatically
look for MAS’s analysis result for absolute/detection calls (text output of
the CHP file, with the same file name as the DAT or CEL file except with
the extension .txt).

FIGURE 5.4. The “Open group/Data files” dialog.

After completing the “Analysis/Open group/Data files” dialog, click the
“Other information” tab on the top (Figure 5.5). The CDF file for the
current chip type can be obtained from the MAS or Affymetrix library
CD. An optional but desirable “Gene information file” can be specified
in this dialog. We have organized gene annotation information in a set of
“Gene information files” downloadable from the dChip Web site. They com-
bine Affymetrix’s annotation and some gene functional classifications from
NCBI’s LocusLink database (annotation is also discussed by Gentleman
and Carey in Chapter 2 of this volume), which are used to automatically
identify functionally significant clusters in the clustering analysis (Subsec-
tion 5.3.7). Finally, if array data file names are not informative, we can
specify alternative names for arrays in a “Sample information file.”

Click “OK” after filling in file names. dChip reads in the CDF file, CEL
files, and other information files. An “array summary file” is saved after
all arrays are read in. The file is a tab-delimited text file but has a .xls

extension for easy opening by Microsoft Excel. The binary version of the
CDF file and the CEL files are saved in .cdf.bin or .dcp files; thus, the
next time “Open group” is selected, the data can be read in faster.
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FIGURE 5.5. The “Open group/Other information” dialog.

5.3.2 Viewing an Array Image

Next, click the “CEL Image” icon in the left panel or select the menu
“View/CEL Image” to expand the blue image icons for arrays. Click an
array name on the left panel to display its image (Figure 5.6). Since the
displaying dynamic range is from the 1% quantile (below this intensity,
the color is black) to the 95% qauntile (beyond this intensity, the color is
the brightest yellow) of all the PM and MM probe intensities, images for
different arrays have similar overall brightness visually, regardless of the
actual brightness of the array images.

Click inside the array image to select a probe set and activate the “Image
View.” The blinking bar (or the scattered blinking probe cells for arrays
with “distributed probe set format”) indicates the currently selected probe
set. Click other image areas or use the “Home” and “End” keys to highlight
other probe sets. In the bottom status bar, some information is displayed:
the array name, the current probe-set name (with number of probe pairs
and the presence call), and the intensity value at the current cursor position.
Use the arrow keys to zoom the array image: “right” or “down” keys for a
larger image and “left” or “up” keys for a smaller image. Select the menu
“View/Export image” to export the array image into .jpg or .bmp file.

The latest arrays have the “distributed probe set format,” where the
probe pairs of the same probe set are scattered into the various places on
the chip. This is to prevent local image contamination from completely
destroying the PM and MM information of a probe set. Toggle the menu
“Image/Unscrambled” to reorganize the array layout so the probe pairs for
the same probe set appear adjacent in the array image.

Some images may have obvious local contamination. If not handled prop-



5. DNA-Chip Analyzer (dChip) 9

FIGURE 5.6. The “CEL image view.”

erly, such contamination can affect downstream normalization and expres-
sion level comparison. Assuming that the contamination is “additive” on
the true signals and behaves like a semitransparent layer (Schadt et al.,
2001), we implemented an image gradient correction algorithm in dChip.
In the “CEL Image” view (check “Use unnormalized data” at the “Open
Group” step), one can right-click to outline a contaminated image region
(Figure 5.7, color insert, left picture; left-click to cancel, double-right-click
to finish). Then select “Image/Gradient Correction” to adjust the back-
ground brightness of this region to a similar level as the background of the
surrounding region. The background of a CEL is defined as the median of
the CEL values in the 7×7 square centering around this CEL and is cal-
culated for CELs in the outlined region as well as the surrounding region
extending out by 7 CELs (Figure 5.7, middle picture). Then, a CEL value
in the outlined contaminated region is adjusted by the difference between
its background and the median background of the extended surrounding
region (Figure 5.7, right picture).

5.3.3 Normalizing Arrays

Since scanned images may have different overall brightnesses, it is impor-
tant to normalize arrays to make them comparable either before or after
computing expression values. The MAS software analyzes one array at a
time so that we can scale or normalize the expression values after calcu-
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lating them. However, the model (5.1) assumes that arrays are already at
comparable brightnesses so we need to normalize arrays at the PM/MM in-
tensity level before computing the MBEI. In addition, the “PM/MM Data
View” (Subsection 5.3.4) can best be viewed after normalization. Other-
wise, during animation it is not difficult to find probe sets where the MM

curves jump up and down for the same probe set, indicating the different
overall background brightnesses of different arrays.

To perform normalization, select the menu “Analysis/Normalize.” By de-
fault, the array with median overall intensity is chosen as the baseline array
against which other arrays are normalized. In the dialog, we can specify a
different array as the baseline. This is useful if the default baseline array
has problems such as image contamination. Check “Ignore the normalized
data” to force dChip to renormalize. Click “OK” to perform the “invariant
set” normalization (subection 5.2.1).

After normalization, the normalized CEL values are saved in the DCP
files and a “Normalized” mark is shown at the lower-right-hand corner
(Figure 5.6). The Next time that dChip is started, the normalized CEL
values will be read in by default.

5.3.4 Viewing PM/MM Data

Click the “PM/MM Data” icon in the left-hand panel (or select the menu
“View/PM/MM Data” or simply press Enter at the “Image View”) to view
the probe-level data for the current probe set in the current array as well as
the model-based expression indexes (θ), the probe sensitivity indexes (φ),
and the fitted values (red curve) (Figure 5.8; see color insert).

There are six grids in the “PM/MM Data View.” Let us use (x, y) to
denote different grids, with (1, 1) the upper-left grid and (2, 3) the lower-
right grid. Grid (1, 1) displays the PM and MM data in blue and green
curves, with the x-axis ordering probe sets from 1 to 20 and y-axis for
probe intensities with range (0, 2686). Grid (1, 2) is the PM−MM difference
curve with the horizontal blue line y = 0. Grid (1, 3) overlays the red fitted
curve of model (5.1) to the blue PM−MM difference curve and also shows
the residual curve in light gray color. From this grid, we can also read that
the explained variance is 97.21% after fitting the model to the PM−MM

difference data of this probe set (a data table of 4 arrays by 20 probes), and
it takes three rounds of iterations for model fitting and outlier identification.
Here we found 0 array outliers, 0 probe outliers, and 0 single outliers. Grid
(2, 1) is the intensity image of the current probe set in the current array,
and the intensity brightnesses are determined in such a way that the images
for the same probe set across all arrays are comparable. Grid (2, 2) displays
the scatterplot of the standard error of θ versus θ. The black dot represents
the current array, and its value (709, 10) is displayed. Grid (2, 3) displays
the scatterplot of the standard error of φ (has range (0, 0.19) in this case)
versus φ. The value of the standard error of φ is also shown as vertical blue
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lines in grids (1, 1), (1, 2), and (1, 3). Probes with larger standard errors
behave inconsistently with the remaining probes across arrays, as seen in
the animated view (“Data/Animate”). The points representing array or
probe outliers are colored blue in grids (2, 2) and (2, 3) (not shown in
Figure 5.8).

Here are several visual clues in Grid (1, 3) indicating different outliers
identified by the model. Single outliers do not have small circles (Figure 5.2,
left picture, pointed by two black arrows), and their values are replaced by
imputed values (red curve), thus leading to large residuals (these “imputed”
residuals are treated as 0 when calculating standard errors for θ’s and φ’s).
Probe outliers do not have fitted red curves at the corresponding probe
locations for all arrays (Figure 5.2, middle picture, pointed by arrow). The
data of this probe are not used to estimate the expression index θ, although
the φ value for this probe and its standard error are still calculated using
the fitted θ’s (Li and Wong, 2001a). Array outliers can only be identified
through blue points in Grid (2, 2), and generally the fitted values in the red
curve have an obvious deviation from the original data in the blue curve
(Figure 5.2, right picture). This means that the probe response pattern of
this probe set in the current array is inconsistent with the patterns seen in
other arrays (maybe due to image contamination, such as in Figure 5.7).
Although expression values θ are calculated for such array outliers, they are
attached with large standard errors, indicating that they are not reliable.
The standard errors can be used to propagate the accuracy measurement
into the down-stream analysis, such as by downweighting unreliable expres-
sion values when pooling replicates (Subsection 5.2.4) or producing wider
confidence intervals for unreliable fold changes (Subsection 5.2.3).

Click anywhere in the right panel to activate the “PM/MM Data View.”
Press the “PageDown” and “PageUp” keys to go to the data view of this
probe set in other arrays. Select “Data/Animate” to sequentially display
data curves for the current probe set in different arrays by the order of
fitted θ values. In this way, we can visualize how PM and MM responses
increase as mRNA level in the sample increases. Viewing such animation
is instrumental in the development of model (5.1). Select “Data/Pause” to
stop animation and “Data/Faster or Slower” for different speeds.

Press the “Home” and “End” keys to go to the previous or the next
probe set, respectively. Toggle the menu “Data/Jump to Present” to make
the “Home” and “End” keys go through each probe set or jump to the
probe sets called “Present” in more than half of the arrays (it is more
interesting to look at such probe sets). To view a particular probe set,
select “View/Find Gene” and then input the probe-set name or probe-set
number.
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5.3.5 Calculating Model-Based Expression Indexes

The model-based expression indexes (MBEI) in Grid (2, 2) of the “PM/MM
Data View” are calculated on the fly. To fit the model for all the probe sets
and store the results, select the menu “Analysis/Model-based Expression.”
By default, no option is checked. Check “Ignore existing calculated expres-
sions” to force recalculation of MBEIs instead of reading the existing values.
Click OK to proceed. Some statistics from model fitting are reported in the
“Array summary file”: the percentage of probe sets called “array outlier” in
one array, and the percentage of “probe pairs” called “single outlier” in one
array. Calculated expression values and standard errors are stored in DCP
files and can be exported for use with other software. Select “Tools/Export
data/Expression value” to export the MBEI values.

A user is encouraged to click image icons to visually check the image
after model-based expression calculation. These images will have “array
outlier” (white bars) and “single outlier” (pink dots) superimposed (use
“Image/Array Outlier” to hide or show outliers on the image) (Figure 5.3).
Probe sets called as “array outlier” are tagged, and their expression values
can be treated as missing data when clustering or exporting expression
data by checking “Tools/Options/Analysis/Treating outlier expression as
missing values.” Single outliers (such as image spikes) have been replaced
by imputed values in the model fitting, and their adverse effects have been
eliminated.

The Affymetrix MAS software uses the percentage of probe sets called
present (usually 30%–50%) in an array, 5′ to 3′ ratio (to validate the IVT
procedure), and the signal-to-background ratio as the quality-control as-
sessment. In contrast, dChip cross-references one array with other arrays
through a modelling approach to identify problematic arrays. Having fewer
outliers is a sign of better array quality and more consistency with other
arrays. Arrays with large numbers of array/single outliers (>5%) deserve
special attention. If the number of array outliers exceeds 5% for an array, a
“*” will be shown in the “Warning” column of the “Array summary file,”
and the corresponding array icon in the left panel will become dark blue for
such “outlier arrays.” The problem may be due to image contamination or
that the sample was contaminated at some experimental stage. A visually
clean chip may have a lot of array outliers. It is recommended to discard
arrays with a large number of array outliers (>15%). To do this, we can
either physically remove the CEL or DCP files from the directory and then
redo the normalization and model-based expression using only the good
arrays, or we can deselect these arrays in the “Tools/Array list file” to ex-
clude them from the high-level analysis. Although the array outliers do not
affect the expression index calculation in other good arrays since they are
excluded during iterative model fitting, the first approach is safer since an
“outlier array” may be used as the baseline array for normalization.

If the image contamination is severe in one array but using the array data
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is still desirable, the image contamination correction (Subsection 5.3.2) may
be used to alleviate the situation.

5.3.6 Filter Genes

After obtaining model-based expression indexes, we can perform some high-
level analysis such as filtering genes and hierarchical clustering (Subsection
5.3.7). Generally, it is desirable to exclude genes that show little variation
across the samples or are “absent” in the majority of the samples from the
clustering analysis. Select the menu “Analysis/Filter genes” to filter genes
by several criteria (Figure 5.9). Criterion (1) requires that the ratio between
the standard deviation and the mean of a gene’s expression values across all
samples be greater than a certain threshold (1 in this example; the upper
limit 10 is a reasonably large number that typically is satisfied). Criterion
(2) requires a gene to be called “Present” in more than a percentage of
arrays. Criterion (4) selects genes whose expression values are larger than
a threshold in more than a percentage of arrays. See the dChip online
manual for other criteria.

FIGURE 5.9. The “Filter genes” dialog.

The filtering can be restricted to an existing gene list if a “Gene list
file” (a tab-delimited text file with the first column of each row being the
probe-set name) is specified by the “Filter on” button. The genes satisfying
the filtering criterion will be exported to a “Gene list file” specified by the
“Export gene list” button. This file can be used for hierarchical clustering.
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5.3.7 Hierarchical Clustering

Select the menu “Analysis/Hierarchical clustering” to perform hierarchical
clustering (Eisen et al., 1998). Specify a “Gene list file” (which can be
generated by “Analysis/Filter genes,” “Analysis/Compare samples” (see
Subsection 5.3.8) or “Tools/Gene list file”) or a “Tree file” (saved by the
“Clustering/Save tree” function so that an existing tree structure saved
before can be used). dChip will use genes in the file for clustering. We can
choose whether to cluster samples or genes.

Before clustering, the expression values for a gene across all samples are
standardized (linearly scaled) to have mean 0 and standard deviation 1,
and these standardized values are used to calculate correlations between
genes and samples and serve as the basis for merging nodes. If desired, we
can check “Standardize columns” to standardize the raw expression data
columnwise for sample clustering instead of using rowwise standardized
values for sample clustering. A user is advised to try clustering samples with
or without “Standardize columns” checked to judge which option yields
more reasonable sample clustering.

If the number of genes is large (e.g., 10,000), dChip may report “out of
memory” or perform slowly since storing all the pairwise distances requires
too much memory and may cause virtual memory swapping. The solution is
to uncheck the “Tools/Options/Clustering/Pre-calculate distances” option
to calculate the pairwise distances between genes on the fly. Click “OK” to
start clustering. Select “Analysis/Stop Analysis” or press “ESC” to stop
the ongoing analysis.

Following the clustering information output, the clustering picture will
be displayed immediately in the right panel (Figure 5.10, see color insert).
It can also be accessed at any time by clicking the “Clustering” icon in
the left panel or selecting the menu “View/Clustering.” In the clustering
picture, each row represents a gene and each column represents a sample.
The clustering algorithm of genes is as follows: the distance between two
genes is defined as 1 − r where r is the correlation coefficient between
the standardized values of the two genes across samples. Two genes with
the closest distance are first merged into a supergene and connected by
branches with length representing their distance and are then deleted for
future merging. The expression level of the newly formed supergene is the
average of standardized expression levels of the two genes across samples.
Then, the next pair of genes (supergenes) with the smallest distance is
chosen to merge, and the process is repeated n − 1 times to merge all the
n genes. The dendrogram on the left illustrates the final clustering tree,
where genes close to each other have a high similarity in their standardized
expression values across all the samples. A similar procedure is used to
cluster samples.

The colored region on the right-hand side of the clustering picture rep-
resents the “functional category classification,” with different colors rep-
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resenting distinct functional descriptions (use “Control+Click” to change
the color of the functional blocks). Such information comes from the NCBI
LocusLink (http://www.ncbi.nlm.nih.gov/LocusLink) database, which
classifies a gene according to molecular function, biological process, and
cellular component using GeneOntology (http://www.geneontology.org)
terms (annotation is also discussed by Gentleman and Carey in Chapter 2
of this volume). We trace to the top levels of category classification for each
gene and store them in the “Gene information file.” After the hierarchical
clustering, dChip searches all branches with at least four functionally an-
notated genes to assess whether a local cluster is enriched by genes having
a particular function. Such assessment has been used in Tavazoie et al.
(1999) and Cho et al. (2001) for K-mean or supervised clustering. Here,
dChip systematically assesses the significance of all functional categories in
all branches of the hierarchical clustering tree.

Click a “Functional cluster” icon below the “Clustering” icon in the left
panel to highlight a functionally significant cluster in blue (Figure 5.10). We
use the hypergeometric distribution to measure the significance: “there are
n annotated genes on the array, of which m genes have a certain function;
if we randomly select k genes, what is the probability that x or more genes
(of the k genes) have this certain function?”; this probability is used as the
p-value to indicate the significance of seeing x genes of a certain function
occurring in a cluster of k genes. In Figure 5.10, the blue cluster has 49
functionally annotated genes (genes without annotation are not counted),
of which 6 are chaperone genes; considering that there are 61 chaperone
genes in the 5009 functionally annotated genes on the array, this cluster is
significantly enriched by chaperone genes. A p-value of 2.36e−05 is calcu-
lated. P -values smaller than 0.005 are considered significant by default, and
the corresponding functional clusters will be represented by the “Functional
cluster” icons below the “Clustering” icon. This p-value threshold can be
set to other values in the “Tools/Options/Clustering” dialog. Sometimes,
different “Functional cluster” icons may represent the same cluster of genes
since this cluster is enriched by several different functional terms.

Similarly, during sample clustering, the sample information specified in
the “Sample information file” is used to find the sample clusters enriched
by samples of a certain description (Figure 5.11).

5.3.8 Comparing Samples

Another high-level analysis performed by dChip is the comparison analy-
sis. Given two samples or two groups of samples, we want to identify genes
that are reliably differentially expressed between the two groups. dChip
provides several filtering criteria to filter interesting genes. In the “Anal-
ysis/Compare samples” dialog (Figure 5.12), select one or more arrays in
the listbox of the Baseline group and the Experiment group. “E” and “B”
in the dialog stand for the group means, which are the mean expression lev-
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FIGURE 5.11. Hierarchical clustering of samples and enriched sample clusters.

els of arrays in the group computed by considering measurement accuracy
(Subsection 5.2.4).

Next, we can select the filtering criteria to be applied when comparing
the two groups. Filtering criterion (1) requires that the fold change between
the group means exceed a specified threshold. We can also check the “Use
lower 90% confidence bound” to specify use of the lower confidence bound
of fold changes (see Subsection 5.2.3). Filtering criterion (2) concerns the
absolute difference between group means. Since the down-regulated genes
and the up-regulated ones have different change magnitudes, we may spec-
ify different fold-change criteria for E/B and B/E and different mean dif-
ference criteria for E−B and B−E. Note that if the expression values are
log-transformed at the “Analysis/Model-based expression” step, we need
to use E−B, B−E instead of E/B, B/E for fold-change threshold. Filter-
ing criterion (3) tests the hypothesis that the two groups have the same
mean using the unpaired t-test. Filtering criterion (4) requires the percent-
age of samples called “Present” in arrays of both groups to be larger than
a threshold. Filtering criterion (5) specifies the p-value threshold for the
paired t-test. The “paired t-test” assumes the first baseline sample to be
compared with the first experiment sample, and so on.

After specifying these criteria, click the “Combine comparisons” tab on
the top (Figure 5.13). The comparison parameters in the “Compare sam-
ples” tab are automatically added in the grid sheet. We can add multiple
comparisons and combine them using logical relations. To do this, click
the last line of the grid sheet (the line with a single right parenthesis “)”)
to highlight this line, then click the “Compare samples” tab on the top to
specify other comparing samples and filtering criteria, then click the “Com-
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FIGURE 5.12. The “Compare samples” dialog.

bine comparisons” tab on the top to come back to this dialog, select the
“Combine Type” to be “And,” “Or,” “And not,” or “Or not,” and click
the “Insert comparison” button to insert the new comparison. The “Not”
relation is useful when one wants a list of genes that are up-regulated by
condition A when comparing to the control but not up-regulated by con-
dition B. Parentheses can also be inserted after the highlighted line in the
grid sheet using the “Insert parenthesis” button to specify two-level logic
combination of comparisons.

Specify an output “Compare result file” and then click “OK” to proceed
with the comparisons. The “Compare result file” contains genes that pass
the filtering criterion (marked by “*” in the “Filtered” columns) and the
comparison statistics for these genes, and it can be used as the “Gene list
file” in the “Analysis/Hierarchical clustering” dialog to view the expres-
sion patterns of the filtered genes and identify functionally enriched gene
clusters.

Sometimes we may wonder why some known differentially expressed
genes are not selected by the comparison. In such cases, it is helpful to
check the button “Output all genes” to output the statistics of all genes
and then check the statistics for known genes to suggest refined filtering
criteria. Typically, one may need to estimate the number of differentially
expressed genes beforehand, look at the comparison statistics for known
differentially expressed genes, and experiment with different parameters to
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FIGURE 5.13. The “Combine comparisons” dialog.

finally filter a set of interesting genes.

5.3.9 Mapping Genes to Chromosomes

Mapping a list of genes generated by “Analysis/Compare samples” or
“Analysis/Filter genes” may help to identify chromosomal translocations
or duplications. Choose the menu “Analysis/Map chromosome” and specify
a “Genome information file” (downloadable from the dChip Web site, con-
taining chromosome number, transcription starting and ending sites, and
strand information) and a “Gene list file.” When a hierarchical clustering
already exists, the genes used for clustering will be used for mapping. Click
“OK” to enter the “Chromosome View” (Figure 5.14; see color insert). In
the “Chromosome View,” genes in the gene list are colored in black (or
the same color as the highlighted gene branches in the “Clustering View”),
and the other genes on the array are colored light gray. Genes on each
chromosome are placed proportionally from chromosomal position 0 to the
gene with the maximal chromosomal position in the “Genome information
file.” The transcription starting site is used for gene position. The p-value
is calculated for every stretch of the selected genes to assess the signifi-
cance of “proximity,” and significant p-values are reported in the “Analysis
View” (for method see the dChip online manual), such as “Chromosome
6, the stretch of gene 1 to 9 has p-value 0.021799.” These significant gene
stretches are also outlined in blue boxes. If a significant longer stretch
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contains a significant shorter stretch, only the longer one is reported and
outlined.

5.3.10 Sample Classification by Linear Discriminant Analysis

Linear discriminant analysis (LDA) is a classical statistical approach for
classifying samples of unknown classes based on training samples with
known classes. LDA has been previously applied to the sample classifi-
cation of microarray data in Hakak et al. (2001) and Dudoit et al. (2002).

The dChip “Analysis/LDA Classification” function requires the instal-
lation of R software (Ihaka and Gentleman, 1996; see the dChip online
manual for details). A dialog opens for specifying the sample classes and a
list of genes used as features (Figure 5.15). The gene list can be obtained
by “Analysis/Filter genes” or “Analysis/Compare samples.” For example,
if we want to use the three sample groups in Figure 5.15 to classify the
unknown samples, it is reasonable to use “Analysis/Compare samples” to
compare every two of the three sample groups to obtain genes distinguish-
ing every two groups, or more simply use “Analysis/Filter genes” to obtain
genes with large variation across all samples. The “LDA result file” will
hold the LDA sample class specification as well as the classification re-
sult. Previous sample class specifications stored in an “LDA result file”
can be loaded by clicking the “Use” button. Select samples belonging to
the same class in the left “Sample” listbox and then click the “Add class”
button to add a known class. Use the “Delete last” button to delete the
last sample class. Samples not added in any of the classes will be regarded
as “unknown” samples, and their class labels will be predicted after LDA
is performed.

Clicking the “OK” button will start R software and call its lda and
predict.lda functions to perform the LDA training on the known classes
and predict the class labels for the unknown samples. In the output “LDA
result file,” LD1 and LD2 are the first two linear discriminants that map
the samples with known class from the n-dimensional (n is the number of
genes) space to the plane in such a way that the ratio of the between-group
variance and the within-group variance is maximized. If there are only two
known classes, then only LD1 is meaningful, and LD2 is arbitrarily set
to the order of samples for visualization purposes. Also reported is the
percentage of the correction prediction for the samples with known class.
Using different gene lists may produce different prediction powers. Note
here that the cross-validation is not used and that the prior is the class
proportion for the training samples.

An “LDA” icon is added to the left panel after the analysis; clicking
the icon or selecting “View/Classification” displays the scatterplot of LD1
versus LD2 (Figure 5.16, see color insert). Each square represents a sample,
and the colors of the first four sample classes are blue, red, green, and
cyan, with further colors generated randomly. The gray squares represent
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FIGURE 5.15. The “LDA classification” dialog.

unknown samples, and their predicted class labels are indicated by a smaller
colored square inside. Use “Arrow” or “Control+Arrow” keys to zoom and
the “Enter” key to switch to other views. Select the menu “View/Export
Image” to export the picture.

5.4 Discussion

There are many challenging low-level and high-level issues in analyzing
oligonucleotide arrays: obtaining more accurate expression values from inten-
sity-level data, replication schemes to best estimate the expression changes
in the original biological samples, and correlating the microarray data with
biological databases and human-curated knowledge bases to automate bio-
logical hypothesis formation. We will continue efforts on the methodology
and software development to provide useful tools for biologists and statis-
ticians.
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FIGURE 5.1. (A) The CEL intensities of two arrays are plotted against each
other. The baseline array shown on the y-axis is not as bright as the array shown
on the x-axis. The smoothing spline (green curve) deviates from the diagonal
line y = x (blue curve), indicating the need for normalization. (B) The same plot
as (A) with superimposed green circles representing the “Invariant set” based
on which a piecewise-linear normalization curve is determined. Note that the
smoothing spline in (A) is affected by several points at the lower-right-hand corner
that might belong to differentially expressed genes, whereas the “Invariant set”
does not include these points when determining the normalization curve (pink
dots), leading to a different normalization relationship at the high end. Note
that here we also use additional criteria to exclude the saturated data points
in the array on the x-axis from the “Invariant set”. (C) After normalization
(y-axis is the baseline array, and x-axis is the normalized value of the array to
be normalized), the scatterplot centers around the diagonal line, and the array
to be normalized is adjusted to have a similar overall brightness as the baseline
array. The smoothing spline (green curve) is also close to the diagonal line. (D)
The Q–Q plot of probe intensities shows that the probes in the two sets have
almost the same distribution.
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FIGURE 5.2. Single, probe, and array outliers. The pictures are for different
probe sets.

FIGURE 5.3. Outlier image. White bars indicate array outliers and pink dots
single outliers.

FIGURE 5.7. Image gradient correction.
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FIGURE 5.8. The “PM/MM Data View.”

FIGURE 5.10. Hierarchical clustering and enriched gene clusters.
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FIGURE 5.14. The “Chromosome view.”

FIGURE 5.16. The “LDA classification view.”


