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Abstract

Distributed source coding refers to compression in a network with possibly multiple

senders and receivers, such that data, or noisy observations of unseen data, from one

or more sources, are separately encoded by each sender and the resulting bit streams

transmitted to the receivers, which jointly decode all available transmissions with the

help of side information locally available. The joint statistics of the source data, the

noisy observations and the side information are known, and exploited in the design of

the encoders and decoders. This type of compression arises in an increasing number

of applications such as sensor networks, satellite networks, and low-complexity video

encoding, where past reconstructed frames are used at the decoder as side information

to achieve a rate-distortion performance similar to that of conventional encoders with

motion compensation.

Long-standing information-theoretic studies have shown that, under certain con-

ditions and for some cases, the compression performance of distributed coding can be

made arbitrarily close to that achieved by joint encoding and decoding of the data

from all sources, with access to the side information also at the encoder. This includes

the case of lossless coding with multiple encoders and a single decoder, but also the

case of high-resolution lossy coding with a single encoder, and a single decoder with

side information. While these studies establish coding performance bounds, they do

not deal with the design of practical, efficient distributed codecs.

In this work, we investigate the design of two of the main building blocks of

conventional lossy compression, namely quantizers and transforms, from the point of

view of lossy network distributed coding, striving to achieve optimal rate-distortion

performance, assuming that all statistical dependencies are known. Additionally, it
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is assumed that ideal Slepian-Wolf codecs, lossless distributed codecs with nearly

optimal performance, are available for the transmission of quantization indices. We

present the optimality conditions which such quantizers must satisfy, together with an

extension of the Lloyd algorithm for a locally optimal design. In addition, we provide

a theoretical characterization of optimal quantizers at high rates and their rate-dis-

tortion performance, and we apply it to develop a theoretical analysis of orthonormal

transforms for distributed coding. Both the cases of compressing directly observed

data, and the case of compressing noisy observations of unseen data, are considered

throughout.

Experimental results for Wyner-Ziv quantization of Gaussian sources show consis-

tency between the rate-distortion performance of the quantizers found by our exten-

sion of the Lloyd algorithm, and the performance predicted by the high-rate theory

presented. Implementations of distributed transform codecs of clean Gaussian data

and noisy images experimentally support the rate-distortion improvement due to the

introduction of the discrete cosine transform, predicted in the theory developed.
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Chapter 1

Introduction

Consider the sensor network [13] depicted in Fig. 1.1, where sensors obtain noisy

readings of some unseen data of interest which must be transmitted to a central unit.

The central unit has access to side information, for instance archived data or readings

Remote Sensor

Remote Sensor

Remote Sensor

Local Sensor

Side
Information

Central Unit

Figure 1.1: Distributed source coding in a sensor network.

from local sensors. At each sensor, neither the noisy observations of the other sensors

nor the side information is available. Nevertheless, the statistical dependence among

the unseen data, the noisy readings and the side information may be exploited in the

design of each of the individual sensor encoders and the joint decoder at the central

unit to optimize the rate-distortion performance.
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Clearly, if all the noisy readings and the side information were available at a single

sensor, traditional joint denoising and encoding techniques could be used to reduce

the transmission rate as much as possible, for a given distortion. However, due to

complexity and communication constraints in the design of the encoders, each of the

noisy readings must be individually encoded without access to the side information,

thus conventional joint techniques are not possible.

The type of compression motivated by the sensor network example is known as dis-

tributed source coding. More precisely, distributed source coding refers to compression

in a network with possibly multiple senders and receivers, such that data, or noisy

observations of unseen data, from one or more sources, are separately encoded by

each sender and the resulting bit streams transmitted to the receivers, which jointly

decode all available transmissions with the help of side information locally available.

The joint statistics of the source data, the noisy observations and the side information

are known, and exploited in the design of the encoders and decoders.

In addition to sensor networks [182,262], applications of distributed source coding

arise in a number of fields, including image and video coding [9,188,253], compression

of light fields [2] and large camera arrays [278], and digital watermarking [47, 51].

Long-standing information-theoretic studies have shown that, under certain con-

ditions, in the case of lossless coding with a single decoder [223], but also in the case

of high-resolution lossy coding with a single encoder, and a single decoder with side

information [146,260,268], the compression performance of distributed coding can be

made arbitrarily close to that achieved by joint encoding and decoding of the data

from all sources, with access to the side information also at the encoder. Under much

more restrictive statistical conditions, this also holds for coding of noisy observations

of unseen data [198, 263]. While these studies establish coding performance bounds,

they do not deal with the design of practical, efficient distributed codecs.

These promising information-theoretic results encourage us to investigate practical

systems for noisy distributed source coding with decoder side information, capable

of the rate-distortion performance predicted. To this end, it is crucial to extend the

building blocks of traditional source coding and denoising, such as lossless coding,

quantization, transform coding and prediction, to distributed source coding.
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In this dissertation, we study the design of rate-distortion optimal quantizers and

transforms for operational (i.e., fixed-dimension) network distributed source coding

of clean and noisy sources with decoder side information. The following summarizes

our major contributions:

• We investigate the design of rate-distortion optimal quantizers for distributed

compression in a network with multiple senders and receivers. In such network,

several noisy observations of one or more unseen sources are separately encoded

by each sender and the quantization indices transmitted to a number of re-

ceivers, which jointly decode all available transmissions with the help of side

information locally available. The joint statistics of the source data, the noisy

observations and the side information are known, and exploited in the design.

The flexible definition of rate measure is introduced to model a variety of lossless

codecs for the quantization indices, including ideal multiple-source Slepian-Wolf

codecs. We present the optimality conditions such quantizers and their corre-

sponding reconstruction functions must satisfy, together with an extension of

the Lloyd algorithm for a locally optimal design.

• Even though the original motivation and purpose of our work is network dis-

tributed coding, we demonstrate that a number of problems of apparently dif-

ferent nature can in fact be unified within the theoretical framework developed.

Examples of such problems are quantization of side information, broadcast with

side information, the Blahut-Arimoto algorithm for Wyner-Ziv coding, the bot-

tleneck method, and two methods for Gauss mixture modeling. In addition, we

explore the connection between Slepian-Wolf cost measures, and Bregman and

other divergences.

• An extension of conventional high-rate quantization theory is developed in or-

der to characterize rate-distortion optimal quantizers for network distributed

coding of clean and noisy sources. Just as ideal entropy coding is used in the

nondistributed theory, we assume ideal Slepian-Wolf coding of multiple sources

is available, thus rates are joint conditional entropies of quantization indices

given the side information. Experimental results for Wyner-Ziv quantization of
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Gaussian sources show consistency between the rate-distortion performance of

the quantizers found by our extension of the Lloyd algorithm, and the perfor-

mance predicted by the high-rate theory presented.

• Finally, we apply the theoretical results on high-rate distributed quantization

to study optimal orthonormal transforms for Wyner-Ziv coding. Both the case

of compressing directly observed data, and the case of compressing a noisy ob-

servation of unseen data, are considered. We present and analyze experimental

results showing the rate-distortion improvement due to the introduction of the

discrete cosine transform in Wyner-Ziv coding of clean Gaussian data and noisy

images.

This thesis is organized as follows. Chapter 2 provides the background for conven-

tional and distributed lossy source coding, emphasizing the role of quantization and

transforms, and reviewing the state of the art relevant to this dissertation. Fundamen-

tal results on Bregman divergences are also reviewed in this chapter. Chapter 3 in-

vestigates the problem of rate-distortion optimal quantization for network distributed

source coding of clean and noisy sources with side information, and extends the Lloyd

algorithm. The theoretical framework developed in Chapter 3 is then shown to unify

a number of problems dealing with distributed coding, distributed classification and

inference, rate-distortion computation, statistical modeling, and quantization with

Bregman divergences, in Chapter 4. Experimental results are provided for some of

the special cases of Chapter 4, using our extension of Lloyd algorithm for distributed

source coding. Chapter 5 presents a theoretical characterization of optimal quantiz-

ers for distributed source coding at high rates, and revisits the experimental results

of Chapter 4 in light of the predicted rate-distortion performance. Lastly, Chap-

ter 6 analyzes optimal transforms for clean and noisy Wyner-Ziv coding and reports

experimental results for transform Wyner-Ziv coding of Gaussian data and images.



Chapter 2

Background and Related Work

This first part of this chapter reviews the role of the basic building blocks of con-

ventional source codecs, the fundamentals of lossless and lossy distributed source

coding, and the state of the art relevant to this dissertation. Given the focus of our

work, quantization and transforms are emphasized. A great portion of this review is

adapted from [95,197,200].

In the last section of the chapter, we turn to the fundamentals of Bregman di-

vergences, a family of discrepancy measures including the usual squared error, and

establish some technicalities used later to investigate the connection with our dis-

tributed quantization analysis.

2.1 Building Blocks of Lossy Source Coding

A transform codec is a typical lossy compression system whose structure, depicted

in Fig. 2.1, consists of three paired building blocks, namely a lossless encoder and its

decoder, a quantizer and its reconstruction, and a signal transform and its inverse [96]:

• The lossless encoder is a reversible representation of blocks of quantization

indices as bit strings, determining a storage or transmission bit rate [98, 119,

162,166,178,254].
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Lossy Transform Decoder

Lossless
Encoder

Source Data

Reconstructed 
Source Data

Lossy Transform Encoder

QuantizerTransform

Lossless
Decoder Reconstruction Inverse 

Transform

Transformed 
Data

Quantization 
Indices Bit Stream

Quantization 
Indices

Reconstructed, 
Transformed Data

Figure 2.1: Structure of a conventional, nondistributed transform codec.

• The quantizer maps signal values, potentially in a continuous alphabet, into a

countable set of indices. Of course, this is required due to the practical lim-

itations in data storage and transmission time(a). The reconstruction at the

decoder maps these indices into values in the original signal alphabet, introduc-

ing a certain amount of distortion [48, 93, 105, 153,160]. A common measure of

distortion is the mean squared error (MSE), i.e., the expectation of the squared

norm of the difference between the original data values and their reconstruction,

popular due to its mathematical tractability.

• The transform, usually orthonormal, enables us to reduce the computational

complexity required by jointly compressing the signal vector. Precisely, it ex-

ploits the statistical correlation of the signal vector so that the transformed

coefficients can be compressed separately from each other, while incurring a

small penalty in terms of rate and distortion with respect to joint coding [100,

138, 157, 195]. Under certain assumptions, in particular high rates, the rate-

distortion optimal orthonormal transform is that diagonalizing the covariance

matrix of the signal vector, called the Karhunen-Loève transform (KLT) [116–

118,126,154]. Assuming further that the process is wide-sense stationary, among

other conditions, the KLT can be approximated by the discrete cosine transform

(DCT) [11, 195].

(a)The set of finite bit strings is countable.
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All three blocks and their counterparts are usually designed taking into account the

signal statistics to optimize a certain rate-distortion tradeoff.

More sophisticated compression systems often include the same three building

blocks together with a predictive transformation on the data. An example is the

hybrid codec represented in Fig. 2.2, a differential pulse-code modulation (DPCM) [71,

Transform 
Encoder

Transform
 

D
ecoder

DelayPredictor

Xn

X̂nX̃n

En
Bit Stream

Ên

Figure 2.2: DPCM coding with transform coding of the prediction error. The decoder, functionally
included in the encoder, is enclosed by a dotted line. In the case of video coding, for example,
Xn represents the current frame in a video sequence. Prediction is carried out between frames,
whereas transform coding is applied to blocks within a frame.

99, 123] codec where the transform codec of Fig. 2.1 is applied to the prediction

error. The prediction error is En = Xn − X̃n, where Xn is the signal and X̃n its

prediction from the past reconstructions X̂n−1, X̂n−2, . . . Transform coding is applied

to En. In the case of video coding, for example, Xn is the current frame in a video

sequence, X̃n is a prediction based on previously reconstructed frames, and En is the

interframe prediction error. Transform coding is an intraframe operation, i.e., it is

carried out on blocks within each error frame. The error reconstruction is denoted

by Ên. Observe that the signal difference is equal to the error difference: Xn− X̂n =

(Xn − X̃n) − (X̂n − X̃n) = En − Ên. The idea behind a DPCM codec is to eliminate

the temporal redundancy in the signal sequence. Coding the prediction error instead

of the signal itself introduces the same distortion (assuming the distortion measure

is a function of signal differences) but may substantially reduce the rate. Video

coding standards (and their common implementations) [242] such as H.263 [122],
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H.264/AVC [125,248] and MPEG-2 [121] are a few practical examples of compression

systems fundamentally based on the structure of Fig. 2.2.

We like to think of prediction as a fourth and distinct building block in source

codecs. Granted, one may understand prediction as a temporal transform affecting

several samples of the vector process, in principle a mathematically trivial extension

of a spatial transform applied to the coefficients of each vector sample, and the con-

ceptual connection is undeniable. However, certain predictive techniques, such as

DPCM, are defined on the entire process but the first sample, whereas our definition

of transform is restricted to blocks of coefficients or samples of fixed length. More

importantly, many predictive techniques are (effectively) nonlinear, because they may

be based on quantized data reconstructions or involve complicated nonlinear opera-

tions such as motion compensation [94,96], but they may still benefit from principles

and ideas of linear transform design, as in the example of motion-compensated lifted

transforms and wavelets [76, 172].

In the coming sections we briefly review the state of the art on lossless coding,

quantization and transforms from the point of view of distributed source coding, the

three elements of source coding where most research has been carried out and also the

focus of this thesis. Prediction for distributed source coding, undoubtedly a natural

and interesting topic for future research (see Section 7.2.3), is touched upon very

indirectly in applications where the reference for prediction is included as part of the

decoder side information, and of course by means of its strong conceptual connection

with transforms.

2.2 Lossless Distributed Source Coding

2.2.1 Slepian-Wolf Theorem and Related Information-Theoretic Results

We wish to compress source data modeled by i.i.d. copies of a discrete r.v. X. In this

context, we define a variable-length code operating on arbitrarily large blocks of data

samples to be admissible when it is lossless (uniquely decodable). An admissible rate

(expected codeword length per sample) is that corresponding to an admissible code.

Shannon [219] demonstrated that the infimum of the admissible rates is precisely the
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entropy H(X) of the process(b). The term achievable is often used in reference to the

closure of the set of admissible rates. Thus the entropy is the minimum achievable

rate.

Consider now i.i.d. drawings of a jointly distributed pair of discrete r.v.’s (X, Y ),

statistically dependent in general. Distributed lossless compression refers to the cod-

ing of the sequence of samples of X and the sequence of samples of Y , with the spe-

cial twist that a separate encoder is used for each, while the bit streams are jointly

decoded. The design of both encoders and the decoder is allowed to exploit the sta-

tistical dependence between X and Y . Fig. 2.3 represents such distributed codec.

The extension of this setting to a greater number of sources is straightforward.

Source 
X

Source 
Y

Encoder 
X

Encoder 
Y

Joint 
Decoder

X

Y

RX

RY

X

Y

Figure 2.3: Lossless symmetric distributed compression of two statistically dependent random pro-
cesses X and Y .

With separate conventional entropy encoders and decoders, one can achieve RX �
H(X) and RY � H(Y ). Interestingly, we can do better with joint decoding, but

separate encoding, if we are content with a residual error probability for recovering X

and Y that can be made arbitrarily small, but, in general, not zero, for encoding long

sequences(c). In this case, Slepian and Wolf [223] established the following achievable

rate region:

RX + RY � H(X, Y )

RX � H(X|Y ), RY � H(Y |X)

}
,

represented in Fig. 2.4. Surprisingly, the sum of rates, RX+RY , can achieve the joint

entropy H(X, Y ), just as for joint encoding of X and Y , despite separate encoders

(b)The general result for ergodic sources is the entropy rate, but we restrict our discussion to i.i.d.
processes, for which the entropy rate is simply the entropy.

(c)The term lossless will be used here to refer to either uniquely decodable coding, or more loosely
and often the case in distributed source coding, to a probability of decoding error arbitrarily close
to zero, even though nearly lossless is a more adequate term for the latter scenario.
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H(X)

H(Y |X)

H(Y )

RY

RX

Slepian-Wolf Coding

Separate Coding

RX +RY = H(X,Y )

RY =H(Y )
RX=H(X|Y )

¾

H(X |Y )

Figure 2.4: Achievable rate region for lossless distributed compression of two statistically dependent
random processes X and Y , according to the Slepian-Wolf Theorem (1973) [223].

forX and Y . This result is known as the Slepian-Wolf theorem, and the coding setting

in Fig. 2.3 is often called symmetric Slepian-Wolf codec in recognition to Slepian and

Wolf’s work.

Compression with decoder side information, or asymmetric Slepian-Wolf coding,

depicted in Fig. 2.5, is a special case of the symmetric distributed coding problem

of Fig. 2.3. Now X represents the source data to be compressed, and Y is side

Source 
X|Y

Lossless 
Encoder

Lossless 
Decoder

X

Y

RX = H(X|Y ) H(X)

X

Y Y

Figure 2.5: Lossless asymmetric distributed compression of a random process X , using a statistically
dependent random process Y as side information. Even though the side information Y is only
available at the decoder, the lowest achievable rate is the same as if it also were available at the
encoder.

information locally available at the decoder, but not at the encoder. Since RY =

H(Y ) is achievable for conventionally encoding Y , compression with receiver side

information corresponds to one of the corners of the rate region in Fig. 2.4, hence the

achievable set of rates for the source data is given by RX � H(X|Y ). Observe that

this is exactly the same set as if the side information had been made available at the
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encoder as well, so that a conventional code could have been designed for each side

information value.

The Slepian-Wolf theorem was generalized to jointly stationary and ergodic pro-

cesses, and countable alphabets, by Cover two years later [52]. Koulgi et al. have

investigated the problem of characterizing the minimum-rate code with zero prob-

ability of decoding error for asymmetric Slepian-Wolf coding (finite-alphabet r.v.’s,

i.i.d. processes), establishing rate bounds [131, 132] (see also [251]) and proving that

finding such code is NP -hard [130].

Orlitsky and Roche [173] recently considered the following variation of the asym-

metric Slepian-Wolf coding problem (for finite-alphabet, i.i.d. processes). The en-

coder has access to X and the decoder has access to the side information Y , but

the decoder is interested in recovering only a function f(X, Y ) of the r.v.’s, with

arbitrarily low probability of error. They characterize the lowest achievable rate by

a single-letter quantity HG(X|Y ), which they call the conditional G-entropy of X

given Y , basically determined by G, the characteristic graph of X and Y , as defined

by Witsenhausen [251].

2.2.2 Practical Slepian-Wolf Coding

Although Slepian and Wolf’s theorem dates back to the 1970s, with the exception

of some preliminary research [115], it was only in the last few years that emerging

applications have motivated serious attempts at practical techniques. However, it was

understood already 30 years ago that Slepian-Wolf coding is a close kin to channel

coding [257]. To appreciate this relationship, consider i.i.d. binary sequences X and Y

in Fig. 2.5. If X and Y are similar, a hypothetical error sequence Δ = X⊕Y consists

of 0’s, except for some 1’s that mark the positions where X and Y differ. To protect X

against errors Δ, we could apply a systematic channel code and only transmit the

resulting parity bits. At the decoder, one would concatenate the parity bits and

the side information Y and perform error-correcting decoding. If X and Y are very

similar, only a few parity bits would have to be sent, and significant compression would

result. We emphasize that this approach does not perform forward error correction

to protect against errors introduced by the transmission channel, but instead by a
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virtual “correlation channel”(d) that captures the statistical dependence of X and the

side information Y .

In an alternative interpretation, the alphabet of X is divided into cosets and the

encoder sends the index of the coset that X belongs to [257]. The receiver decodes

by choosing the codeword in that coset that is most probable in light of the side

information Y . It is easy to see that both interpretations are equivalent. With the

parity interpretation, we send a binary row vector Xp = XP , where G = (I P ) is the

generator matrix of a systematic linear block code Cp. With the coset interpretation,

we send the syndrome S = XH , where H is the parity check matrix of a linear block

code Cs. If P = H , the transmitted bit-streams are identical.

Most distributed source coding techniques today are derived from proven chan-

nel coding ideas. The wave of recent work was ushered in 1999 by Pradhan and

Ramchandran [187]. Initially, they addressed the asymmetric case of source coding

with side information at the decoder for statistically dependent binary and Gaussian

sources using scalar and trellis coset constructions. Their later work [182–185] con-

siders the symmetric case where X and Y are encoded with the same rate. Wang

and Orchard [241] used an embedded trellis code structure for asymmetric coding of

Gaussian sources and showed improvements over the results in [187].

Since then more sophisticated channel coding techniques have been adapted to

the distributed source coding problem. These often require iterative decoders, such

as Bayesian networks or Viterbi decoders. While the encoders tend to be very sim-

ple, the computational load for the decoder, which exploits the source statistics, is

much higher. Garćıa-Fŕıas and Zhao [81,82], Bajcsy and Mitran [20,164], and Aaron

and Girod [1] independently proposed compression schemes where statistically depen-

dent binary sources are compressed using turbo codes. It has been shown that the

turbo code-based scheme can be applied to compression of statistically dependent

non-binary symbols [274, 275] and Gaussian sources [1, 163] as well as compression

of single sources [82, 83, 165, 276]. Iterative channel codes can also be used for joint

source-channel decoding by including both the statistics of the source and the channel

(d)The term correlation channel is historical and, strictly speaking, it is used to emphasize a
potential statistical dependence rather than a correlation. Rigorously speaking, it merely means
that two r.v.’s are jointly distributed.
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in the decoding process [1, 80, 83, 150, 165, 276]. Liveris et al. [149–152], Schonberg

et al. [210–212], and other authors [50, 91, 137, 226] have suggested that low-density

parity-check (LDPC) codes might be a powerful alternative to turbo codes for dis-

tributed coding. With sophisticated turbo codes or LDPC codes, when the code

performance approaches the capacity of the correlation channel, the compression per-

formance approaches the Slepian-Wolf bound.

2.3 Lossy Distributed Source Coding

2.3.1 Wyner-Ziv Theorem and Related Information-Theoretic Results

Shortly after Slepian and Wolf’s seminal paper, Wyner and Ziv [256,259,260] estab-

lished the rate-distortion limits for lossy coding with side information at the decoder,

which we shall refer to as Wyner-Ziv coding.

More precisely, let X and Y represent samples of two i.i.d. random sequences,

of arbitrary alphabets X and Y (possibly infinite) modeling source data and side

information, respectively. The source values X are encoded without access to the

side information Y , as shown in Fig. 2.6. The decoder, however, has access to Y , and

Source 
X|Y

Lossy 
Encoder

Lossy 
Decoder

X

Y Y Y

X̂

RWZ
X|Y (D) RX|Y (D)

D = Ed(X,X̂)

Figure 2.6: Lossy asymmetric distributed compression of a random process X , using a statistically
related random process Y as side information.

obtains a reconstruction X̂ of the source values in the alphabet X̂ .

A distortion D = E d(X, X̂) is acceptable. The Wyner-Ziv rate-distortion function

RWZ
X|Y (D) then is the achievable lower bound for the bit-rate for a distortion D. We

denote by RX|Y (D) the conditional rate-distortion function [29], which gives the rate

required when the side information is available at the encoder as well. It follows

immediately from the problem setting that RWZ
X|Y (D) −RX|Y (D) � 0.



14 CHAPTER 2. BACKGROUND AND RELATED WORK

The main result of Wyner and Ziv was a single-letter expression for RWZ
X|Y (D), a

quantity defined in the formulation of the problem in terms of codeblocks involving

several samples or letters. Moreover, they provided an example confirming that a

positive rate loss, RWZ
X|Y (D)−RX|Y (D) > 0, may in fact be incurred when the encoder

does not have access to the side information, for D > 0(e).

However, they also showed that RWZ
X|Y (D) − RX|Y (D) = 0 in the case of Gaus-

sian memoryless sources and MSE distortion [259, 260]. This result is the dual of

Costa’s “dirty paper” theorem for channel coding with sender-only side informa-

tion [25,51,181,229]. As Gaussian-quadratic cases, both lend themselves to intuitive

sphere-packing interpretations. RWZ
X|Y (D) − RX|Y (D) = 0 also holds for source se-

quences X that are the sum of arbitrarily distributed side information Y and inde-

pendent Gaussian noise [181].

For general statistics and a MSE distortion measure, Zamir [268] proved that

the rate loss is less than 0.5 bit/sample. In addition, Zamir showed that for power-

difference distortion measures and smooth source probability distributions, the rate

loss vanishes in the limit of small distortion (or high rates). A similar high-resolution

result was obtained in [269] for (symmetric) distributed coding of several sources

without side information, also from an information-theoretic perspective, i.e., for

arbitrarily large dimension. In [235] (unpublished), it was shown that tessellating

quantizers followed by Slepian-Wolf coders are asymptotically optimal in the limit of

small distortion and large dimension.

The Wyner-Ziv compression problem is closely related to the problem of system-

atic lossy source-channel coding considered by Shamai, Verdú and Zamir [218] (see

also [217]). In this configuration, an analog source sequence is transmitted without

coding through a noisy channel. The recovered noisy version is used as side infor-

mation at the decoder to transmit an encoded, second version of the original source,

through a different channel. The term systematic coding has been introduced in ex-

tension of systematic error-correcting channel codes to refer to a partially uncoded

(e)For reasonably well-behaved distortion measures and discrete r.v., the Slepian-Wolf theorem
guarantees that no rate loss is incurred whenever D = 0.
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transmission. The information-theoretic bounds and conditions for optimality of such

a configuration were established in [218].

Numerous extensions of the Wyner-Ziv problem have been studied. For instance,

Yamamoto and Itoh [263], and independently, Flynn and Gray [77, 78], and Draper

and Wornell [63, 64], considered the problem of encoding a noisy observation of the

source data, while the decoder, which has access to some side information, still strives

to reconstruct the original source value. Witsenhausen [252] showed how to reduce

rate-distortion problems with noisy sources and noisy reconstructions to noiseless

cases by using modified distortion measures, such as the side-information-dependent

distortion measures for Wyner-Ziv coding studied by Linder et al. [144, 146]. This

latter work also showed that the rate loss need not vanish in the limit of small dis-

tortion, even if the distortion measure, dependent on the side information, is locally

quadratic. Using Gaussian statistics and MSE as a distortion measure, Zamir and

Berger [269] proved that distributed coding of two noisy observations without side

information can be carried out with a performance close to that of joint coding and

denoising, in the limit of small distortion and large dimension.

The Wyner-Ziv theorem considers lossy compression of X with receiver side in-

formation Y . This is only a partial answer for the more general case of distributed

lossy compression of two dependent sequences X and Y . Although the rate-dis-

tortion region for the quadratic-Gaussian version of the problem has recently been

determined [237,238], the general version of the problem with arbitrary statistics and

distortion measure remains elusive. There exist, however, loose bounds, such as the

ones obtained recently by Gastpar [84,85]. Ishwar et al. [120] studied lossy coding of

several source sequences satisfying certain symmetry conditions, through unreliable

networks and without side information.

A different extension of the Wyner-Ziv problem, in which the side information may

be absent, was treated by Heegard and Berger [114]. Weissman and El Gamal [245]

consider Wyner-Ziv coding with limited side information lookahead at the decoder,

i.e., when the decoder reconstruction of the ith source symbol depends only on the

encoder index (still a function of the entire source data block) and the first i+ j side
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information symbols. The problem of successive refinement for Wyner-Ziv coding was

investigated by Steinberg and Merhav [227,228].

Lastly, we would like to remark that there exist numerous information-theoret-

ic variations of Shannon’s problem formulation for nondistributed lossy source cod-

ing [220], which was naturally extended to the problem formulation for distributed

coding by Wyner and Ziv in [260], and by Yamamoto and Itoh in [263] in the noisy

case. Although these variations have not been considered in a distributed coding set-

ting yet, we would like to cite a few. Rather than bounding the expected distortion

for a given constraint on the expected rate, a number of studies consider tradeoffs

involving exponential rates of probabilities that the cumulative distortion and the

codeword length exceed a threshold, for both clean [159] and noisy [247] cases. En-

coding and decoding with limited delay has been analyzed in the context of coding

of deterministic sequences, also in the clean [141] and noisy [246] cases. In recent

formulations of indirect lossy source coding, the joint probability of the noisy obser-

vation and the data is not completely specified, but it is known to belong to a set of

distributions [60, 244].

2.3.2 Quantization for Distributed Source Coding

As with Slepian-Wolf coding, efforts towards practical Wyner-Ziv coding schemes have

been undertaken only recently. The first attempts to design quantizers for reconstruc-

tion with side information were inspired by the information-theoretic proofs. Zamir

and Shamai [271, 272] proved that, under certain circumstances, linear codes and

high-dimensional nested lattices approach the Wyner-Ziv rate-distortion function, in

particular if the source data and side information are jointly Gaussian. This idea was

further developed and applied by Pradhan et al. [134, 182, 187], and Servetto [215],

who published heuristic designs and performance analysis focusing on the Gaussian

case, based on nested lattices, with either fixed-rate coding or entropy coding of the

quantization indices.

A different approach was followed by Fleming and Effros [74], who generalized the

Lloyd algorithm [153] for locally optimal, fixed-rate Wyner-Ziv quantization design.

Later, Fleming, Zhao and Effros [75] included rate-distortion optimized quantizers
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in which the rate measure is a function of the quantization index, for example, a

codeword length. Unfortunately, vector quantizer dimensionality and entropy code

block length are identical in their formulation, and thus the resulting quantizers either

lack in performance or are prohibitively complex. An efficient algorithm for finding

globally optimal quantizers among those with contiguous code cells was provided

in [167], although, regrettably, it has been shown that code cell contiguity precludes

optimality in general distributed settings [69]. Cardinal and Van Asche [41] considered

Lloyd quantization for ideal symmetric Slepian-Wolf coding, without side information.

It may be concluded from the proof of the converse to the Wyner-Ziv rate-dis-

tortion theorem [260] that there is no asymptotic loss in performance by considering

block codes of sufficiently large length, which may be seen as vector quantizers, fol-

lowed by fixed-length coders. This suggests a convenient implementation of Wyner-

Ziv coders as quantizers, possibly preceded by transforms, followed by Slepian-Wolf

coders, analogous to the implementation of nondistributed coders. This implemen-

tation is represented in Fig. 2.7. The quantizer divides the signal space into cells,

Slepian-
Wolf

Encoder

Slepian-
Wolf

Decoder

Y

X X̂Q Q Minimum-
Distortion 

Reconstruction
Quantizer

Y

Wyner-Ziv Encoder Wyner-Ziv Decoder

Figure 2.7: A practical Wyner-Ziv coder obtained by cascading a quantizer and a Slepian-Wolf
coder.

which, however, may consist of noncontiguous subcells mapped into the same quan-

tizer index. Xiong et al. [148,261] implemented a Wyner-Ziv coder as a nested lattice

quantizer followed by a Slepian-Wolf coder, and in [264], a trellis-coded quantizer was

used instead (see also [262]).

Cardinal [39, 40] has studied the problem of quantization of the side information

itself for lossless distributed coding of discrete source data (which is not quantized).

As for quantization of a noisy observation of an unseen source, the nondistributed

case was studied by Dobrushin, Tsybakov, Wolf, Ziv, Ephraim, Gray and others

in [62, 70, 255]. Most of the operational work on distributed coding of noisy sources,
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i.e., for a fixed dimension, deals with quantization design for a variety of settings, as

in the work by Lam and Reibman [135,136], and Gubner [110], but does not consider

entropy coding or the characterization of such quantizers at high rates or transforms.

2.3.3 Transforms for Distributed Source Coding

A great portion of the research on transforms for distributed source coding is ex-

perimental, and cited in Section 2.4. We would like to highlight here only the first

work to consider the use of transforms in Wyner-Ziv coding of video, by Pradhan and

Ramchandran [186], which in addition provided a theoretical analysis of optimal bit

allocation for Gaussian statistics.

The KLT for distributed source coding was investigated theoretically in greater

depth in [86, 87], but it was assumed that the covariance matrix of the source vector

given the side information does not depend on the values of the side information, and

the study was not in the context of a practical coding scheme with quantizers for

distributed source coding.

Very recently, a distributed KLT was studied in the context of compression of

Gaussian source data, assuming that the transformed coefficients are coded at the

information-theoretic rate-distortion performance [88, 89].

2.4 Applications of Distributed Source Coding

We proceed to present some of the increasingly numerous applications of distributed

source coding, which, due to our research background, focus on image and video

compression. Additional examples of areas where distributed source coding finds

applications are sensor networks [46, 182, 184,262] and digital watermarking [47, 51].

A recent implementation of Slepian-Wolf coding for stereo images has been de-

veloped by Varodayan et al. [233, 234], which is based on LDPC codes, and uses

the expectation-maximization (EM) [61] algorithm at the decoder to learn the image

disparity.

Wyner-Ziv codecs of images and video, using some form of Slepian-Wolf coding,

quantization, transforms, wavelets, and prediction, were implemented by Pradhan
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and Ramchandran [186], Aaron, Girod et al. [5–7, 9, 95, 196], Puri and Ramchan-

dran [188–190], Sehgal et al. [213, 214], and Zhu and Xiong [277]. Many of these

systems incorporate a low-complexity video encoder, and rely on a more complex

decoder to exploit the interframe statistical dependence. In some cases, simple in-

terframe operations are carried out at the encoder to assist the decoder, such as the

computation of a frame difference [8] or a short piece of information called hash [3]

in order to help the decoder estimate the interframe motion.

Distributed source coding has also been applied to compression of light fields [2],

large camera arrays [278], spherical images obtained by catadioptric cameras [231],

as well as the plenoptic function in camera sensor networks [90].

Rane, Girod et al. [4,19,191–194] built a systematic lossy error-protection system

where a video signal is transmitted through an error-prone channel, and an additional

Wyner-Ziv encoded version is transmitted in order to provide error-resilience. A

similar system was developed independently by Wang et al. [239, 240].

2.5 On Bregman Divergences

We present a number of fundamental results on Bregman divergences, partly original

but straightforward considerations (for which a reference is not cited), partly adapta-

tions to arbitrary Hilbert spaces, not necessarily separable, of the fundamental results

of [21–24], which were used to develop clustering techniques that generalize the Lloyd

and the EM algorithms via Bregman divergences in R
k. Sec. 4.11 will draw upon the

contents of this section in order to investigate the connection between our generaliza-

tions of the Lloyd algorithm and Bregman divergence theory, with emphasis on the

clustering techniques of [24].

2.5.1 Definition and Examples

Bregman divergences were introduced in [33] as an extension to the usual discrepancy

measure (x, y) �→ ‖x−y‖2, along with an elegant and effective technique for designing

and analyzing feasibility and optimization algorithms. This opened a growing area of

research in which Bregman’s technique is applied in various ways in order to design
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and analyze iterative algorithms for solving not only feasibility and optimization

problems, but also algorithms for variational inequalities, equilibrium problems, fixed

points of nonlinear mappings and more [26, 37, 43].

Let X be a real Hilbert space (not necessarily separable), and let ϕ : X →
(−∞,∞] be a lower semicontinuous convex function, such that its effective domain

domϕ has nonempty interior. Assume further that ϕ is Fréchet differentiable on the

interior of its domain, int domϕ, so that by the Riesz representation theorem, it is

meaningful to define the gradient of ϕ at x ∈ int domϕ as the vector ∇ϕ(x) ∈ X

such that the bounded linear functional x �→ 〈∇ϕ(x), x〉 is the Fréchet derivative of

ϕ at x. The function dϕ : X × X → [0,∞] given by

dϕ(x, y) =

{
ϕ(x) − ϕ(y) − 〈∇ϕ(y), x− y〉, x ∈ domϕ, y ∈ int domϕ

∞, otherwise

is called Bregman divergence with respect to ϕ.

Observe that dϕ is nonnegative, that it is convex in the first argument due to

the convexity of ϕ, and that it is Borel measurable due to the lower semicontinuity

of ϕ. Furthermore, it vanishes when x = y ∈ int domϕ and, if ϕ is strictly convex,

only in that case. The term distance is also used in the literature, despite the fact

that dϕ it is not always symmetric and may not satisfy the triangular inequality.

Bregman divergences are more generally defined on Banach spaces, e.g. [38], where

usually Gâteaux differentiability or some form of sided directional differentiability is

required. Hilbert spaces are used here instead to generalize certain results obtained

for Euclidean spaces relevant to our work.

The most important examples of Bregman divergences are dϕ(x, y) = ‖x − y‖2,

obtained when ϕ(x) = ‖x‖2 (for any Hilbert space X ), and the Kullback-Leibler

divergence dϕ(p, q) = D(p‖q), corresponding to ϕ(p) = Ep log p(X), the so-called

negative entropy, defined on a space X including probability functions (e.g., R
k for

the k-simplex). Additional examples include the Itakura-Saito and the Mahalanobis

distances, the generalized information divergence, and the logistic loss [24].
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2.5.2 Miscellaneous Properties

The following observation will be used in Proposition 3.12 to demonstrate that La-

grangian-optimal nondistributed quantizers with Bregman distortion possess convex

cells. Let a and b be distinct points of the arbitrary real Hilbert space X , upon which

a Bregman divergence dϕ is defined, with a, b ∈ int domϕ and ϕ strictly convex. We

claim that H = {x ∈ domϕ | dϕ(x, a) � dϕ(x, b)} is the intersection of a half-space

and domϕ, and consequently a convex set. By definition, any x ∈ H must satisfy

ϕ(x) − ϕ(a) − 〈∇ϕ(a), x− a〉 � ϕ(x) − ϕ(b) − 〈∇ϕ(b), x− b〉.
Equivalently,

〈∇ϕ(a) −∇ϕ(b), x〉 = 〈∇ϕ(a), a〉 − ϕ(a) − 〈∇ϕ(b), b〉 + ϕ(b),

(since a �= b and ϕ is strictly convex, ∇ϕ(a) �= ∇ϕ(b)) proving the claim. Fur-

thermore, it is routine to show that the boundary of the half-space is the affine set

x0 + span{∇ϕ(a) −∇ϕ(b)}⊥, where x0 = (1 − λ)a+ λ b ∈ int domϕ, and

λ =
dϕ(a, b)

〈∇ϕ(a) −∇ϕ(b), a− b〉 =
dϕ(a, b)

dϕ(a, b) + dϕ(b, a)
.

In the special case when ϕ : x �→ ‖x‖2, or any other symmetric dϕ, λ = 1/2.

The following property will be applied in Sec. 4.11 to show that sums of Bregman

divergences defined on different spaces can be interpreted as a single divergence. The

slightly more general case of nonnegative linear combinations is handled by observing

that for any α ∈ R
+, αdϕ = dαϕ. Let X and Y be Hilbert spaces. Recall that

their direct sum, denoted by X ⊕Y , is a Hilbert space containing the pairs (x, y) ∈
X ×Y , endowed with the norm ‖(x, y)‖2 = ‖x‖2 + ‖y‖2. Let dϕ and dψ be Bregman

divergences defined on X and Y respectively, and let ϕ+ ψ : (x, y) �→ ϕ(x) + ψ(y).

It is routine to show that dϕ+ψ is a Bregman divergence for X ⊕ Y .

Suppose X = R
k, and that all third-order partial derivatives of ϕ exist on

int domϕ. The Hessian matrix of ϕ evaluated at x ∈ int domϕ is denoted by ∂2ϕ
∂x2 (x),

nonnegative definite since ϕ is convex (and the second-order partial derivatives are

continuous). It is routine to check that ∂dϕ

∂y
(x, x) = 0 and ∂2dϕ

∂y2
(x, x) = ∂2ϕ

∂x2 (x). Apply
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Taylor’s formula to approximate dϕ(x, y) as y → x:

dϕ(x, y) = dϕ(x, x) +
∂dϕ(x, x)

∂y
(y− x) +

1

2
(y− x)T ∂

2dϕ(x, x)

∂y2
(y− x) + o

(‖y − x‖2
)
,

hence

dϕ(x, y) =
1

2
(x− y)T ∂

2ϕ(x)

∂x2
(x− y) + o

(‖x− y‖2
)

=

∥∥∥∥∥
(

1

2

∂2ϕ

∂x2
(x)

)1/2

(x− y)

∥∥∥∥∥
2

+ o
(‖x− y‖2

)
.

This shows that dϕ(x, y) is a locally weighted quadratic difference, precisely the class

of distortion measures considered in [142, 143,145](f).

2.5.3 Bregman Information and Optimal Bregman Estimate

Let X be a r.v. on the Hilbert space X , such that EX exists and belongs to domϕ.

The Bregman information of X with respect to ϕ is defined [22, 23] as Iϕ(X) =

E dϕ(X,EX). Suppose further that X ∈ domϕ a.s., and that EX ∈ int domϕ. The

same work proves that Iϕ(X) = Eϕ(X) − ϕ(EX), and calls the equation Jensen’s

equality. In addition, for any x̂ ∈ int domϕ, it is shown that

E dϕ(X, x̂) = Iϕ(X) + dϕ(EX, x̂), (2.1)

clearly minimized when x̂ = EX, and only in that case if ϕ is strictly convex.

(f)Writing the second-order Taylor formula in terms of differentials

dϕ(x, x + dx) = (dx)T
1
2
∂2ϕ(x)
∂x2

dx

shows that 1
2
∂2ϕ(x)
∂x2 may also be interpreted as a metric tensor (whose induced (pseudo-)Riemannian

metric approximates the Bregman divergence locally). Suppose that there exists a differentiable
map θ �→ xθ, so that

dϕ(xθ, xθ+dθ) = dϕ

(
xθ, xθ +

∂x

∂θ
dθ
)

=
1
2

dθT
∂x

∂θ

T ∂2ϕ

∂x2

∂x

∂θ
dθ.

The nonnegative definite matrix ∂x
∂θ

T ∂2ϕ
∂x2

∂x
∂θ is also a metric tensor with respect to the coordinates θ,

which is precisely the Fisher information matrix when xθ is a distribution parametrized by θ, and
dϕ is the Kullback-Leibler divergence.
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Continuing with the two main examples listed above, let ϕ(x) = ‖x‖2. Then

Iϕ(X) = E ‖X−EX‖2 = trCovX. Alternatively, let X and Y be jointly distributed

r.v.’s with a regular conditional probability function pX|Y , let X be a Hilbert space

containing all probability functions of X, and let ϕ(p) be the negative entropy of

p ∈ X . Then, P = pX|Y (·|Y ) is a r.v. taking values in X , with EP = pX , and

Iϕ(X) = E D(P‖EP ) = I(X;Y ). Thus Bregman information unifies the concepts of

variance and mutual information, as observed in [22].

For any r.v. Y jointly distributed with X, provided that a conditional regular

probability distribution exists, the previous definitions and properties hold imme-

diately for the conditional statistics of X given Y , simply by taking expectations

corresponding to the distribution of X|Y instead, with the appropriate modifications

on the assumptions. In that way, the conditional Bregman information [22, 23] can

be defined as the r.v. Iϕ(X|Y ) = E[dϕ(X,E[X|Y ])|Y ], satisfying a conditional version

of Jensen’s equality: Iϕ(X|Y )
a.s.
= E[ϕ(X)|Y ] − ϕ(E[X|Y ]), and it can be proved that

under mild conditions X̂ = E[X|Y ] minimizes E dϕ(X, X̂) among all functions of the

r.v. Y , and that the attained minimum is EY Iϕ(X|Y ) = E dϕ(X,E[X|Y ]).

In conditional MSE estimation, the variances of the target X, the estimate X̂ =

E[X|Y ] and the error X − X̂ satisfy a Pythagorean relationship (when U �→ E ‖U‖2,

or trCovU , are seen as a norm on L2(X )):

E ‖X − EX‖2 = E ‖X̂ − E X̂‖2 + E ‖X − X̂‖2,

which holds more generally in terms of matrices: CovX = Cov X̂ + Cov[X − X̂].

Write (2.1) in terms of conditional expectations for x̂ = EX as

E[dϕ(X,EX)|Y ] = E[dϕ(X,E[X|Y ])|Y ] + dϕ(E[X|Y ],EX).

By iterated expectation, from the definition of Bregman information, and the fact that

the optimal Bregman estimate is also X̂ = E[X|Y ], which is unbiased, we conclude

Iϕ(X) = E dϕ(X, X̂) + Iϕ(X̂), (2.2)

thus the minimum Bregman error is the loss of Bregman information between X

and X̂, as observed in [21].



Chapter 3

Quantization for Distributed

Source Coding

Quantization, one of the fundamental building blocks of conventional source coding,

was reviewed in Sec. 2.1, in the context of distributed source coding. In this chap-

ter, we investigate the design of rate-distortion optimal quantizers for distributed

compression of clean and noisy sources in a network with multiple senders and re-

ceivers and communication constraints. This includes the Wyner-Ziv coding problem

of Sec. 2.3. A flexible definition of rate measure is introduced to model a variety of

lossless codecs for the quantization indices, including an idealization of the Slepian-

Wolf codecs introduced in Sec. 2.2. We present the optimality conditions which such

quantizers must satisfy, together with an extension of the Lloyd algorithm for a lo-

cally optimal design. A randomized version of the Lloyd algorithm is also provided.

The theoretical framework developed in this chapter, including both versions of the

Lloyd algorithm, will be illustrated with a number of examples, related problems and

experiments, in Chapter 4.

The theory presented here is an extension of our previous work [197,202] to mul-

tiple decoders and randomized quantization, published in part in [199].
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3.1 Preliminary Definitions, Conventions and Notation

Throughout the dissertation, the power set or collection of all subsets of a set S will

be written as ℘(S). The notation S+ will refer to the (strictly) positive elements of

the set S, for example R
+ = (0,∞). The set of extended real numbers [−∞,∞] will

be denoted by R̄. For convenience, we shall use the notation [expression]substitution for

a substitution in an expression. For instance, [g(u, v)]u=a is symbolically equivalent

to g(a, v).

Recall that a Polish space is a separable topological space that can be metrized

by means of a complete metric, for example any discrete space (with the discrete

topology), the k-dimensional Euclidean space R
k, or its extended version R̄

k. It

will be assumed unless otherwise stated that the σ-field of all measurable spaces

associated with any topological space, including Polish spaces, is the collection of

Borel sets, and that the σ-field associated with any countable space is its power set

(corresponding to the discrete topology). The symbol × will be used to denote both a

Cartesian product and the product of σ-fields. The context should render the correct

interpretation clear.

Let (Ω,F , P ) be a probability space and let (X ,FX ) be a measurable space,

where FX denotes a σ-field of subsets of some set X . A (X ,FX )-random variable

(r.v.)(a) on (Ω,F , P ) is a measurable map X : Ω → X . The alphabet of X is the

measurable space (X ,FX ), often written less formally as X . The distribution of X

(induced probability measure) will be denoted by PX . If X is absolutely continu-

ous, its probability function will be written as pX , whether it is a probability mass

function (PMF) or a probability density function (PDF)(b). As usual, a.e. abbreviates

“almost every” or “almost everywhere” with respect to an underlying measure, and

a.s. abbreviates “almost surely”, emphasizing the case of probability measures.

We follow the convention of using uppercase letters for r.v.’s, and lowercase letters

for the particular values that they take on. When dealing simultaneously with r.v.’s,

values they take on, and functions defined on their alphabets, we shall use an intuitive,

(a)In the literature, the term random object or (abstract) random ensemble is sometimes used
instead, and r.v. reserved for what we shall call real r.v., i.e., a real-valued r.v.

(b)As a matter of fact, a PMF is a PDF with respect to the counting measure.
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compact notation, at the cost of a small loss in mathematical rigor, which essentially

involves an alternative way of writing function composition and symbol reuse. For

example, let X be a r.v. with alphabet X , let x ∈ X , and let q be a measurable

mapping on X . The block diagram in Fig. 3.1 represents the relation between X

and Q conceptually. The rigorous definition of a r.v. Q as the function composition

Q
q(x)

X

Figure 3.1: Block diagram representation of a function of a r.v.Q is the r.v. defined by the mapping q
applied to the r.v. X .

q ◦ X will be occasionally written usually as Q = q(X). The symbol q will be used

to represent both the function defined previously, and a value taken by the r.v. Q, as

in expressions such as q = q(x).

For notational convenience, the covariance operator Cov and the letter Σ will be

used interchangeably. For example, the conditional covariance of X|y is the matrix

function ΣX|Y (y) = Cov[X|y]. The notation N (μ,Σ) will be used to represent a

Gaussian PDF with mean μ and positive definite covariance Σ, and X ∼ N (μ,Σ)

will indicate that X is a Gaussian r.v. with that PDF.

Logarithms are denoted by log when any real base b > 1 is allowed in the deriva-

tion, or by logb when the particular choice of the logarithm base is relevant. Natural

logarithms are written as ln.

We adopt the same notation for information-theoretic quantities used in [53].

Specifically, the symbol H will denote entropy, h differential entropy, I mutual infor-

mation, and D relative entropy or Kullback-Leibler divergence.

The Jacobian matrix of a vector field f : R
n → R

m will be denoted by

∂f

∂x
=

(
∂fi
∂xj

)
i=1,...,m
j=1,...,n

,

provided that all partial derivatives exist. Similarly, if a function f : R
n → R has

second-order partial derivatives, its Hessian matrix will be written as

∂2f

∂x2
=

(
∂2f

∂xi∂xj

)
i,j=1,...,n

.
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3.2 Problem Formulation

3.2.1 Quantizers

Let Z be a r.v. with values in an alphabet (Z ,FZ ) and distribution PZ , and let Q

be a countable set, providing the discrete measurable space (Q, ℘(Q)).

Definition 3.1. A (nonrandomized or hard) quantizer (c) of Z is a measurable map

q : Z → Q, i.e., a map defining a countable measurable partition of the alphabet

of Z.

We shall use the terms quantization cell and quantization region interchangeably

for each of the subsets determined by the partition {z ∈ Z | q(z) = q}q∈Q.

Definition 3.2. A randomized or soft quantizer (d) of Z is a regular conditional PMF

given Z, i.e., a map pQ|Z : Q × Z → [0, 1] such that

(i) pQ|Z(·|z) is a PMF for all z, and

(ii) pQ|Z(q|·) is measurable for all q.

Randomized quantization, also called random or stochastic quantization in the

literature, has been studied with focus on a number of applications. Perhaps the

best known example is dithered quantization, which was originally introduced as a

means of randomizing the effects of uniform quantization so as to minimize visual

artifacts, and to cause the reconstruction error to look more like signal independent

additive white noise [105,106,205]. A general framework of randomized quantization,

including as a special case dithering, with applications to moments recovery, is studied

in [44, 45].

The use of randomized quantizers in this dissertation will enable us to ascertain

whether they provide any advantages over nonrandomized quantizers in coding per-

formance. In addition, randomized quantizers will be used in a modification of the

Lloyd algorithm [153] that will generalize the Blahut-Arimoto algorithm [16, 31]. A

(c)This is by far the most common use of the term quantization. The adjectives nonrandomized
or hard are used here only for emphasis in discussions where the alternative definition, dealing with
randomized quantizers, appears as well.

(d)The choice of the adjective randomized is adopted from the term randomized decision rule, be-
cause of the connection between quantization and Bayes decision theory, which will become apparent
in Sec. 3.3.1.
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nonrandomized quantizer can be represented as a randomized quantizer by setting

pQ|Z(q|z) = 1 when q(z) = q, and 0 otherwise.

The technicalities in the previous definitions guarantee that the observation Z and

the resulting quantization index Q, regarded as jointly distributed r.v.’s, are properly

defined, and will be exploited to draw rigorous conclusions in the next section. More

precisely, since a nonrandomized quantizer q is assumed to be measurable, Q =

q(Z) (formally Q = q ◦ Z) is a well-defined discrete r.v. (sharing the probability

space Z is defined on). On the other hand, by the general version of the product

measure theorem in [17, Theorem 2.6.2, p.97], a randomized quantizer pQ|Z uniquely

determines a probability measure PZQ on the product space (Z × Q,FZ × ℘(Q)),

consistent with PZ and pQ|Z, in the sense that

PZQ(A× {q}) =

∫
A

pQ|Z(q|z) dPZ(z) ∀A ∈ FZ , q ∈ Q.

Therefore, for given PZ and pQ|Z , there always exists a probability space on which a

joint r.v. (Z,Q) can be defined with distribution PZQ, for instance the above product

space itself and the identity map.

3.2.2 Network Distributed Coding

We study the design of optimal quantizers for network distributed coding of noisy

sources with side information. Fig. 3.2 depicts a network with several lossy encoders

communicating with several lossy decoders. Let m,n ∈ Z
+ represent the number of

encoders and decoders, respectively. Let X, Y = (Yj)
n
j=1 and Z = (Zi)

m
i=1 be r.v.’s

defined on a common probability space, statistically dependent in general, taking

values in arbitrary, possibly different alphabets, respectively X , Y and Z . For each

i = 1, . . . , m, Zi represents an observation statistically related to some source data X

of interest, available only at encoder i. For instance, Zi might be an image corrupted

by noise, a feature extracted from the source data such as a projection or a norm,

the pair consisting of the source data itself together with some additional encoder

side information, or any type of correlated r.v., and X might also be of the form
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Noisy 
Observation i

Estimated
Source Data j

Side
Information j

Q1j

Qij

Qmj

Qij

Qi1

Qin

Zi X̂j

Yj

Joint Decoder jSeparate Encoder i

Z1

Zm

X̂1

X̂n

Y1

Yn

ReconstructionQuantization Lossless Coding

Lossless
Encoder x̂j(q·j, yj)qi·(zi )

Lossless
Encoder

Lossless
Encoder

Lossless
Decoder

Joint Decoder n

Joint Decoder 1Separate Encoder 1

Separate Encoder m

Figure 3.2: Distributed quantization of noisy sources with side information in a network with m en-
coders and n decoders.

(Xi)
m
i=1, where Xi could play the role of the source data from which Zi is originated(e).

For each j = 1, . . . , n, Yj represents some side information, for example previously

decoded data, or an additional, local noisy observation, available at decoder j only.

For each i, either a nonrandomized quantizer qi·(zi) = (qij(zi))
n
j=1, which can also be

seen as a family of quantizers, or a randomized quantizer pQi·|Zi
(qi·|zi), is applied to the

observation Zi, obtaining the quantization indices Qi· = (Qij)
n
j=1. Each quantization

index Qij is losslessly encoded at encoder i, and transmitted to decoder j, where it

is losslessly decoded. We shall see that both encoding and decoding of quantization

indices may be joint or separate. For each j, all quantization indices received by

decoder j, Q·j = (Qij)
m
i=1, and the side information Yj are used jointly to estimate the

unseen source data X. Let X̂j represent this estimate, obtained with a measurable

(e)The terms noisy observation and noisy source coding, widely used in the literature for similar
problems, may lead to confusion. Observe that it is only required that Zi be a r.v. sharing the same
probability space X is defined on, and as the examples listed indicate, this observation may indeed
be noise, but it may also be a clean partial observation, a total observation, an extended observation
including encoder side information, or anything suitably modeled by a r.v.
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function x̂j(q·j, yj), called reconstruction function, in an alphabet X̂j possibly different

from X . Define Q = (Qij)
m,n
i=1,j=1, X̂ = (X̂j)

n
j=1, and x̂(q, y) = (x̂j(q·j, yj))nj=1. Q and

X̂ will denote the alphabets of Q and X̂, respectively. Partially connected networks

in which encoder i does not communicate with decoder j can easily be handled by

redefining Qi·, Q·j and Q not to include Qij .

In the more general case when quantizers may be randomized, we shall require that

the distribution of Qi· be completely determined by that of Zi and the randomized

quantizer pQi·|Zi
(qi·|zi). Precisely, we assume the Markov chain condition

((Qi′·)i′ �=i, X, Y, (Zi′)i′ �=i) ↔ Zi ↔ Qi·, (3.1)

automatically satisfied in the nonrandomized case, which completely determines the

distribution of all the variables of the problem.

3.2.3 Slepian-Wolf Coding

A particularly important case of lossless coding is ideal Slepian-Wolf coding of multi-

ple sources with side information, occasionally abbreviated as “SW Coding” in some

figures. In this case, as depicted in Fig. 3.2, all quantization indices received by each

decoder j, Q1j , . . . , Qmj , are separately encoded and jointly decoded along with the

side information Yj. By ideal we mean that these quantization indices are transmit-

ted at a rate arbitrarily close to the joint conditional entropy H(Q1j , . . . , Qmj |Yj) =

H(Q·j|Yj), and recovered with negligible probability of error. We would like to remark

that the lowest achievable rate, i.e., infimum of the admissible rates, for Slepian-Wolf

coding with side information has been shown to be the conditional entropy of the

source given the side information in the case when the two alphabets of the random

variables involved are finite [223], in the sense that any rate greater than the entropy

would allow arbitrarily low probability of decoding error, but any rate lesser than

the entropy would not. In [52], the validity of this result has been generalized to

countable alphabets, but it is still assumed that the entropy of the side information is

finite. Appendix A proves that the result on Slepian-Wolf coding of multiple sources

with side information remains true under the assumptions in this paper, namely, for
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any Qij in countable alphabets and any Yj in arbitrary alphabets, possibly continuous,

regardless of the finiteness of H(Yj).

3.2.4 Cost, Distortion and Rate Measures

The introduction of mathematical functions whose expectation models an optimiza-

tion objective relevant in a particular source coding problem, such as distortion, rate,

or a Lagrangian combination of both, is by no means new. The important problem of

classical, nondistributed quantization, involving a single encoder and a single decoder

without side information, is illustrated in Fig. 3.3. In the entropy-constrained version

Lossless
Encoder

Lossless
Decoder

Q Q X̂

Nondistributed
Encoder

Nondistributed
Decoder 

x̂(q)q(x)
X

Figure 3.3: Conventional, nondistributed quantization of a clean source.

of this example [48], the optimization objective to be minimized is the rate-distortion

Lagrangian cost C = D+λR. The distortion term D is the expectation of a measure

d(X, X̂) of discrepancy between the source data X and its reconstruction X̂, called

distortion measure(f). The rate R is defined as that required by an ideal entropy

codec, namely the entropy of the quantization indices, H(Q) = −E log pQ(Q). Here,

the function r(q) = − log pQ(q) may be conceptually understood as a rate measure,

in the sense that it represents an assignment of codeword lengths to quantization

indices whose expectation matches R, just as the expectation of the distortion mea-

sure is D. In practice, entropy codecs operate on blocks of quantization indices to

approach this performance, rather than assigning codewords of length r(q), accord-

ing to a variable-length code designed for single values of those indices that satisfies

(f)The term distortion measure is often used in the context of rate-distortion theory to denote
a nonnegative, real-valued function on a pair of elements from arbitrary sets, typically a measure
of distance between them, for example a squared difference between real numbers. Despite the
terminology, which we will adopt in this work, a distortion or rate measure is not generally a
function defined on a σ-field, and therefore, it is not a measure in the strict, mathematical sense of
the word.
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Kraft’s inequality, as required by any uniquely decodable code [53, 161]. However,

this entropy-constrained formulation of the quantization problem completely sepa-

rates the design of the quantizer (and the reconstruction) from the lossless codec, by

capturing the lossless codec behavior from the point of view of quantization design

into the function r(q).

There exist numerous variations of cost measures and optimization objectives used

in source coding and related applications. An interesting and illustrative example is

the reinterpretation and extension of the pruning algorithm BFOS for classification

and regression trees [34] presented in [49]. The latter work considers applications

of tree-structured vector quantization, Markov modeling and bit allocation among

others, and provides a number of different cost measures, called tree functionals in

this context.

In this dissertation, we apply and extend these ideas to distributed coding prob-

lems. Before providing the formal definition of cost measure in our framework, let

us consider an extension of the rate measure r(q) = − log pQ(q) used in nondis-

tributed quantization, closer to the kind of problems we shall tackle. Suppose now

that some side information Y were available both at the encoder and the decoder.

Then a nondistributed codec could be designed for each value y of the side infor-

mation. In particular, a different lossless codec could be used for each y, so that

r(q, y) = − log pQ|Y (q, y) could be regarded as the codeword length required by ideal

entropy coding of q when the side information takes the value y. The overall ex-

pected rate would be R = E [H(Q|y)]y=Y = H(Q|Y ). But if the side information

were not available at the encoder, ideal Slepian-Wolf coding of the quantization in-

dex would require the exact same expected rate. Hence, from the point of view of

the design of the quantizer and the reconstruction function, the same rate measure

r(q, y) = − log pQ|Y (q, y) can be used regardless of whether the lossless encoder has

access to the side information or not, as first observed in [202]. The only difference

is that if the side information is not available at the encoder, then the quantizer can

only depend on the observation and not the side information.

Rate measures such as r(q, y) = − log pQ|Y (q, y) inherit the advantage that r(q) =

− log pQ(q) has in the nondistributed case, i.e., they preserve the separation between
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lossless coding design and quantization design. Specifically, suppose that the lossless

coding part is carried out jointly on blocks of quantization indices, without access

to the side information. Then, each of the codeword lengths l would depend on sev-

eral samples of the quantization indices, and the rate measure could not be written

simply as a codeword length function l(q) of the current quantization index. While

grouping observation samples in blocks of the same size as those used in the loss-

less coding would enable the use of actual codeword lengths as a rate measure, it

would unfortunately increase the dimensionality and therefore the complexity of the

quantizer design, and constrain the dimensionality of the quantizer and the lossless

codec to be the same. This is one of the main differences with respect to the formu-

lation in [74,75], which as we mentioned in Sec. 2.3.2, considers only functions of the

quantization indices, r(q) in our notation, but not the side information.

We now extend the concept of rate measure used in [202] by means of a formal

definition accompanied by a characteristic property which will play a major role in

the extension of the Lloyd algorithm for optimized quantizer design, called update

property. Even though the definition of rate measure and its update property may

seem rather abstract and complex at this point, we shall see in the coming sections

that it possesses great generality and a wide range of applications. It will become

apparent that all rate measures defined in [202] satisfy the update property, thereby

making the corresponding coding settings applicable to this framework. Two impor-

tant examples are provided in this section: the Slepian-Wolf rate measure and the

distortion-rate Lagrangian cost measure.

Definition 3.3. A cost measure, also called distortion measure, or rate measure, is

a measurable function

c : Q × X × X̂ × Y × Z → [0,∞],

possibly defined in terms of the joint probability distribution of (Q,X, Y, Z)(g). Its as-

sociated expected cost is defined to be C = E c(Q,X, X̂, Y, Z). A cost measure will be

(g)More rigorously, a cost measure is a function that may take as arguments probability distri-
butions (probability measures) and probability functions, i.e., a function of a function. We shall
become immediately less formal and call the evaluation of the cost measure for a particular proba-
bility distribution or function, cost measure as well.
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said to satisfy the update property if, and only if, for any modification of the joint prob-

ability distribution of (Q,X, Y, Z) preserving the marginal distribution of (X, Y, Z),

there exists an induced cost measure c′, consistent with the original definition a.s.

but expressed in terms of the modified distribution, satisfying E c′(Q,X, Y, Z) � C,

where the expectation is taken with respect to the original distribution. A signed

cost/distortion/rate measure is a cost measure where the nonnegativity requirement

is dropped, i.e., its codomain is R̄.

We shall assume, unless otherwise stated, that a cost measure is nonnegative and

it satisfies the update property. The main advantage of nonnegative cost measures is

that their associated expected cost is guaranteed to exist as a Lebesgue integral, in

the usual sense of probability theory.

Even though the three terms cost measure, distortion measure and rate measure

are defined to be formally equivalent, they will be assigned different connotations for

conceptual emphasis in the context of applications:

• A distortion measure will usually play the role of a measure of error between

a quantity of interest and a reconstruction, often not defined in terms of any

probability distributions, but possibly dependent on other factors such as noisy

observations and side information.

• A rate measure will usually refer to the bit rate required to transmit quantiza-

tion indices, frequently defined in terms of probability distributions involving

quantization indices.

• A cost measure will either be a (nonnegative) linear combination of distortion

and rate measures, or be used as an abstract concept, free from the previous

connotations.

If the alphabets X , Y , Z and X̂ were equal to some common normed vector

space, then an example of distortion measure would be d(x, x̂, y, z) = α‖x − x̂‖2 +

β‖y − x̂‖2 + γ‖z − x̂‖2, for any α, β, γ ∈ [0,∞).

Definition 3.4. The Slepian-Wolf rate measure is the function

r(q, y) = −
∑
j

log pQ·j |Yj
(q·j|yj),
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where pQ·j|Yj
is the unique (up to a.s. equality on yj) regular conditional PMF of Q·j

given Yj .

The following proposition confirms that the Slepian-Wolf rate measure satisfies

the update property in Definition 3.3. Its associated rate is R =
∑

j H(Q·j|Yj), i.e.,

the sum for each decoder j of the rates required by ideal Slepian-Wolf coding of

Q1j , . . . , Qmj with side information Yj. In the special case of a single encoder and

a single decoder, the Slepian-Wolf rate measure is simply r(q, y) = − log pQ|Y (q|y).
Using a trivial r.v. Y distributed in a singleton (|Y | = 1), Proposition 3.5 implies

that r(q) = − log pQ(q), used to model a nondistributed, ideal entropy codec, is also

a (Slepian-Wolf) rate measure.

Proposition 3.5. The Slepian-Wolf rate measure is indeed a rate measure, and it

satisfies the update property.

Proof: Let r be as in Definition 3.4. First, we verify that r is measurable. It

suffices to show that pQ·j |Yj
is measurable on Q·j ×Yj, because log is continuous and

the summation is well-defined and measurable, being all terms (extended) negative.

Since pQ·j |Yj
is a regular conditional probability, for each q·j , it is a measurable function

of yj. But for any t ∈ [0, 1],

{(q·j, yj)| pQ·j |Yj
(q·j|yj) < t} =

⋃
q·j

{q·j} × {yj| pQ·j|Yj
(q·j|yj) < t},

a countable union of measurable rectangles in Q·j × Yj, thus pQ·j |Yj
is also jointly

measurable.

It is left to prove that r satisfies the update property in Definition 3.3. Denoting

the rate measure corresponding to any other PMFs pQ′
·j |Yj

by r′, the modified associ-

ated rate is R′ = E r′(Q, Y ), where r′ is defined in terms of the new PMFs but the

expectation is taken with respect to the original one. Then(h)

(h)Recall that if X is a r.v. with a PDF pX satisfying h(X) > −∞ (possibly = ∞), then, for any
other PDF pX′ defined on the same domain, inducing X ′ ∼ pX′ , the expectation −EX log pX′(X)
is guaranteed to exist, and it is equal to h(X) + D(X‖X ′) � h(X). This is a straightforward
consequence of the additivity theorem for Lebesgue integrals of extended real-valued functions [17,
Theorem 1.6.3]. In the case of discrete r.v., the hypotheses trivially hold (with respect to the
counting measure) and −EX log pX′(X) = H(X) + D(X‖X ′). In this proof a conditional version of
this fact is applied.
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R′ = E r′(Q, Y ) = −
∑
j

E log pQ′
·j |Yj

(Q·j |Yj)

=
∑
j

(
H(Q·j|Yj) + D(pQ·j|Yj

‖pQ′
·j|Yj

)
)

= R +
∑
j

D(pQ·j |Yj
‖pQ′

·j|Yj
) � R. �

We would like to emphasize that our formulation models data, observations, side

information, reconstructions and quantization indices as r.v.’s, not random processes.

Therefore, even if those r.v.’s represent samples of time or space sequences in a practi-

cal application, we effectively disregard any potential statistical dependence between

samples that might be otherwise exploited. In particular, cost measures are defined

in terms of those r.v.’s, and consequently, it is possible to consider, for example, en-

tropies as a measure of the transmission rate per sample, but not quantities such as

the entropy rate of the random sequence of quantization indices, regardless of whether

the sequence is memoryless or not.

On the other hand, while we cannot exploit memory within our formulation, there

are certain ways to exploit it outside of it. For example, because no restriction on the

alphabet of the r.v.’s X, Y and Z has been imposed, they can be defined as blocks

of samples of a random process. The drawback is that the memory between blocks

remains unexploited, and that the quantizer design and implementation becomes more

complex. A less trivial example, with applications in predictive coding of Markov

processes, consists in defining (part of) the side information r.v. as a block of previous

source data samples, provided they approximate previously reconstructed samples

adequately. More specifically, let (Sn)n∈Z be a first-order Markov process. Define

X = Z = S0, and Y = S−1, and consider only quantizers with very low distortion.

One would hope that in this case, the conditional entropy of the current quantization

index given the previous source data samples would approximate the entropy rate of

the quantization indices.

An example of cost measure suitable for distributed source coding applications, the

main focus of this work, is the distortion-rate Lagrangian cost measure c(q, x, x̂, y) =

d(x, x̂) + λ r(q, y), where d(x, x̂) is often a quadratic distortion measure, r(q, y) is

chosen to represent the rate required by Slepian-Wolf coding, and λ is a nonnegative
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real number determining the rate-distortion trade-off in the Lagrangian cost C =

D + λR.

A number of additional examples of cost measures will be provided in Chapter 4,

along with applications to problems not always apparently related to distributed

coding. In particular, in Sec. 4.11, we shall explore the connection between cost mea-

sures and certain information-theoretic divergences, mainly the Bregman divergences

reviewed in Sec. 2.5, which share a number of properties with the usual MSE. Ob-

serve that, according to Sec. 2.5.1, the distortion measure d(x, x̂) = 1 − 1
1+(x−x̂)2 is

not a Bregman divergence, because it is not convex in the first argument. However,

according to Definition 3.3, this distortion measure is in fact a cost measure. While

not all cost measures considered in this work are Bregman divergences, many impor-

tant examples are. Specifically, we shall argue in Secs. 4.11.2 and 4.11.3 that the

rate-distortion Lagrangian cost measures involved in certain Wyner-Ziv quantization

problems are in fact Bregman divergences.

3.2.5 Optimal Quantizers and Reconstruction Functions

Given a suitable cost measure c(q, x, x̂, y, z), we address the problem of finding non-

randomized quantizers qi·(zi), or more generally, randomized quantizers pQi·|Zi
(qi·|zi),

and reconstruction functions x̂j(q·j, yj), minimizing the associated expected cost C. If

such quantizers and reconstruction functions exist, they will be called optimal. There

is no guarantee a priori that an optimal solution will exist, or that it will be unique.

The choice of the cost measure leads to a particular noisy distributed source coding

system, including a model for lossless coding.

Definition 3.6. Let r(q, x, x̂, y, z) and d(q, x, x̂, y, z) be cost measures with associ-

ated expected costs R and D, which we interpret as rate and distortion, respectively.

The set S of pairs (R,D) induced by all possible network distributed codecs, deter-

mined by a choice of nonrandomized quantizers qi·(zi) and reconstruction functions

x̂j(q·j, yj), will be called the (operational) rate-distortion region. The (operational)

rate-distortion function is defined as the function R : [0,∞) → [0,∞] given by

R(D) = inf{R′ | (R′,D) ∈ S ,R′ � R},
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with the convention inf ∅ = ∞. The (operational) distortion-rate function is defined

similarly as

D(R) = inf{D′ | (R,D′) ∈ S ,D′ � D}.

Observe that these functions are nonincreasing. The adjective operational will

be used when needed, to emphasize the difference with respect to (Shannon’s) in-

formation-theoretic rate-distortion functions, defined on arbitrarily large blocks of

independent, identically distributed (i.i.d.) samples drawn according to the statistics

of the original problem.

We would like to emphasize that when dealing with the rate-distortion Lagrangian

cost C = D+ λR, the term rate-distortion optimal refers exactly to Lagrangian-opti-

mal quantizers, i.e., quantizers that minimize C, and this will be the intended meaning

unless otherwise stated. A different class of rate-distortion optimal quantizers are

those minimizing D for a given rate constraint R, or vice versa, in general different

from the previous ones whenever the set of possible rate-distortion pairs is not convex.

An example of a nonconvex rate-distortion region is shown in Fig. 3.4. If time sharing

is allowed, then only the lower convex envelope is of interest.

D

R

Rate-Distortion Region

D = C R

R0

Rate-Distortion 
Optimal Point

Lagrangian 
Optimal Point

Figure 3.4: Example of nonconvex region of rate-distortion pairs corresponding to quantizer imple-
mentations. Given a rate constraint R � R0, there exists a quantizer with minimum distortion
which does not minimize the Lagrangian cost D + λR for any λ.
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3.3 Optimality Conditions and Extension of the Lloyd

Algorithm

3.3.1 Optimality of Quantizers and Reconstruction Functions

Bayesian decision theory [67,209,221] will enable us to establish necessary conditions

for optimal quantization and reconstruction functions, analogous to the nearest neigh-

bor and centroid condition found in conventional, nondistributed quantization, which

will lead to an extension of the Lloyd algorithm, presented in the second part of this

section. The randomized quantization case is studied, which includes the nonran-

domized one. Our own proofs will be provided, tailored to our specific formulation(i).

The first optimality condition will apply to the quantizer at the ith local en-

coder, for each i, expressed in terms of the quantizers at the remote encoders, and

all the reconstruction functions. An optimal randomized quantizer pQi·|Zi
(qi·|zi) can

be regarded as a Bayes randomized decision rule, where zi plays the role of ob-

servation or sample in the terminology of Bayesian decision theory, the decision or

action is the vector of quantization indices qi·, the parameter or state of nature is the

partially unknown data ((qi′·)i′ �=i, x, y, z), and the loss function is the cost measure

c(q, x, x̂(q, y), y, z).

The second optimality condition will refer to the reconstruction function at the jth

local decoder, fixing the remote reconstruction functions, and all quantizers. Again

in the context of Bayesian decision theory, an optimal reconstruction x̂j(q·j, yj) is

a Bayes nonrandomized decision rule. The observation is (q·j, yj), x̂j becomes the

decision, the parameter is (q, x, (x̂j′)j′ �=j, y, z), and the loss, c(q, x, x̂, y, z).

Each optimality condition will be expressed in terms of conditional cost measures,

defined below, which play the role of conditional risks for the two Bayesian decision

problems.

(i)In fact, we originally developed a solution to the problem of optimal quantizer design [202] with
no use of Bayesian theory, and later we adapted the proofs to make the connection more apparent.
Nevertheless, there are a number of differences with respect to the formulation of Bayesian theory
in the literature, both in terms of assumptions and derivations, occasionally rather technical.
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Definition 3.7. The conditional cost measure for local encoder i is

c̃i(qi·, zi) = E [[c(Q,X, x̂(Q, Y ), Y, Z)]Qi·=qi·|zi] .

Recall that [expression]substitution denotes substitution in an expression, i.e., the

expression of the definition is evaluated at qi· and conditioned on the event {Zi = zi}.
Observe that the conditional cost measure is completely determined by the joint

distribution of X, Y and Z, the cost measure c(q, x, x̂, y, z), the quantizers at the

remote encoders pQi′·|Zi′ (qi′·, zi′), for all i′ �= i, and all the reconstruction functions,

grouped as x̂(q, y). Note also that the nonnegativity of the cost measure guarantees

the existence of the conditional expectation.

Definition 3.8. The conditional cost measure for local decoder j is

˜̃cj(q·j, x̂j , yj) = E[[c(Q,X, X̂, Y, Z)]X̂j=x̂j
|q·j , yj].

Observe that the defining expression is evaluated at x̂j and conditioned on the

event {Q·j = q·j, Yj = yj}, and it is completely determined by the joint distribution

of X, Y and Z, the cost measure c(q, x, x̂, y, z), all quantizers, and the reconstruction

functions at the remote decoders x̂j′(q·j′, yj′), for all j′ �= j.

Lemma 3.9 below will be used to establish the fundamental property of the condi-

tional cost measures in Proposition 3.10, which states that the expectation of any of

the conditional costs is equal to the expected associated cost C. In terms of Bayesian

decision theory, the expectation of conditional risks gives the Bayes risk. From this

property we shall conclude the optimality conditions in Theorem 3.11.

Lemma 3.9. Let U , V and W be r.v., with alphabets U , V and W respectively, and

let g : U × V → R̄ be measurable.

(i) If U and V are independent, and the joint expectation EUV g(U, V ) exists, then

so does EU [EV g(u, V )]u=U , and both are equal.

(ii) If U and V are Polish spaces, U and V are conditionally independent given W ,

and the joint, conditional expectation EUV |W [g(U, V )|W ] exists, then so does

EU |W
[[

EV |W [g(u, V )|W ]
]
u=U

|W ]
, and both are equal.
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Proof: We first prove (i). Since E g(U, V ) exists, by iterated expectation, so

does E E[g(U, V )|U ], and both are equal. In addition, since U and V are indepen-

dent, E[g(U, V )|U ] = [E g(u, V )]u=U , as shown in rigorous detail in Lemma B.1 in

Appendix B. Provided that U and V are Polish spaces, conditional expectations

are simply expectations using regular conditional probabilities [66, Theorems 10.2.2,

10.2.5], thus the conditional version (ii) follows immediately from the unconditional

statement (i) just proved. �
At this point, we shall assume that all r.v.’s are distributed in Polish spaces to

ensure the existence of regular conditional probabilities(j). This is a mild assump-

tion since Polish spaces include virtually all examples arising in applications, namely

discrete and Euclidean spaces. Note that Q is already discrete by requirement, and

therefore automatically Polish.

Proposition 3.10 (Expected conditional cost). Assume that the alphabets X , X̂ ,

Y and Z are Polish spaces. Then, for each i and each j,

E c̃i(Qi·, Zi) = C = E ˜̃cj(Q·j, X̂j, Yj).

Proof: In the following, observe that cost measures are nonnegative by defini-

tion, hence all expectations exist. First, we prove C = E c̃i(Qi·, Zi). By iterated

expectation,

C = E c(Q,X, X̂, Y, Z) = E E[c(Q,X, X̂, Y, Z)|Zi].
But (3.1) means thatQi· is conditionally independent from all other variables given Zi,

thus we can apply Lemma 3.9 to the conditional expectation E[c(Q,X, X̂, Y, Z)|zi]
for each zi, and consequently

E[c(Q,X, X̂, Y, Z)|Zi] = E[E[[c(Q,X, x̂(Q, Y ), Y, Z)]Qi·=qi·|Zi]qi·=Qi·|Zi]
= E[c̃i(Qi·, Zi)|Zi].

Therefore, C = E E[c̃i(Qi·, Zi)|Zi] = E c̃i(Qi·, Zi).

(j)These regular conditional probabilities are also unique up to a.s. equality with respect to the
conditioning variable [66, Theorem 10.2.2]. Its existence can be guaranteed in an even larger class
of spaces [101].
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A similar strategy shows that C = E ˜̃cj(Q·j, X̂j , Yj). Again by iterated expectation,

C = E c(Q,X, X̂, Y, Z) = E E[c(Q,X, X̂, Y, Z)|Q·j, Yj].

But X̂j = x̂j(Q·j, Yj), hence X̂j is conditionally independent from all other variables

given Q·j, Yj, and just as before, Lemma 3.9 can be applied conditionally to write

E[c(Q,X, X̂, Y, Z)|Q·j, Yj] = E[E[[c(Q,X, X̂, Y, Z)]X̂j=x̂j
|Q·j, Yj]x̂j=X̂j

|Q·j, Yj]

= E[˜̃cj(Q·j, X̂j, Yj)|Q·j, Yj].

As a consequence,

C = E E[˜̃cj(Q·j, X̂j, Yj)|Q·j, Yj] = E ˜̃cj(Q·j , X̂j, Yj). �

Theorem 3.11 (Optimality conditions). Suppose that the alphabets X , X̂ , Y and

Z are Polish spaces, and that there exists a set of quantizers and reconstruction

functions with finite associated expected cost.

(i) For each local encoder i, fix all remote quantizers, and all reconstruction func-

tions, arbitrarily. If there exists a randomized quantizer for encoder i minimiz-

ing the expected cost (for those fixed remote quantizers and reconstructions),

then there exists a nonrandomized quantizer with the same minimum cost. In

addition, if there exists a nonrandomized quantizer q∗i·(zi) satisfying

c̃i(q
∗
i·(Zi), Zi)

a.s.
= inf

qi·
c̃i(qi·, Zi), (3.2)

then it minimizes the expected cost (for those fixed remote quantizers and recon-

structions). Furthermore, any other nonrandomized quantizer minimizing the

expected cost must satisfy (3.2) in place of q∗i·(zi).

(ii) For each local decoder j, fix all quantizers, and all remote reconstruction func-

tions, arbitrarily. If there exists a reconstruction function x̂∗j (q·j, yj) satisfying

˜̃cj(Q·j, x̂∗j (Q·j, Yj), Yj)
a.s.
= inf

x̂j

˜̃cj(Q·j, x̂j , Yj), (3.3)

then it minimizes the expected cost (for those fixed quantizers and remote re-

constructions). Furthermore, any other reconstruction function minimizing the

expected cost must satisfy (3.3) in place of x̂∗j (q·j, yj).
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Proof: We have described how to formulate each of the optimization problems

in the context of Bayesian decision theory. Since the alphabet of Qi· is countable

by requirement, then it is a Lusin space (with the discrete topology). Since all

alphabets involved are Polish, regular conditional probabilities exist, and the family

of probability distributions of the observation given the parameter used in Bayesian

theory is measurable. The fact that randomized quantizers do not lead to smaller cost

follows now immediately from fundamental results of Bayesian theory [67, Theorems

1.3.1, 1.4.1].

Although the rest of the statements can also be proven applying Bayesian theory,

we provide a direct proof for part (i). The proof of part (ii) is formally contained

in it. Let q∗i·(zi) be a nonrandomized quantizer with cost C∗ satisfying (3.2), and let

qi·(zi) be any other nonrandomized quantizer with cost C. Clearly c̃i(q
∗
i·(Zi), Zi)

a.s.
�

c̃i(qi·(Zi), Zi), thus in view of Proposition 3.10,

C∗ = E c̃i(q
∗
i·(Zi), Zi) � E c̃i(qi·(Zi), Zi) = C,

which proves that q∗i·(zi) minimizes the cost. If qi·(zi) also minimizes the cost, i.e.,

C∗ = C, then E c̃i(q
∗
i·(Zi), Zi) = E c̃i(qi·(Zi), Zi), finite by hypothesis. Therefore,

c̃i(qi·(Zi), Zi)
a.s.
= c̃i(q

∗
i·(Zi), Zi)

a.s.
= inf

qi·
c̃i(qi·, Zi). �

Equations (3.2) and (3.3), analogous to the nearest neighbor and the centroid

condition in conventional quantization, respectively, can be rewritten somewhat less

formally as

q∗i·(Zi)
a.s.
= arg min

qi·
c̃i(qi·, Zi), (3.2’)

x̂∗j (Q·j , Yj)
a.s.
= arg min

x̂j

˜̃cj(Q·j, x̂j , Yj). (3.3’)

Clearly, a quantizer or reconstruction function minimizing the expected cost when

the rest of quantizers and reconstruction functions are fixed arbitrarily need not be

optimal. However, if the rest of quantizers and reconstruction functions are opti-

mal, then so is that particular quantizer or reconstruction function. In this sense,

Theorem 3.11 provides necessary conditions for optimal quantizers and reconstruc-

tion functions. Precisely, suppose a set of nonrandomized quantizers (q∗i·(zi))i and
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reconstruction functions ((x̂∗j (q·j, yj))j is optimal. Suppose further that for local

encoder i there exists some quantizer satisfying (3.2) for all remote optimal quan-

tizers (q∗i′·(z
′
i))i′ �=i and all optimal reconstruction functions, for instance, assume that

arg minqi· c̃i(qi·, zi) exists (c̃i can indeed be minimized) and it is measurable. Then, the

theorem in question asserts that the optimal quantizer q∗i·(zi) must also satisfy (3.2).

A similar argument can be made for any decoder j and its reconstruction function.

The existence and uniqueness of Bayes decision rules is analyzed in [139, Sec. 1.6,

4.1] and [221, Proposition 4.1]. In many applications involving computer simulations,

alphabets will be finite. In those cases measurability is trivial and the existence

of minima guaranteed, hence optimal quantizers and reconstruction functions will

always satisfy (3.2) and (3.3).

Observe that when working with rate-distortion Lagrangian costs of the form C =

D + λR, Theorem 3.11 states that provided a randomized quantizer minimizing the

Lagrangian cost exists, there is a nonrandomized quantizer with the same Lagrangian

cost, but not necessarily the same rate and distortion. Interestingly, if the operational

rate-distortion function for nonrandomized quantizers is convex, then there is indeed

no point in using randomized quantizers. However, in the case of general, nonconvex

rate-distortion functions, for a given rate, there may exist randomized quantizers with

lower distortion, but never with rate-distortion performance below the lower convex

envelope. An example of such rate-distortion region was shown in Fig. 3.4. Finally,

even though we have considered nonrandomized reconstruction functions, arguments

very similar to those for randomized quantizers would have lead us to an analogous

conclusion, at the cost of additional complexity in our analysis.

3.3.2 On Cell Convexity

The existence of optimal, fixed-length, nondistributed quantizers has been demon-

strated for reasonable distortion measures and source distributions [10,180,206,207].

In the following, we assume, unless otherwise stated, that MSE is used as a distortion

measure. The (Voronoi) cells of optimal, fixed-length, nondistributed quantizers are

convex polytopes a.s. [93]. More precisely, the nearest neighbor condition implies that

the cell interior is convex up to sets of probability zero with respect to the distribution
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of the source data, and both optimality conditions guarantee the absence of probabil-

ity mass on the boundary. A similar reasoning under the distortion-rate Lagrangian

formulation [48] leads to the same conclusion for entropy-constrained, nondistributed

quantizers that are Lagrangian optimal. However, the operational distortion-rate

function may lie strictly above its lower convex hull for a range of rate values [111].

In fact, there exist discrete source distributions for which no quantizer with con-

vex cells minimizes the distortion for certain values of the entropy constraint [112].

On the other hand, it was shown in [113] that for sources with absolutely continu-

ous distribution, there always exists an entropy-constrained, nondistributed quantizer

with convex cells, optimal in the sense that it minimizes the distortion for any given

entropy constrain, which will also be Lagrangian optimal if the operational rate-dis-

tortion curve is convex.

A recent result [170] shows that cell convexity still holds for a more general fam-

ily of distortion measures, namely Bregman divergences. Bregman divergences were

reviewed in Sec. 2.5, and will be further discussed in the context of this work in

Sec. 4.11. In particular, we shall argue that the rate-distortion Lagrangian cost mea-

sure corresponding to entropy-constrained nondistributed quantization is a Bregman

divergence, which, in light of [170], implies that Lagrangian-optimal quantizers also

possess convex cells.

A more direct proof of this fact is provided in the following proposition. The

probability distribution of the data is not assumed to be absolutely continuous. How-

ever, we would like to emphasize that the proposition applies only to quantizers that

achieve the lower convex hull of the rate-distortion function. Since nondistributed

quantizers may be regarded as a special case of distributed quantizers, it is clear from

our previous discussion that the operational rate-distortion function of nondistributed

quantizers need not be convex.

Proposition 3.12 (Cell convexity). In the special case of clean, nondistributed quan-

tization without side information (Z = X, m = n = 1), suppose that the source data

X is a R
k-valued r.v., and that the cost is defined as

C = E dϕ(X, X̂) + λH(Q)
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for any nonnegative real λ (possibly zero), and any Bregman divergence dϕ with strictly

convex ϕ (this includes the case when the distortion is E ‖X − X̂‖2). We claim that

the cells of quantizers minimizing the Lagrangian cost are convex (up to subsets of null

probability). Furthermore, provided that the number of different reconstruction values

|{x̂(q)|q ∈ Q}| is finite, the quantization cells are finite intersections of half-spaces

(polytopes, relative to domϕ).

Proof: The optimality condition for the quantizer (3.2’) becomes

q∗(x) = arg min
q

c̃(q, x), where c̃(q, x) = dϕ(x, x̂(q)) − λ log pQ(q).

Define Hqq′ = {x|c̃(q, x) � c̃(q′, x)}. Following the same argument of Sec. 2.5.2, it

is trivial to show from the definition of dϕ that Hqq′ is the intersection of a closed

half-space and domϕ, and therefore convex(k). The claim in the proposition is a

consequence of the fact that the closure of the quantization cell {x|q(x) = q} can be

written as
⋂
q′ �=q Hqq′. �

As for distributed cases, simple examples of scalar, fixed-length, Wyner-Ziv quan-

tization demonstrate that cell contiguity may preclude optimality [69]. A rigorous

analysis of existence and convexity for entropy-constrained, distributed quantization

is beyond the scope of this work. Experimental application of the algorithm described

in the next section to the simple cases of clean symmetric distributed coding without

side information, and clean Wyner-Ziv quantization with MSE distortion, occasion-

ally produces quantizers with nonconvex or even disconnected quantization regions,

which satisfy the Lagrangian optimality condition (3.2). Intuitively, disconnected re-

gions may be mapped into a common quantization index to reduce the entropy, or

the number of quantization indices if fixed-length coding is used, with little impact

on the distortion so long as the side information helps determine in which region the

quantized value actually was.

(k)For readers mostly concerned with the special but important case of MSE distortion, the argu-
ment is as follows. After application of a translation setting x̂(1)+x̂(2)

2 as the origin of the coordinate
system, H12 consists of points satisfying an equation of the form

‖x+ x0‖2 − λ log p1 � ‖x− x0‖2 − λ log p2 (x0 �= 0),

or equivalently, 4〈x, x0〉 � λ log p1
p2

. This confirms that each Hqq′ is a closed half-space.
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3.3.3 Lloyd Algorithm for Distributed Quantization

The necessary conditions for optimality (3.2) and (3.3) of Theorem 3.11, less formally

but more intuitively written as (3.2’) and (3.3’), provide a way to find a particular

local quantizer or reconstruction function when the rest of elements in the network

is fixed, optimally with respect to those remote elements. These conditions, together

with the update property of cost measures in Definition 3.3, suggest an alternating

optimization algorithm that extends the Lloyd algorithm [153](l) to the quantizer

design problem considered in this work.

Definition 3.13. The following algorithm will be called Lloyd algorithm for (non-

randomized or hard) distributed quantization:

1. Initialization: For each i = 1, . . . , m, j = 1, . . . , n, choose initial quantizers

(q
(1)
i· (zi))i, and initial reconstruction functions (x̂

(1)
j (q·j , yj))j . Set k = 1 and

C(0) = ∞.

2. Cost measure update: Update the cost measure c(k)(q, x, x̂, y, z), completely

determined by probability distributions involving Q(k), X, X̂(k), Y and Z.

3. Convergence check: Compute the expected cost C(k) associated with the cur-

rent quantizers (q
(k)
i· (zi))i, reconstruction functions x̂

(k)
j (q·j , yj) and cost measure

c(k)(q, x, x̂, y, z). Depending on its value with respect to C(k−1), continue or stop.

4. Quantizer update: For each local encoder i, obtain the next optimal quantizer

(q
(k+1)
i· (zi))i, given the most current remote quantizers, with index i′ �= i, all

reconstruction functions x̂
(k)
j (q·j, yj), and the cost measure c(k)(q, x, x̂, y, z).

5. Reconstruction update: For each local decoder j, obtain the next optimal recon-

struction function x̂
(k+1)
j (q·j , yj), given the most current version of the remote

(l)The Lloyd algorithm for nondistributed quantization has been rediscovered several times in
the statistical clustering literature [105], under names such as the k-means method. Even more
widespread is the principle behind the algorithm, namely the alternating optimization of a part of a
problem at a time, leaving the rest fixed, as an alternative to the more complex optimization of all
parts of a problem simultaneously. Approaches inspired by this principle, usually accompanied with a
convergence analysis, range from grouped coordinate descent algorithms [30] to alternating Bregman
projection methods [26, 27] (discussed in Sec. 4.11.1), including the popular EM algorithm [61] (see
also Sec. 4.10.2).
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reconstruction functions, with index j′ �= j, all quantizers (q
(k+1)
i· (zi))i, and the

cost measure c(k)(q, x, x̂, y, z).

6. Increase k and go back to 2.

Many variations on the algorithm are possible, such as reordering in the alter-

nating optimization, combining the initialization with the alternating optimization

appropriately, or even constraining the reconstruction functions, for instance impos-

ing linearity in Yj for each Q·j when the distortion is the MSE of the estimate X̂

of X. Other variations are mentioned in [202].

The main property of the algorithm is that the sequence of costs is nonincreasing,

as proven in the next corollary. The proof motivates the update property of cost

measures in Definition 3.3. Recall that if all alphabets are finite, one can always

choose the quantizers q
(k)
i· (zi) and the reconstruction functions x̂

(k)
j (q·j , yj) in the al-

gorithm according to (3.2) and (3.3), without concerns on measurability or existence

of minima.

Corollary 3.14 (Lloyd algorithm for distributed quantization). Assume that the al-

phabets X , X̂ , Y and Z are Polish spaces, and that the cost measure satisfies

the update property. Suppose further that at each step k of the Lloyd algorithm for

distributed quantization, for each encoder i and each decoder j, nonrandomized quan-

tizers q
(k)
i· (zi) and reconstruction functions x̂

(k)
j (q·j, yj) can be chosen such that they

satisfy (3.2) and (3.3), respectively, given the rest of elements in the network. Then,

the sequence of costs C(k) is nonincreasing, and since it is nonnegative, it converges.

Proof: We obtain the result as a simple consequence of Theorem 3.11, together

with the cost update property in Definition 3.3. Whenever a quantizer or reconstruc-

tion function is updated in the algorithm, it is chosen optimally with respect to the

rest of elements, hence the cost can only be reduced. Similarly, when the cost mea-

sure is updated with the current statistics of the r.v.’s involved in the network, by

the update property, the cost cannot increase either. �
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We would like to remark that these properties imply neither that the cost con-

verges to a minimum, nor that this cost is a global minimum. However, the clas-

sical, nondistributed Lloyd algorithm is known to converge under certain statis-

tics [129, 156, 206, 207](m). In addition, experimental results in Sec. 5.4 show good

convergence properties in the distributed case [202], especially when combined with

genetic search algorithms for quantizer initialization. Observe also any set of quantiz-

ers and reconstruction functions satisfying the optimality conditions (3.2) and (3.3),

without ambiguity in any of the minimizations involved, is a fixed point of the algo-

rithm, including of course a jointly optimal set.

3.3.4 Lloyd Algorithm for Randomized Wyner-Ziv Quantization

The case of distributed quantization with m = 1 encoder and n = 1 decoder with a

randomized quantizer, represented in Fig. 3.5, will be called randomized Wyner-Ziv

quantization of a noisy source, where the attribute “Wyner-Ziv” honors its similarity

with the source coding problem studied in [260]. Theorem 3.11 asserts that random-

Lossless
Encoder

Lossless
Decoder x̂(q,y )

Q QZ X̂

Y

Randomized Encoder 
without Side Information

Nonrandomized Decoder 
with Side Information 

p(q|z)

Figure 3.5: Randomized Wyner-Ziv quantization of a noisy source.

ized quantizers do not improve the Lagrangian cost. We consider now different kinds

of costs and show that randomized quantizers do in fact help. Precisely, we wish to

find randomized quantizers pQ|Z(q|z) and reconstruction functions x̂(q, y) minimizing

a cost of the form

C = E c(Q,X, X̂, Y, Z) − H(Q|Z), (3.4)

where c(q, x, x̂, y, z) is any cost measure, according to Definition 3.3. The difference

with respect to the problem originally formulated in Sec. 3.2 is the term −H(Q|Z) in

(m)In all rigor, it would be necessary to establish a metric structure, or at least topological, on
the space of quantizers and reconstruction functions to meaningfully speak of local minima or of
convergence of sequences of quantizers and reconstruction functions, along the lines of [206].
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the expected cost. This term can be seen as the expectation of log pQ|Z(q|z), which

is not a cost measure, but quite the opposite, since it will in general increase when

the statistics of (Q,Z) are updated. Three applications of randomized Wyner-Ziv

quantization will be shown in Secs. 4.8, 4.9, and 4.10: an extension of the Blahut-

Arimoto algorithm, an interpretation of the bottleneck method, and Gauss mixture

modeling, respectively.

An interesting connection between the nonrandomized and randomized versions

of the quantizer design problem is the fact that the minimization of the cost corre-

sponding to the randomized version (3.4), constrained to nonrandomized quantizers,

is equivalent to the (unconstrained) minimization of the cost corresponding to the

nonrandomized version, without the term −H(Q|Z). The reason is that Q = q(Z)

implies H(Q|Z) = 0, and nonrandomized quantizers suffice in the minimization of

the cost E c(Q,X, X̂, Y, Z), as seen in Theorem 3.11. Therefore, an optimal solution

to the nonrandomized problem can always be interpreted as a suboptimal solution

to the randomized version. This will be illustrated in Sec. 4.10 with the design of

Gauss mixtures, where it will be shown that the Lloyd clustering technique proposed

in [103, 107] and the application of the EM algorithm are, in fact, special cases of

the nonrandomized and randomized versions of the Lloyd algorithm presented here,

respectively.

Definition 3.15. The following algorithm will be called Lloyd algorithm for random-

ized (or soft) Wyner-Ziv quantization:

1. Initialization: Choose an initial randomized quantizer p
(1)
Q|Z(q|z), and an initial

reconstruction function x̂(1)(q, y). Set k = 1 and C(0) = ∞.

2. Cost measure update: Update the cost measure c(k)(q, x, x̂, y, z), completely

determined by probability distributions involving Q(k), X, X̂(k), Y and Z.

3. Convergence check: Compute the expected cost

C(k) = E c(k)(Q(k), X, X̂, Y, Z) − H(Q(k)|Z)

associated with the current randomized quantizer p
(k)
Q|Z(q|z), reconstruction func-

tion x̂(k)(q, y) and cost measure c(k)(q, x, x̂, y, z). Depending on its value with

respect to C(k−1), continue or stop.



3.3 OPTIMALITY CONDITIONS AND LLOYD ALGORITHM 51

4. Quantizer update: Obtain the next optimal randomized quantizer as

p
(k+1)
Q|Z (q|z) =

b−c̃(q,z)∑
q′ b

−c̃(q′,z) , (3.5)

where b > 1 is the base of the logarithm used in the computation of entropies,

and

c̃(q, z) = E[c(k)(q,X, x̂(k)(q, Y ), Y, Z)|z],
given the current reconstruction function x̂(k)(q, y), and the current cost measure

c(k)(q, x, x̂, y, z).

5. Reconstruction update: Obtain the next optimal reconstruction function as

x̂(k+1)(q, y) = arg min
x̂

E[c(q,X, x̂, y, Z)|q, y], (3.6)

given the current randomized quantizer p
(k+1)
Q|Z (q|z), and the current cost measure

c(k)(q, x, x̂, y, z).

6. Increase k and go back to 2.

The following lemma will be used to prove that, as the Lloyd algorithm for dis-

tributed quantization in Definition 3.13, the Lloyd algorithm for Wyner-Ziv random-

ized quantization also generates a nonincreasing sequence of costs.

Lemma 3.16. Let b > 1, and let q be an index in a countable set, and c̃(q) an

extended real-valued function such that 0 <
∑

q b
−c̃(q) <∞ (thus c̃(q) <∞ for some q,

and c̃(q) > −∞ for all q). The unique PMF p(q) minimizing EQ[c̃(Q) + logb p(Q)] is

p∗(q) =
b−c̃(q)∑
q′ b

−c̃(q′) .

Proof: Define α =
∑

q b
−c̃(q) ∈ (0,∞), and write c̃(q) = − logb(α p

∗(q)).

E[c̃(Q) + logb p(Q)] = E logb
p(Q)

p∗(Q)
− logb α = D(p‖p∗) − logb α,

minimized if, and only if, p = p∗. �

Theorem 3.17 (Lloyd algorithm for randomized Wyner-Ziv quantization). Assume

that the alphabets X , X̂ , Y and Z are Polish spaces, and that the cost measure
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satisfies the update property. Suppose further that at each step k of the Lloyd algo-

rithm for randomized quantization, randomized quantizers p
(k)
Q|Z(q|z) and reconstruc-

tion functions x̂(k)(q, y) can be chosen such that they satisfy (3.5) and (3.6), respec-

tively. Then, the sequence of costs C(k) is nonincreasing, and since it is nonnegative,

it converges.

Proof: Observe that c̃ in (3.5) is defined to be the expected cost at the encoder

in Definition 3.7, thus Proposition 3.10 can be applied to write:

C = E c(Q,X, X̂, Y, Z) − H(Q|Z) = E[c̃(Q,Z) + log pQ|Z(Q|Z)]

= E E[c̃(Q,Z) + log pQ|Z(Q|Z)|Z].

Given the cost measure and the reconstruction function, the randomized quantizer

minimizing the expected cost minimizes

E[c̃(Q, z) + log pQ|Z(Q|z)|z]
for a.e. z. According to Lemma 3.16, the optimal randomized quantizer is indeed the

one given by (3.5).

The optimal reconstruction step (3.6) is the same as in the nonrandomized version

of the algorithm in Definition 3.13, which for the reasons stated in the proof of The-

orem 3.11, minimizes the expected cost, fixing the cost measure and the randomized

quantizer.

Finally, the update property of the cost measure, together with the previous obser-

vations, show that each step of the algorithm can only improve the expected cost. �

3.4 Summary

We have established necessary conditions for optimality for network distributed quan-

tization of noisy sources, with a variety of rate constraints, and extended the Lloyd

algorithm for its design. Even though our main focus is distributed coding, we study

the problem of quantizer design in the context of measure theory and allowing ran-

domized quantization to provide a wider range of potential applications. However,

the most important keys to the generality of our formulation are the use of noisy



3.4 SUMMARY 53

sources and the introduction of the update property for cost measures. First, noisy

sources can be related to the source data of interest through any sort of statistical

dependence. For example, they can be the data itself, a version corrupted by noise, a

feature of the data, or the data enhanced with additional information. Secondly, our

definition of cost measure is a flexible extension of the rate measure used to model

a variety of lossless codecs for the quantization indices, including ideal Slepian-Wolf

codecs, the parallel of ideal entropy codecs in conventional quantization. The gen-

erality of our definition of cost measure will be explored in the next chapter, where

it will be shown that a number of problems, some of them apparently unrelated to

distributed source coding, fall in fact within our framework.

The necessary conditions for optimality are shown to arise from the decompo-

sition of the problem into Bayesian decision problems. We also demonstrate that

the quantization cells of nondistributed, entropy-constraint quantizers that minimize

the rate-distortion Lagrangian cost are convex provided that the distortion measure

is a Bregman divergence, such as MSE, but no conclusion is drawn for distributed

quantizers regarding convexity. Just as in conventional quantization, the optimality

conditions suggest an alternating optimization algorithm, our extension of the Lloyd

algorithm. While we demonstrate that the sequence of costs cannot increase, again,

just as in conventional quantization, which is a special case, there is no guarantee of

any sort of convergence to a globally optimal solution.

A version of the Lloyd algorithm for Wyner-Ziv randomized quantizers is derived,

which uses a yet more general cost measure. Three applications of this version of

the algorithm will be shown in the next chapter: an extension of the Blahut-Arimoto

algorithm, the bottleneck method, and Gauss mixture modeling.



Chapter 4

Special Cases and Related

Problems

In this chapter we illustrate the theory on network distributed quantization of noisy

sources introduced in Chapter 3 with special cases and applications to related prob-

lems. Aside from particularizations and variations of distributed coding problems

such as quantization of side information, quantization with side information at the

encoder, broadcast with side information and an extension of the Blahut-Arimoto

algorithm to noisy Wyner-Ziv coding, we find that our theoretical framework also

unifies apparently unrelated problems such as the bottleneck method and Gauss mix-

ture modeling. In addition, we explore the connection between Slepian-Wolf cost

measures and Bregman and other divergences. Experimental results are provided for

some of the distributed source coding problems in this chapter, using our randomized

and nonrandomized extensions of the Lloyd algorithm.

Some sections contain original problems or extensions, and some contain new

solutions to problems already proposed in the literature, using our framework. Sources

are cited appropriately therein. A few examples appear in our published work [197,

199,202].
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4.1 Wyner-Ziv Quantization of Clean and Noisy Sources

Consider the special case of quantization of a noisy source with side information at

the decoder, illustrated in Fig. 4.1, which we shall refer to as Wyner-Ziv quantization

of a noisy source in general, and Wyner-Ziv quantization of a clean source when the

source data is directly observed, i.e., Z = X. These are clearly particular cases of

Lossless
Encoderq(z)

Lossless
Decoder x̂(q,y )

Q QZ X̂

Y

Encoder without 
Side Information

Decoder with       
Side Information 

Figure 4.1: Wyner-Ziv quantization of a noisy source.

network quantization of noisy sources, represented in Fig. 3.2, with m = 1 encoder

and n = 1 decoder.

In this section, we first discuss the particularization of the quantizer design theory

developed in the previous chapter to the Wyner-Ziv coding case. Next, we provide

experimental results for quantization of clean and noisy sources.

4.1.1 Theoretical Discussion

The Markov condition (3.1) becomes (X, Y ) ↔ Z ↔ Q, which conceptually means

that randomized and nonrandomized quantizers depend on the observation Z only,

and not on the unobserved data X or the side information Y , both unavailable at

the encoder. Loosely speaking, a quantizer is a randomized or deterministic function

of Z. If the side information were available at the encoder, a quantizer-reconstruction

pair could be designed for each y, tailored to the conditional statistics (X,Z)|y.
The Markov condition corresponding this conditional quantization setting would be

X ↔ (Y, Z) ↔ Q instead.

Definition 4.1. The Wyner-Ziv Markov condition is (X, Y ) ↔ Z ↔ Q, i.e., the

Markov condition satisfied by a Wyner-Ziv quantizer. Similarly, the conditional

Markov condition is X ↔ (Y, Z) ↔ Q, satisfied by conditional quantizers.
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Proposition 4.2. The Wyner-Ziv Markov condition implies the conditional Markov

condition.

Proof: This is merely a restatement of Lemma B.2 in Appendix B. �

A distortion measure of the form d(x, x̂, y, z) is used, with associated expected

distortion D = E d(X, X̂, Y, Z). According to Definition 3.4, the Slepian-Wolf rate

measure is r(q, y) = − log pQ|Y (q|y), which appropriately models ideal Slepian-Wolf

coding of the quantization index, with associated expected rate R = H(Q|Y ). Alter-

natively, the rate measure r(q) = − log pQ(q) could be used if we preferred to exploit

the availability of side information to the decoder in the design of the quantizer and

the reconstruction function, but not in the design of the lossless codec, which would

be an ideal, nondistributed entropy codec operating at rate R = H(Q). Finally, a

rate measure r ≡ 0 could be chosen to model a fix-length lossless code instead. The

cost measure

c(q, x, x̂, y, z) = d(x, x̂, y, z) + λ r(q, y) (4.1)

yields the Lagrangian cost C = D + λR. Recall that the Lagrangian multiplier λ is

a nonnegative real number determining the rate-distortion trade-off.

In this case, the conditional cost measure at the encoder introduced in Defini-

tion 3.7 is

c̃(q, z) = E[d(X, x̂(q, Y ), Y, z) + λ r(q, Y )|z], (4.2)

and the optimality condition (3.2’) becomes

q∗(z) = arg min
q

c̃(q, z), (4.3)

a nearest neighbor condition in the sense that, regarding c̃ as a distance, the closest q

is chosen for each z. In the simple example of conventional quantization depicted in

Fig. 3.3, when the source data is directly observed (Z = X), and there is no side

information, choosing a distortion measure of the form d(x, x̂) = ‖x − x̂‖2 and a

trivial rate measure r ≡ 0, leads to c̃(q, z) = ‖x − x̂(q)‖2, hence q∗(z) consists of

Voronoi cells around the values of q. However, in the more general case of Wyner-

Ziv quantization, c̃(q, z) may have complicated behavior and several local minima for
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each q. Consequently, quantization regions may not be convex or even connected, as

we shall see in Sec. 5.4.

Since the rate measure chosen only depends on q and y, the optimal reconstruction

condition (3.3’) can be simplified to the centroid condition

x̂∗(q, y) = arg min
x̂

E[d(X, x̂, y, Z)|q, y].

In the special case of an Euclidean quadratic distortion measure d(x, x̂) = ‖x − x̂‖2,

the expected distortion is the MSE D = E ‖X − X̂‖2. The optimal reconstruction

function is

x̂∗(q, y) = E[X|q, y], (4.4)

i.e., the Euclidean centroid of X given y in the quantization region {x| q(x) = q}
(well defined if EX exists). Here x̂∗(q, y) is a function of the side information for each

quantization index, as opposed to the reconstruction levels x̂∗(q) found in conventional

quantization.

4.1.2 Experimental Results on Clean Wyner-Ziv Quantization

In the following we report experimental results obtained by applying the extension of

the Lloyd algorithm for distributed coding described in Definition 3.13 to the Wyner-

Ziv coding problem. We start considering the clean case represented in Fig. 4.2. Let

Source Data
X N(0, 1)

SW
Decoder

SW
Encoder

X̂
x̂(q,y )

Y
Side

Information

NY N (0,1/ Y )

Q Q
q(x)

Figure 4.2: Experimental setup for clean Wyner-Ziv quantization.

X ∼ N (0, 1) and NY ∼ N (0, 1/γY ) be independent, and let Y = X +NY . We wish

to design scalar Wyner-Ziv quantizers minimizing the Lagrangian cost C = D + λR,

where the distortion is the MSE D = E ‖X − X̂‖2, and the rate is that required by

an ideal Slepian-Wolf codec, R = H(Q| Y ).
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To compute the information-theoretic distortion-rate function for i.i.d. pairs drawn

according to the statistics of X, Y , first recall that since X and Y are jointly Gaussian,

the conditional r.v. X|y is also Gaussian for each y, with mean equal to the best MSE

estimate of X given y, and variance equal to the MSE:

σ2
X|Y = σ2

X − σ2
XY /σ

2
Y =

σ2
Xσ

2
NY

σ2
X + σ2

NY

=
1

1 + γY
,

regardless of the particular value of y. Consequently, according to [260, §I.C], or [198,

Theorem 2], DWZ
X|Y (R) = σ2

X|Y 2−2R.

For the case γY = 10, and several values of λ, scalar Wyner-Ziv quantizers and

reconstruction functions were designed using the extension of the Lloyd algorithm

developed in this work. A simple genetic search method was combined with the

Lloyd algorithm to select initial quantizers based on their cost after convergence.

The algorithm was applied to a fine discretization of the joint PDF of X, Y , as a

PMF with approximately 2.0 · 105 points (x, y) contained in a 2-dimensional ellipsoid

of probability 1 − 10−4 (according to the reference PDF), producing 919 different

values for X and 919 different values for Y .

The corresponding distortion-rate points are shown in Fig. 4.3, along with the

information-theoretic distortion-rate function and the distortion bound D0 = σ2
X|Y .

Recall that in nondistributed quantization, at high rates, asymptotically optimal

scalar quantizers introduce a distortion penalty of 10 log10
πe
6
� 1.53 dB with respect

to the information-theoretic bound. Note that the experimental results obtained for

this particular Wyner-Ziv quantization setup exhibit the same behavior.

Two scalar Wyner-Ziv quantizers for R � 0.55 and R � 0.98 bit are depicted

in Fig. 4.4. Conventional high-rate quantization theory shows that uniform quantiz-

ers are asymptotically optimal. Note that quantizer (b), corresponding to a higher

rate than quantizer (a), is uniform, and perhaps surprisingly, no quantization index

is reused. This experimental observation, together with the 1.53 dB distortion gap

mentioned earlier, motivated the development of an extension of high-rate quantiza-

tion theory for distributed source coding, which we shall present in Chapter 5. These

experiments are revisited then, precisely in Sec. 5.4.3, to explain these facts, show
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Figure 4.3: Distortion-rate performance of optimized scalar Wyner-Ziv quantizers with Slepian-Wolf
coding. R = 1

k H(Q|Y ), X ∼ N (0, 1), NY ∼ N (0, 1/10) independent, Y = X +NY .

1 2 3 4 1 5 6 7

-4 -3 -2 -1 0 1 2 3 4
x

(a) R � 0.55, D � 0.056.

x
-4 -3 -2 -1 0 1 2 3 4

1 2 3 4 5 6 7 8 9 10 11

(b) R � 0.98, D � 0.033.

Figure 4.4: Wyner-Ziv quantizers with Slepian-Wolf coding obtained by the Lloyd algorithm. R =
1
k H(Q|Y ), X ∼ N (0, 1), NY ∼ N (0, 1/10) independent, Y = X +NY .
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consistency with the theory developed, and confirm the usefulness of our extension

of the Lloyd algorithm.

We observed that when Slepian-Wolf coding is used, as long as the rate was

sufficiently high, hardly any of the quantizers obtained in our experiments reused

quantization indices. On the other hand, it was argued in Sec. 3.3.1 that disconnected

quantization regions may benefit the rate with little distortion impact due to the

presence of side information at the decoder. In order to illustrate the benefit of index

reuse in distributed quantization without Slepian-Wolf coding, the extended Lloyd

algorithm was run on several initial quantizers with |Q| = 2 quantization indices,

setting λ = 0. This models the situation of fixed-length coding, where the rate

is fixed to 1 bit, and the distortion is to be minimized. As shown in Fig. 4.5, the

quantizer (b) obtained using the Lloyd algorithm lead to smaller distortion than a

simple one-bit quantizer (a) with no index reuse. The conditional PDF of X given

1 2

x
-4 -3 -2 -1 0 1 2 3 4

(a) One-bit quantizer without index reuse.
D � 0.071.

1 2 1 2 1 2 1 2

p(x)p(x|y)

x
-4 -3 -2 -1 0 1 2 3 4

(b) One-bit distortion-optimized Wyner-Ziv
quantizer. |Q| = 2, λ = 0, D � 0.056.

Figure 4.5: Example of distortion reduction in Wyner-Ziv quantization due to index reuse. X ∼
N (0, 1), NY ∼ N (0, 1/10) independent, Y = X +NY .

Y is superimposed to show that it is narrow enough for the index repetition to have

negligible impact on the distortion (σ2
X|Y = 1/(1 + γY ) � 0.091).

Fig. 4.6 shows an example of encoder conditional cost measures and reconstruction

functions under the heavy index repetition scenario of fixed-length coding. Fig. 4.6(a)

clearly illustrates the quantizer optimality condition q∗(x) = arg minq c̃(q, x), and

Fig. 4.6(b), the centroid condition x̂(q, y) = E[X|q, y]. Observe that it is perfectly
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Figure 4.6: Example of conditional cost and reconstruction function for Wyner-Ziv quantization
with fixed-length coding. X ∼ N (0, 1), NY ∼ N (0, 1/10) independent, Y = X + NY . |Q| = 2,
λ = 0, D � 0.056.

possible for the estimated reconstruction to fall on a region corresponding to a differ-

ent quantization index, just as the best MSE estimate of a uniform binary r.v. is 0.5,

despite being an impossible outcome.

Another example of index reuse was obtained by replacing the rate measure in the

Lloyd algorithm to model nondistributed entropy coding, i.e., R = H(Q) instead of

R = H(Q|Y ). Interestingly, the quantizers obtained, depicted in Fig. 4.7, are almost

uniform, reuse indices periodically, presumably to reduce the distortion, and lead to

an almost uniform distribution of the quantization indices.

4.1.3 Experimental Results on Noisy Wyner-Ziv Quantization

Consider now the noisy Wyner-Ziv coding setting in Fig. 4.8 Let X ′ ∼ N (0, 1),

and define Y ′ = X ′ + NY and Z ′ = X ′ + NZ , where NY ∼ N (0, 1/γY ) and NZ ∼
N (0, 1/γZ), and X ′, NY and NZ are independent. X, Y, Z are obtained as k i.i.d.

drawings of X ′, Y ′, Z ′. As usual, the optimization criterion is the rate-distortion

Lagrangian cost C = D + λR, where D = 1
k

E ‖X − X̂‖2 and R = 1
k

H(Q|Y ). We
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1 2 3 1 2 3 1 2 3 1 2

x
-4 -3 -2 -1 0 1 2 3 4

(a) R � 1.58, D � 0.034.

2 3 4 1 2 3 4 1 2 3 4 1 2

x
-4 -3 -2 -1 0 1 2 3 4

(b) R � 2.00, D � 0.022.

Figure 4.7: Wyner-Ziv quantizers with entropy coding obtained by the Lloyd algorithm. R =
1
k H(Q), X ∼ N (0, 1), NY ∼ N (0, 1/10) independent, Y = X +NY .
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X N(0, 1)

SW
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X̂
x̂(q,y )

Y
Side
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NY N (0,1/ Y )

Z
q(z)

NZ N (0,1/ Z )

Q Q

Figure 4.8: Experimental setup for noisy Wyner-Ziv quantization.
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shall immediately become less formal and reuse the lettersX, Y, Z instead ofX ′, Y ′, Z ′

in the notation that follows.

The information-theoretic distortion-rate function follows from [263] or [198, The-

orem 5]:

DNWZ
XZ|Y (R) = D∞ + (D0 −D∞) 2−2R,

where each of the conditional variances

D0 = σ2
X| Y = 1/(1 + γY ) and D∞ = σ2

X| Y Z = 1/(1 + γY + γZ)

is the MSE of an estimation problem(a).

Noisy Wyner-Ziv quantizers for dimensions k = 1, 2 and several values of λ were

designed using our extension of the Lloyd algorithm, together with a simple genetic

search method for its initialization. In these experiments, γY = γZ = 10. The distor-

tion-rate points obtained are shown in Fig. 4.9, along with the information-theoretic

distortion-rate function and the distortion bounds. We would like to report that

Noisy WZ 
RD 

Function

Noisy WZ 
Quantizers

2D

0 0.2 0.4 0.6 0.8 1 1.2 1.4 1.6
0.04

0.05

0.06

0.07

0.08

0.09

0.1

0.11

R [bit]

D0 ' 0.0909

D ' 0.0476

1D

D

Figure 4.9: Distortion-rate performance of optimized Wyner-Ziv quantizers of noisy sources with
Slepian-Wolf coding for k = 1, 2. R = 1

k H(Q|Y ), X ∼ N (0, 1), NY , NZ ∼ N (0, 1/10) independent,
Y = X +NY , Z = X +NZ .

minor variations of λ produced 2-dimensional optimized quantizers for rates either 0,

(a)These conditional variances are a special case of a more complex computation carried out in the
proof of Corollary 5.18 later on, which one may use as reference, replacing Mk by its limit 1/(2πe)
and setting m = 1.
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or over 0.4 bits, or occasionally in between these values but with a rate-distortion

performance slightly above the lower convex envelope. Possible explanations include

the lack of accuracy due to the discretization of the Gaussian problem, the limited

number of initializations and iterations, or the possibility that the operational distor-

tion-rate function is not strictly convex in that region.

Two 2-dimensional noisy Wyner-Ziv quantizers for R � 0.50 and R � 0.97 bit

are represented in Fig. 4.10. Note the index repetition in the quantizer on the left.
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Figure 4.10: 2-dimensional noisy Wyner-Ziv quantizers with Slepian-Wolf coding found by the Lloyd
algorithm. R = 1

k H(Q|Y ), X ∼ N (0, 1), NY , NZ ∼ N (0, 1/10) independent, Y = X + NY ,
Z = X +NZ . Circles enclose sets of probability 0.1, 0.5, 0.9, 0.99 and 0.999.

The quantizer on the right is a hexagonal lattice, and no index is reused. To obtain

the latter quantizer, the algorithm was applied to a fine discretization of the joint

PDF of X, Y, Z, with approximately 7.0 · 106 samples contained in a 6-dimensional

ellipsoid of probability 1 − 10−4, which gave 5557 different points for Z. Due to

this discretization, the edges of the quantization regions appear somewhat jagged.

For k = 1 and sufficiently high rates, all quantizers obtained experimentally where

uniform without index repetition.

Some of these experimental findings will be explained in Sec. 5.4.4, in light of

a theoretical characterization of optimal quantizers for distributed coding of noisy

sources at high rates, which is the object of Chapter 5. We shall see then that the

quantizers obtained with our extension of the Lloyd algorithm for this particular setup

are in fact nearly optimal at high rates.
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4.2 Network Distributed Quantization of Clean and Noisy

Sources

The motivating application of this work is network distributed quantization of noisy

sources with side information, especially when Slepian-Wolf coding is used for the

quantization indices. This general scenario is depicted in Fig. 3.2. This section

elaborates theoretically on the problem of network distributed quantization, and re-

ports experimental results for a simple but important scenario, namely symmetric

distributed coding of clean sources.

4.2.1 Theoretical Discussion

Suppose that the cost measure c(q, x, x̂, y, z) can be broken down into cost measures

of the form cj(q·j, x, x̂j , yj, z), where as usual j = 1, . . . , n indexes decoders, in such

a way that minimizing each cj also minimizes c. For instance, c =
∑

j cj or c =∏
j cj (cj � 0). Then, the problem of finding optimum quantizers and reconstruction

functions in the network can be reduced to n smaller problems, each involving a single

decoder and all quantizers communicating with that decoder, and the extended Lloyd

algorithm in Definition 3.13 could be run independently for each of these n smaller

settings with a single decoder. The special case with a single decoder, shown in

Fig. 4.11 (for 2 encoders), was studied in great generality in [197, 202].

Lossless
Encoder

Lossless
Decoder

Separate Encoder 1

Separate Encoder 2

Joint Decoder 
Z1

Z2
q2(z2)

Lossless
Encoder

Q2

Q1
q1(z1)

Q2

Q1

x̂(q,y )

Y

X̂

Figure 4.11: Distributed coding of noisy sources with m = 2 encoders and n = 1 decoder.
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The obvious examples of Lagrangian rate-distortion cost measures c = d + λ r

satisfy the aforementioned decomposition requirement with

d(x, x̂, y, z) =
∑
j

dj(x, x̂j , yj, z) and r(q, y) =
∑
j

rj(q·j, yj).

In terms of distortions, this includes weighted quadratic distortions such as d(x, x̂) =∑
j wj ‖x− x̂j‖2, with wj ∈ R

+, in which X is interpreted as data to be reconstructed

by all decoders. Another example is d(x, x̂) =
∑

j wj(yj) ‖xj− x̂j‖2, where the source

data X = (Xj)j now consists of parts Xj that are of interest to a particular decoder j,

and the nonnegative weights wj may also depend on the side information. In terms

of rate measures, this includes the Slepian-Wolf rate measure of Definition 3.4, with

rj(q·j , yj) = − log pQ·j |Yj
(q·j |yj) representing the rate required to code all quantization

indices sent to decoder j. Alternative definitions of rj(q·, yj) model different coding

settings, such as Slepian-Wolf coding, nondistributed entropy coding, or a specific

variable-length code for individual quantization indices. Some examples are shown in

Table 4.1. For simplicity, rj(q·, yj) is written as r(q, y), focusing on the case of 2 en-

coders and 1 decoder. These choices do not assume any particular type of statistical

independence between Q1, Q2 and Y , they merely model different coding schemes in

which a certain dependence may or may not be exploited.

An additional example of distortion-rate Lagrangian cost measure, which inci-

dentally motivates weighted distortion and rate measures, is c =
∑

k μk dk +
∑

l λl rl,

where dk and rl are distortion and rate measures corresponding to expected distortions

and rates in a network that must be constrained, and the constrained optimization is

expressed as an unconstrained Lagrangian optimization with multipliers μk and λl.

The networks considered in [74, 75] are a particular case of the formulation in

Sec. 3.2, which in addition allows Slepian-Wolf coding, and much more flexibility due

to the generality introduced by the noisy sources. This is illustrated with the example

depicted in Fig. 4.12. Recall that the “noisy” observation Zi in the formulation of this

work is really much more general than an actual noisy observation of some unseen data

of interest. The only requirement is that it be a r.v. sharing a common probability

space with the rest of r.v.’s, and as this example will illustrate, this may accommodate

a wide range of applications.
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Figure 4.12: Distributed coding of noisy sources in a network with m = 3 encoders and n = 3
decoders. Encoders and decoders have been paired into nodes.

In this particular example, define Z2 = (X21 + N,X22, X23, X2 (1,3)), where X21

denotes a message available at Node 2 that must be sent to Node 1, X2 (1,3) a message

available at Node 2 but required by Nodes 1 and 3, and so on, and N is additive noise

affecting message X21 only, perhaps modeling the special behavior of Node 2. The

intranode message X22 can be interpreted as local information available at Node 2,

possibly subject to less restrictive encoding rates, but still quantized to reduce the

complexity incurred when using it as context information to decode other messages

received, thus playing the role of quantized side information. As usual, Qij is the

quantization index obtained from Zi, and transmitted from node i to node j. Even

though we may think of X2 (1,3) as a multicast message, in this example, Q21 and Q23

are not required to be the same, partly because they quantize additional messages.

Broadcast constraints on quantization indices will be discussed in Sec. 4.6.

The source data X in the general formulation can be defined here as a multi-

letter r.v. containing all messages in the network to be reconstructed by some node.

However, a cost measure can be chosen so that only the reconstruction of the messages

actually relevant for a decoder contributes to the total distortion. For example, if

X̂1
2 (1,3) represents the reconstruction of the multicast message X2 (1,3) at Node 1, and

the data to be reconstructed by Node 1 is X̂1 = (X̂1
21, X̂

1
31, X̂

1
2 (1,3)), then the distortion

term corresponding to this node would only involve messages transmitted to this

node and no others. With the appropriate cost measure, Node 3 need not compute

a reconstruction X̂3
21 of the message X21, intended for Node 1 only, even though X21
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could theoretically be estimated at Node 3 from the data received and its statistical

dependence. The exclusion of the intranode message X11 from the reconstruction

is consistent with the interpretation under which the intranode message is available

locally and its transmission not required, but it is still quantized due to complexity

constraints.

4.2.2 Experimental Results on Clean Symmetric Quantization

We have argued that for certain cost measures, the quantizer design problem for

network distributed source coding can be broken down into smaller problems involving

a single decoder, such as the one represented in Fig. 4.11. Our last set of experiments

for nonrandomized quantizer design is concerned with a simple but illustrative case

of clean symmetric distributed quantization, depicted in Fig. 4.13.

Source Data

SW
Encoder

SW
Decoder

SW
Encoder

Q1 Q1

Q2 Q2

x̂(q,y )

X1
q1(x1)

q2(x2)
X2

X̂1

X̂2

X0 N(0, | |)

N1 N (0,1 | |)

N2 N (0,1 | |)

sgn

Figure 4.13: Example of clean symmetric distributed quantization with Gaussian statistics. If
N1, N2, X0 are independent and |ρ| < 1, then

(
X1
X2

) ∼ N (
0,
( 1 ρ
ρ 1

))
.

In this case, X1, X2 are k i.i.d. samples drawn according to jointly Gaussian statis-

tics, precisely, N (
0,
(

1 ρ
ρ 1

))
. As usual, we wish to design distributed quantizers min-

imizing the Lagrangian cost C = D + λR, where the distortion is the mean-squared

error D = 1
k

E ‖X − X̂‖2, and the rate is that required by an ideal Slepian-Wolf

codec, R = 1
k

H(Q1, Q2), both normalized per sample. The information-theoretic
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rate-distortion function can be obtained from a recent result [237](b):

R =
1

4
log

(1 − ρ2)
(
1 +

√
1 + 4ρ2D2

(1−ρ2)2

)
2D2

.

As in the previous experiments, the Lloyd algorithm was applied with genetic ini-

tialization to a fine discretization of the joint PDF to design quantizers for dimensions

k = 1, 2, setting ρ = 1/2. The discretization for k = 2 used approximately 5.0 · 106

samples in a 4-dimensional ellipsoid of probability of probability 1−10−4, giving 3657

points for each Xi. The distortions and rates of the optimized quantizers are shown

in Fig. 4.14, together with the distortion bound D0 = σ2
Xi

= 1.
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Figure 4.14: Distortion-rate performance of optimized symmetric distributed quantizers with
Slepian-Wolf coding for k = 1, 2. R = 1

k H(Q1, Q2),
(
X1
X2

) ∼ N
(
0,
(

1 1/2
1/2 1

))
.

For k = 1 and sufficiently high rates, all quantizers obtained experimentally were

uniform without index repetition. Two of the 2-dimensional quantizers designed are

depicted in Fig. 4.15. Note that quantizer (b) is a uniform hexagonal tessellation with

no index reuse. In all our experiments, the two encoders had very similar quantizers

for a given λ.

(b)According to our definition of D and R, D = 1
2 (D1 +D2), R = 1

2 (R1 +R2), where the infimum
R is given by [237, §2] in terms of D1 and D2. Show that the distortion allocation minimizing R
leads to D1 = D2, for example using the Pareto optimality condition ∂R

∂D1
= ∂R

∂D2
.
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Figure 4.15: 2-dimensional symmetric distributed quantizers with Slepian-Wolf coding found by the
Lloyd algorithm. R = 1

k H(Q1, Q2),
(
X1
X2

) ∼ N
(
0,
(

1 1/2
1/2 1

))
. Circles enclose sets of probability

0.1, 0.5, 0.9, 0.99 and 0.999.

4.3 Modified cost measures

A number of studies show how to reduce certain noisy coding problems to noiseless

or clean coding problems by modifying the distortion measure. The following propo-

sition, inspired by the use of modified distortion measures in distributed scenarios

in [252], asserts that the general network setting in Fig. 3.2 can be transformed into

an equivalent problem without the unobserved source data X, by appropriately mod-

ifying the cost measure, in such a way that one can regard the noisy observation Z as

the source data itself, partially observed by several encoders. In the particular case

of Wyner-Ziv quantization of a noisy source in Fig. 4.1, but also in its conditional

version where the side information is available at the encoder, the problem is reduced

to the clean case Z = X.

Theorem 4.3 (Modified cost measure). Suppose that the alphabets X , X̂ , Y and

Z are Polish spaces, and that

c′(q, z, x̂, y) = EX|Y Z [c(q,X, x̂, y, z)|y, z]
exists and is measurable. Assume the Markov condition (3.1) for the network setting

in Sec. 3.2.2, represented in Fig. 3.2. In the special case n = 1 = m, either the Wyner-

Ziv Markov condition or the conditional Markov condition of Definition 4.1 can be

assumed in the corresponding quantization setting. Suppose further that there exists
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a measurable function x̂(q, y) such that X̂ = x̂(Q, Y ). Then, if E c(Q,X, X̂, Y, Z)

exists, so does E c′(Q,Z, X̂, Y ) and both are equal.

Proof: The obvious extension of Lemma B.4 in Appendix B to severalQ’s, applied

to all (Qi·)i=1,...m in the Markov condition (3.1), with (X, Y ) in place of X, implies

that (X, Y ) ↔ Z ↔ Q. It follows from Lemmas B.2 and B.6, that X ↔ (Y, Z) ↔ Q

and X ↔ (Y, Z) ↔ (Q, X̂).

This last Markov condition and Lemma 3.9 give

E[c(Q,X, X̂, Y, Z)|Y, Z] = E
[
[E[c(q,X, x̂, Y, Z|Y, Z]]x̂=X̂,q=Q |Y, Z

]
= E[c′(Q,Z, X̂, Y )|Y, Z].

Apply iterated expectation to the previous equation to complete the proof. �
Analogously to the proposition above, define the modified distortion measure

d′(q, z, x̂, y) = E[d(q,X, x̂, y, z)|y, z].
Then the modified cost measure corresponding to the cost measure (4.1) is

c′(q, z, x̂, y) = d′(z, x̂, y) + λr(q, y).

Even though modified distortion and cost measures reduce a noisy problem to a

noiseless one, it is easy to see that the new, modified distortion and cost measures

depend in general on the side information, even if the original distortion or cost

measure does not.

4.4 Quantization of Side Information

Even though the focus of this work is the application represented in Fig. 3.2, the

generality of this formulation allows many others. For example, consider the coding

problem represented in Fig. 4.16, proposed in [39]. A r. v. Z, playing now the role

of side information instead of observation, is quantized. The quantization index Q

is coded at rate R1 = H(Q), and used as side information for a Slepian-Wolf codec

of a discrete r.v. X. Hence, the additional rate required is R2 = H(X|Q). We wish
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Figure 4.16: Quantization of side information used for Slepian-Wolf coding.

to find the quantizer q(z) minimizing C = R2 + λR1. It was argued when com-

menting on Proposition 3.5 that r1(q) = − log pQ(q) is a rate measure. An argument

entirely similar to that proving the proposition in question leads to the fact that

r2(q, x) = − log pX|Q(x|q) is also a rate measure, changing the role of Q from condi-

tioned variable to conditioning variable. Therefore, this problem is a particular case

of our formulation, with cost measure c(q, x) = r2(q, x) + λ r1(q).

Suppose now that X is an absolutely continuous, R
k-valued r.v., and that the

Slepian-Wolf codec of Fig. 4.16 is replaced by a Wyner-Ziv codec operating at high

rates, using the quantized side information Q, with quadratic distortion d(x, x̂) =

‖x − x̂‖2, resulting in the setting represented in Fig. 4.17. When studying the rate-
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High-Rate            
Wyner-Ziv  Decoder

X̂High-Rate            
Wyner-Ziv  Encoder
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R2

Figure 4.17: Quantization of side information used for Wyner-Ziv coding.

distortion performance of such Wyner-Ziv quantizers in Sec. 5.2.2, we shall conclude

that under certain conditions, uniform quantizers are asymptotically optimal and the

high-rate approximation to the distortion introduced increases with the conditional

differential entropy of the source data given the side information, in this case h(X|Q).

For this reason, a natural candidate to replace H(X|Q) as a measure of R2 is h(X|Q).

Accordingly, define r2(q, x) = − log pX|Q(x|q).
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One of the most important differences —but not the only one— between this last

setting, shown in Fig. 4.17, and general distributed quantization with 2 encoders and

1 decoder, represented in Fig. 4.11, is the fact that here one of the quantizers is a

fixed uniform quantizer operating at high rates, instead of an arbitrary quantizer to

be designed. However, the behavior of this fixed quantizer is still captured by the

choice of the cost measure c = r2 + λ r1, consisting of two rate terms only, one of

them related to the distortion introduced by such quantizer, very different from the

rate measure corresponding to the design problem in Fig. 4.11.

A technical problem with this choice of r2 is that pX|Q is now a (conditional)

PDF, not a PMF, possibly unbounded from above, and consequently, r2 might be

unbounded from below. This means that it may be impossible to transform r2 into

a nonnegative rate measure by mere shifting, or by any affine transformation that

preserves the relationship with the associated expected rate h(X|Q)(c). Inherently

signed cost measures such as c = r2 + λ r1 may lead to theoretical complications

analogous to those caused by signed cost/utility functions in the context of Bayesian

decision theory, which in practice may be of limited relevance. For instance, signed

cost measures do not guarantee that expectations such as cost (Bayes risk) or con-

ditional cost (conditional risk) exist. Notwithstanding theoretical complications, this

last example suggests that signed cost measures may be of interest in certain prob-

lems of distributed quantization, and that signed rate measures may not only model

particular lossless coding settings, but also lossy.

There are a number of problems where a cost measure defined in terms of (con-

ditional) probabilities plays the role of distortion. Some examples are the bottleneck

method, discussed in Sec. 4.9, and Gauss mixture modeling, reviewed in Sec. 4.10.

Additional examples are [15,169,230], where a log-likelihood or entropy-based cost is

applied to statistical modeling, speech segmentation and image coding, respectively.

(c)Inspired by the data processing inequality (for general alphabets), one could redefine R2 =
h(X |Q) − h(X |Z) ≥ 0, but the corresponding r2(x, q) = − log pX|Q(x|q) − h(X |Z) could still be
unbounded from below.
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4.5 Quantization with Side Information at the Encoder

It is well known that lossy coding of clean source data does not benefit from side

information only known at the encoder, when the distortion measure is a function of

the source data and the reconstruction values [29]. However, if the distortion measure

also depends on the side information, it was shown in [158] that in general, encoder

side information is useful.

Fig. 4.18 depicts the problem of quantization with encoder side information. In

Lossless
Encoder

Lossless
Decoder

Q Q X̂

Encoder with   
Side Information

Decoder without       
Side Information 

X
x̂(q)

Y 0

q(x, y0)

Figure 4.18: Lossy coding of a clean source with side information at the encoder. The lossless
encoder never benefits from the side information. However, if the distortion measure depends on
the side information, then the side information is useful in the quantizer design.

this problem, the source data X is quantized with the help of the encoder side infor-

mation Y ′, and the quantization index Q is losslessly encoded, potentially with the

help of Y ′. The quantization index Q is decoded and reconstructed to recover the

estimate X̂, this time without the availability of Y ′.

The following proposition asserts that the lossless encoder in Fig. 4.18 never ben-

efits from the side information (the choice of distortion measure is irrelevant at this

point). Since lossless coding can be regarded as lossy coding at zero distortion with

Hamming distance as distortion measure, the statement is a consequence of [29]. An

alternative, direct proof is provided.

Proposition 4.4. The infimum of the admissible rates for lossless coding, with en-

coder side information, of the quantization index Q is R = H(Q), regardless of

whether some side information is available to the lossless encoder only, or completely

unavailable.
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Proof: For instance, this can be seen directly from the information-theoretic def-

inition of admissible rate(d). Consider a lossless codec where the encoder maps blocks

of quantization indices and blocks of side information samples into fixed-length bit

strings, and where the decoder maps bit strings into blocks of estimated quantization

indices, with a certain probability of block decoding error. It suffices to show that a

code that does not depend on the side information blocks can be constructed, with

at most the same bit-string length and probability of error.

In the side-information-dependent code, each block of quantization indices is as-

signed a bit string according to the particular value of a side information block.

Among all assignments of each quantization index block into bit strings, chose one

such that it will be decoded perfectly, or if such choice does not exist, chose one of

the assignments arbitrarily. Clearly, the resulting code satisfies the necessary require-

ments. �
Due to the fact that without loss of generality, the dependence of the lossless

encoder on the side information can be neglected, the problem of source coding with

encoder side information is in fact a particular case of nondistributed coding of a

noisy source Z = (X, Y ′), in turn a particular case of the general network problem

in this work with m = 1 encoder, n = 1 decoder, analyzed in Sec. 4.1, but without

decoder side information. The rate measure modeling the lossless codec is r(q) =

− log pQ(q). Suppose that the usual distortion-rate Lagrangian cost measure in (4.1)

is used, where the distortion measure is of the form d(x, x̂, y′). Then, the conditional

cost measure at the encoder (4.2), which provides the optimality condition for the

(d)Denote by X = (Xi)i a block of source data, and by X̂ = (X̂i)i, the decoded block, where
i = 1, . . . , n. In the context of lossless coding, a rate is defined to be admissible if, and only if, for
any ε > 0 there exists a block code of (arbitrarily large) length n with probability of decoding error
pe = P{X �= X̂} < ε.

Lossless coding may be regarded as a particular case of lossy coding with zero distortion when
the distortion measure is an inequality indicator or Hamming distance. In this case, the expected
distortion becomes the probability of error p̄e = 1

n

∑
i P{Xi �= X̂i}, which provides an alternative

definition for admissible rate. However, in distributed coding with decoder side information, both pe
and p̄e lead to the same infimum of admissible rates, namely the conditional entropy of the data
given the side information.

Even though the proof of Proposition 4.4 is based on the definition using the block error proba-
bility pe, a similar argument can be made for the average error probability p̄e.
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quantizer q(z) = q(x, y′), becomes

c̃(q, z) = c̃(q, x, y′) = E[d(X, x̂(q), Y ′) − λ pQ(q)|x, y′] = d(x, x̂(q), y′) − λ pQ(q),

which depends on y′ if, and only if, so does the distortion measure d.

4.6 Broadcast with Side Information

A natural variation on the general problem of distributed quantization design, as

formulated in Sec. 3.2, is the introduction of constraints. The following example

illustrates how a certain quantizer index constraint may be handled by means of an

appropriate cost measure, based on the principle of Lagrangian optimization as a

method to transform constrained optimization problems into unconstrained ones.

A single observation Z is quantized, the quantization index Q is losslessly encoded,

and the single, resulting bit stream is broadcasted to two decoders, which have access

to different side information, Y1 and Y2, in order to obtain the reconstructions X̂1 and

X̂2 of some data of interest X. This scenario, depicted in Fig. 4.19, corresponds to

the case of network distributed quantization with m = 1 encoder and n = 2 decoders,

with the additional constraint that Q11 = Q12, where by definition Q = Q11 = Q12.

The case n = 2 is chosen for simplicity; we shall see that the extension to n > 2

decoders is immediate. According to [216], the lowest achievable rate corresponding
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Figure 4.19: Broadcast with side information. This corresponds to the network distributed setting
with m = 1 encoder and n = 2 decoders, with the additional constraint Q11 = Q12.
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to the common, broadcasted bit stream coding Q, is

R = max{H(Q|Y1),H(Q|Y2)},
in other words, the maximum of the rates required by Slepian-Wolf codecs allowed

to transmit a different bit stream to each receiver. The objective is to find the

quantizer and the two reconstruction functions that minimize the distortion D =

E d(Q,X, X̂, Y, Z) with a maximum rate constraint, R � Rmax. We shall refer to this

quantization problem as broadcast with side information. It includes the case when

only one decoder has access to side information, studied from an information-the-

oretic perspective in [114, 127], where the motivational application is source coding

“when side information may be absent”.

Recall that the problem of designing quantizers and reconstruction functions to

minimize a distortion given a rate constraint is handled via a distortion-rate Lagrang-

ian cost. Precisely, points of the operational distortion-rate function

D(Rmax) = inf
R�Rmax

D,
are found by minimizing the Lagrangian cost C = D + λR instead, for different

values of λ. If the operational distortion-rate function is convex, then the complete

distortion-rate curve will be swept. In general, a lower convex envelope is obtained.

Define Rj = H(Q|Yj). To tackle this problem we observe that the rate con-

straint R = max{R1,R2} � Rmax is equivalent to the set of constraints R1 � Rmax,

R2 � Rmax. In terms of the operational distortion-rate function,

D(Rmax) = inf
R�Rmax

D = inf
R1,R2�Rmax

D.
This leads to proposing the Lagrangian cost measure c = d + λ1 r1 + λ2 r2, where

rj(q, yj) = − log pQ|Yj
(q|yj), with associated Lagrangian expected cost C = D+λR1+

λ2 R2, which corresponds to the coding setting shown in Fig. 4.20. The rate-distortion

points of interest correspond to those multipliers λ1, λ2 such that R1,R2 � Rmax. Of

course, just as in any Lagrangian optimization, only the lower convex envelope of the

operational distortion-rate function D(Rmax) will be found.

Observe that this technique can be readily extended not only to networks contain-

ing a variety of broadcast constraints, affecting any number of encoders and decoders,
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Figure 4.20: Quantization setting equivalent to the problem of broadcast with side information when
the Slepian-Wolf rates satisfy a common rate constraint, i.e., H(Q|Y1),H(Q|Y2) � Rmax.

but also to more general affine constraints involving both rates and distortions. In

addition, certain multiple description coding problems with side information may be

tackled using the ideas discussed in this section.

4.7 Distributed Classification, Statistical Inference, and

Context-Sensitive Estimation

Any of the distributed quantization examples presented so far may be interpreted

as a distributed classification problem, distributed statistical inference problem, or

context-sensitive estimation problem, simply by choosing appropriate alphabets and

cost measures. For simplicity, we focus on the noisy Wyner-Ziv quantization problem

in Sec. 4.1, depicted in Fig. 4.1. This problem may be regarded as a distributed clas-

sification problem, where Z represents an observed feature, the quantization index Q

is a preliminary classification, to be refined with the help of the side information Y

in order to obtain the final category X̂.

Alternatively, the noisy Wyner-Ziv quantization problem may be viewed a statisti-

cal inference problem with side information. Precisely, a representation or statistic Q

of Z for X with a possible constraint on its rate, for example H(Q|Y ), is desired,

such that the estimation error of X according to some distortion measure d(x, x̂) is

minimized. For instance, X can be a parameter of a family of distributions for Z. As
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a more concrete example, Z can be a large set of i.i.d. drawings of a Gaussian r.v.,

with mean and variance given by the components of X, a two-dimensional r.v. The

quantization index Q would be a lower-dimensional, quantized version of the sample

set Z. The rate constraint can obey to certain complexity, intermediate memory, or

transmission requirements. The computation of the statistic Q is to be optimized tak-

ing into account that the final estimation will have access to the side information Y ,

perhaps additional Gaussian samples.

If X is discrete, and the inequality indicator or Hamming distance

d(x, x̂) =

{
1, x �= x̂

0, otherwise

is used as distortion measure, then the expected distortion is the error probability

D = P{X �= X̂}, and the optimal reconstruction, the maximum a posteriori decoder

x̂(q, y) = arg max
x

pX|QY (x|q, y).

Suppose further that the a priori distribution pX(x) is constant (or unknown but

set to a constant for convenience), and that all conditional (regular) distributions are

well defined. Since

pX|QY (x|q, y) =
pQY |X(q, y|x) pX(x)

pQY (q, y)
,

the maximum a posteriori decoder becomes the maximum likelihood estimator

x̂(q, y) = arg max
x

pQY |X(q, y|x).

An additional interpretation of distributed quantization is context-sensitive es-

timation. In the quantization setting represented in Fig. 4.1, suppose that X and

Z = Y are real-valued r.v.’s and that x̂(q, y) is constrained to be a polynomial of y for

each q, possibly continuous or even several times differentiable. Then, designing the

optimal reconstruction is a problem of optimal spline (piecewise polynomial) fitting,

and determining the optimal quantizer is equivalent to finding the optimal partition

of the spline into its pieces. If X and Z = Y are r.v.’s in a vector space and x̂(q, y)

is restricted to be an affine estimate of X for each q, then the quantizer and recon-

struction function become a piecewise affine estimate of X from Y . Context-sensitive
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estimation arises in a wide range of applications, including nonlinear estimation, and

outlier removal.

4.8 Blahut-Arimoto Algorithm for Noisy Wyner-Ziv Coding

In [31], Blahut developed an efficient algorithm for computing the channel capacity

and the information-theoretic rate-distortion function for nondistributed communi-

cation. The same algorithm was presented independently for the former case, though

in less generality, in the work of Arimoto [16]. In this section we present an extension

of this algorithm for the computation of the rate-distortion function for the noisy

Wyner-Ziv problem, based on the Lloyd algorithm for randomized Wyner-Ziv quan-

tization established in Definition 3.15. Finally, we report experimental results for

clean and noisy coding involving jointly Gaussian data.

Before providing our extension of the Blahut-Arimoto algorithm, we briefly de-

scribe the classical version, comment on the current extensions, and discuss the in-

formation-theoretic characterization of the noisy Wyner-Ziv rate-distortion function.

4.8.1 Blahut-Arimoto Algorithm and Current Extensions

Recall that in the special case of the rate-distortion function with finite source and

reconstruction alphabets, when the source data X is encoded at a rate R, and a

reconstruction X̂ is obtained at the decoder with expected distortion D = E d(X, X̂),

the single-letter characterization of the rate-distortion function is given by

R(D) = min
p

X̂|X(x̂|x)
E d(X,X̂)�D

I(X; X̂).

The Blahut-Arimoto algorithm performs the following alternating optimization, as-

suming that all information-theoretic quantities use the natural logarithm:

1. Initialization: Fix λ, a nonnegative real number related to the distortion-rate

tradeoff, and choose an initial reconstruction distribution pX̂(x̂).



82 CHAPTER 4. SPECIAL CASES AND RELATED PROBLEMS

2. Given the current reconstruction distribution pX̂(x̂), update the conditional

distribution

pX̂|X(x̂|x) =
pX̂(x̂) e−λd(x,x̂)∑
x̂ pX̂(x̂) e−λd(x,x̂)

.

3. Given the current conditional distribution pX̂|X(x̂|x), update the reconstruction

distribution

pX̂(x̂) =
∑
x

pX(x) pX̂ |X(x̂|x).

4. Convergence check: Compute R(D), and according to some convergence crite-

rion stop or go back to 2.

It was shown in [57] that under the assumption of finite reconstruction alphabets, the

sequence of distributions appearing in this algorithm has a limit yielding a point on

the rate-distortion curve.

An extension of the Blahut-Arimoto algorithm for computing the Wyner-Ziv rate-

distortion function appeared in [249]. Additional extensions include the computation

of the capacity for Markov sources [128, 236], the capacity in the Gel’fand-Pinsker

problem [68], and the capacity of multiple access channels [204]. A method to speed

up the convergence of the basic Blahut-Arimoto algorithm was investigated in [208].

The bottleneck method [232] can be regarded as a variation of the Blahut-Arimoto

algorithm where the distortion constraint is replaced by the preservation of mutual

information between the reconstruction and some data statistically dependent with

the original source data to be compressed.

4.8.2 Single-Letter Characterization of the Noisy Wyner-Ziv Problem

We now turn to the noisy Wyner-Ziv coding problem of Sec. 4.1, represented in

Fig. 4.1. Suppose that the unseen source data, the reproduction, the side information

and the noisy observation alphabets X , X̂ , Y , Z are finite, and that the distortion

measure is of the form

d : X × X̂ × Y × Z → [0,∞).
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Denote by Dmin the minimum distortion, achieved when the observation Z is losslessly

recovered at the decoder, and used in an optimal reconstruction x̂(z, y):

Dmin = min
x̂(z,y)

E d(X, x̂(Z, Y ), Y, Z).

The single-letter characterization of the rate-distortion function is given by

RNWZ
XZ| Y (D) = min

pQ|Z(q|z), x̂(q,y)
(X,Y )↔Z↔Q

E d(X,X̂,Y,Z)�D

I(Z;Q| Y ), for all D � Dmin. (4.5)

The minimum in (4.5) is guaranteed to exist, and it is taken over all r. v. Q, rep-

resenting a quantization index, in a finite alphabet Q, such that Q and (X, Y ) are

conditionally independent given Z, thus determined by pQ|Z(q|z), and over all recon-

struction functions x̂ : Q × Y → X̂ , subject to the constraint E d(X, X̂, Y, Z) ≤ D.

Furthermore, it suffices to consider only sets Q with |Q| � |Z | + 1.

This result, first shown in [263] for distortion measures of the form d(x, x̂) and

proved directly, can be readily generalized for distortion measures also dependent on

the noisy observation and the side information. To show this, the noisy problem can

be first reduced to a clean problem via a modified distortion measure

d′(z, x̂, y) = E[d(X, x̂, y, z)|y, z],
using Theorem 4.3. The single-letter characterization of the resulting clean Wyner-Ziv

problem with a side-information dependent distortion measure, an immediate gener-

alization of [260] given in [58, 146], can be converted back to the noisy version (4.5)

by a second application of Theorem 4.3. We would like to remark that, incidentally,

this method provides an alternative proof of the main result of [263].

4.8.3 Extension for Noisy Wyner-Ziv Coding

The Lagrangian minimization λD + R (note that the Lagrangian multiplier affects

the distortion instead of the rate) corresponding to the constrained problem (4.5)

leads to the cost

C = λE d(X, X̂, Y, Z) + I(Z;Q|Y ) = λE d(X, X̂, Y, Z) + H(Q|Y ) − H(Q|Z), (4.6)
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since (X, Y ) ↔ Z ↔ Q. This cost is the sum of the expectation of a cost measure

and −H(Q|Z), i.e., it is of the form (3.4), where the cost measure is defined to be

c(q, x, x̂, y, z) = λd(x, x̂, y, z) − ln pQ|Y (q|y).
Therefore, the Lloyd algorithm for randomized Wyner-Ziv quantization established

in Definition 3.15 can be properly applied.

In the special case when Z = X, for a distortion measure of the form d(x, x̂), and

in absence of side information, we have x̂(q, y) = x̂(q) and c(q, x, x̂, y, z) = c(q, x, x̂) =

λd(x, x̂) − ln pQ(q), thus c̃(q, z) = c̃(q, x) = c(q, x, x̂(q)). This gives the quantization

update step

p(q|x) =
e−c(q,x,x̂(q))∑
q e

−c(q,x,x̂(q)) =
pQ(q) e−λd(x,x̂(q))∑
q pQ(q) e−λd(x,x̂(q))

.

Furthermore, without loss of generality, we may assume that x̂(q) is a bijection,

which makes the quantization update equivalent to the update of the conditional

distribution pX̂|X(x̂|x) in the classical algorithm. The cost measure update in the

Lloyd algorithm for randomized Wyner-Ziv quantization requires the update of pQ(q),

which is precisely the second step of the classical Blahut-Arimoto algorithm. Finally,

the reconstruction update does not appear in the Blahut-Arimoto algorithm, since in

this case x̂(q) merely defines a one-to-one correspondence between the alphabets X

and Q.

4.8.4 Experimental Results on Clean Wyner-Ziv Coding

Although the extension of the Blahut-Arimoto algorithm for clean Wyner-Ziv coding

was already proposed in [68, 249], the purpose of the previous analysis was to show

that this extension is merely a particular case of the randomized Lloyd algorithm

presented in this work. The following simple experiments for jointly Gaussian data

are provided for the sake of illustration of our randomized algorithm. Additional

experiments for the noisy case, not studied in the cited references, are provided in

the following subsection. These experiments complete the ones for nonrandomized

quantization in Secs. 4.1.2 and 4.1.3.
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Let X ∼ N (0, 1) and Y = X + NY , with NY ∼ N (0, 1/γY ) independent of X.

MSE is used as a measure of distortion. Recall from Sec. 4.1.2 that the information-

theoretic distortion-rate function is DWZ
X|Y = σ2

X|Y 2−2R, and the conditional variance

satisfies σ2
X|Y = 1/(1 + γY ). It is routine to check that the multiplier corresponding

to the rate-distortion pair (R,D) minimizing C = λD + R is λ = 1
2 ln 2D .

According to the proof of the quadratic-Gaussian Wyner-Ziv rate-distortion func-

tion, e.g. [198, Theorem 2], one of the optimal randomized quantizers is given by

Q|x ∼ N
(
(1 − d)x, d(1 − d)σ2

X|Y
)
, for any d = D/σ2

X|Y ∈ (0, 1). We would like to

emphasize that in this proof Q is a continuous r.v.

The randomized Lloyd algorithm in Definition 3.15 was applied to a fine dis-

cretization of the joint PDF of X, Y with approximately 1.0 · 105 samples contained

in an 2-dimensional ellipsoid of probability 1− 104. This discretization produced 649

different values for each of the r.v.’s X, Y . We set γY = 10 and considered several

values of λ. Specifically, λ was chosen so that the theoretical values of R would be

approximately 0, 0.25, 0.5, 0.75 and 1 bits.

Excellent convergence was observed when the initial quantizer was nonrandomized

and uniform, the number of maximum iterations was limited to 30, and the number

of quantization indices was set to 500. The resulting rate-distortion pairs are plotted

in Fig. 4.21. Observe that all except the first point approximate the rate for which λ

was chosen. However, the point with λ theoretically corresponding to zero rate is still

on the rate-distortion curve. In addition, increasing the number of iterations enabled

us to get arbitrarily close to the actual target rate.

Several initial quantizers pQ|X(q|x) were tried achieving very similar results, in-

cluding truly randomized quantizers. Even though for most initializations the algo-

rithm seemed to converge, the convergence speed did depend on the initial quantizer

chosen. An example of trivial initialization that does not converge to the correct rate-

distortion pair is the constant randomized quantizer pQ|X(q|x) ≡ 1/|Q|, for which Q

and (X, Y ) are independent. In this case, regardless of λ, the pair (0,D0) is a fixed

point of the algorithm, which we verified experimentally.

We mentioned earlier that an optimal solution to the Wyner-Ziv minimization

corresponds to Q|x normally distributed, with constant variance and mean linearly
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Figure 4.21: Distortion-rate performance of Wyner-Ziv coding of clean Gaussian data, computed
with the extended Blahut-Arimoto algorithm. X ∼ N (0, 1), NY ∼ N (0, 1/10) independent, Y =
X +NY .

dependent on x. Of course, any scaling of Q, or more generally, any invertible trans-

formation, provides an optimal solution. Fairly accurate rate-distortion pairs were

obtained with as few quantization indices as 10, despite the fact that theoretically

Q represents the discretization of a continuous r.v. The advantage of using larger

numbers of quantization indices is that the algorithm provides a representation of

an optimal randomized quantizer more faithful to the original, undiscretized prob-

lem. Interestingly, the randomized quantizers found by the algorithm resembled a

Gaussian distribution, as it can be appreciated in Fig. 4.22, which corresponds to

R � 0.50 and D � 0.045. The spikes in these plots are due to the fact that the

number of quantization indices |Q| = 500 is too large, in terms of the number of PDF

samples and the number of iterations. We shall see in the next subsection how a lower

|Q| reduces these spikes while keeping the rate-distortion computations reasonably

accurate. Needless to say, any permutation of Q, while preserving the rate-distortion

performance, may not produce such intuitively meaningful plots, which was also the

case for some of the initializations for the randomized quantizer experimented with.



4.8 BLAHUT-ARIMOTO ALGORITHM 87

50 100 150 200 250 300 350 400 450 5000

0.005

0.01

0.015

0.02

0.025

0.03

0.035

q

p Q
X
(q
x
)

|
|

x' 2.15 x = 0 x' 2.14

Figure 4.22: Randomized quantizers obtained with the extended Blahut-Arimoto algorithm. X ∼
N (0, 1), NY ∼ N (0, 1/10) independent, Y = X +NY , |Q| = 500, R � 0.50.

4.8.5 Experimental Results on Noisy Wyner-Ziv Coding

The following is a variation of the previous experimental setup introducing a noisy

observation. In the new setup, X ∼ N (0, 1), Y = X + NY , Z = X + NZ , where

NY ∼ N (0, 1/γY ) and NZ ∼ N (0, 1/γZ), independent of X. Recall from Sec. 4.1.3

that the information-theoretic distortion-rate function is

DNWZ
XZ|Y (R) = D∞ + (D0 −D∞) 2−2R,

where

D0 = σ2
X| Y = 1/(1 + γY ) and D∞ = σ2

X| Y Z = 1/(1 + γY + γZ).

Just as before, the randomized Lloyd algorithm was applied to a fine discretization

of the joint PDF of X, Y, Z, this time with approximately 2.0 · 105 samples contained

in a 3-dimensional ellipsoid of probability 1 − 104. This discretization produced 161

different values for each of the r.v.’s X, Y, Z. We set γY = γZ = 10 and considered

values of λ = 1
2 ln 2 (D−D∞)

corresponding theoretically to rates equal to 0, 0.25, 0.5,

0.75 and 1 bits. The rate-distortion points in Fig. 4.23 were obtained with uniform,

deterministic quantizers with 161 indices, after 30 iterations.

We showed in [198] how the noisy, quadratic-Gaussian Wyner-Ziv coding problem

can be reduced to a clean case with a simple side-information-dependent distortion
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Figure 4.23: Distortion-rate performance of Wyner-Ziv coding of noisy Gaussian data, computed
with the extended Blahut-Arimoto algorithm. X ∼ N (0, 1), NY ∼ N (0, 1/10), NZ ∼ N (0, 1/10)
independent, Y = X +NY , Z = X +NZ .

measure. In light of these results, it is straightforward to conclude that a normally

distributed Q|x is optimal. For uniform initializations, randomized quantizers again

resembled a Gaussian distribution, as shown in Fig. 4.24, which corresponds to R �
0.50 and D � 0.069.

4.9 Information Constraints and Information Bottleneck

Method

Distortion constraints usually limit the degradation of some data due to quantization,

with respect to a distortion measure. In some cases, we may be interested, instead, in

preserving the information that the quantized observation carries about some data.

More precisely, inspired by [232], we wish to constrain the mutual information loss

I(Z;X) − I(Q;X) in the noisy Wyner-Ziv codec in Sec. 4.1, represented in Fig. 4.1.

The Wyner-Ziv Markov condition implies that X ↔ Z ↔ Q. By the data processing

inequality, I(Z;X)−I(Q;X) ≥ 0, with equality if and only if Q is a sufficient statistic

of Z for the estimation of X. Provided that X is discrete,

I(Z;X) − I(Q;X) = H(X|Q) − H(X|Z),
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Figure 4.24: Randomized quantizers obtained with the extended Blahut-Arimoto algorithm. X ∼
N (0, 1), NY ∼ N (0, 1/10), NZ ∼ N (0, 1/10) independent, Y = X + NY , Z = X +NZ , |Q| = 161,
R � 0.50.

and since H(X|Z) does not depend on the choice of a quantizer or reconstruction

function, the information loss constraint is equivalent to a constraint on H(X|Q). Of

course, if X is continuous instead, the analogous constraint is h(X|Q).

In the problem of quantization of side information in Sec. 4.4, depicted in Fig. 4.16,

recall that R2 = H(X|Q) can be seen as an “information distortion” between Q

and X, since its minimization is equivalent to the maximization of the mutual infor-

mation I(Q;X) = H(X) − H(X|Q), and to the minimization of I(Z;X) − I(Q;X).

Therefore, q(z) is designed to find a representation Q of Z with a constraint on H(Q),

retaining as much information about X as possible.

The information bottleneck method introduced in [232] is a converging alternating

optimization algorithm for the minimization of I(Z;Q), representing a measure of the

compression of the observation Z, with a constraint on − I(X;Q), which measures

the information about X retained by the quantization Q, subject to X ↔ Z ↔
Q. Applications of this method include semantic clustering of English words [179],

document categorization [224], neural coding, and spectral analysis.

In the special case when all r.v.’s are discrete, replacing the constraint on − I(X;Q)

by an equivalent constraint on H(X|Q) gives the associated Lagrangian cost

C = I(Z;Q) + λH(X|Q) = H(Q) + λH(X|Q) − H(Q|Z),
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i.e., the sum of the expectation of the cost measure

c(q, x, x̂, y, z) = − ln pQ(q) − λ ln pX|Q(x|q),
and the term −H(Q|Z). Hence, the Lloyd algorithm for randomized Wyner-Ziv

quantization described in Definition 3.15 can be applied, with

c̃(q, z) = EX|z[c(q,X, x̂(q, Y ), Y, z)|z] = − ln pQ(q) − λE[ln pX|Q(X|q)|z],
and with quantization update step given by

pQ|Z(q|z) =
pQ(q) eλE[ln pX|Q(X|q)|z]∑
q pQ(q) eλE[ln pX|Q(X|q)|z] .

This can be written in terms of a Kullback-Leibler divergence, observing that

−E[ln pX|Q(X|q)|z] = H(X|z) + D(pX|Z(·|z)‖pX|Q(·|q)),
which leads to

pQ|Z(q|z) =
pQ(q) e−λD(pX|Z(·|z)‖pX|Q(·|q))∑
q pQ(q) e−λD(pX|Z(·|z)‖pX|Q(·|q)) ,

exactly the update step proposed in [232].

This shows that the information bottleneck method is a particular case of the Lloyd

algorithm for randomized Wyner-Ziv quantization(e). A nonrandomized version of the

algorithm was presented later in [224].

4.10 Gauss Mixture Modeling

Let Q be a discrete r.v., and let Z ′|q ∼ g(z′|q) = N (μq,Σq)(z
′), with positive definite

Σq, for all q. The PDF of Z ′, pZ′(z′) =
∑

q g(z
′|q) pQ(q), is a convex combination of

Gaussian PDFs called a Gauss mixture, where each g(z′|q) is called Gauss component.

Let Z be a R
k-valued r.v., such that EZ and CovZ exist and are finite. The problem

of Gauss mixture modeling consists of fitting a Gauss mixture Z ′ to the data Z,

usually with a constraint on the number of components (i.e., the cardinality of the

alphabet of Q).

(e)Moreover, the information bottleneck method is the same as the EM algorithm for multinomial
distributions as shown in [225]
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The two most common methods for Gauss mixture modeling are the EM algo-

rithm [61, 72, 203], and the Lloyd clustering technique presented in [103, 107] (see

also [108]), with a number of applications including compression and classification [12].

In this section we analyze both techniques for Gauss mixture modeling from the point

of view of our framework.

4.10.1 Lloyd Clustering Technique

The Lloyd clustering technique for Gauss mixture modeling consists of the following

steps:

1. Initialization: Start with some partition of R
k determined by a quantizer q(z).

2. Component update: Given the quantizer q(z), update each Gauss component

g(z|q) = N (E[Z|q],Cov[Z|q])(z),
and compute the PMF pQ(q) of the categories Q = q(Z).

3. Quantization update: Given the components g(z|q) and the PMF pQ(q), update

the quantizer q(z) by assigning to each z the component index q minimizing

− log (g(z|q) pQ(q)).

4. Convergence check: If the sequence of costs −E log (g(Z|Q) pQ(Q)) meets some

convergence criterion, stop. Otherwise, go back to 2.

If Z ′ represents the Gauss mixture with components given by g(z|q) and weights pQ(q),

with PDF pZ′(z′) approximating pZ(z), then the maximization in the quantization

update step is equivalent to the maximization of

pQ|Z′(q|z) =
g(z|q) pQ(q)

pZ′(z)
,

thus it can be interpreted as maximum a posteriori decoding under the Gauss mixture

approximation.

The following proposition shows that this Lloyd clustering technique for Gauss

mixture modeling is in fact a particular case of the extension of the Lloyd algorithm

for nonrandomized distributed coding described in Definition 3.13, simply by selecting

the cost measure

c(q, z) = − log (g(z|q) pQ(q)) . (4.7)
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The component update described above becomes the cost measure update in the ex-

tension of the Lloyd algorithm in this work, since the cost measure is defined in terms

of g(z|q), which in turn are defined in terms of E[Z|q] and Cov[Z|q], determined by

the distribution of (Q,Z). The quantization step above corresponds to the quantiza-

tion step in the extended Lloyd algorithm, because the conditional cost measure at

the encoder is simply the cost measure, i.e., c̃(q, z) = c(q, z). No reconstruction step

is required.

Proposition 4.5. Suppose that Z is a R
k-valued r.v. with a PDF (i.e., its induced

probability distribution is absolutely continuous with respect to the Lebesgue measure),

and that Q is a discrete r.v. satisfying Q = q(Z) (more formally Q = q ◦Z), for some

quantizer (measurable mapping) q. Suppose further that h(Z), EZ and CovZ exist

and are finite, and that CovZ is positive definite. Define

g(z|q) = N (E[Z|q],Cov[Z|q])(z).
Then,

c(q, z) = − log (g(z|q) pQ(q))

is a signed cost measure satisfying the update property, with associated expected cost

C = H(Q) − E log g(Z|Q) = h(Z) + D(Z|Q‖g(Z|Q)).

Proof: First, we show that the function c, defined in terms of probability distri-

butions involving Z and Q, which determine E[Z|q] and Cov[Z|q], is a signed cost

measure according to Definition 3.3. Recall that the definition of cost measure per-

mits preserving the marginal distribution of Z, but the joint distribution of (Q,Z)

may be modified. Let (Q′, Z) denote the r.v. resulting from such modification, which

leads to a new PMF pQ′, a Gaussian PDF g′, and a cost measure c′. The fact that the

marginal distribution of Z is unchanged implies that E[Z|q′] and Cov[Z|q′] exist and

are finite, Cov[Z|q′] is positive definite, and g′ is well defined, a.s. Let C′ = E c′(Q,Z),

where the expectation is taken with respect to (Q,Z) but c′ is defined in terms of

(Q′, Z).
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Since g′ is a Gaussian PDF, it is not hard to see that −E log g′(Z|Q) is finite,

which permits writing the expectation of a sum as a sum of expectations:

C′ = −E log (g′(Z|Q) pQ′(Q)) = −E log g′(Z|Q) − E log pQ′(Q),

and similarly for C, which incidentally proves the first expression in the second part

of the proposition. On the one hand, since E[Z|q] and Cov[Z|q] maximize the ex-

pected log-likelihood E[log g′(Z|q)|q], we have E log g(Z|Q) � E log g′(Z|Q). On the

other hand, − log pQ(q) is a degenerate case of a Slepian-Wolf rate measure, thus

−E log pQ′(Q) � −E log pQ(Q). Combining both observations, conclude that

C′ � −E log g(Z|Q) − E log pQ(Q) = C,
proving that c satisfies the update property of Definition 3.3.

The first expression for the expected cost stated in the proposition has already

been established. To prove the second expression, write

−E[log g(Z|q)|q] = h(Z|q) + D(Z|q‖g(Z|q)),
and observe that H(Q|Z) = 0 because Q = q(Z), thus

H(Q) + h(Z|Q) = h(Z) + H(Q|Z) = h(Z).

As a consequence,

C = H(Q) − E log g(Z|Q) = H(Q) + h(Z|Q) + D(Z|Q‖g(Z|Q))

= h(Z) + D(Z|Q‖g(Z|Q)). �

Note that the expression for the expected cost in Proposition 4.5 implies that

its minimization is equivalent to the minimization of D(Z|Q‖g(Z|Q)), the Kullback-

Leibler divergence between the conditional distribution of Z given Q, and the distri-

bution of the corresponding Gauss mixture component g(z|q). In addition, provided

that the quantization region associated with the quantization index q is bounded,

then so is the support of the distribution of Z|q, but then the divergence cannot be 0,

since the support of the Gaussian distribution given by g(z|q) is the entire Euclidean

space, even if the original distribution of Z happens to be a Gauss mixture.
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We believe that the formulation of the Lloyd clustering method for Gauss mixture

modeling in terms of a particular case of our framework may facilitate the analysis

and understanding of variations such as the introduction of rate constraints, or the

extension to certain distributed settings such as the one proposed in [174].

4.10.2 Method Based on the EM Algorithm

We now turn to the Gauss mixture modeling method based on the EM algorithm

for maximum-likelihood estimation. The connection between the conventional Lloyd

algorithm and the EM algorithm has been observed in the literature, and they

are sometimes referred to as hard-threshold and soft-threshold clustering methods,

e.g. [32, 171]. In this section, we confirm that the Gauss mixture modeling method

based on the EM algorithm is a special case of the Lloyd algorithm for randomized

Wyner-Ziv quantization described in Definition 3.15, just as the Lloyd clustering

technique in the previous section was a special case of the nonrandomized version.

In terms of our notation, the EM algorithm for Gauss mixture modeling can be

written as follows(f):

1. Initialization: Start with some randomized quantizer pQ|Z(q|z) representing the

conditional PMF of the category Q given the observation Z in R
k.

2. Component update (M-step): Given the randomized quantizer pQ|Z(q|z), com-

pute the PMF of the categories

pQ(q) = EZ pQ|Z(q|Z),

(f)To see that this is indeed the application of the EM algorithm as described for instance in [72,
§2.2], observe that the sample index, denoted by i in the cited reference, is replaced by the obser-
vation z, together with its PDF pZ(z), making our formulation slightly more general, and that the
letter q is used for the category, instead of m, as denoted in [72]. In our notation, the mixing proba-
bilities αm are represented by pQ(q), the Gauss components p(y(i)|θm) by g(z|q), and the conditional
expectations of the category assignments w(i)

m are written as pQ|Z(q|z). It is easy to see that the
so-called Q-function in the EM algorithm becomes

E log(pQ(Q)gZ|Q(Z|Q)) = E log pQ(Q) + EQ EZ|Q[log gZ|Q(Z|Q)|Q],

maximized for pQ(q) and g(z|q) as chosen in the component step.
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and update each Gauss component

g(z|q) = N (E[Z|q],Cov[Z|q])(z),
determined by

pZ|Q(z|q) =
pQ|Z(q|z)pZ(z)

pQ(q)
.

3. Quantization update (E-step): Given the components g(z|q) and the PMF

pQ(q), update the randomized quantizer

pQ|Z(q|z) =
pQ(q)g(z|q)∑
q′ pQ(q′)g(z|q′) .

4. Convergence check: If some convergence criterion is met, stop. Otherwise, go

back to 2.

The method for Gauss mixture modeling based on the EM algorithm is a particular

case of the Lloyd algorithm for randomized Wyner-Ziv quantization, with an expected

cost of the form

C = E c(Q,Z) − H(Q|Z),

with the same c(q, z) in (4.7). In this case, c̃(q, z) = c(q, z), thus the quantization

update step (3.5) in the randomized algorithm is clearly equivalent to the quantization

update step in the application of the EM algorithm to Gauss mixture modeling.

Furthermore, a minor modification in the second part of the proof of Proposi-

tion 4.5 (where H(Q|Z) is no longer zero but cancels with −H(Q|Z)) leads us to the

fact that the expected cost remains the same as in the nonrandomized case, namely

C = h(Z) + D(Z|Q‖g(Z|Q)). Arguing as in Sec. 3.3.4, we observe that a nonran-

domized optimal solution possibly found by the Lloyd-clustering technique will be, in

general, a suboptimal solution to the randomized version of the problem, approached

by the application of the EM algorithm. For example, if the original distribution of Z

is a Gauss mixture, there exists a pQ|Z(q|z) such that the divergence D(Z|Q‖g(Z|Q))

vanishes, unlike the nonrandomized case where Q = q(Z).



96 CHAPTER 4. SPECIAL CASES AND RELATED PROBLEMS

4.11 Quantization with Bregman Divergences

In [21–24], Bregman divergences were used to introduce the concept of Bregman infor-

mation. It was proved that (conditional) expectations minimize expected Bregman

divergences, and clustering techniques were developed to generalize the Lloyd and

the EM algorithms, assuming r.v.’s distributed in R
k. In this section we explore

the connections between our generalizations of the Lloyd algorithm and the theory

of Bregman divergences, reviewed in Sec. 2.5, with emphasis on the the Bregman

clustering techniques of [24], and the alternating Bregman projection method of [59].

4.11.1 Alternating Bregman Projections

Consider the problem of finding two points x∗ and y∗, each in one of two sets X

and Y , such that certain distance measure d(x, y) between these points is minimized.

This problem is represented in Fig. 4.25. The projection of an arbitrary point x ∈ X

x0

y1

y2

y

x1

x

min
x, y

d(x,y)

Figure 4.25: The alternating projection procedure to find the minimum Bregman divergence between
two sets.

onto Y is defined as arg miny∈Y d(x, y), provided it exists, and similarly for the

projection of a point of y ∈ X onto X . Choose an arbitrary point in X , and project

it onto Y . Next, project the resulting point in Y onto X . Repeating this process,

it is clear that the distance decreases at each stage. It was demonstrated in [59] that

if the sets are convex sets of probability distributions and the distance measure is the

Kullback-Leibler divergence, this alternating projection algorithm converges to the

minimum. Convergence is guaranteed more generally if the sets are convex subsets of
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a common Banach space, and the distance measure is a Bregman divergence satisfying

additional mild conditions.

We shall shortly demonstrate how the costs associated with certain distributed

coding problems are expectations of Bregman divergences, and more directly, diver-

gences with respect to a function that incorporates the expectation. This will enable

us to interpret the Lloyd algorithm as an alternating Bregman projection method,

thereby facilitating the establishment of conceptual connections between quantiza-

tion and the variety of optimization problems related to Bregman projections. The

purpose of this connection is to pursue the possibility of the application of certain well-

known results, such as the fact that the optimal Bregman predictor is the conditional

expectation, the existence and uniqueness of the projection, or powerful convergence

theorems [26, 27, 37, 43], or at least prepare the ground for future research. Indeed,

the convergence proof of the nondistributed version of the Blahut-Arimoto algorithm

and the extension to clean Wyner-Ziv coding using Shannon categories in [249] is

based on the alternating projection result by [59].

4.11.2 Bregman Wyner-Ziv Quantization

Consider the problem of noisy Wyner-Ziv quantization studied in Sec. 4.1, depicted in

Fig. 4.1. Suppose that the source and reconstruction alphabets are the same Hilbert

space X , and that the expected distortion is given by D = E dϕ(X, X̂), where dϕ is

a Bregman divergence with respect to the function ϕ, according to the definition in

Sec. 2.5.1. The cost measure (4.1) now takes the form

c(q, x, x̂, y, z) = dϕ(x, x̂) − λr(q, y),

and the optimal quantizer condition (4.3) becomes

q∗(z) = arg min
q

E[dϕ(X, x̂(q, Y )) + λ r(q, Y )|z].

The properties of Bregman divergences, reviewed in Sec. 2.5.3, imply that the optimal

reconstruction is the conditional centroid given by the same equation obtained for the

special case of MSE distortion (4.4). In the particular case when the source data is
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directly observed (Z = X), no side information is available (e.g., Y
a.s.
= 0), and fixed-

length coding is used (λ = 0), the resulting Lloyd algorithm is exactly the Bregman

hard clustering technique proposed in [24].

This shows not only that the Bregman hard clustering algorithm is the Lloyd

algorithm with a Bregman divergence as distortion measure, but also that it can be

extended to a distributed setting by applying the theory developed in Chapter 3.

Having seen a connection between Bregman divergences and distortion measures,

it is only natural to ask whether there exists a connection between Bregman diver-

gences and the general rate measures expressed in terms of probability distributions

in the sense of Definition 3.3 as well. We illustrate that this is the case with the fol-

lowing example, which considers a Bregman divergence between random PMFs over

the set of quantization indices Q. The example is entirely analogous to that used

in 2.5.3 to show that mutual information is a special case of Bregman information,

but proves that the conditional entropy H(Q|Y ) may be regarded as a minimum of

the expectation of a certain conditional Bregman information.

Define the equality indicator

1{q=Q}(q) = pQ|Q(q|Q) =

{
1, q = Q

0, otherwise
,

a function on the set of quantization index values q ∈ Q for each quantization in-

dex Q. According to Sec. 2.5.1, if ψ is the negative entropy of the PMFs on Q, the

corresponding Bregman divergence dψ is the Kullback-Leibler divergence. Let P̂Q be

a random PMF over Q, i.e., a r.v. whose alphabet is a set of PMFs, in general jointly

distributed with Q. Observe that D(1{q=Q}‖P̂Q) = − log P̂Q(Q), and consequently

E dψ(1{q=Q}, P̂Q) = −E log P̂Q(Q), where both Q (distributed according to pQ) and

P̂Q are random (and the expectation is taken with respect to them). It was stated

in Sec. 2.5.3 that the best Bregman estimate given a random observation is the con-

ditional expectation. In this case, if the side information Y is used to estimate the

random PMF 1{q=Q}, the choice of P̂Q minimizing the expected Bregman divergence

is P̂ ∗
Q = E[1{q=Q}|Y ] = pQ|Y (·|Y ), and the attained minimum is the expectation of the

conditional Bregman information EY Iψ(1{q=Q}|Y ) = I(Q;Q|Y ) = H(Q|Y ).
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The above arguments on Bregman distortion and rates mean that the Lagrangian

cost C = D + λH(Q|Y ) in the Wyner-Ziv quantization problem with ideal Slepian-

Wolf coding with a Bregman distortion can be written as

C = E dϕ(X, X̂) + λdψ(1{q=Q}, P̂Q),

where X̂ is an estimate of X from Q and Y , and P̂Q is an estimate of 1{q=Q} from Y .

The cost is minimized for P̂ ∗
Q = E[1{q=Q}|Y ] = pQ|Y (·|Y ), X̂∗ = E[X|Q, Y ], and for

Lagrangian-optimal quantizers. The Lloyd algorithm in Definition 3.13, viewing the

cost update step itself as an optimization, makes the best choice for one element at a

time fixing the other two.

We can take a step further and write the Lagrangian cost as the expectation

of a single Bregman divergence, using an observation regarding nonnegative linear

combinations of divergences we made in Sec. 2.5.2:

C = E dϕ+λψ((X, 1{q=Q}), (X̂, P̂Q)). (4.8)

Alternatively, the fact that the optimal Bregman predictors are the conditional expec-

tations and the Pythagorean relationship (2.2) allows us to express the optimization

problem as a problem involving a Bregman information loss. More precisely, the cost

corresponding to any quantizer, provided that the PMF is updated and the recon-

struction is optimal, is

C = E dϕ+λψ((X, 1{q=Q}), (E[X|Q, Y ], pQ|Y (·|Y )))

= Iϕ+λψ((X, 1{q=Q})) − Iϕ+λψ(E[X|Q, Y ], pQ|Y (·|Y )).

We claim that, under mild conditions, the expectation of a Bregman divergence

E dϕ(X, Y ), where X and Y are r.v.’s defined on a Hilbert space X , is in fact a

Bregman divergence on L2(X ). Precisely, it is the Bregman divergence dE ◦ϕ(X, Y ),

simply by observing that the inner product of X, Y ∈ L2(X ) is defined as E〈X, Y 〉,
the mapping E ◦ϕ : X �→ Eϕ(X) satisfies the required properties, convexity in partic-

ular, and that ∇(E ◦ϕ)(X) = ∇ϕ(X). As a consequence, the problem given by (4.8)

is the minimization of a Bregman divergence (with respect to E ◦(ϕ + λψ)), where
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the points are subject to certain constraints. For example, in the simple case of fixed-

length nondistributed quantization with Bregman distortion E dϕ(X, X̂), the quanti-

zation optimization problem is equivalent to the Bregman projection of X ∈ L2(X )

onto the set of r.v.’s X̂ such that there exists a fixed-length quantizer q(x) and a re-

construction function x̂(q) satisfying X̂ = x̂(q(X)), given by the Bregman divergence

dE ◦ϕ(X, X̂). Unfortunately, the set of possible X̂ is not convex.

4.11.3 Randomized Bregman Wyner-Ziv Quantization

In the extension of the Blahut-Arimoto algorithm for noisy Wyner-Ziv quantization

presented in Sec. 4.8, assume that the distortion measure is a Bregman divergence, so

that the expected cost (4.6) is of the form C = λ dϕ(X, X̂)+I(Q;Z|Y ). It is clear that

the Bregman soft clustering technique in [24] corresponds to the clean, nondistributed

case.

Just as in the analysis of the rate term for nonrandomized Bregman Wyner-Ziv

quantization, it is possible to express the rate term I(Q;Z|Y ) = H(Q|Y ) − H(Q|Z)

for the randomized case. The role of 1{q=Q} = pQ|Q(·|Q) is played by pQ|Z(·|Z) =

pQ|Y,Z(·|Y, Z), where the last equality holds due to the Wyner-Ziv Markov condition

of Definition 4.1. The Bregman estimate of pQ|Z(·|Z) from Y is P̂ ∗
Q = E[pQ|Z(·|Z)|Y ] =

pQ|Y (·|Y ), and the rate term can be written as

I(Q;Z|Y ) = E D(pQ|Z(·|Z)‖P̂ ∗
Q).

Reasoning as in the nonrandomized case, we are lead to conclude that the expected

cost C is an (expected) Bregman divergence, which just as before, can be written as

a Bregman information loss.

Secs. 4.10, 4.8 and 4.9 showed that the computation of the rate-distortion func-

tion based on the Blahut-Arimoto algorithm, the design of Gauss mixtures based on

the EM algorithm, and the information bottleneck method were particularizations the

Lloyd algorithm for randomized Wyner-Ziv quantization presented in Definition 3.15.

The fact that the alternating projection/minimization procedure of [59] can also be

specialized to the Blahut-Arimoto and the EM algorithm offers evidence of the con-

nection between this alternating minimization and the randomized Lloyd algorithm.
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The existence of a unified approach to such apparently different problems as the com-

putation of the rate-distortion function and mixture modeling was also investigated

in [21], where the mathematical equivalence between maximum-likelihood mixture

estimation for exponential families and the rate-distortion problem for Bregman di-

vergences as distortion measures was shown, in addition to an interpretation of the

information bottleneck method [232] as a particular case of the latter problem.

4.11.4 Other Information-Theoretic Divergences

We have just shown that certain rate-distortion Lagrangian cost measures involved

in Wyner-Ziv quantization problems can be seen as Bregman divergences. There is

extensive literature on many other types of divergences in the fields of information-

theory, statistics, probability, differential geometry and convex analysis. Recent

sources containing numerous references are, for example, [175, 176, 273]. We briefly

discuss some of these divergences in the context of our work.

As in Sec. 2.5, in the following assume that ϕ : R → (−∞,∞] is a lower semi-

continuous convex function, such that its effective domain has nonempty interior.

Assume further that ϕ is differentiable on the interior of its effective domain. Let p

and q be PDFs of a r.v. X taking values in an alphabet X . The Bregman divergence

between the probability distributions induced by p and q is

Bϕ(p||q) =

∫
X

ϕ(p(x)) − ϕ(q(x)) − ϕ′(q(x))(p(x) − q(x)) dx.

One of the most important classes of information-theoretic divergences between

probability distributions is undoubtedly the class of Csiszár divergences [54,55], partly

because they are the only divergences of probability distributions satisfying the data

processing inequality [175, Theorem 1] (at least in the case of additive divergences

between finite probability distributions). According to the previous formulation, the

Csiszár divergence between p and q can be defined as

Cϕ(p||q) =

∫
X

q(x)ϕ

(
p(x)

q(x)

)
dx = Eq ϕ

(
p(X)

q(X)

)
,
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where it is assumed that ϕ(1) = 0 as an additional requirement, so that C(p||p) = 0.

We would like to remark that the divergences introduced by Ali and Silvey in [14] are

essentially Csiszár divergences in a general measure-theoretic framework(g).

Observe that the Kullback-Leibler divergence

KL(p||q) =

∫
X

p(x) log
p(x)

q(x)
dx = Ep log

p(X)

q(X)

is the Bregman divergence with respect to ϕ(p) = p log p, and that it is also the

Csiszár divergence corresponding to ϕ(p) = p log p − p + 1. This shows that the

families of Bregman divergences and Csiszár divergences overlap. The intersection of

both families is characterized more precisely in [175], in the case of finite alphabets,

and an example of Bregman divergence that is not a Csiszár divergence is provided.

The same work also considers the overlap with the important class of Burbea-Rao

divergences [36]. A slight generalization of this last class of divergences is studied

in [273] (to see this, set α = 0), along with its connection with Bregman and Csiszár

divergences.

We observed in the previous sections that the rate-distortion Lagrangian cost could

be interpreted as (the expectation of a) Bregman divergence. Specifically, we argued

that the rate term was in fact the expectation of a Kullback-Leibler divergence, and

applied the observation from Sec. 2.5.2 that enables us to write the Lagrangian sum, a

sum of Bregman divergences, as a single Bregman divergence on the direct sum space.

While the rate term is clearly also a Csiszár divergence (because it is a Kullback-

Leibler divergence), even if the distortion term were a Csiszár divergence, the direct

sum property of Bregman divergences may not apply directly here(h). Consequently,

(g)This can be seen intuitively for probability measures μ and ν, using generalized Radon-Nikodym
derivatives (PDFs) with respect to a reference measure λ:

∫
ϕ

(
dμ
dν

)
dν =

∫
dν
dλ

ϕ

(
dμ
dλ
dν
dλ

)
dλ.

(h)Consider the sum of Csiszár divergences between finite PMFs p and p̂ on one hand, and q and
q̂ on the other:

Cϕ(p||p̂) + Cψ(q||q̂) =
∑
i

p̂i ϕ

(
pi
p̂i

)
+
∑
i

q̂j ψ

(
qj
q̂j

)
=
∑
i

∑
j

p̂iq̂j

(
ϕ

(
pi
p̂i

)
+ ψ

(
qj
q̂j

))
.
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it is not obvious from our analysis whether Lagrangian costs consisting of a Csiszár

distortion and a Slepian-Wolf rate term can be regarded as a Csiszár divergence.

The analysis from Sec. 4.11.2 implies that any rate measure of the form r(q, y) =

Bϕ(1{q′=q}(q′)||pQ|Y (q′|y)) satisfies the update property defined in Sec. 3.2.4, for any

Bregman divergence Bϕ, and that it becomes a Slepian-Wolf rate measure in the

special case of the Kullback-Leibler divergence. An open question that arises naturally

from our discussion is whether all rate measures defined as a function of pQ|Y , and

satisfying the update property, belong to the family of Bregman divergences or any

of the family of divergences extensively studied in the literature.

4.12 Summary

A number of problems are shown to be unifiable within the theoretical framework for

distributed quantizer design developed in Chapter 3, in the sense that they can be

formulated and solved by an appropriate choice of cost measure.

Some of these problems, such as Wyner-Ziv coding, quantization with side infor-

mation at the encoder, or distributed classification, are merely special cases of network

distributed source coding, given proper choices of noisy sources, and distortion and

rate measures. The rate measure is capable of modeling not only Slepian-Wolf coding,

but also ideal entropy coding, distributed lossless coding where statistical dependence

is partly ignored, a set of specific codeword lengths, or even linear combinations of

these cases. We also show how a noisy problem can be reduced into a clean problem

by modifying the cost measure, hence the two elements that allow our formulation

A preliminary approach would be to attempt to identify this sum as a Csiszár divergence between
the product PMFs pq and p̂q̂, by finding a convex function Φ such that

ϕ

(
pi
p̂i

)
+ ψ

(
qj
q̂j

)
= Φ

(
piqj
p̂iq̂j

)
.

Computing the gradient with respect to u, v on both sides of the equation ϕ(u) +ψ(v) = Φ(uv), for
all u, v and for fixed ϕ, ψ, leads to the condition ϕ′(u)u = constant, satisfied by ϕ(u) = − logu up to
scaling (recall that ϕ(1) = 0 for Csiszár divergences, which eliminates the integration constant), and
similarly for ψ. But for such ϕ, ψ, the Csiszár divergence becomes a Kullback-Leibler divergence,
which is also a Bregman divergence, for which the direct sum property was already known to hold.
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to be truly flexible can actually be reduced to one, perhaps at the cost of a more

complex cost measure.

The problem of quantization of side information is interesting because it is a

simple example of Lagrangian cost where the usual distortion term is replaced by

a second rate term, which conceptually plays the same role. In addition, one of

the rate terms includes a conditional entropy where the quantization index is the

conditioning variable, yet the natural rate measure still satisfies the update property.

Another interesting example of rate measure arises in the problem of broadcast with

side information, where a nonlinear rate cost can be modified to model an essentially

equivalent problem that does allow a proper rate measure.

The randomized version of the Lloyd algorithm for Wyner-Ziv quantization is

applied to three problems: an extension of the Blahut-Arimoto algorithm to noisy

Wyner-Ziv coding, the bottleneck method, and Gauss mixture modeling with the

EM algorithm. Interestingly, the nonrandomized version for Gauss mixture modeling

provides a Lloyd-clustering technique also proposed in the literature.

Finally, we explore the connection between our generalization of the Lloyd algo-

rithm and the theory of Bregman and other divergences, with emphasis on certain

Bregman clustering techniques proposed recently.

We report experimental results with jointly Gaussian data, in order to illustrate

some of the distributed source coding problems in the chapter, using our randomized

and nonrandomized extensions of Lloyd algorithm. These experiments are revisited in

the next chapter, dealing with the theoretical characterization of optimal quantizers

at high rates.



Chapter 5

High-Rate Distributed

Quantization

In this chapter we study the properties of entropy-constrained optimal quantizers for

distributed source coding at high rates, when MSE is used as a distortion measure.

Increasingly complex settings are considered, starting with symmetric quantization of

directly observed data, continuing by introducing side information and noisy obser-

vations, and concluding with the general case of network distributed coding of noisy

observations, which involves not only several encoders, but also several decoders with

access to side information. We conclude the chapter illustrating the theory with a

few mathematical examples, and revisiting the experimental results presented in the

previous chapter, obtained with our extension of the Lloyd algorithm.

It is important to remark that our analysis is substantially less rigorous than in the

previous chapters. Our approach is inspired by traditional developments of high-rate

quantization theory, specifically Bennett’s distortion approximation [28][168], Gish

and Pierce’s rate approximation [97], and Gersho’s conjecture [92]. Accordingly, our

derivations and results may lack certain technical assumptions and justifications, and

are expressed as simple approximations, rather than limiting formulas rigorously de-

rived. The reason why an heuristic approach is followed is first and foremost simplicity

and readability, but also the fact that rigorous nondistributed high-rate quantization

theory is not without technical gaps. A comprehensive and detailed discussion of
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both heuristic and rigorous studies, along with the challenges still faced by the latter

appears in [105] (§IV.H is particularly relevant). However, we believe that the ideas

contained in this chapter might help to derive rigorous results on high-rate distributed

quantization along the lines of [35, 56, 147, 267], to cite a few.

The work presented in this chapter is an extension of our earlier analysis for

Wyner-Ziv coding [196,200,201].

5.1 Definitions and Preliminaries

5.1.1 Moment of Inertia, Congruence and Tessellations

Let S be a Borel subset of R
k. Its volume (Lebesgue measure) will be denoted by

VolS.

Definition 5.1. Suppose that 0 < VolS <∞. Let US be a r.v. uniformly distributed

on S. Suppose further that E ‖US‖2 < ∞. The (Euclidean) centroid of S is defined

as EUS (by Jensen’s inequality, it exists and is finite), and its (Euclidean) normalized

moment of inertia, as

MS =
E ‖US − EUS‖2

k(VolS)2/k
=

tr CovUS
k(VolS)2/k

.

In geometry, two subsets of R
k are called congruent if one can be obtained from

the other by means of an isometry, i.e., by means of a combination of translations,

rotations and reflections.

It is easy to see that if S and S ′ are congruent then VolS ′ = VolS and MS ′ = MS.

In addition, for all nonzero real α, Vol(αS) = |α|k VolS, and M(αS) = MS, hence the

participle normalized. It is well known that a k-hypersphere minimizes the normalized

moment of inertia among all sets in R
k, and that this moment approaches 1/(2πe) as

k tends to ∞ [270].

We shall use the term uniform tessellating quantizer in reference to quantizers

whose quantization cells are congruent with a single common cell shape(a). Lattice

(a)We adopt the common definition of congruence, which allows translations, rotations and reflec-
tions, but not scaling. The term tessellation is used here to define a collection of polytopes that
fills the space with no overlaps and no gaps. Due to the slight variations in the definition of the
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quantizers are, strictly speaking, a particular case. Unfortunately, we do not know

whether asymptotically optimal quantizers for high-rate distributed coding are poly-

topes or even convex (except for the trivial, nondistributed case of Proposition 3.12).

Accordingly, no assumption on the common cell shape is made at this point. For

simplicity, periodic tessellations, in which two or more cell shapes alternate in a pe-

riodic fashion, are not considered. However, recall that if the cells in a periodic

tessellation have the same volumes, then the expected distortion introduced by that

tessellation can be expressed in terms of the average moment of inertia of the cells in

one period [105, §IV.B].

5.1.2 Volume and Inertial Functions

Let q(x) be a quantizer on R
k (equipped with the Borel σ-field), which, according to

Definition 3.1 in Sec. 3.2.1, determines a Borel measurable partition. Denote by Xq

the quantization cell {x|q(x) = q} corresponding to the index q.

In nondistributed quantization, two functions characterizing the shape and volume

of a quantizer are defined, called inertial profile and point density function. In this

work we depart from the traditional definitions (see for example [105]) slightly, to

avoid a technicality due to the use of a point density function defined as a smooth

function that averages the number of intervals over a small neighborhood of the source

data values(b).

term, we emphasize the fact that cells are congruent, and therefore that the cell volume is preserved,
with the adjective uniform. This is done to prevent ambiguity, perhaps at the cost of some redun-
dancy, since sometimes congruence is incorporated into the definition of tessellation. However, the
distinction “regular tessellation” is commonly used to imply congruence, although it also requires
regular polygons, which we do not consider here. In 1 dimension, uniform tessellating quantizers
are uniform lattice quantizers. It is easy to construct simple examples in R

2 of uniform and nonuni-
form tessellating quantizers that are not lattice quantizers using rectangles. However, the optimal
nondistributed, fixed-rate quantizers for dimensions 1 and 2 are known to be lattices: the Z-lattice
and the hexagonal lattice respectively.

(b)Precisely, since this point density function is traditionally defined as a smooth average, and
Bennett’s integral approximation to the distortion is not a linear functional of the point density, it
is required that adjacent cells have a similar volume in order for the approximation to be accurate,
as the following example, inspired by [105], illustrates.

Consider a scalar quantizer with intervals of alternating length: Δ, 2Δ, Δ, 2Δ,... Suppose that
we define the point density function as the inverse of the average length 3Δ/2. In this work, we use
directly the specific volume function instead: V (x) = Δ or 2Δ, according to which cell x belongs
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Definition 5.2. We define the volume function of q(x) as VQ(q) = VolXq and the

inertial function as MQ(q) = M Xq. Similarly, we define the specific volume function

of q(x) as V (x) = Vol Xq(x) = VQ(q(x)), and the specific inertial function as M(x) =

M Xq(x) = MQ(q(x)).

5.2 High-Rate Distributed Quantization of Clean Sources

5.2.1 Symmetric Case

We start by considering the problem of symmetric distributed quantization depicted

in Fig. 5.1, where the data generated by m ∈ Z
+ sources is observed directly, encoded

separately, and decoded jointly without side information. This is, of course, a special

case of the network quantization problem represented in Fig. 3.2 in Sec. 3.2.2.

For all i = 1, . . . , m, let Xi be a R
ki-valued r.v., representing source data in a

ki-dimensional Euclidean space, available only at encoder i. Define kT =
∑

i ki, and

X = (Xi)
m
i=1 (hence X is a r.v. in R

kT). A quantization index Qi is obtained by

quantizing the source data Xi separately with the quantizer qi(xi). We assume that

the quantization indices are encoded and decoded losslessly, with negligible probabil-

ity of error. All quantization indices Q = (Qi)
m
i=1 are used at the decoder to jointly

estimate the source data. Let X̂ = (Xi)
m
i=1 represent the estimate, obtained with the

reconstruction function x̂(q).

to, rather than a constant equal to the average 3Δ/2. If the PDF of X is constant over each of the
quantization cells and X̂ = E[X |Q], the MSE distortion is

D = E(X − X̂)2 = E[E[(X − X̂)2|Q]],

where
E[(X − X̂)2|Q] =

1
12
VQ(Q)2.

Therefore,

D =
1
12

EVQ(Q)2 =
1
12

EV (q(X))2 =
1
12

EV (X)2.

If either type of interval is equally likely,

D =
1
12

Δ2 + (2Δ)2

2
�= 1

12
(3Δ/2)2.
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Figure 5.1: Symmetric distributed quantization of m clean sources.

MSE is used as a distortion measure, thus the expected distortion per sample is

D = 1
kT

E ‖X − X̂‖2. The formulation in this chapter assumes that the coding of the

quantization indices is carried out by an ideal symmetric Slepian-Wolf codec, with

negligible decoding error probability and rate redundancy, consistently with Sec. 3.2.3.

The expected rate per sample is defined accordingly as R = 1
kT

H(Q).

We emphasize that each quantizer only has access to its source data. However, the

joint statistics of X = (Xi)i are assumed to be known, and are exploited in the design

of (qi(xi))i and x̂(q). We consider the problem of characterizing the quantization and

reconstruction functions that minimize the expected Lagrangian cost C = D + λR,

with λ a nonnegative real number, for high rate R.

Occasionally, it will be useful to regard the set of quantizers as a single quantizer

q(x) = (qi(xi))i on X. Observe that the reconstruction function that minimizes the

MSE is the centroid of X given Q, i.e., x̂∗(q) = E[X|q]. Define Di = 1
ki

E ‖Xi− X̂i‖2,

and k̄i = ki/kT. Clearly, D =
∑

i k̄iDi.

Definition 5.3. We shall say that Gersho’s conjecture (for clean symmetric dis-

tributed quantization) is satisfied for a certain dimension k if, and only if, for a certain

class of distributions of X, any rate R sufficiently high, any number m of quantizers,

and any quantizer i of dimension ki = k within the symmetric encoder:
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(i) The cells of the optimal distributed quantizer qi(xi) are approximately congru-

ent with a common cell shape, possibly scaled, in a region to which the quantized

data belongs, with probability close to 1.

(ii) The common cell shape is completely determined by the dimension k of the

quantizer, and it is the same regardless of the value of m and R, or the statistics

of X.

(iii) The resulting tessellation is susceptible to local scaling so that it can approxi-

mate any specific volume function.

The normalized moment of inertia of the corresponding quantizer will be called Ger-

sho’s constant (for clean symmetric distributed quantization) and denoted by Mk.

Of course, assumption (ii) in our modification of Gersho’s conjecture implies that

Gersho’s constant does not depend on m and therefore it is the same as in non-

distributed coding. Moreover, since as remarked at the end of Sec. 3.3.1, Lagrang-

ian-optimal nondistributed quantizers (m = 1) possess convex cells, assumption (ii)

implicitly assumes that this is also the case, approximately and at high rates, for

Lagrangian-optimal distributed quantizers (m � 1).

Proposition 5.4 (High-rate clean symmetric quantization). In the clean, symmetric,

distributed quantization problem, represented in Fig. 5.1, assume that X is absolutely

continuous so that it possesses a PDF pX(x). Suppose further than E ‖X‖2 and

h(X) exist and are finite. The following informal assumptions, traditionally made

on quantizers for nondistributed coding, are now made on the joint quantizer q(x) =

(qi(xi))i of X. We remark that it suffices that they hold on a region to which X

belongs with probability very close to 1:

(i) For any rate R sufficiently high, leading to a small distortion D, the PDF

pX(x) of X is smooth enough and the quantization cells q(x) are small enough

for pX(x) to be approximately constant over the cell.

(ii) Gersho’s conjecture for clean symmetric distributed quantization, according to

Definition 5.3, holds for the set of dimensions {ki}i.
Let Mki

be Gersho’s constant corresponding to the dimension ki of Xi, and define

M̄ =
∏

iM
k̄i
ki

. Then, for any rate R sufficiently high:
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(i’) Each qi(xi) is approximately a uniform tessellating quantizer with cell volume Vi

and normalized moment of inertia Mki
.

(ii’) The distortion Di introduced by each quantizer is approximately constant, i.e.,

Di � D for all i, and it satisfies Di � Mki
V

2/ki

i .

(iii’) The overall distortion and the rate satisfy

D � M̄ V 2/kT , R � 1
kT

(h(X) − log2 V ) , D � M̄ 2
2
kT

h(X)
2−2R,

where V =
∏

i Vi denotes the overall volume corresponding to the joint quan-

tizer q(x).

Proof: We start by finding approximations to the distortion and the rate in terms

of volume and inertial functions. Even though these approximations follow immedi-

ately from the direct application of nondistributed high-rate quantization theory to

the join quantizer q(x), for the sake of completeness, we provide our own derivation.

Let VQi
(qi), MQi

(qi), Vi(xi), Mi(xi) denote the volume and inertial functions of

qi(xi), according to Definition 5.2. VQ(q), MQ(q), V (x) andM(x) are similarly defined

for q(x). The assumption that pX(x) is (approximately) constant over a quantization

cell of q(x) implies that pX|Q(x|q) � 1/VQ(q) �∏
i pXi|Qi

(xi|qi), where pXi|Qi
(xi|qi) �

1/VQi
(qi). Let UQi

(qi) denote a r.v. uniformly distributed on the quantization cell

of qi(xi) corresponding to index qi. Then, x̂i(q) = E[Xi|q] � EUQi
(qi), and by

Definition 5.1,

E[‖Xi − X̂i‖2|q] = E[‖Xi − x̂i(q)‖2|q]
� E[‖UQi

(qi) − EUQi
(qi)‖2] = kiMQi

(qi)VQi
(qi)

2/ki .

As a consequence,

Di = 1
ki

E ‖Xi − X̂i‖2 = 1
ki

EE[‖Xi − X̂i‖2|Q] � EMQi
(Qi)VQi

(Qi)
2/ki

= EMQi
(qi(Xi))VQi

(qi(Xi))
2/ki = EMi(Xi)Vi(Xi)

2/ki �Mki
EVi(Xi)

2/ki , (5.1)

where the very last approximation follows from assuming Gersho’s conjecture.

This gives an approximation to the distortions Di, and the overall D. To obtain

the rate approximation, observe that since pX(x) is approximately constant over

the quantization cells of q(x), then the PMF of the quantization indices satisfies
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pQ(q(x)) � pX(x)V (x), where V (x) =
∏

i Vi(xi). Therefore,

H(Q) = −E log2 pQ(Q) � −E log2(pX(X)V (X))

= h(X) − E log2 V (X) = h(X) −
∑
i

E log2 Vi(Xi).

We combine the distortion and rate approximations to optimize the volume func-

tions by a twofold application of Jensen’s inequality:

R � 1
kT

(
h(X) −

∑
i

E log2 Vi(Xi)

)
= 1

kT
h(X) − 1

2

∑
i

k̄i E log2

(
Vi(Xi)

2/ki
)

= 1
kT

h(X) +
1

2

∑
i

k̄i log2Mki
− 1

2

∑
i

k̄i E log2

(
Mki

Vi(Xi)
2/ki

)
(a)

� 1
kT

h(X) +
1

2

∑
i

k̄i log2Mki
− 1

2

∑
i

k̄i log2

(
Mki

EVi(Xi)
2/ki

)
(b)� 1

kT
h(X) +

1

2

∑
i

k̄i log2Mki
− 1

2

∑
i

k̄i log2 Di

(c)

� 1
kT

h(X) +
1

2

∑
i

k̄i log2Mki
− 1

2
log2

∑
i

k̄iDi

(d)
= 1

kT
h(X) +

1

2
log2 M̄ − 1

2
log2 D = 1

kT
h(X) +

1

2
log2

M̄

D ,

where

(a) follows from Jensen’s inequality, and equality holds if and only if Vi(Xi)
a.s.
= Vi,

a constant for each i,

(b) uses (5.1),

(c) is a consequence of Jensen’s inequality, with equality if and only if Di = D for

all i, and

(d) follows from the definition of M̄ and D.

To complete the proof, observe that an optimal set of quantizers leading to the lowest

rate for a given distortion, must satisfy the previous inequalities with equality, and

solve the last equality for D. �

In the particular case when ki = k for all i, it is clear from Proposition 5.4 that

M̄ = Mk, and Vi � V 1/m. Since symmetric distributed quantization can be regarded
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as a special case of joint quantization, the rate-distortion performance cannot be

better. Provided that Gersho’s conjecture also holds for kT, this is consistent with

the fact that Gersho’s constant is subadditive, thus M̄ � MkT , which characterizes

the performance loss with respect to joint encoding of the source data.

Careful inspection of the proof of Proposition 5.4 shows that Gersho’s conjecture

is automatically satisfied for a dimension ki, whenever hyperspheres tessellate R
ki ,

which occurs exactly for ki = 1, with M1 = 1/12, and asymptotically as ki → ∞,

with Mki
→ 1/(2πe) [270]. The reason is that hyperspheres minimize the normalized

moment of inertia, hence the inequality Mi(Xi) � Mki
can be used in the proof in

lieu of the equality assumed by Gersho’s conjecture, where now Mki
is the moment

of inertia of a ki-hypersphere. Similarly, the same inequality can be applied to derive

a bound on the rate-distortion performance independently of the validity of Gersho’s

conjecture.

As each dimension ki increases, the operational rate-distortion performance ap-

proaches the information-theoretic one, and both M̄,MkT → 1/(2πe). Accordingly,

the performance loss due to symmetric distributed quantization vanishes in the limit

of both high rates and high dimension.

5.2.2 Case with Side Information

We now introduce side information in the clean symmetric distributed quantization

problem in Sec. 5.2.1. Precisely, consider the distributed quantization problem in

Fig. 5.2, where the data generated by m ∈ Z
+ sources is observed directly, encoded

separately, and decoded jointly with side information, modeled by a r.v. Y in an

arbitrary alphabet Y , jointly distributed withX. The only modifications with respect

to the formulation in Sec. 5.2.1 are the following:

• The lossless decoder now has access to the side information. The expected rate

per sample is defined as R = 1
kT

H(Q|Y ), the rate corresponding to an ideal

Slepian-Wolf codec, in accordance with the considerations made in Sec. 3.2.3,

and particulary in Appendix A regarding arbitrarily distributed side informa-

tion.
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Figure 5.2: Distributed quantization of m clean sources with side information.

• The reconstruction function x̂(q, y) may now depend on the side information

values y.

The following theorem approximately characterizes optimal quantizers for clean

distributed coding with side information at high-rates. It assumes that for each value

of the side information Y , a.s., the conditional statistics of X|y are well behaved, in

the sense that one could design a set of quantizers (qi(xi|y))i for each value of the side

information, which would be correctly characterized by Proposition 5.4. One of the

advantages of expressing the hypotheses of Theorem 5.5 in terms of the conclusions of

Proposition 5.4 is that for m = 1 rigorous results on nondistributed quantization that

do not rely on Gersho’s conjecture can be assumed instead, with small modifications,

including the replacement of Gersho’s constant by Zador’s constant [265–267].

Theorem 5.5 (High-rate clean distributed quantization). Suppose that for a.e. y ∈
Y , the statistics of X|y are such that the hypotheses of Proposition 5.4 are satisfied,

or more generally, that the conclusions are satisfied. More precisely, suppose that X|y
is absolutely continuous so that it possesses a conditional regular PDF pX|Y (·|y), and

that E ‖X‖2 and h(X|Y ) exist and are finite. Suppose further that for a.e. y ∈ Y

there exists an asymptotically optimal set of quantizers (qXi|Y (xi|y))i satisfying, for

any rate sufficiently high:
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(i) Each qXi|Y (xi|y) is approximately a uniform tessellating quantizer, with no two

cells assigned to the same quantization index, with cell volume VXi|Y (y) and

normalized moment of inertia Mki
.

(ii) The distortion DXi|Y (y) introduced by each quantizer is approximately constant,

i.e., DXi|Y (y) � DY (y) for all i, and it satisfies DXi|Y (y) �Mki
VXi|Y (y)2/ki.

(iii) The overall distortion DY (y) and rate RY (y) satisfy

DY (y) � M̄ VX|Y (y)2/kT, DY (y) � M̄ 2
2

kT
h(X|y)

2−2RY (y),

whereMki
is Gersho’s constant corresponding to the dimension ki of Xi, M̄ =

∏
iM

k̄i
ki

,

and VX|Y (y) =
∏

i VXi|Y (y) denotes the overall volume corresponding to the joint

quantizer qX|Y (x|y) = (qXi|Y (xi|y))i.
Then, in the problem of distributed quantization with side information, depicted

in Fig. 5.2, for any rate R sufficiently high:

(i’) Each qi(xi) is approximately a uniform tessellating quantizer with cell volume Vi

and normalized moment of inertia Mki
.

(ii’) No two cells of the partition defined by each qi(xi) need to be mapped into the

same quantization index.

(iii’) The distortion Di introduced by each quantizer is approximately constant, i.e.,

Di � D for all i, and it satisfies Di � Mki
V

2/ki

i .

(iv’) The overall distortion and the rate satisfy

D � M̄ V 2/kT , R � 1
kT

(h(X|Y ) − log2 V ) , D � M̄ 2
2
kT

h(X|Y )
2−2R,

where V =
∏

i Vi denotes the overall volume corresponding to the joint quan-

tizer q(x) = (qi(xi))i.

Proof: The proof uses the quantization setting in Fig. 5.3, which shall be called

conditional quantizer, along with an argument of optimal distribution allocation for

the family of quantizers on X, (qXi|Y (x|y))i, as y varies(c). In this case, the side infor-

mation Y is available to each encoder, and the design of the quantizers (qXi|Y (xi|y))i

(c)There are at least three ways to prove this theorem:
1. The method chosen here is fairly intuitive and permits expressing the theorem in terms

of properties satisfied by conditional quantizers, which are only symmetrically distributed
(nondistributed if m = 1).
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Figure 5.3: Conditional distributed quantization of m clean sources with side information.

on x, for each value y, is a distributed quantization problem without side information,

on the conditional statistics of X|y. Precisely, for all y,

DY (y) = 1
kT

E[‖X − X̂‖2| y],
RY (y) = 1

kT
H(Q| y),

CY (y) = DY (y) + λRY (y).

By iterated expectation, D = EDY (Y ) and R = ERY (Y ), thus the overall cost satis-

fies C = E CY (Y ). As a consequence, a family of quantizers (qXi|Y (xi| y))i minimizing

CY (y) for each y also minimizes C. But DY (y) is a convex function of RY (y), hence

the problem is equivalent to minimizing DY (y) for each RY (y).

Assumption (iii) and Jensen’s inequality imply that

D = EDY (Y ) � E M̄ 2
2

“
1
kT

[h(X|y)]y=Y −RY (Y )
”

� M̄ 2
2E

h
1
kT

[h(X|y)]y=Y −RY (Y )
i

= M̄ 2
2

kT
h(X|Y )

2−2R,

2. The second method consists in using Pareto’s optimality conditions, as in the rate allocation
problem for transform coding, instead of Jensen’s inequality. It leads to a slightly longer proof
along the lines of [196, 200, Theorem 1] for the special case when m = 1.

3. The third method, while the shortest, comes at the cost of some intuition and generality,
because it is not based on conditional quantizers. The argument is similar to that used in the
proof for high-rate broadcast quantization later in Sec. 5.2.4.
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with equality if and only if DY (Y )
a.s.
= D. Consequently, the asymptotically optimal

family of conditional quantizers (qXi|Y (xi|y))i introduce a distortion approximately

constant with y, a.s. According to assumptions (ii) and (iii), this means that the

distortion is also constant with i, thus DXi|Y (Y )
a.s.� Di � D, and the volumes satisfy

VXi|Y (Y )
a.s.� Vi, and VX|Y (Y )

a.s.� V .

Provided that for a.e. y, a translation of the partition determined by the joint

quantizer qX|Y (x|y) = (qXi|Y (xi|y))i affects neither the distortion nor the rate, all

uniform tessellating quantizers qX|Y (x|y) may be set to be approximately the same,

which we write as q(x) = (qi(xi))i. Since as assumed (i) none of the quantizers

qX|Y (x|y) maps two cells into the same indices, neither does q(x). Now, since q(x) is

asymptotically optimal for the conditional quantizer and does not depend on y, it is

also optimal for the distributed quantizer with decoder side information in Fig. 5.2. �
It is important to realize that Theorem 5.5 confirms that, asymptotically at high

rates, there is no loss in performance by not having access to the side information in

the quantization, and that the loss in performance due to separate encoding of the

source data is completely determined by Gersho’s constant. Just as we remarked at

the end of Proposition 5.4, this implies that the rate-distortion loss due to distributed

quantization with side information vanishes in the limit of high rates and high dimen-

sion, and it is consistent with the claim made in the special case when m = 1 and k

is arbitrarily large in [268].

We remarked intuitively in Sec. 3.3.1 that distributed quantizers may in principle

lead to disconnected quantization regions to reduce the rate, as long as the side infor-

mation breaks the ambiguity introduced at the decoder. This is a fundamental dif-

ference with respect to the nondistributed case, where according to Proposition 3.12,

the quantization cells of Lagrangian-optimal quantizers are convex. However, The-

orem 5.5 and its proof show that at high rates, uniform tessellations not requiring

index reuse are asymptotically optimal quantizers for distributed coding with side in-

formation. In addition, the proof shows that these quantizers are also asymptotically

optimal when regarded as symmetric quantizers tailored to the conditional statistics

for each value of the side information. Thus they must possess convex cells if the

modification of Gersho’s conjecture in Definition 5.3 holds. This also means that the
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exploitation of the statistical dependence between source data and side information

must be carried out by the Slepian-Wolf codec, which in fact does so efficiently on

arbitrarily large blocks of quantization indices. We shall see in the next section that

neither the quantizer nor the reconstruction is responsible for the efficiency of dis-

tributed coding at high rates. Intuitively, at high rates, the Slepian-Wolf codec does

all the hard work.

Finally, we would like to remark that the distortion loss due to scalar quantization

with respect to the information-theoretic performance in the limit of large dimension

carries over to high-rate distributed quantization. Precisely, on the one hand, for

scalar quantization, i.e., for all ki = 1, we have M̄ = M1 = 1/12. On the other, if all

ki tend to infinity, then M̄ → M∞ = 1/(2πe). As a consequence, Theorem 5.5(iv’)

implies that the relative distortion loss at high rates is approximately M1

M∞ = πe
6

�
1.53 dB, and the relative rate loss, 1

2
log2

πe
6
� 0.25 bit/sample, just as in conventional

quantization.

5.2.3 Reconstruction and Sufficiency of Asymmetric Coding

We have seen that at high rates, it does not matter whether the side information

is available at the encoder, and that the distortion loss due to separate encoding

is bounded by a gap in moments of inertia. The following corollary goes further,

and asserts that the only decoding process that must be carried out jointly in order

to preserve optimal rate-distortion performance at high rates is the Slepian-Wolf

decoding of the quantization indices with the side information.

Corollary 5.6 (High-rate reconstruction for clean sources). Under the hypotheses

of Theorem 5.5, there exists a reconstruction function of the form x̂(q, y) = (x̂i(qi))i

(separate reconstruction without side information) that is asymptotically optimal at

high rates.

Proof: Since index repetition is not required, the distortion equations in Theo-

rem 5.5 (ii’) would be asymptotically the same if the reconstruction x̂(q, y) were of

the form x̂(q, y) = (E[Xi| qi])i. �
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An important consequence of Corollary 5.6 is that a symmetric distributed codec

can be implemented combining a nondistributed codec and an asymmetric distributed

(Wyner-Ziv) codec, with negligible performance loss at high rates. To see this, observe

that in the clean, symmetric, distributed codec of Fig. 5.1 with m = 2 sources, the

optimal reconstruction is of the form

x̂(Q) = E[X|Q] = (E[X1|Q],E[X2|Q]) = (x̂1(Q), x̂2(Q)).

In addition, H(Q1, Q2) = H(Q1) + H(Q2|Q1). Therefore, the codec can be imple-

mented using an entropy codec applied to Q1, a Slepian-Wolf codec applied to Q2

with Q1 as side information, and separate reconstruction functions for X1 and X2.

This implementation is depicted in Fig. 5.4. Corollary 5.6 implies that at high rates
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Figure 5.4: Implementation of a clean, symmetric, distributed codec with m = 2 sources, when the
reconstruction is separable, with equivalent rate-distortion performance.

the dependence of reconstruction x̂1(q) on q2 can be safely removed, leading to the

codec represented in Fig. 5.5, a nondistributed codec for X1 together with a Wyner-

Ziv codec for X2 that uses Q1 as side information.
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Figure 5.5: Alternative implementation of a clean, symmetric, distributed codec with m = 2 sources
as a nondistributed codec together with an asymmetric, distributed codec, maintaining approxi-
mately the same performance at high rates.
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The difference between both implementations lies in the reconstruction of X1: the

latter does not depend on Q2, which holds approximately at high rates. Alternatively,

this would also be the case at any rate provided that E[X1|Q] = E[X1|Q1], for example

if Q2 ↔ Q1 ↔ X1 or X2 ↔ Q1 ↔ X1. Finally, as discussed in Sec. 4.11.2, as

long as the distortion is the expectation of any Bregman divergence, not just MSE,

the optimal reconstruction is given by the centroid condition, thereby allowing the

separation depicted in Fig. 5.4. The extension of the above argument to m � 2, with

the addition of side information, is straightforward. In Sec. 4.2 we showed how the

design of certain network distributed codecs can be broken down into subnetworks

with the structure of Fig. 5.2, which in view of the arguments in this section leads

us to conclude that if Slepian-Wolf codecs are used and the distortion is given by a

nonnegative linear combination of Bregman divergences, then Wyner-Ziv codecs are

(approximately) sufficient when it comes to implementing network distributed codecs

of clean sources operating at high rates.

5.2.4 Broadcast with Side Information

One example where the argument used in Sec. 4.2 cannot be applied (immediately)

in order to break down a network distributed codec involving several decoders into

subnetworks involving a single decoder each is the problem of broadcast with side

information, and analyzed in Sec. 4.6.

Consider the broadcast codec with side information depicted in Fig. 4.19, in the

special case when the source data is directly observed (Z = X), and modeled by

a R
k-valued r.v. We allow an arbitrary number n ∈ Z

+ of decoders. On account

of [216], the rate per sample is defined as R = maxj Rj , where Rj = H(Q|Yj) for each

j = 1, . . . , n. The expected distortion per sample introduced by decoder j is defined

as Dj = 1
k

E ‖X − X̂j‖2. The overall distortion D is any nonnegative measurable

function of (Dj)
n
j=1, nondecreasing on each Dj when the rest are fixed. For example,

D = maxj Dj, or any nonnegative linear combination of (Dj)j. We shall see that the

particular choice for this function is irrelevant. The following theorem characterizes

Lagrangian-optimal quantizers approximately at high rates.
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Figure 5.6: Broadcast quantization with n decoders accessing possibly different side information
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Theorem 5.7 (High-rate broadcast quantization with side information). In the clean

broadcast quantization problem with side information, represented in Fig. 5.6, assume

that X is absolutely continuous so that it possesses a PDF pX(x). Suppose further

than E ‖X‖2 and {h(X|Yj)}j exist and are finite. The following informal assump-

tions, traditionally made on quantizers for nondistributed coding, are now made on

the quantizer q(x). We remark that it suffices that they hold on a region to which X

belongs with probability very close to 1:

(i) For any rate R sufficiently high, leading to a small distortion D, The PDF

pX(x) of X is smooth enough and the quantization cells q(x) are small enough

for pX(x) to be approximately constant over the cell.

(ii) Gersho’s conjecture for clean symmetric distributed quantization, according to

Definition 5.3, is also valid for the case of broadcast quantization with dimen-

sion k.

Let Mk be Gersho’s constant corresponding to the dimension k of X. Then, for

any rate R sufficiently high:
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(i’) q(x) is approximately a uniform tessellating quantizer with cell volume V and

normalized moment of inertia Mk.

(ii’) The distortion Dj introduced by each reconstruction is approximately constant,

i.e., Dj � D1 for all j.

(iii’) The distortion and the rate satisfy

D1 �Mk V
2/k,

R � 1
k

(
max
j

h(X|Yj) − log2 V

)
,

D1 �Mk 2
2
k

maxj h(X|Yj) 2−2R.

Proof: Let V (x) denote the specific volume function of the quantizer q(x), ac-

cording to Definition 5.2. We argue as in the proof of Theorem 5.4 that

Dj �Mk EV (X)2/k

Rj � 1
k

(h(X|Yj) − E log2 V (X)) ,

which shows that Dj are approximately constant. By Jensen’s inequality,

R = max
j

Rj � 1
k

max
j

h(X|Yj) − 1
2
E log2

(
V (X)2/k

)
� 1

k
max
j

h(X|Yj) − 1
2
log2 E

[
V (X)2/k

] � 1
k

max
j

h(X|Yj) − 1
2
log2

D1

Mk

,

with equality if, and only if, V (X)
a.s.
= V . �

The result is clearly consistent with Theorem 5.2.2 when m = 1 = n. The

meaning of the rate-distortion performance equations in Theorem 5.7(iii’) is that, un-

fortunately, at high rates, the performance is limited by the “worst” side information,

i.e., the side information leading to the maximum conditional entropy.

An interesting example is the problem of source coding “when the side informa-

tion may be absent”, studied from an information-theoretic perspective in [114,127].

In this problem, there are n = 2 decoders, one of them without side information,

say Y1
a.s.
= 0 and Y2 = Y . Since h(X|Y ) � h(X), Theorem 5.7(iii’) immediately pro-

vides the rate-distortion function at high rates: D1 � D2 � Mk 2
2
k

h(X) 2−2R, which
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demonstrates that at high rates, the presence of the side information at one of the

decoders is not helpful. It is routine to show that this is consistent with the explicit

information-theoretic results given by [114] in the quadratic-Gaussian case.

We would like to remark that it is possible to extend the results of Theorem 5.7 to

broadcast quantization of a noisy observation in a simple case with rather restrictive

hypotheses. Suppose that there exist measurable functions {x̄Yj
: Yj → R

k}j and x̄Z :

Z → R
k satisfying E[X|yj, z] = x̄Yj

(yj) + x̄Z(z) for all j. Observe that lamentably,

a common function x̄Z(z) is used. Define X̄Z = x̄Z(Z) and X̄Yj
= x̄Yj

(Yj). It can be

shown that

Dj = 1
k

(
E trCov[X|Yj, Z] + E ‖X̄Z − (X̂j − X̄Yj

)‖2
)
,

which enables us to reduce the noisy problem to a clean problem.

5.3 High-Rate Distributed Quantization of Noisy Sources

Before tackling the problem of distributed quantization of noisy sources with side in-

formation in full generality, we develop fundamental principles of equivalence between

quantization problems that will facilitate our analysis, and investigate the special case

when the source data is the sum of the observations and no side information is present.

The problem of symmetric distributed quantization of noisy sources is shown in

Fig. 5.7, wherem ∈ Z
+ noisy observations are encoded separately, and decoded jointly

without side information, to recover an estimate of some unseen source data. This

is the network quantization problem represented in Fig. 3.2 in Sec. 3.2.2, for n = 1

decoder. At this point no decoder side information is present.

Let X be a R
k-valued r.v. modeling the unseen data of interest, and for all i =

1, . . . , m, let Zi be a r.v. jointly distributed with X in an arbitrary alphabet Zi,

representing the noisy observation available only at encoder i. The quantization

index Qi is obtained by quantizing the observation Zi separately with the quantizer

qi(zi). We assume that the quantization indices are encoded and decoded losslessly,

with negligible probability of error. All quantization indices Q = (Qi)
m
i=1 are used at

the decoder to jointly estimate the source data. Let X̂ = represent the estimate, also

in R
k, obtained with the reconstruction function x̂(q).
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Figure 5.7: Symmetric distributed quantization of m noisy sources.

Assume further that MSE is used as a distortion measure between the recon-

struction and the unseen data. Accordingly, the expected distortion per sample is

D = 1
k

E ‖X − X̂‖2. As usual, the coding of the quantization indices is carried out

by an ideal symmetric Slepian-Wolf codec, with negligible decoding error probability

and rate redundancy, at a rate per sample R = 1
k

H(Q).

The object of our analysis is to characterize the quantization and reconstruction

functions that minimize the expected Lagrangian cost C = D+λR, with λ a nonneg-

ative real number, for high rate R.

As in Sec. 5.2, it will be useful to define the joint quantizer q(z) = (qi(zi))i

on Z = (Zi)i. Once more, the reconstruction function that minimizes the MSE is the

centroid of X given Q, i.e., x̂∗(q) = E[X|q].

5.3.1 Principles of Equivalence

The discussion on modified cost measures in Sec. 4.3 showed that clean and noisy

quantization problems were formally equivalent. We now proceed to explore that

equivalence in greater depth, in the special case of MSE distortion and noisy sym-

metric quantization.

Define X̄ = x̄(Z) = E[X|Z], which is the minimum-MSE estimate of the unseen

source data X given the observations Z. The minimum MSE itself is denoted by

D∞ = 1
k

E ‖X − X̄‖2 = 1
k

E trCov[X|Z], a quantity independent of the quantizer
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design, which may be equally regarded as the infimum distortion or the limit of the

distortion as the rate tends to infinity. Define D̄ = 1
k

E ‖X̄ − X̂‖2. The hypotheses

of the next proposition are satisfied because Q = q(Z) and X̂ = x̂(Q) are functions

of Z. The conclusions mean that replacing the unseen source data X by the estimate

X̄ leads to an equivalent quantization problem.

Proposition 5.8. If X ↔ Z ↔ X̂, then D = D∞ + D̄(d). If X ↔ Z ↔ Q, then

E[X̄|Q]
a.s.
= E[X|Q].

Proof: The projection theorem implies that

E[‖X − x̂‖2|z] = E[‖X − x̄(z)‖2|z] + ‖x̄(z) − x̂‖2. (5.2)

The alphabet of X and X̂ is R
k, which is Polish, and by assumption X and X̂

are conditionally independent given Z. Apply Lemma B.1 and iterated expectation

to (5.2) to conclude that

E ‖X − X̂‖2 = E ‖X − X̄‖2 + E ‖X̄ − X̂‖2.

The same conclusion can be reached by introducing the modified distortion mea-

sure d′(z, x̂) = E[‖X− x̂‖2|z] and applying Theorem 4.3, observing that the alphabet

of Z need not be Polish in this particular case.

This proves the first part of the proposition. To prove the second part, observe

that since X and Q are conditionally independent given Z, X̄ = E[X|Z] = E[X|Q,Z],

and by iterated expectation, E[X̄|Q] = E[E[X|Q,Z]|Q] = E[X|Q]. �
The following theorem is a generalization of a well-known result on nondistributed,

noisy, fixed-length quantization. The original result states that for certain distortion

measures, in particular MSE, a noisy observation can be replaced by the best MSE

(d)More generally, the result holds for any X , X̂ distributed on a Hilbert space, with a distortion
of the form D = 1

k E dϕ(X, X̂), for any Bregman divergence dϕ, such that X, X̂ ∈ int domϕ a.s.
Consistently, define D∞ = 1

k E dϕ(X, X̄), and D̄ = E dϕ(X̄, X̂). The same argument used to show
that D = D∞ + D̄ when MSE is used as a distortion measure can be used to demonstrate a
more general result for Bregman divergences, once we realize that (2.1) in Sec. 2.5 enables us to
generalize (5.2):

E[dϕ(X, x̂)|z] = E[dϕ(X, x̄(z))|z] + dϕ(x̄(z), x̂).

Further, we can write D∞ = E Iϕ(X |Z) = Iϕ(X) − Iϕ(X̄), as discussed in Sec. 2.5.3.
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estimate, and the MSE estimate can be quantized as a clean source, without any per-

formance penalty [70, 255]. Unfortunately, the hypotheses of our generalized version

are rather restrictive for m > 1, but hold trivially for m = 1.

Theorem 5.9 (MSE noisy distributed quantization). Suppose that there exist mea-

surable functions x̄Zi
: Zi → R

k, i = 1, . . . , m, such that E[X|z] =
∑

i x̄Zi
(zi). Define

X̄Zi
= x̄Zi

(Zi), thus X̄ =
∑

i X̄Zi
. Let C1 denote the infimum Lagrangian rate-distor-

tion cost of noisy symmetric distributed quantizers (Fig. 5.7), when MSE is used as

a distortion measure. Let C2 denote the infimum cost corresponding to an implemen-

tation where the transformed observations X̄Zi
are quantized, replacing the original

noisy observations. This is illustrated in Fig. 5.8. If either m = 1, or {Zi}i are

statistically independent, or the maps {x �→ x̄Zi
(x)}i are injective, then C1 = C2.

Q1

Qm

Q2

q1(x̄Z1)

q2(x̄Z2)

qm(x̄Zm)

Z1

Z2

Zm

X̄Z1

X̄Z2

X̄Zm

x̄Z1(z1)

x̄Z2(z2)

x̄Zm(zm)

x̂(q)
X̂

Figure 5.8: Optimal implementation of MSE symmetric quantization of noisy sources under the
assumptions of Theorem 5.9.

Proof: If the maps {x �→ x̄Zi
(x)}i are injective, X̄Zi

can be recovered from Zi

and vice versa, and the appropriate inversion can be incorporated in qi(zi), thus the

conclusion of the proposition is immediate.

Suppose instead that {Zi}i are statistically independent, which holds trivially

when m = 1. Recall that x̂(q) = E[X̄|q] and p′Qi
= pQi

minimize E ‖X̄ − x̂(Q)‖2

and −E log p′Qi
(Qi), respectively. On the other hand, the observations {Zi}i are

independent by assumption, and for each i, Qi = qi(Zi) and X̄Zi
= x̄Zi

(Zi). Therefore,

E[X̄|Q] =
∑
i

E[X̄Zi
|Q] =

∑
i

E[X̄Zi
|Qi],
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E ‖X̄ − E[X̄|Q]‖2 = E

∥∥∥∥∥
∑
i

(X̄Zi
− E[X̄Zi

|Qi])

∥∥∥∥∥
2

=
∑
i

E ‖X̄Zi
− E[X̄Zi

|Qi]‖2,

and H(Q) =
∑

i H(Qi). With this in mind, apply Proposition 5.8 to write

C1 = D∞ + inf
(qi(zi))i, x̂(q)

{D̄ + λR} = D∞ + 1
k

inf
(qi(zi))i

{
E ‖X̄ − E[X̄|Q]‖2 + λ H(Q)

}

= D∞ + 1
k

inf
(qi(zi))i

{∑
i

E ‖X̄Zi
− E[X̄Zi

|Qi]‖2 + λ
∑
i

H(Qi)

}

= D∞ + 1
k

∑
i

inf
qi(zi)

{
E ‖X̄Zi

− E[X̄Zi
|Qi]‖2 + λ H(Qi)

}
= D∞ + 1

k

∑
i

inf
qi(zi), x̂i(qi), p′Qi

(qi)

{
E ‖X̄Zi

− x̂i(Qi)‖2 − λ E log p′Qi
(Qi)

}
= D∞ + 1

k

∑
i

inf
x̂i(qi), p′Qi

(qi)
E inf

qi

{‖x̄Zi
(Zi) − x̂i(qi)‖2 − λ E log p′Qi

(qi)
}
.

Similarly,

C2 = D∞ + 1
k

∑
i

inf
x̂i(qi), p′Qi

(qi)
E inf

qi

{‖X̄Zi
− x̂i(qi)‖2 − λ E log p′Qi

(qi)
}
.

It follows that C1 = C2
(e). �

We would like to remark that while Theorem 5.9 guarantees that quantizing the

transformed observations X̄Zi
preserves Lagrangian optimality nothing is claimed

regarding rate-distortion optimality. In other words, for a given rate constrain, if

the rate-distortion function of the original problem is not convex, there may exist a

quantizer that provides lower distortion than any Lagrangian-optimal quantizer, and

possibly, lower than a quantizer on the transformed observations satisfying the same

rate constraint.

5.3.2 Additive Symmetric Case

Our next proposition will consider the simple case when the MSE estimate X̄ =

E[X|Z] of the data of interest X is the sum of the observations Z1, . . . , Zm, all R
k-

valued r.v., for a smooth distribution of Z, which rules out degenerate examples such

(e)The proof in the substantially simpler case when m = 1, developed in our initial work on noisy
distributed quantization [200,201], was inspired by the distortion-only problem considered in [70].
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as 0
a.s.
=
∑

i Zi. We shall call this special case of noisy symmetric distributed quan-

tization additive symmetric quantization. Before stating the result, we would like to

make a number of remarks. First, note that if any of the quantizers qi(zi) contained

large cells, including disconnected cells resulting from index reuse across regions that

are far apart from each other, then so would the joint quantizer q(z) = (qi(zi))i.

Consequently, the corresponding ambiguity in the values of Z = (Zi)i would have a

direct impact in the distortion between X̄ =
∑

iZi and its reconstruction. This is

illustrated in Fig. 5.9 Hence, it is intuitively reasonable to assume that at high rates,

the quantization cells of q(z) are small. In addition, the proof of the proposition in

z1

z2

z1 + z2 = 0

z1 + z2 = 1

z1 + z2 = 1

{q1(z1) = q1}

{q(z) = q}
{q2(z2) = q2}

Figure 5.9: Additive symmetric distributed quantization of noisy sources. If any of the quantizers
qi(zi) contains large cells, including disconnected cells with subregions far apart from each other, the
joint quantizer q(z) = (qi(zi))i may introduce a large distortion in the reconstruction of X̄ =

∑
i Zi.

question shows that the distortion (strictly speaking, D̄ = D−D∞) is approximately

equal to a sum of terms of the form EMi(Zi)Vi(Zi)
2/k, where Mi(zi) and Vi(zi) are

the inertial and volume functions of Definition 5.2, exactly as in the proof of Propo-

sition 5.4, and the rate follows a formally similar approximation. Therefore, it is also

intuitively reasonable to assume that if our modification of Gersho’s conjecture holds

for clean symmetric distributed quantization, it will hold for the additive symmetric

case of noisy quantization studied here as well.
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Proposition 5.10 (High-rate additive symmetric quantization). In the noisy, sym-

metric, distributed quantization problem, represented in Fig. 5.7, suppose that X̄ =∑
i Zi, with Z = (Zi)i absolutely continuous so that it possesses a PDF pZ(z). Suppose

further than E ‖X‖2 and h(Z) exist and are finite. The following informal assump-

tions are made on the joint quantizer q(z) = (qi(zi))i of Z. We remark that it suffices

that they hold on a region to which Z belongs with probability very close to 1:

(i) For any rate R sufficiently high, leading to a small distortion D̄, the PDF pZ(z)

of Z is smooth enough and the quantization cells q(z) are small enough for pZ(z)

to be approximately constant over the cell.

(ii) Gersho’s conjecture for clean symmetric distributed quantization, according to

Definition 5.3, is also valid for the special case of noisy symmetric quantization

with X̄ =
∑

i Zi, for dimension k.

Let Mk be Gersho’s constant corresponding to the dimension k of X. Then, for

any rate R sufficiently high:

(i’) Each qi(zi) is approximately a uniform tessellating quantizer with cell volume V 1/m

and normalized moment of inertia Mk. V is approximately the cell volume of

the joint quantizer q(z).

(ii’) The overall distortion and the rate satisfy

1
m
D̄ �Mk V

2
km , 1

m
R � 1

km
(h(Z) − log2 V ) , 1

m
D̄ �Mk 2

2
km

h(Z) 2−2
1
m

R.

Proof: In light of Proposition 5.8, without loss of generality, assume that X =∑
i Zi. Let VQi

(qi), MQi
(qi), Vi(zi), Mi(zi) be the volume and inertial functions

of qi(zi), respectively, according to Definition 5.2. Since by assumption pZ(z) is

approximately constant over a quantization cell of q(z), pZ|Q(z|q) � 1/VQ(q) �∏
i pZi|Qi

(zi|qi), where pZi|Qi
(zi|qi) � 1/VQi

(qi). Let UQi
(qi) denote a r.v. uniformly

distributed on the quantization cell of qi(zi) corresponding to index qi. Observe that

since x̂(q) = E[X|q],

E[‖X − X̂‖2|q] = trCov[X|q] = tr Cov

[∑
i

Zi

∣∣∣∣∣ q
]
.
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From the independence of (UQi
(qi))i and Definition 5.1, it follows that

E[‖X−X̂‖2|q] � tr Cov

[∑
i

UQi
(qi)

]
=
∑
i

trCovUQi
(qi) = k

∑
i

MQi
(qi)VQi

(qi)
2/k.

By iterated expectation,

D = 1
k

E E[‖X − X̂‖2|Q] �
∑
i

EMQi
(Qi)VQi

(Qi)
2/k

=
∑
i

EMQi
(qi(Zi))VQi

(qi(Zi))
2/k =

∑
i

EMi(Zi)Vi(Zi)
2/k � Mk

∑
i

EVi(Zi)
2/k,

where the very last approximation is the application of assumption (ii).

This gives an approximation to the distortion. To approximate the rate and the

rate-distortion function, proceed exactly as in the proof of Proposition 5.4 to obtain

R = 1
k

H(Q) � 1
k

(
h(Z) −

∑
i

E log2 Vi(Zi)

)
,

and (ii’), and conclude that the volume function Vi(Zi)
a.s.� V 1/m, i.e., constant with i

and zi. �

Careful inspection of the results and the proof of Proposition 5.10, in light of the

results and the proof of Proposition 5.4, leads to the following intuitive interpretation:

since quantization of each of the terms of the sum is carried out separately, recovering

the sum with low distortion requires recovering each of the terms with low distortion.

More precisely, it is easy to check that if the noisy symmetric distributed quantizer is

implemented as a clean symmetric distributed quantizer that first reconstructs each

term Zi, and then adds up the reconstructions to form the estimate X̂, at high rates,

the rate-distortion performance is approximately identical. This explains the factor

1/m penalizing the distortion and rate in Proposition 5.10(ii’), since the normalization

factor 1/kT for the distortion and rates in Proposition 5.4(iii’) corresponds to 1/(km),

not 1/k, the normalization factor for the distortion and rates in this section. Basically,

we need to reconstruct km samples, Z, to recover the k samples of interest, X.

This observation is important because the general analysis for noisy distributed

quantization builds upon the additive symmetric problem, and the penalty due to

m > 1 will carry over. Until now, all our rate-distortion approximations followed
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the so-called 6 dB/bit rule(f). Suppose that (Zi)i could be encoded jointly. The

performance of the simple method consisting in computing X̄ =
∑

iZi at the encoder

and coding it with a nondistributed entropy-constrained quantizer is given by

D �Mk 2
2
k

h(X̄) 2−2R,

(for example, use the proposition with m = 1) which does obey the 6 dB/bit rule.

This illustrates how noisy distributed coding may be susceptible to a performance

penalty with respect to joint coding even when operating at high rates and allowing

arbitrarily large dimension, unlike clean distributed coding.

Proposition 5.10 can be extended in a number of ways, combining it with the

results of Proposition 5.9. One example is the slightly more general case when

X̄ =
∑

iAiZi, for any invertible collection of matrices Ai ∈ R
k×k, which leads to

fairly simple, closed-form approximations to the distortion and the rate. Perhaps the

most interesting case is the general case of noisy distributed quantization with side

information, studied next.

5.3.3 General Case with Side Information

We are finally equipped to attempt the general problem of distributed quantization of

noisy sources when side information is present at the decoder, illustrated in Fig. 5.10.

The only difference with respect to the formulation of noisy symmetric quantization

in Sec. 5.3 is that side information, modeled by a r.v. Y in an arbitrary alphabet Y ,

jointly distributed with X and Z, is available for Slepian-Wolf decoding and recon-

struction. Consequently, the expected rate per sample is defined as R = 1
k

H(Q|Y ),

and the reconstruction function is of the form x̂(q, y), just as in the formulation for

clean distributed quantization with noisy sources in Sec. 5.2.2, and the same con-

siderations on ideal Slepian-Wolf coding apply here. In fact, the main idea in the

proof, namely the analysis of a conditional setting where the side information is also

available at the encoder, will be reused.

(f)Whenever the distortion follows an exponential law D = a2−2R, the logarithmic expression of
the distortion in dB is an affine function of the rate, 10 log10(b/D) = 10 log10 4 R + 10 log10(b/a),
with slope approximately equal to 6.021 dB/bit.
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Figure 5.10: Distributed quantization of m noisy sources with side information.

The notation of Sec. 5.3.1 is modified to introduce the side information. Define

x̄(y, z) = E[X|y, z], the best MSE estimator of X given Y and Z, X̄ = x̄(Y, Z),

denote by D∞ = 1
k

E ‖X − X̄‖2 = 1
k

E trCov[X|Y, Z] the minimum MSE, and define

D̄ = 1
k

E[‖X̄ − X̂‖]. The following theorem shows that D = D∞ + D̄ and provides a

characterization of asymptotically optimal quantizers for distributed coding of noisy

sources with side information, and their performance, at high rates. The proof builds

on the conditional coding argument used to prove Theorem 5.5, making use of the

principles of equivalence stated in Proposition 5.8 and Theorem 5.9 to reduce the

conditional problem to the additive symmetric case of Proposition 5.10. Consequently,

it inherits the restrictions of these results.

Theorem 5.11 (High-rate noisy distributed quantization). We make the following

assumptions on the statistical dependence of X, Y , and Z:

(i) There exist measurable functions x̄Y : Y → R
k and x̄Zi

: Zi → R
k, i =

1, . . . , m, such that E[X|y, z] = x̄Y (y) +
∑

i x̄Zi
(zi). Define X̄Y = x̄Y (Y ) and

X̄Zi
= x̄Zi

(Zi), thus X̄ = X̄Y +
∑

i X̄Zi
.

(ii) Either m = 1, or {Zi}i are conditionally independent given Y , or the maps

{x �→ x̄Zi
(x)}i are injective.

Further, for a.e. y ∈ Y , we assume that the conditional statistics of (X̄Zi
)i|y are

such that the hypotheses of Theorem 5.10 regarding the problem of additive symmetric
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quantization are satisfied, with (X̄Zi
)i|y replacing the observations, and (X− x̄Y (y))|y

replacing the source data. Precisely, we assume that E ‖X‖2 and h((X̄Zi
)i|Y ) exist

and are finite, and that:

(iii) For any rate R sufficiently high, leading to a small distortion D̄, the PDF

pX̄Z
(x̄Z) of X̄Z is smooth enough and the corresponding quantization cells are

small enough for the PDF to be approximately constant over the cell.

(iv) Gersho’s conjecture for clean symmetric distributed quantization, according to

Definition 5.3, is also valid for the special case of additive symmetric quantiza-

tion for dimension k.

More generally, one may assume that the conclusions of Theorem 5.10 are satisfied

instead of the hypotheses (iii)-(iv).

Under these assumptions, in the problem of noisy distributed quantization with

side information, depicted in Fig. 5.10, for any rate R sufficiently high:

(i’) There exists a collection of asymptotically optimal quantizers (qi(zi))i, consisting

of the transformations (x̄Zi
(zi))i, followed by approximately uniform tessellating

quantizers with a common cell volume V 1/m and normalized moment of iner-

tia Mk, where V represents the volume of the corresponding joint tessellation.

(ii’) No two cells of the partition defined by each qi(zi) need to be mapped into the

same quantization index.

(iii’) The overall distortion and the rate satisfy

D = D∞ + D̄,
1
m
D̄ �Mk V

2
km ,

1
m
R � 1

km

(
h((X̄Zi

)mi=1|Y ) − log2 V
)
,

1
m
D̄ �Mk 2

2
km

h((X̄Zi
)m
i=1|Y ) 2−2

1
m

R.

Proof: We use an argument similar to that in the proof of Theorem 5.5, which

starts by analyzing a conditional quantization setting, represented in Fig. 5.11. In

this setting, the side information Y is available to each encoder, so that the design

of the quantizers (qZ|Y i(zi|y))i, for each value y, becomes a distributed quantization

problem without side information, on the conditional statistics of Z|y. For all y,
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Q1

Qm

Q2

Y

x̂(q,y )

Y

Y

Y

Z1

Z2

Zm

q1(z1 |y)

q2(z2 |y)

qm(zm |y)

X̂

Figure 5.11: Conditional distributed quantization of m noisy sources with side information.

define

DY (y) = 1
k

E[‖X − X̂‖2| y],
RY (y) = 1

k
H(Q| y),

CY (y) = DY (y) + λRY (y).

Proposition 5.8 holds conditionally for each y, thus we may write

DY (y) = DY∞(y) + D̄Y (y),

where

DY∞(y) = 1
k

E[tr Cov[X|Z, y]|y], D∞ = EDY∞(Y ),

and

D̄Y (y) = 1
k

E[‖E[X|Z, y]− X̂‖2|y], D̄ = E D̄Y (Y ).

By iterated expectation, it is clear that a family of quantizers (qZi|Y (zi| y))i minimizing

CY (y) for each y also minimizes C for the conditional setting, and it is also clear that

D = D∞ + D̄.

Define x̄′Z1
(y, z1) = x̄Y (y) + x̄Z1(z1), and x̄′Zi

(y, zi) = x̄Zi
(zi) for all i > 1. The

induced r.v. X̄ ′
Z = (X̄ ′

Zi
)mi=1 is defined accordingly. We verify that the hypothe-

ses of Theorem 5.9 hold conditionally for each value of y. Indeed, by assump-

tion E[X|y, z] =
∑

i x̄
′
Zi

(y, zi). In addition, also by assumption, either m = 1, or
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{zi �→ x̄′Zi
(y, zi)}i are injective (as a function of zi fixing y), or {Zi|y}i are indepen-

dent. Therefore, we can quantize X̄ ′
Z instead of the original observations Z with

no performance loss. The resulting quantizer setting is depicted in Fig. 5.12. But

Q1

Qm

Q2

Y

x̂(q,y )

Y

Y

Y

Z1

Z2

Zm

x̄Z2(z2)
X̄Z2

x̄Zm(zm)
X̄Zm

q2(x̄Z2|y)

qm(x̄Zm |y)

x̄Y (y) + x̄Z1(z1) q1(x̄Y + x̄Z1 |y)
X̄ 0
Z1

X̂

Figure 5.12: Optimal implementation of MSE conditional quantization of noisy sources under the
assumptions of Theorem 5.11.

for each y, the conditional quantizer with the replaced observations is precisely the

additive symmetric quantization problem of Proposition 5.10, except for statistically

irrelevant shifts by x̄Y (y). Consequently, each qX̄′
Zi

|Y (x̄′Zi
|y) is approximately a uni-

form tessellating quantizer with cell volume V
1/m
Y (y) and normalized moment of in-

ertia Mk, where VY (y) is approximately the cell volume of the corresponding joint

quantizer. Furthermore, h(X̄ ′
Z|y) = h(X̄Z |y) (since shifts preserve the entropy), and

the overall distortion and the rate satisfy

1
m
D̄Y (y) �Mk VY (y)

2
km ,

1
m
RY (y) � 1

km

(
h(X̄Z |y)− log2 VY (y)

)
,

1
m
D̄Y (y) �Mk 2

2
km

h(X̄Z |y) 2−2
1
m

RY (y).

Just as in the proof of Theorem 5.5, we shall use Jensen’s inequality to demonstrate

that the cell volume V
1/m
Y (y) of the family of quantizers on the modified observations

X̄ ′
Zi

is constant with y. Precisely,

1
m
D̄ = E 1

m
D̄Y (Y ) � E

[
Mk 2

2
km

[h(X̄Z |y)]y=Y 2−2
1
m

RY (Y )

]
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� Mk 2
2
m

E
h
1
k

[h(X̄Z |y)]y=Y −RY (Y )
i

= Mk 2
2
km

h(X̄Z |y) 2−2
1
m

R,

with equality if and only if D̄Y (Y )
a.s.
= D̄. This proves that the asymptotically optimal

family of conditional quantizers (qX̄′
Zi

|Y (x̄′Zi
|y))i on the modified observations X̄ ′

Z

share a common volume V 1/m, regardless of y or i.

It remains to show that we can maintain the performance of the conditional quan-

tizer (asymptotically, at high rates), if we remove the side information at the encoders.

The fact that x̄′Z1
(y, z1) = x̄Y (y)+x̄Z1(z1) means that for two values of y, say y1 and y2,

x̄′Z1
(y1, z) and x̄′Z2

(y2, z), seen as functions of z, differ only by a constant vector. Since

the conditional quantizer of X̄ ′
Z1

, is a uniform tessellating quantizer at high rates, a

translation will neither affect the distortion nor the rate, and therefore x̄′Z1
(y, z1) can

be replaced by x̄Z1(z1) with no impact on the Lagrangian cost. Moreover, since for

each i all conditional quantizers have a common cell volume, the same translation

argument implies that a common unconditional quantizer qX̄Zi
(x̄Zi

) can be used in-

stead, with the performance given by (iii’). Since the conditional quantizers do not

reuse indices, neither does the common unconditional quantizer. �
We shall call x̄(y, z) additively separable whenever it satisfies condition (i) in The-

orem 5.11. Clearly, Theorem 5.11 is a generalization of Theorem 5.5 provided that

there is a single encoder (m = 1), since Z = X implies x̄(y, z) = x̄(z) = z, trivially

additively separable, and the rest of hypotheses are equivalent(g). For m � 1, Theo-

rem 5.10 is a special case of Theorem 5.11, without side information (e.g., Y
a.s.
= 0),

and x̄Zi
(zi) = zi, trivially injective.

Proposition 5.12 (Additive separability). Suppose that E ‖X‖2 < ∞. E[X|y, z] is

additively separable if, and only if, X
a.s.
= f(Y ) +

∑
i gi(Zi) +N for some measurable

functions f , {gi}i and some r.v. N such that E[N |Y, Z]
a.s.
= 0.

Proof: Clearly, if X = f(Y ) +
∑

i gi(Zi) +N , then E[X|y, z] = f(y) +
∑

i gi(zi)

is additively separable. Conversely, assume that E[X|y, z] is additively separable. In

(g)If m > 1 and Z = (Zi)i = X , then x̄(y, z) is still additively separable:

E[X |y, z] = (z1, 0, . . . , 0) + · · · + (0, . . . , 0, zi, 0, . . . , 0) + · · · + (0, . . . , 0, zm).

However, X̄Zi = (0, . . . , Zi, . . . , 0) is not an absolutely continuous r.v. and, strictly speaking, does
not have a PDF, violating the hypotheses of Theorem 5.11.



5.3 HIGH-RATE DISTRIBUTED QUANTIZATION OF NOISY SOURCES 137

the usual notation, x̄ = x̄Y (y) +
∑

i x̄Zi
(zi). Define N = X − X̄. It suffices to show

that E[N |Y, Z] = 0. But E[N |y, z] = E[X − X̄|y, z] = x̄(y, z) − x̄(y, z) = 0. �
Provided that X, Y, Z are jointly Gaussian, the best MSE estimate E[X|y, z] is

an affine function, and thereby additively separable. Furthermore, since x̄Zi
(zi) is

a linear transform and the quantizer on X̄Zi
is a uniform tessellating quantizer, the

overall quantizer qi(zi) is also a uniform tessellating quantizer, and if Y, Z1, . . . , Zm

are pairwise uncorrelated, then x̄Y (y) = E[X| y] and x̄Zi
(zi) = E[X|zi], but not in

general.

It is clear from the equivalence principles used to prove Theorem 5.11 that the

rate-distortion performance of noisy distributed quantization at high rates (iii’) in-

herits the penalties of additive symmetric distributed quantization when m > 1,

commented on in Sec. 5.3.2. Specifically, the distortion increment D̄ = D − D∞ is

proportional to 2−2R/m instead of the usual factor 2−2R, corresponding to the 6 dB/bit

rule. However, in the special case of noisy Wyner-Ziv quantization (m = 1), accord-

ing to Theorem 5.11, if the conditional expectation is additively separable, there is

no asymptotic loss in performance by not using the side information at the encoder.

Finally, suppose that for each i, the map zi �→ x̄Zi
(zi) is a diffeomorphism on R

k,

i.e., a bijective vector field with continuous partial derivatives and nonzero Jacobian

determinant. It is easy to see that if h(X̄Z |Y ) = h((X̄Zi
)i|Y ) in Theorem 5.11(iii’)

and h(Z|Y ) exist and are finite, then

h(X̄Z|Y ) = h(Z|Y )+E log2

∣∣∣∣det
∂x̄Z
∂z

(Z)

∣∣∣∣ = h(Z|Y )+
∑
i

E log2

∣∣∣∣det
∂x̄Zi

∂zi
(Zi)

∣∣∣∣ , (5.3)

where ∂x̄Z(z)/∂z denotes the Jacobian matrix of x̄Z(z).

Putting a few pieces together, if X = f(Y ) +
∑

i gi(Zi) + N such that gi(zi)

are diffeomorphisms and N is statistically independent of Y, Z, then on account of

Proposition 5.12, Theorem 5.11 is applicable, thus the distortion-rate performance

(iii’) can be written in terms of h(Z|Y ) using (5.3), and D∞ = 1
k

trCovN .

5.3.4 Reconstruction and Sufficiency of Clean Coding

In Sec. 5.2.3 we saw that to preserve asymptotically optimal performance at high rates

with respect to joint encoding, up to a gap in moments of inertia, the side information
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was required exclusively for Slepian-Wolf decoding. The following corollary states

a result on optimal reconstruction for noisy distributed quantization, analogous to

that of Corollary 5.6 for clean sources. Although we can substantially simplify the

reconstruction process, in the noisy case the side information is in general needed for

reconstruction.

Corollary 5.13 (High-rate reconstruction for noisy sources). Under the hypotheses

of Theorem 5.11, there exists a reconstruction function of the form x̂(q, y) = x̄Y (y)+∑
i
ˆ̄xZi

(qi) that is asymptotically optimal at high rates.

Proof: Since index repetition is not required, the distortion equations in Theo-

rem 5.11 would be asymptotically the same if the reconstruction x̂(q, y) where of the

form x̂(q, y) = x̄Y (y) +
∑

i E[X̄Zi
|qi]. �

Theorem 5.11 and Corollary 5.13 show that the noisy distributed codec of Fig. 5.10

can be implemented as depicted in Fig. 5.13, where ˆ̄xZ(q, y) can be made independent

from y and of the form
∑

i
ˆ̄xZi

(qi) without asymptotic loss in performance, so that the

pair q′i(x̄Zi
), ˆ̄xZi

(qi) form a uniform tessellating quantizer and reconstructor for X̄Zi
.

In other words, under the hypotheses of Theorem 5.11, a noisy distributed codec

Q1

Qm

Q2

Z1

Z2

Zm

x̄Z2(z2)
X̄Z2

x̄Zm(zm)
X̄Zm

x̄Z1(z1)
X̄Z1

ˆ̄xZ (q, y)

x̄Y (y)

X̂

X̄Y

ˆ̄XZ

Y

q1(z1)

q2(z2)

qm(zm)

x̂(q, y)

q01(x̄Z1)

q02(x̄Z2)

q0m(x̄Zm)

Figure 5.13: Optimal implementation of MSE distributed quantization of noisy sources with side
information, under the assumptions of Theorem 5.11.

with side information can be implemented as a clean distributed codec together with

separate encoder transformations and the addition of a transformation of the side
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information to the reconstruction. This implementation preserves the Lagrangian

performance at high rates, but not necessarily the distortion for a rate constraint or

vice versa, because it is based on the principles of equivalence of Sec. 5.3.1.

From a conceptual perspective, a noisy distributed problem satisfying the hy-

potheses of Theorem 5.11 is fundamentally the additive symmetric problem of Theo-

rem 5.10, where the estimate x̄(Y, Z) is regarded as source data and the transforma-

tions (x̄Zi
(Zi))i as observations. Under these hypotheses, recovering the additively

separable estimate involves reconstructing each of the terms faithfully, which may

be interpreted as clean distributed coding. When introducing modified distortion

measures in Sec. 4.3, we showed how a noisy coding problem can be interpreted as

a clean noisy problem, but in general the distortion measure differs. The role of the

principles of equivalence in Sec. 5.3.1 was to preserve the type of distortion measure,

namely MSE, up to a residual term that does not depend on the design. For example,

in the case of noisy Wyner-Ziv coding, Proposition 5.8 applied conditionally means

that reconstructing X is equivalent to reconstructing x̄(Y, Z) = x̄Y (Y ) + x̄Z(Z), but

Y is known at the decoder, thus this is equivalent to having a faithful reconstruction

of x̄(Z), which may be regarded now as the clean data of interest.

5.3.5 High-Rate Network Distributed Quantization

Our final high-rate analysis is concerned with the general problem of network dis-

tributed quantization of noisy sources with side information, presented in Sec. 3.2.2

and depicted in Fig. 3.2. We assume that it is possible to break down the network

into n ∈ Z
+ subnetworks such that:

(i) The overall distortion D is a nonnegative linear combination of the distortions

Dj of each subnetwork, and the overall rate R is a positive linear combination

of the rates Rj of each subnetwork. Mathematically, D =
∑

j δjDj and R =∑
j ρjRj , for some δj, ρj ∈ R

+.

(ii) For each subnetwork j, the distortion and rate are (approximately) related by

an exponential law of the form Dj = D∞ j + D̄j , where D̄j = αj 2−Rj/βj , for

some D∞ j ∈ R and αj, βj ∈ R
+.
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The first assumption holds, for example, when the overall distortion for the network

distributed codec is a nonnegative linear combination of distortions corresponding to

reconstructions at each decoder, and ideal Slepian-Wolf codecs are used for lossless

coding of the quantization indices, as discussed in Sec. 4.2. The second assump-

tion holds approximately for each of the high-rate quantization problems studied in

this chapter, including the complicated exponential law for the rate-distortion per-

formance in Theorem 5.11(iii’), which did not obey the 6 dB/bit rule.

The next theorem characterizes the overall rate-distortion performance of the net-

work distributed codec by means of a optimal rate allocation. Precisely, we consider

the problem of minimizing D subject to a constraint on R. We would like to remark

that although it is possible to incorporate nonnegativity constraints on each of the

rates Rj into the problem, and to solve it using the Karush-Kuhn-Tucker (KKT) con-

ditions, our second assumption makes the result practical only at high rates, which

implicitly introduce nonnegativity.

Theorem 5.14 (High-rate network distributed quantization). Define

D∞ =
∑
j

δjD∞ j, D̄ =
∑
j

δjD̄j,

β =
∑
j

βjρj > 0, and α = β
∏
j

(
αjδj
βjρj

)βjρj
β

> 0.

It is clear that D = D∞ + D̄. The minimum D subject to a constraint on R is given

by

D̄ = α 2−R/β . (5.4)

Furthermore, the minimum is achieved if, and only if,

D̄j =
βjρj
βδj

D̄, (5.5)

or equivalently,
Rj

βj
=

R
β

+ log2

αjβδj
αβjρj

. (5.6)

Proof: Minimizing D = D∞+D̄ is equivalent to minimizing D̄. By the arithmetic-

geometric average inequality (direct application of Jensen’s inequality),
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D̄
β

=
∑
j

βjρj
β

δj
βjρj

D̄j �
∏
j

(
δj
βjρj

D̄j

) βjρj
β

=

⎡
⎣∏

j

(
δj
βjρj

αj

)βjρj
β

⎤
⎦[∏

j

2−
βjρj

β
Rj/βj

]
=
∏
j

(
αjδj
βjρj

)βjρj
β

2−
R
β , (5.7)

with equality if, and only if, the quantity
δj
βjρj

D̄j is constant with j. This proves that

the minimum D is achieved for (5.4).

Define λ =
δj
βjρj

D̄j, assumed constant with j. Since a constant must be equal to

its arithmetic average, the first equality of (5.7) also implies that λ = D̄/β, and con-

sequently (5.5). To check (5.6), write Rj = βj log2(αj/D̄j), use (5.5), and substitute

again according to (5.4). Conversely, either (5.5) or (5.6) guarantee that
δj
βjρj

D̄j is

constant. �
Observe that the overall rate-distortion performance of the network distributed

codec given by Theorem 5.14 follows the same exponential law of each of the sub-

networks, which permits a hierarchical application, considering networks of networks

when convenient. This does not come as a surprise, since a common principle lies

behind all of our high-rate quantization proofs: a rate allocation problem where rate

and distortion are related exponentially, solved by Jensen’s inequality.

For example, in the proof of Proposition 5.4 on clean symmetric quantization,

in the nondistributed case when m = 1, it is shown that D � Mk EV (X)2/k and

R � 1
k

(h(X) − E log2 V (X)), and the proof proceeds by applying Jensen’s inequal-

ity. Alternatively, interpret {RX(x)}x, where RX(x) = 1
k
(h(X) − log2 V (x), as a

collection of rates indexed by x ∈ X . Clearly R � ERX(X). The corresponding

collection of distortions is {DX(x)}x, with DX(x) = MkV (x)2/k, and D � EDX(X).

Further, DX(x) = Mk 2
2
k

h(X)2−2RX(x). The problem of choosing V (x) optimally may

be regarded as an allocation x �→ RX(x) minimizing D, subject to a constraint on

R. This is rigorously a special case of the obvious generalization of Theorem 5.14

to overall distortion and rates given by arbitrary expectations(h) instead of simple

(h)Or even more generally, Lebesgue integrals with respect to finite measures. The finiteness
requirement would allow the use of Jensen’s inequality. Precisely, let δ, ρ be finite measures on a
common measurable space J to which the index j belongs. Suppose that δ is absolutely continuous
with respect to ρ, and denote by dδ/dρ the the Radon-Nikodym derivative. Let R be a real-valued
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weighted sums. In fact, our development of high-rate quantization theory could have

started with a lemma providing such generalization, which could have been applied

repeatedly throughout. In the next chapter, on transforms for distributed source

coding, we shall encounter anew this rate allocation principle.

5.4 Examples and Lloyd Algorithm Experiments

In this section, we illustrate the theoretical analysis of Chapters 3-5 with simple, in-

tuitive examples and experimental results using our extension of the Lloyd algorithm.

5.4.1 Examples with Gaussian Statistics

The following three corollaries analyze four examples of distributed coding with Gaus-

sian statistics: clean distributed coding with side information, clean symmetric cod-

ing, noisy Wyner-Ziv coding, and noisy distributed coding with side information.

Corollary 5.15 (Gaussian distributed quantization with side information). In the

clean distributed codec with side information studied in Sec. 5.2.2, suppose that X =

(Xi)i and Y are jointly Gaussian, and let kT denote the total dimension of X. Then,

the operational distortion-rate function is approximately, at high rates,

D � M̄ 2πe
kT

√
det ΣX|Y 2−2R, where ΣX|Y = ΣX − ΣXY Σ−1

Y ΣT
XY .

Proof: Define X̄ = x̄(Y ) = E[X|Y ], the best MSE estimate of X given Y . Write

X = x̄(Y )+X−X̄, and recall that the errorX−X̄ is independent of Y . Therefore the

conditional covariance ΣX|Y = Cov[X|y] does not depend on y and it is the covariance

of the error of the best linear estimate. Apply Theorem 5.5 and the fact that

h(X|Y ) = 1
2

log2

(
(2πe)kT det ΣX|Y

)

measurable function on J , and define D̄(j) = α(j) 2−R(j)/β(j), for measurable α, β : J → (0,∞).
Define D̄ =

∫
J

D̄(j) dδ(j), and R =
∫

J
R(j) dρ(j). Define β =

∫
J
β(j) dρ(j) and

α = β 2
R

J
log2(α(j)

β(j)
dδ
dρ (j)) β(j)

β dρ(j)
.

It can be shown that the minimum distortion is D̄ = α 2−R/β , following an argument entirely
analogous to the proof of Theorem 5.14 (applying Jensen’s inequality to log2 D̄), and that the
minimum is achieved if and only if 1

β(j)
dδ
dρ(j) D̄(j) is constant for a.e. j ∈ J .
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to conclude the proof. �
Observe that the above analysis still holds regardless of the distribution of Y ,

provided that for a.e. y, the conditional r.v. X|y is Gaussian with constant covari-

ance ΣX|Y . In addition, if the dimension ki of Xi tends to infinity for all i, then

M̄ → 1/(2πe), hence D � kT
√

det ΣX|Y 2−2R for large dimensions.

The following corollary provides the distortion-rate performance of the clean

symmetric distributed quantizer depicted in Fig. 4.13, used in the experiments of

Sec. 4.2.2.

Corollary 5.16 (Gaussian clean symmetric quantization). In the clean symmetric

distributed codec from Sec. 5.2.1, suppose that X1, X2 are k i.i.d. samples drawn

according to N (
0,
(

1 ρ
ρ 1

))
, with |ρ| < 1. Then, the operational distortion-rate function

at high rates is approximately given by

D � 2πeMk

√
1 − ρ2 2−2R.

Proof: In the case when k = 1, the distortion-rate performance is given by

Corollary 5.5, where det ΣX|Y = det ΣX = det
(

1 ρ
ρ 1

)
= 1− ρ2. The case of k > 1 i.i.d.

samples is a straightforward generalization. �

Corollary 5.17 (Gaussian noisy Wyner-Ziv quantization). Consider the noisy dis-

tributed codec with side information from Sec. 5.3.3 with m = 1. Suppose that X, Y, Z

are jointly Gaussian. Define X̄ = E[X|Y, Z], the best MSE estimate of X from Y, Z.

Then, the operational distortion-rate function is approximately, at high rates,

D � 1
k

trΣX|Y Z +Mk 2πe
k
√

det(ΣX|Y − ΣX|Y Z) 2−2R,

where ΣX|Y = ΣX − ΣXY Σ−1
Y ΣT

XY and ΣX|Y Z = ΣX − Σ
X(YZ )Σ

−1

(YZ )
ΣT

X( YZ )
.

Proof: Recall that for any R
k-valued r.v. U with finite covariance, and any r.v.

V arbitrarily distributed, CovU = E Cov[U |V ] + Cov E[U |V ]. Write this relation for

X,Z in lieu of U, V , conditioned on y:

Cov[X|y] = E[Cov[X|y, Z]] + Cov[E[X|y, Z]|y].
On account of the fact that the r.v.’s X, Y, Z, X̄ are jointly Gaussian, conditional

covariances are constant, and consequently the previous relation implies ΣX|Y =
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ΣX|Y Z + ΣX̄|Y . Further, X̄|y is Gaussian for each y, with constant covariance ΣX̄ |Y ,

therefore h(X̄|Y ) = 1
2
log2

(
(2πe)k det ΣX̄ |Y

)
. Apply Theorem 5.11 to complete the

proof. �
We check that the corollary is consistent with the information-theoretic distortion-

rate function for noisy Wyner-Ziv coding in the jointly Gaussian case. Let X, Y, Z

be k i.i.d. samples drawn from three jointly Gaussian scalars. It is easy to see that

the covariance matrices in Corollary 5.17 become proportional to the identity matrix,

and that the limit of the operational distortion-rate performance as k → ∞ (recall

Mk → 1/(2πe)) is exactly the last equation from Sec. 3 in [198].

The next corollary considers the noisy distributed quantization problem repre-

sented in Fig. 5.14.

Noisy 
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Source Data
X N(0, 1)

SW
Encoder SW

Decoder

SW
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Q1 Q1
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Qm

Q2 Q2

Qm

Z1

Z2

Zm

q1(z1)

q2(z2)

qm(zm)

X̂
x̂(q,y )

Y
Side

Information

NZ1 N (0,1/ Z1)

NZ2 N (0,1/ Z2)

NZm N (0,1/ Zm)

NY N (0,1/ Y )

Figure 5.14: Example of noisy distributed quantization with side information and Gaussian statistics.

Corollary 5.18 (Gaussian noisy distributed quantization with side information). Let

X ′ ∼ N (0, 1), and define Y ′ = X ′ +NY and Z ′
i = X ′ +NZi

, where NY ∼ N (0, 1/γY )

and NZi
∼ N (0, 1/γZi

) for each i = 1, . . . , m, such that X ′, NY , NZ1, . . . , NZm are

independent. In the noisy distributed codec with side information from Sec. 5.3.3,
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suppose that X, Y, Z are k i.i.d. drawings of X ′, Y ′, Z ′, (where as usual Z = (Zi)i

and Z ′ = (Z ′
i)i). Then, the operational distortion-rate function at R = 0 is D0 =

1/(1 + γY ) and at high rates is approximately given by

D � 1

1 + γY +
∑

i γZi

(
1 + 2πeMkm

m

√ ∏
i γZi

(1 + γY )(1 + γY +
∑

i γZi
)m−1

2−2R/m
)
.

Proof: We prove the case k = 1. The extension to k > 1 is straightforward, since

X, Y, Z are i.i.d. triples.

First, we need some linear algebra notation and preliminary results. Column

vectors with unit entries are denoted by 1, and diagonal matrices with elements from

a row or column vector v are denoted by diag v. For any column vector d = (dj)j

with nonzero entries, D = diag d is invertible. Basic determinant manipulation shows

that

det(11T +D−1) = det

⎛
⎜⎝

1+1/d1 1 1 ... 1
1 1+1/d2 1 ... 1

...
...

...
1 ... 1+1/dn−1 1
1 ... 1 1 1+1/dn

⎞
⎟⎠ =

1 +
∑

j dj∏
j dj

. (5.8)

The Sherman-Morrison formula [222] states that for any invertible matrix A and

vectors u, v,

(A+ uvT)−1 = A−1 − A−1uvTA−1

1 + vTA−1u
.

It follows immediately that

(11T +D−1)−1 = D − ddT

1 +
∑

j dj
. (5.9)

In order to simplify the notation, define γ0 = γY and γi = γZi
for i = 1, . . . , m.

As a direct consequence of the statistics of X, Y, Z, Σ
X( YZ ) = 1T, and Σ(YZ ) =

11T + diag(1/γi)
m
i=0. Use (5.9) to compute

Σ
X( YZ )Σ

−1

(YZ )
=

(γi)
m
i=0

T

1 +
∑m

i=0 γi
,

and

D∞ = E tr Cov[X|Y, Z] = ΣX − Σ
X( YZ )Σ

−1

(YZ )
ΣT

X(YZ )
=

1

1 +
∑m

i=0 γi
. (5.10)
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In the notation of Sec. 5.3.3, x̄(y, z) = E[X|y, z] = x̄Y (y) +
∑m

i=1 x̄Zi
(zi), where

x̄(y, z) = Σ
X( YZ )Σ

−1

(YZ )
( YZ ) =

γ0y +
∑m

i=1 γizi
1 +

∑m
i=0 γi

,

which shows that

X̄Z = (X̄Zi
)mi=1 =

1

1 +
∑m

i=0 γi
diag(γi)

m
i=1 Z. (5.11)

On the other hand, ΣZ = 11T + diag(1/γi)
m
i=1, ΣZY = 1 and ΣY = 1 + 1/γ0,

therefore

ΣZ|Y = ΣZ − ΣZYΣ−1
Y ΣT

ZY =
11T

1 + γ0

+ diag(1/γi)
m
i=1.

Consequently, on account of (5.8),

det ΣZ|Y =
1 +

∑m
i=0 γi

(1 + γ0)
∏m

i=1 γi
.

But (5.11) implies that

det ΣX̄Z |Y =

( ∏m
i=1 γi

(1 +
∑m

i=0 γi)
m

)2

det ΣZ|Y =

∏m
i=1 γi

(1 + γ0) (1 +
∑m

i=0 γi)
2m−1 ,

hence

2
2
m

h(X̄Z |Y ) = 2πe
m
√

det ΣX̄Z |Y = 2πe
1

1 +
∑m

i=0 γi

m

√ ∏m
i=1 γi

(1 + γ0)(1 +
∑m

i=0 γi)
m−1

.

The approximation to the distortion-rate function in the corollary now follows from

the previous calculation, together with (5.10), and the application of Theorem 5.11.

Finally, observe that D0 is precisely (5.10) when m = 0. �

Interestingly, the distortion-rate function in Corollary 5.18 decays faster with

small m, but with large m the limiting value D∞ is smaller. In the special case

of noisy Wyner-Ziv quantization (m = 1), the distortion-rate function becomes

D � 1

1 + γY + γZ

(
1 + 2πeMk

γZ
1 + γY

2−2R
)
, (5.12)

and since the noisy observation is defined as Z ′ = X ′ +N (0, 1/γZ) the clean Wyner-

Ziv function can be obtained by taking the limit of (5.12) as γZ → ∞:

D � 2πeMk
1

1 + γY
2−2R. (5.13)
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The limit of the clean Wyner-Ziv case as γY → 0 is the nondistributed one, where

D � 2πeMk 2−2R,

because the side information Y ′ = X ′ + N (0, 1/γY ) is made irrelevant.

Suppose that γZi
= γZ for all i in Corollary 5.18. Define γ′Z = mγZ . Then,

D � 1

1 + γY + γ′Z

(
1 + 2πeMk

γ′Z
(1 + γY )1/m(1 + γY + γ′Z)

m−1
m

2−2R/m
)
.

We would like to understand the case when in addition, the number of noisy obser-

vations is very large (m � 1), modeling for example a very dense sensor network.

Clearly, (1 + γY )1/m � 1 and γ′Z � γY , therefore we may write

D � 1

1 + γY + γ′Z

(
1 + 2πeMk

γ′Z
1 + γ′Z

2−2R/m
)
,

which is formally identical to the case of a single observation (m = 1), given by 5.12,

except for the factor 1/m penalizing R. A coarser approximation can be made by

exploiting the fact that γ′Z � γY , 1:

D � 1

mγZ

(
1 + 2πeMk 2−2R/m) ,

which shows that approximately, D∞ ∝ 1/m but (D −D∞)/D∞ ∝ 2−2R/m.

5.4.2 Examples of Noisy Wyner-Ziv Quantization with non-Gaussian

Statistics

While the characterization of clean distributed quantizers with side information pro-

vided in Theorem 5.5 is fairly general, the hypotheses required for the noisy version in

Theorem 5.11 are rather restrictive. In particular, even in the noisy Wyner-Ziv case,

it is required that x̄(y, z) be additively separable, which trivially holds if X, Y, Z are

jointly Gaussian. In the following, we provide examples of noisy Wyner-Ziv problems

with non-Gaussian statistics, and discuss the applicability of Theorem 5.11. Some of

our claims carry over to other noisy distributed settings, for example by interpreting

the side information as another observation in noisy symmetric distributed coding,

as long as the additional constraints of conditional independence or injectivity of the

transformations holds.
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In view of Proposition 5.12, we wish to consider coding problems when m = 1 and

the source data satisfies X = f(Y )+ g(Z)+N , where E[N |Y, Z] = 0. For example, it

is intuitive to associate X = (1− λ)f(Y ) +λg(Z) +N with applications of denoising

through averaging, and X = g(Z) − f(Y ) + N with applications where the data of

interest consists of changes, differences, motion or gradient estimation. The r.v. N

might be interpreted as the difference between reality and the additive model, noise,

or terms of a higher order approximation. In either of those applications, the func-

tions f, g could represent feature vectors extracted from the signals Y, Z, for instance

the phase and amplitude of certain frequency components, the average luminance

of a portion of a picture, the potential of a conservative vector field, a certain fea-

ture proven useful for certain types of classification, a linear discriminant, a principal

component, a statistical moment, a sufficient statistic or a set of biometric features.

Alternatively, f, g could represent a signal process, such as outlier removal, estima-

tion, (local) denoising, linear transformation, filtering, downsampling, compression,

quantization, classification or recognition.

However, observe that cases when X = f(Y ) + Z (g is the identity and N = 0)

may be legitimately viewed as clean Wyner-Ziv coding problems rather than noisy

ones, partially due to the fact that the availability of the side information at the

decoder establishes a one-to-one correspondence between Z and f(Y )+Z. An example

application based on this idea is DPCM for distributed coding, which is developed

in the context of video coding in [9, 188]. In this application, the side information

Y represents a reference frame, possibly motion compensated, and the source data is

the new frame Z, i.e., the original frame Y plus its differential Z−Y . In conventional

nondistributed coding, it is more efficient to transmit the differential Z − Y instead.

In Wyner-Ziv coding, transmitting Z provides the same performance.

Continuing with noisy Wyner-Ziv examples, we may also regard f(Y ) + g(Z) as

the affine estimate AX+BY +c ofX, or the nonlinear regression in terms of countable

collections of basis functions {ϕi(x)}i, {ψj(y)}j. Under this interpretation, N would

be the estimation error. More generally, consider the Hilbert space of R
k-valued r.v.’s

with finite expected squared norm (L2). The subset of r.v.’s of the form f(Y ) + g(Z)

for measurable functions f, g is a subspace. Let X̂ be the projection of X onto such
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subspace(i), minimizing E ‖X − X̂‖2. Suppose that the optimal f is somehow known.

Then the optimal g must minimize

E ‖X − f(Y ) − g(Z)‖2.

Consequently, g(z) = E[X− f(Y )|z], and similarly for f given g. A heuristic method

inspired by the Lloyd algorithm to find this projection consists in alternatingly op-

timizing f for a fixed g, and g for a fixed f , simply by computing the conditional

centroids of X − f(Y ) and X − g(Z).

Even if the best MSE estimate X̄ = E[X|Y, Z] is not additively separable, provided

that there is an additively separable estimate X ′ = f(Y )+ g(Z) of the source data X

with small error N , or in the event that the computation of the general estimate X̄

is prohibitively complex, we may still be interested in designing a noisy distributed

codec for f(Y ) + g(Z) instead of the source data itself. The implementation and

performance of such estimate would then be given by Theorem 5.11. Using the

orthogonality property of conditional MSE estimation, since the additively separable

estimate X ′ can be interpreted as a suboptimal estimate from Y, Z,

E ‖X −X ′‖2 = E ‖X − X̄‖2 + E ‖X̄ −X ′‖2.

In words, the mean squared difference between the best estimate and the additively

separable estimate is the difference between the their respective MSE, an informative

quantity in order to assess the performance loss due to the suboptimal implementation

of distributed quantization suggested.

(i)The projection theorem characterizes the estimate as the solution for f, g of the system of
orthogonality equations

0 = E[(X − f(Y ) − g(Z))(ϕ(Y ) + ψ(Z))] = E[(E[X |Y, Z]− f(Y ) − g(Z))(ϕ(Y ) + ψ(Z))]

for all ϕ, ψ (measurable and such that the sum has finite second moment). The second equality
is merely an application of iterated expectation, which shows that the estimate is completely de-
termined by E[X |Y, Z], Y, Z. One way to exploit the orthogonality condition consists in finding an
orthonormal basis of the subspace (always guaranteed to exist assuming Zorn’s lemma).
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5.4.3 Experimental Results on Clean Wyner-Ziv Quantization Revisited

In the following subsections we proceed to revisit the experimental results from

Secs. 4.1.2, 4.1.3, and 4.2.2, where the Lloyd algorithm described in Definition 3.13

was applied to distributed coding problems with Gaussian statistics and MSE as dis-

tortion measure. These problems are all special cases of the high-rate analysis in

Sec. 5.4.1.

First, recall that, in Sec. 4.1.2, scalar quantizers were designed for the quadrat-

ic-Gaussian Wyner-Ziv problem, where X ∼ N (0, 1) and NY ∼ N (0, 1/10) were

independent, and Y = X +NY .

We saw in Sec. 5.4.1 that the high-rate approximation to the operational dis-

tortion-rate function is given by (5.13). Fig. 4.3, which showed the rate-distortion

performance of several quantizers obtained with the Lloyd algorithm, can now be

completed by superimposing the high-rate approximation to the optimal performance.

The new plot is shown in Fig. 5.15. The close match in distortion at high rates
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Figure 5.15: Distortion-rate performance of optimized scalar Wyner-Ziv quantizers with Slepian-
Wolf coding. R = 1

k H(Q|Y ), X ∼ N (0, 1), NY ∼ N (0, 1/10) independent, Y = X +NY .

confirms the theory developed in this chapter and the usefulness of our extension of

the Lloyd algorithm, for the statistics of the example. At the end of Sec. 5.2.2, we
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argued that the distortion gap between scalar quantization and the information-the-

oretic rate-distortion function was approximately 1.53 dB. Thus we can now explain

the original observation regarding this fact made in Sec. 4.1.2.

Theorem 5.5 on clean distributed quantization with side information and ideal

Slepian-Wolf coding asserts that uniform quantizers with no index reuse are asymp-

totically optimal at high rates. This theorem enables us to explain the uniformity

and lack of index repetition observed in quantizer (b) in Fig. 4.4. According to the

distortion-rate performance in Fig. 5.15, quantizer (a) may be intuitively considered

a low-rate quantizer, and quantizer (b), a high-rate quantizer.

5.4.4 Experimental Results on Noisy Wyner-Ziv Coding Revisited

We turn now to the experiments of Sec. 4.1.3 for Wyner-Ziv coding of noisy sources.

Recall that X ′ ∼ N (0, 1), Y ′ = X ′ +NY and Z ′ = X ′ +NZ , where NY ∼ N (0, 1/10)

and NZ ∼ N (0, 1/10), and X ′, NY and NZ are independent. X, Y, Z are obtained as

k i.i.d. drawings of X ′, Y ′, Z ′.

This is the special case of Corollary 5.18 when m = 1, whose distortion-rate

performance is approximately (5.12). The ratio between D − D∞ and the infor-

mation-theoretic quantity is Mk/M∞. Fig. 5.16 adds the high-rate approximation

curve to the results displayed in Fig. 4.9. Once more, the results lend support to

the usefulness of the extended Lloyd algorithm and the correctness of the high-rate

quantization theory.

Recall that all scalar quantizers at high rates were uniform without index rep-

etition. On account of the results in Fig. 5.16, quantizer (a) in Fig. 4.10 may be

considered a low-rate quantizer, and (b), a high-rate quantizer. We noticed that

quantizer (b) resembled a hexagonal lattice, with no index reuse. These findings are

consistent with Theorem 5.11 on high-rate noisy distributed quantization for m = 1.
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k H(Q|Y ), X ∼ N (0, 1), NY , NZ ∼ N (0, 1/10) independent,
Y = X +NY , Z = X +NZ .

5.4.5 Experimental Results on Clean Symmetric Coding Revisited

We now revisit our last set of experiments on nonrandomized quantizer design, more

precisely, clean symmetric distributed quantization, reported in Sec. 4.2.2. Recall

that X1, X2 are k i.i.d. samples drawn according to N (
0,
(

1 ρ
ρ 1

))
.

Corollary 5.16 characterizes asymptotically optimal quantizers at high rates for

this particular problem. The new rate-distortion plot containing the high-rate ap-

proximation is shown in Fig. 5.16, which completes Fig. 4.14.

We found in Sec. 4.2.2 that all scalar quantizers were uniform without index repeti-

tion at high rates. According to the rate-distortion performance of the 2-dimensional

quantizers in Fig. 4.15, compared to the high-rate approximation in Fig. 5.17, we may

think of (a) and (b) as a low-rate quantizer and a high-rate quantizer, respectively.

Recall that quantizer (b) resembled a uniform hexagonal tessellation. These results

are consistent with Proposition 5.4 on high-rate clean symmetric quantization.
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(

1 1/2
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.

5.5 Summary

We characterize rate-distortion optimal quantizers for network distributed coding

of noisy sources at high rates, in the sense that they asymptotically minimize the

Lagrangian cost C = D + λR in the limit of large rates, when the distortion measure

is the MSE, assuming ideal Slepian-Wolf coding of the quantization indices.

Our approach is inspired by traditional, heuristic developments of high-rate quan-

tization theory, specifically Bennett’s distortion approximation, Gish and Pierce’s

rate approximation, and Gersho’s conjecture. The reason why an heuristic approach

is followed is first and foremost simplicity and readability, but also the fact that rig-

orous nondistributed high-rate quantization theory is not without technical gaps. A

reasonable modification of Gersho’s conjecture for clean symmetric distributed quan-

tization is assumed (when the number of instances of source data is greater than one),

setting upon which the characterization of clean hybrid quantizers is developed, by

introducing side information.

In the case of clean sources, we show that uniform tessellating quantizers without

index repetition are asymptotically optimal at high rates, and the side information

is only needed for Slepian-Wolf decoding but not necessarily for reconstruction. In

addition, the rate-distortion performance is approximately the same as if the side
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information were available at the encoder, and satisfies the usual 6 dB/bit exponential

rule. However, the role that the differential entropy of the source data played in the

nondistributed formula is replaced by the joint conditional differential entropy of all

sources given the side information, and the constant factor is a geometric average

of the Gersho’s constants corresponding to the dimension of each of the quantizers

involved.

Similar results are obtained for high-rate quantizers broadcasting quantization

indices to several decoders, with access to potentially different instances of side in-

formation. The distortion introduced by each of the reconstructions turns out to be

approximately the same at high rates, regardless of the side information.

Regarding noisy sources, our characterization of hybrid distributed quantizers at

high rates stems from the problem of clean additive symmetric quantization, where the

data of interest is the sum of observations. Under certain conditions, particularly if

the conditional expectation of the unseen source data X given the side information Y

and the noisy observations Z1, . . . , Zm is additively separable, then, at high rates,

asymptotically optimal quantizers can be decomposed into estimators and uniform

tessellating quantizers for clean sources. The rate-distortion performance of noisy

distributed quantization at high rates inherits the penalties of additive symmetric

distributed quantization when the number of sources m > 1. Namely, the distortion

increment D̄ = D − D∞ is proportional to 2−2R/m instead of the usual factor 2−2R,

corresponding to the 6 dB/bit rule, where D∞ denotes the limit of the distortion as the

rate tends to infinity. However, in the special case of noisy Wyner-Ziv quantization

(m = 1), provided that the conditional expectation is additively separable, there is

no asymptotic loss in performance by not using the side information at the encoder.

The more general setting of a network of quantizers and reconstructions is formu-

lated as a rate allocation problem where distortions and rates are related by a general

exponential rule accommodating any of the clean and noisy hybrid distributed prob-

lems considered at that point. The overall rate-distortion performance of the network

turns out to follow the same exponential rule.

A number of examples with Gaussian and non-Gaussian statistics are provided to

illustrate the hypotheses and conclusions in the main theorems. The experimental
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results for Wyner-Ziv quantization of Gaussian sources from the previous chapter

show consistency between the rate-distortion performance of the quantizers found by

our extension of the Lloyd algorithm, and the performance predicted by the high-rate

theory presented.



Chapter 6

Transforms for Distributed Source

Coding

The high-rate analysis for optimal quantization of Chapter 5 is applied in this chapter

to extend some of the fundamental theory of nondistributed transform coding to

Wyner-Ziv coding. As remarked in Sec. 2.1 for conventional transform coding, the

main goal is to reduce the implementation complexity at the smallest cost in rate-

distortion performance.

In particular, we investigate orthonormal transformations of both clean and noisy

source data, but also arbitrary transformations of the side information itself. Experi-

mental results on Wyner-Ziv transform coding of Gaussian signals, and also on image

denoising, are shown to illustrate the clean and noisy coding cases.

A major portion of this chapter was published in [196,200,201].

6.1 Wyner-Ziv Transform Coding of Clean Sources

The following intermediate definitions and results will be useful to analyze orthonor-

mal transforms(a) for Wyner-Ziv coding. Define the geometric expectation of a posi-

tive random scalar S as GS = bE logb S, for any positive real b different from 1. Note

(a)We follow the common convention of restricting the definition of orthonormal transforms to
linear transforms. Observe that a norm-preserving transformation, such as taking the absolute
value of the entries of a real vector, need not be linear.
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that if S were discrete with probability mass function pS(s), then GS =
∏

s s
pS(s).

Define ΣX|Y (y) = Cov[X|y]. The constant factor in the rate-distortion approxima-

tion given by the second equation of Theorem 5.5(iii) (m = 1, k = k1 = kT) can be

expressed as

Mk 2
2
k

h(X|y) = ε2X|Y (y)
(
det ΣX|Y (y)

)1/k
,

where, for each y, ε2X|Y (y) depends only on Mk and the shape of pX|Y (·|y) (i.e.,

the identity-covariance normalization of pX|Y (·|y), the PDF of ΣX|Y (y)−1/2X|y). If

h(X| y) is finite, then

ε2X|Y (y)
(
det ΣX|Y (y)

)1/k
> 0,

and since GY [2
2
n

[h(X|y)]y=Y ] = 2
2
k

h(X|Y ), the rate-distortion equation in Theorem 5.5(iv’)

can be written equivalently as

D � G[ε2X|Y (Y )] G[
(
det ΣX|Y (Y )

)1/k
] 2−2R.

We are now ready to consider the transform coding setting in Fig. 6.1. Let
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Figure 6.1: Transformation of the source vector.

X = (X1, . . . , Xk) be a continuous random vector of finite dimension k, modeling

source data, and let Y be an arbitrary random variable playing the role of side infor-

mation available at the decoder, for instance, a random vector of dimension possibly

different from k. The source data undergo an orthogonal transform represented by

the matrix U , precisely, X ′ = UT X. Each transformed component X ′
i is coded in-

dividually with a scalar Wyner-Ziv quantizer (represented in Fig. 5.2, m = 1). The
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quantization index is assumed to be coded with an ideal Slepian-Wolf codec. The

(entire) side information Y is used for Slepian-Wolf decoding and reconstruction to

obtain the transformed estimate X̂ ′, which is inversely transformed to recover an

estimate of the original source vector according to X̂ = U X̂ ′.

The expected distortion in subband i is Di = E (X ′
i − X̂ ′

i)
2. The rate required to

code the quantization index Q′
i is Ri = H(Q′

i|Y ). Define the total expected distortion

per sample as D = 1
k

E ‖X − X̂‖2, and the total expected rate per sample as R =
1
k

∑
iRi. We wish to minimize the Lagrangian cost C = D + λR.

Define the expected conditional covariance Σ̄X|Y = E ΣX|Y (Y ) = EY Cov[X|Y ].

Note that Σ̄X|Y is the covariance of the error of the best estimate of X given Y , i.e.,

E[X|Y ]. In fact, the orthogonality principle of conditional estimation implies

Σ̄X|Y + Cov E[X|Y ] = CovX,

thus Σ̄X|Y � CovX, with equality if and only if E[X|Y ] is a constant with probabil-

ity 1.

The optimal orthonormal transform will be given by Theorem 6.2 below. One of

the hypotheses, required even in the nondistributed case, states that a certain average

involving the differential entropies of the zero-mean unit-variance normalized PDFs of

the transformed coefficients remains constant regardless of the orthonormal transform

chosen, which is satisfied for example by jointly Gaussian r.v.’s. Before presenting the

transform theorem, the next proposition provides a family of unconditional PDFs sat-

isfying an even stronger requirement: the shape of each of the transformed coefficients

is unaffected by the particular transform chosen.

Proposition 6.1. The family of R
k-valued r.v.’s X such that for any u ∈ R

k, the

PDF of uTX, normalized with zero mean and unit variance, remains constant, in-

cludes r.v.’s with PDFs of the form q(xTGx) = q(‖G1/2x‖2), for any G positive

definite, in particular Gaussian r.v.’s and r.v.’s with circularly symmetric PDFs.

Proof: Without loss of generality assume that u is normal. Let U be an orthonor-

mal matrix with first column u. Define X ′ = UTX. Let p(x) be the PDF of X. Then,

the PDF of X ′ is p(Ux′).
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Denote the Fourier transform of f(x) by

f(x)
F−→ f̃(s) =

∫
Rk

f(x) e−j 2πsTx dx.

Applying a coordinate transformation to the integral defining the Fourier transform,

it is easy to check that for any invertible A,

f(Ax)
F−→ 1

| detA| f̃
(
A−Ts

)
, (6.1)

where A−T denotes the transpose of the inverse of A. In the special case when A is

orthonormal, this means that the Fourier transform preserves rotations, and that the

Fourier transform of a function of the form f(x) = g(‖x‖2) is a function of the form

f̃(s) = g̃(‖s‖2) (g̃ is not the Fourier transform of g, but it is directly related to its

Hankel transform). Let q(‖x‖2)
F−→ q̃(‖s‖2). In addition, (6.1) implies that for any

orthonormal U and positive definite G(b),

X ′ ∼ p(Ux′) = q
(‖G1/2Ux′‖2

) F−→ 1√
detG

q̃
(‖G−1/2Us‖2

)
. (6.2)

On the other hand, recall that the projection-slice theorem (an immediate conse-

quence of the definition of Fourier transform) asserts that the 1-dimensional Fourier

transform of the projection of f(x) onto the x1 axis is the slice along the s1 axis of

the k-dimensional Fourier transform of f(x):∫
Rk−1

f(x) dx2 · · ·dxk F−→ f̃(s1, 0, . . . , 0).

Due to the linearity of the Fourier transform and the fact that f(αx)
F−→ 1

|α| f̃
(
s
α

)
for

any nonzero real α ((6.1) with A = αI), in order to show that the PDF of uTX will

have the same shape regardless of u, it suffices to prove that the shape of the slice

along the s1 axis of the transform (6.2) does not depend on U :

X ′
1 = uTX ∼

∫
Rk−1

p(Ux′) dx′2 · · ·dx′k F−→

(b)Equation (6.2) shows that the characteristic function of the family of r.v.’s in the proposition
are also a function of a quadratic form. This is evidence of the connection between such r.v.’s and
spherically invariant random process (SIRP) [250]. Recall that a linear transformation of a SIRP
results in a SIRP, a fact that bears a conceptual similarity to the statement of the proposition.
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F−→ 1√
detG

q̃

(∥∥∥∥G−1/2U

( s1
0
...

)∥∥∥∥
2
)

=
1√

detG
q̃
(
(‖G1/2u‖s1)

2
)
. �

Theorem 6.2 (Wyner-Ziv transform coding). Assume Ri large so that the results

for high-rate approximation of Theorem 5.5 can be applied to each subband in Fig. 6.1,

i.e.,

Di � 1
12

22 h(X′
i|Y ) 2−2Ri. (6.3)

Suppose further that the change of the shape of the PDFs of the transformed com-

ponents with the choice of U is negligible so that
∏

i G ε2X′
i|Y (Y ) may be considered

constant, and that Varσ2
X′

i|Y (Y ) � 0, which means that the variance of the condi-

tional distribution does not change significantly with the side information.

Then, minimization of the overall Lagrangian cost C is achieved when the following

conditions hold:

(i) All bands have a common distortion D. All quantizers are uniform, without

index repetition, and with a common interval width Δ such that D � 1
12

Δ2.

(ii) D � 1
12

22
1
k

P
i h(X′

i |Y ) 2−2R.

(iii) An optimal choice of U is one that diagonalizes Σ̄X|Y , i.e., it is the KLT for the

expected conditional covariance matrix.

(iv) The transform coding gain δT, which we define as the inverse of the relative

decrease of distortion due to the transform, satisfies

δT �
∏

i G[σ2
Xi|Y (Y )]1/k∏

i G[σ2
X′

i|Y (Y )]1/k
�
∏

i G[σ2
Xi|Y (Y )]1/k(

det Σ̄X|Y
)1/k

.

Proof: Since U is orthogonal, D = 1
k

∑Di. The minimization of the overall

Lagrangian cost

C = 1
k

∑
i

Di + λRi

yields a common distortion condition, Di � D (proportional to λ). Equation (6.3) is

equivalent to

Di � G[ε2X′
i|Y (Y )] G[σ2

X′
i|Y (Y )] 2−2Ri .
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Since Di � D for all i, then D =
∏

iD1/k
i and

D �
∏
i

G[ε2X′
i|Y (Y )]1/k

∏
i

G[σ2
X′

i |Y (Y )]1/k 2−2R, (6.4)

which is equivalent to (ii) in the statement of the theorem. The fact that all quantizers

are uniform and the interval width satisfies D = 1
12

Δ2 is a consequence of Theorem 5.5

for one source and one dimension.

For any positive random scalar S such that VarS � 0, it can be shown that

GS � ES. It is assumed in the theorem that Var σ2
X′

i|Y (Y ) � 0, hence

Gσ2
X′

i|Y (Y ) � Eσ2
X′

i|Y (Y ).

This, together with the assumption that
∏

i G ε2X′
i|Y (Y ) may be considered constant,

implies that the choice of U that minimizes the distortion (6.4) is approximately equal

to that minimizing
∏

i E σ
2
X′

i|Y (Y ).

Σ̄X|Y is nonnegative definite. The spectral decomposition theorem [18] implies that

there exists an orthogonal matrix ŪX|Y and a nonnegative definite diagonal matrix

Λ̄X|Y such that Σ̄X|Y = ŪX|Y Λ̄X|Y ŪT
X|Y . On the other hand, Σ̄X′|Y = UT Σ̄X|Y U ,

because ΣX′|Y (y) = UT ΣX|Y (y)U for all y, where a notation analogous to that of X

is used for X ′.

Finally, as a consequence of Hadamard’s inequality and the fact that U is orthog-

onal, ∏
i

E σ2
X′

i|Y (Y ) � det Σ̄X′|Y = det Σ̄X|Y .

Since U = ŪX|Y implies that Σ̄X′|Y = Λ̄X|Y , we conclude that the distortion is min-

imized precisely for that choice of U . The expression for the transform coding gain

follows immediately. �

Corollary 6.3 (Gaussian Wyner-Ziv transform coding). If X and Y are jointly

Gaussian random vectors, then it is only necessary to assume the high-rate approxi-

mation hypothesis of Theorem 6.2, in order for it to hold. Furthermore, if DVQ and

RVQ denote the distortion and the rate when an optimal vector quantizer is used, then

we have:

(i) Σ̄X|Y = ΣX − ΣXY Σ−1
Y ΣT

XY .
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(ii) h(X|Y ) =
∑

i h(X ′
i|Y ).

(iii) D
DVQ

� 1/12
Mk

−−−→
k→∞

πe
6
� 1.53 dB.

(iv) R−RVQ � 1
2
log2

1/12
Mk

−−−→
k→∞

1
2
log2

πe
6
� 0.25 bit/s.

Proof: Conditionals of Gaussian random vectors are Gaussian, and linear trans-

forms preserve Gaussianity, thus
∏

i G ε2X′
i|Y (Y ), which depends only on the type of

PDF, is constant with U . Furthermore,

ΣX|Y (y) = ΣX − ΣXY Σ−1
Y ΣT

XY

(see, e.g., [140]) is constant with y, hence Varσ2
X′

i|Y (Y ) = 0. The differential entropy

identity follows from the fact that for Gaussian random vectors (conditional) inde-

pendence is equivalent to (conditional) uncorrelatedness, and that this is the case for

each y. To complete the proof, apply Corollary 5.15. �
The conclusions and the proof of the previous corollary are equally valid if we only

require that X|y be Gaussian for every y, and ΣX|Y (y) be constant.

As an additional example with Varσ2
X′

i|Y (Y ) = 0, consider X = f(Y )+N , for any

(measurable) function f , and assume that N and Y are independent random vectors.

ΣX′|Y (y) = UT ΣN U , constant with y. If in addition, N is Gaussian, then so is X|y.
Suppose now that the source data and the side information are blocks drawn from

jointly Gaussian random processes X and Y , respectively. We argue intuitively that

the approximation to the transform coding gain in Theorem 6.3(iv) can be expressed

in terms of power spectral densities. First, recall that the covariance of a conditional

Gaussian r.v. is precisely the covariance of the MSE estimation error. Consequently,

we characterize the conditional Gaussian r.v. by means of the error process given by

a Wiener denoising filter. Precisely,

SX|Y (ei2πf ) = SX(ei2πf) − |SXY (ei2πf)|2
SY (ei2πf)

(6.5)

(see, e.g., [79]). Secondly, observe that the geometric average of the diagonal entries

of ΣX|Y must approximate the variance of the error process for large dimension k,

thus ∏
i

σ2
Xi|Y

1/k � σ2
X|Y =

∫ 1

0

SX|Y (ei2πf ) df,
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(this can also be interpreted as 1
k

tr ΣX|Y , an eigenvalue average). On the other hand,

the determinant is a geometric average of eigenvalues λX|Y i, and consequently, under

mild assumptions, using basic results on Toeplitz determinants [104, §4.3] (also [109]),

ln(det ΣX|Y )1/k =
1

k

∑
i

lnλX|Y i �
∫ 1

0

lnSX|Y (ei2πf ) df.

Finally, the transform coding gain is

δT �
∫ 1

0
SX|Y (ei2πf) df

e
R 1
0

lnSX|Y (ei2πf ) df
, (6.6)

the quotient between the arithmetic average and the geometric average of the power

spectral density of the error estimation process, the inverse of its spectral flatness.

In the following, a Toeplitz matrix is called asymptotically circulant when it is

asymptotically equivalent, in the sense defined in [104, §2], to a circulant matrix.

Recall that an asymptotically equivalent circulant matrix can always be obtained

from the autocorrelation function associated with the Toeplitz matrix [104, § 4.2,

Equation (4.26)], provided that the function is absolutely summable [104, Lemma 4.6],

or more generally, provided that it is square summable [109].

Corollary 6.4 (DCT for Wyner-Ziv coding). Suppose that for each y, ΣX|Y (y) is

Toeplitz with a square summable associated autocorrelation so that it is also asymp-

totically circulant as k → ∞. In terms of the associated random process, this

means that Xi is conditionally covariance stationary given Y , i.e., (Xi−E[Xi|y]|y)i∈Z

is second-order stationary for each y. Then, it is not necessary to assume that

Varσ2
X′

i|Y (Y ) � 0 in Theorem 6.2 in order for it to hold, with the following modi-

fications for U and δT:

(i) The DCT is an asymptotically optimal choice for U (c).

(ii) The transform coding gain is given by

δT � G δT(Y ), δT(Y ) =

∏
i σ

2
Xi|Y (Y )1/k(

det ΣX|Y (Y )
)1/k .

(c)Precisely, UT is the analysis DCT matrix, and U the synthesis DCT matrix.
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Proof: The proof proceeds along the same lines of that of Theorem 6.2, observing

that the DCT matrix asymptotically diagonalizes ΣX|Y (y) for each y, since it is

symmetric and asymptotically circulant [104, 109,195]. �
Observe that the coding performance of the cases considered in Corollaries 6.3

and 6.4 would be asymptotically the same if the transform U were allowed to be a

function of y.

We would like to remark that there are several ways by which the transform

coding gain in Theorem 6.2(iv) and also in Theorem 6.4(ii), can be manipulated to

resemble an arithmetic-geometric mean ratio involving the variances of the transform

coefficients, conceptually similar to (6.6). This is consistent with the fact that the

transform coding gain is indeed a gain. The following corollary is an example.

Corollary 6.5. Suppose, in addition to the hypotheses of Theorem 6.2, that σ2
Xi|Y (y) =

σ2
X0|Y (y) for all i = 1, . . . , k, and for all y. This can be understood as a weakened

version of the conditional covariance stationarity assumption in Corollary 6.4. Then,

the transform coding gain satisfies

δT � G δT(Y ), δT(Y ) =

1
k

∑
i σ

2
X′

i|Y (Y )∏
i σ

2
X′

i|Y (Y )1/k
.

Proof: Define

δT(y) =

∏
i σ

2
Xi|Y (y)1/k∏

i σ
2
X′

i|Y (y)1/k
.

According to Theorem 6.2, it is clear that δT � G δT(Y ). Now, for each y, since

by assumption the conditional variances are constant with i, the numerator of δT(y)

satisfies ∏
i

σ2
Xi|Y (y)1/k = σ2

X0|Y (y) = 1
k

∑
i

σ2
Xi|Y (y).

Finally, since X ′ = UTX and U is orthonormal,∑
i

σ2
Xi|Y (y) = E[‖X − E[X|y]‖2|y] = E[‖X ′ − E[X ′|y]‖2|y] =

∑
i

σ2
X′

i|Y (y). �

The problem of distributed coding with several encoders operating separately,

each one with its own transform, and decoder side information, can be tackled as
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follows. For simplicity, consider two source vectors X1 and X2, not necessarily of the

same dimension. To find the optimal transform U1 for X1, the high-rate hypothe-

sis enables us to approximate the reconstruction of X2, available at the decoder, by

the original data X2. Thus the results of this section are applicable simply by using

the pair (X2, Y ) as side information instead of just Y . Similarly, the side informa-

tion corresponding to the data vector X2 is (X1, Y ). The two Wyner-Ziv transform

coding problems are equivalent (asymptotically, at high rates) to the original hybrid

distributed problem because the rate-distortion cost is additive.

6.2 Wyner-Ziv Transform Coding of Noisy Sources

6.2.1 Fundamental Structure

If x̄(y, z) is additively separable, in the sense defined before Proposition 5.12, the

asymptotically optimal implementation of a Wyner-Ziv quantizer established by The-

orem 5.11 and Corollary 5.13, illustrated in Fig. 5.13, suggests the transform coding

setting represented in Fig. 6.2. In this setting, the Wyner-Ziv uniform tessellating

Noisy Transform Encoder Noisy Transform Decoder with Side Information 

X̂
UT U

SW
E&D

SW
E&D

SW
E&D

Y

x̄Y (y)

X̄Y

Z
x̄Z (z)

X̄Z1

X̄Z2

X̄Zk

X̄ 0
Z1

X̄ 0
Z2

X̄ 0
Zk

q01

q02

q0k

Q01

Q02

Q0k

Q01

Q02

Q0k

ˆ̄x0Z1

ˆ̄x0Z2

ˆ̄x0Zk

ˆ̄X 0
Z1

ˆ̄X 0
Z2

ˆ̄X 0
Zk

ˆ̄XZ1

ˆ̄XZ2

ˆ̄XZk

Figure 6.2: Wyner-Ziv transform coding of a noisy source.

quantizer and reconstructor for X̄Z , regarded as a clean source, have been replaced by

a Wyner-Ziv transform codec of clean sources, studied in Section 6.1. The transform

encoder is a rotated, scaled Z-lattice quantizer, and the translation argument used in
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the proof of Theorem 5.11 still applies. By this argument, an additively separable en-

coder estimator x̄(y, z) can be replaced by an encoder estimator x̄Z(z) and a decoder

estimator x̄Y (y) with no loss in performance at high rates.

The transform codec acts now on X̄Z , which undergoes the orthonormal trans-

formation X̄ ′
Z = UTX̄Z . Each transformed coefficient X̄ ′

Z i is coded separately with

a Wyner-Ziv scalar quantizer (for a clean source), followed by an ideal Slepian-Wolf

encoder and a decoder, and reconstructed with the help of the (entire) side informa-

tion Y . The reconstruction ˆ̄X ′
Z is inversely transformed to obtain ˆ̄XZ = U ˆ̄X ′

Z . The

final estimate of X is X̂ = x̄Y (Y ) + ˆ̄XZ . Clearly, the last summation could be omit-

ted by appropriately modifying the reconstruction functions of each subband. All

the definitions of the previous section for clean data are maintained, and in addition,

D̄ = 1
k

E ‖X̄Z − ˆ̄XZ‖2 denotes the distortion associated with the clean source X̄Z .

The decomposition of a Wyner-Ziv transform codec of a noisy source into an esti-

mator and a Wyner-Ziv transform codec of a clean source allows the direct application

of the results for Wyner-Ziv transform coding of clean sources in Section 6.1.

Theorem 6.6 (Noisy Wyner-Ziv transform coding). Suppose x̄(y, z) is additively sep-

arable. Assume the hypotheses of Theorem 6.2 for X̄Z . In summary, assume that the

high-rate approximation hypotheses for Wyner-Ziv quantization of clean sources hold

for each subband, the change in the shape of the PDFs of the transformed components

with the choice of the transform U is negligible, and the variance of the conditional

distribution of the transformed coefficients given the side information does not change

significantly with the values of the side information. Then, there exists a Wyner-Ziv

transform codec, represented in Fig. 6.2, asymptotically optimal in Lagrangian cost,

such that:

(i) All bands introduce the same distortion D̄. All quantizers are uniform, without

index repetition, and with a common interval width Δ such that D̄ � Δ2/12.

(ii) D = D∞ + D̄, D̄ � 1
12

2
2
n

P
i h(X̄′

Zi|Y ) 2−2R.

(iii) U diagonalizes E Cov[X̄Z|Y ], i.e., is the KLT for the expected conditional co-

variance matrix of X̄Z.
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Proof: Apply Theorem 6.2 to X̄Z . Note that since X̄ = X̄Y + X̄Z and X̂ =

X̄Y + ˆ̄XZ , then X̄Z − ˆ̄XZ = X̄ − ˆ̄X, and use Proposition 5.8 for (Y, Z) instead of Z

to prove (ii) (as in the proof of Theorem 5.11(iii’)). �
Since X̄|y = x̄Y (y) + X̄Z |y, note that h(X̄ ′

Zi|Y ) = h(X̄ ′
i|Y ). In addition, D̄ =

1
k

E ‖X̄ − ˆ̄X‖2 and E Cov[X̄Z |Y ] = E Cov[X̄|Y ] � Cov X̄.

Corollary 6.7 (Gaussian noisy Wyner-Ziv transform coding). If X, Y and Z are

jointly Gaussian random vectors, then it is only necessary to assume the high-rate

approximation hypotheses of Theorem 6.6, in order for it to hold. Furthermore, if

DVQ denotes the distortion when an optimal vector quantizer is used, then

D −D∞
DVQ −D∞

� 1/12

Mk
−−−→
k→∞

πe

6
� 1.53 dB.

Proof: x̄(y, z) is additively separable. Apply Corollary 6.3 to X̄Z and Y , which

are jointly Gaussian. �

Corollary 6.8 (DCT for noisy Wyner-Ziv transform coding). Suppose that x̄(y, z)

is additively separable and that for each y, Cov[X̄|y] = Cov[X̄Z |y] is Toeplitz with a

square summable associated autocorrelation so that it is also asymptotically circulant

as k → ∞. In terms of the associated random processes, this means that X̄i (equiva-

lently, X̄Zi) is conditionally covariance stationary given Y , i.e., ((X̄i−E[X̄i|y])|y)i∈Z

is second-order stationary for each y.

Then, it is not necessary to assume in Theorem 6.6 that the conditional variance

of the transformed coefficients is approximately constant with the values of the side

information in order for it to hold, and the DCT is an asymptotically optimal choice

for U .

Proof: Apply Corollary 6.4 to X̄Z and Y . �
We remark that the coding performance of the cases considered in Corollaries 6.7

and 6.8 would be asymptotically the same if the transform U and the encoder esti-

mator x̄Z(z) were allowed to depend on y.

For any random vector Y , set X = f(Y ) +Z +NX and Z = g(Y ) +NZ , where f ,

g are any (measurable) functions, NX is a random vector such that E[NX |y, z] is con-

stant with (y, z), and NZ is a random vector independent from Y such that CovNZ is
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Toeplitz. Cov[X̄|y] = Cov[Z|y] = CovNZ , thus this is an example of constant condi-

tional variance of transformed coefficients which, in addition, satisfies the hypotheses

of Corollary 6.8.

6.2.2 Variations on the Fundamental Structure

The fundamental structure of the noisy Wyner-Ziv transform codec analyzed can be

modified in a number of ways. We now consider variations on the encoder estimation

and transform for this structure, represented completely in Fig. 6.2, and partially

in Fig. 6.3(a). Later, in Section 6.3, we shall focus on variations involving the side

information.

UT
Z

x̄Z (z)

X̄Z1

X̄Z2

X̄Zk

X̄ 0
Z1

X̄ 0
Z2

X̄ 0
Zk

q01

q02

q0k

(a) Fundamental structure.
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X̄ 0
Zk
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q02

q0k
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Z 0
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(b) Estimation in the transform domain.

UT

X̄ 0
Z1

X̄ 0
Z2

X̄ 0
Zk

q01

q02

q0k

Z Z 0
x̄0Z (z

0)

(c) Equivalent structure.

Figure 6.3: Variations of the fundamental structure of a Wyner-Ziv transform encoder of a noisy
source.

A general variation consists of performing the encoder estimation in the transform

domain. More precisely, define Z ′ = UTZ, X̄ ′
Z = UTX̄Z and x̄′Z(z′) = UTx̄Z(Uz′)

for all z′. Then, the encoder estimator satisfies x̄Z(z) = Ux̄′Z(UTz), as illustrated in
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Fig. 6.3(b). Since UUT = I, the estimation and transform UTx̄Z(z) can be written

simply as x̄′Z(UTz), as shown in Fig. 6.3(c).

The following intuitive argument suggests a convenient transform-domain estima-

tion structure. Suppose that X, Y and Z are zero-mean, jointly wide-sense stationary

random processes. Suppose further that they are jointly Gaussian, or, for simplicity,

that a linear estimator of X given ( YZ ) is desired. Then, under certain regularity

conditions, a vector Wiener filter (hY hZ) can be used to obtain the best linear esti-

mate X̄:

X̄(k) = (hY hZ)(k) ∗ ( YZ ) (k) = hY (k) ∗ Y (k) + hZ(k) ∗ Z(k).

Observe that, in general, hY will differ from the individual Wiener filter to estimate X

given Y , and similarly for hZ . The Fourier transform of the Wiener filter is given by

(HY HZ)(ejω) = S
X(YZ )(e

jω) S(YZ )(e
jω)−1, (6.7)

where S denotes a power spectral density matrix. For example, let NY , NZ be zero-

mean wide-sense stationary random processes, representing additive noise, uncorre-

lated with each other and with X, with a common power spectral density matrix SN .

Let Y = X + NY and Z = X + NZ be noisy versions of X. Then, as an easy

consequence of (6.7),

HY (ejω) = HZ(ejω) =
SX(ejω)

2SX(ejω) + SN (ejω)
. (6.8)

The factor 2 multiplying SX in the denominator reflects the fact that 2 signals are

using for denoising. Suppose now thatX, Y and Z are instead blocks (of equal length)

of consecutive samples of random processes. Recall that a block drawn from the

convolution of a sequence with a filter can be represented as a product of a Toeplitz

matrix h, with entries given by the impulse response of the filter, and a block x

drawn from the input sequence. If the filter has finite energy, the Toeplitz matrix h

is asymptotically circulant as the block length increases, so that it is asymptotically

diagonalized by the discrete Fourier transform (DFT) matrix [104,109], denoted by U ,

as h = UHUT. The matrix multiplication y = hx, analogous to a convolution, is

equivalent to UTy = HUTx, analogous to a spectral multiplication for each frequency,

since H is diagonal. This suggests the following structure for the estimator used in
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x̄Z (z)

X̄Z
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k

Figure 6.4: Structure of the estimator x̄Z(z) inspired by linear shift-invariant filtering. A similar
structure may be used for x̄Y (y).

the Wyner-Ziv transform encoder, represented in Fig. 6.4: x̄(y, z) = x̄Y (y) + x̄Z(z),

where x̄Z(z) = UHZU
Tz, for some diagonal matrix HZ , and similarly for x̄Y (y). The

(diagonal) entries of HY and HZ can be set according to the best linear estimate of X ′
i

given
(
Y ′

i

Z′
i

)
. For the previous example, in which Y and Z are noisy observations of X,

(HY ii HZ ii) = Σ
X′

i

„
Y ′

i

Z′
i

«Σ−1„
Y ′

i

Z′
i

« ⇒ HY ii = HZ ii =
σ2
X′

i

2σ2
X′

i
+ σ2

N ′
i

,

where σ2
X′

i
= uT

i ΣXui is the variance of the ith transform coefficient of X, and ui the

corresponding (column) analysis vector of U , and similarly for σ2
N ′

i
. Alternatively,

HY ii and HZ ii can be approximated by sampling the Wiener filter for the underly-

ing processes (6.8) at the appropriate frequencies. Furthermore, if the Wiener filter

component hZ associated with x̄Z(z) is even, as in the previous example, then the

convolution matrix is not only Toeplitz but also symmetric (thus not causal), and

the DCT can be used instead of the DFT as the transform U [195](d). An efficient

method for general DCT-domain filtering is presented in [133].

If the transform-domain estimator is of the form x̄′Z(z′) = HZz
′, for some diag-

onal matrix HZ , as in the structure suggested above, or more generally, if x̄′Z(z′)

operates individually on each transformed coefficient z′i, then the equivalent struc-

ture in Fig. 6.3(c) can be further simplified to group each subband scalar estimation

x̄′Z′ i(z
′
i) and each scalar quantizer q′i(z

′
i) as a single quantizer. The resulting struc-

ture transforms the noisy observation and then uses a scalar Wyner-Ziv quantizer of

a noisy source for each subband. This is in general different from the fundamental

(d)If a real Toeplitz matrix is not symmetric, there is no guarantee that the DCT will asymptotically
diagonalize it, and the DFT may produce complex eigenvalues.
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structure in Figs. 6.2 or 6.3(a), in which an estimator was applied to the noisy observa-

tion, the estimation was transformed, and each transformed coefficient was quantized

with a Wyner-Ziv quantizer for a clean source. Since this modified structure is more

constrained than the general structure, its performance may be degraded. However,

the design of the noisy Wyner-Ziv scalar quantizers at each subband, for instance

using the extension of the Lloyd algorithm in Section 3.3.3, may be simpler than the

implementation of a nonlinear vector estimator x̄Z(z), or a noisy Wyner-Ziv vector

quantizer operating directly on the noisy observation vector.

6.3 Transformation of the Side Information

6.3.1 Linear Transformations

Suppose that the side information is a random vector of finite dimension k. A very

convenient simplification in the setting of Figs. 6.1 and 6.2 would consist of using

scalars, obtained by some transformation of the side information vector, in each of

the Slepian-Wolf codecs and in the reconstruction functions. This is represented in

Fig. 6.5. Even more conveniently, we are interested in linear transforms Y ′ = V T Y

Noisy Transform Encoder
Noisy Transform Decoder with 
Transformed Side Information 

X̂
UT U

SW
E&D

SW
E&D

SW
E&D

x̄Y (y)

X̄Y

Z
x̄Z (z)

X̄Z1

X̄Z2

X̄Zk

X̄ 0
Z1

X̄ 0
Z2

X̄ 0
Zk

q01

q02

q0k
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Q02

Q0k

Q01

Q02

Q0k
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ˆ̄X 0
Z1

ˆ̄X 0
Z2

ˆ̄X 0
Zk

ˆ̄XZ1

ˆ̄XZ2

ˆ̄XZk

Y 01

Y 02

y0(y)

Y

Y 0k

Figure 6.5: Wyner-Ziv transform coding of a noisy source with transformed side information.
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that lead to a small loss in terms of rate and distortion. It is not required for V to

define an injective transform, since no inversion is needed.

Proposition 6.9. Let X be a random scalar with mean μX, and let Y be a k-

dimensional random vector with mean μY . Suppose that X and Y are jointly Gaus-

sian. Let c ∈ R
k, which gives the linear estimate X̂ = cT Y . Then,

min
c

h(X|X̂) = h(X|Y ),

and the minimum is achieved for c such that X̂ is the best linear estimate of X − μX

given Y − μY , in the MSE sense.

Proof: Set c∗ = ΣXY Σ−1
Y , so that c∗TY is the best linear estimate of X−μX given

Y −μY . (The assumption that Y is Gaussian implies, by definition, the invertibility of

ΣY , and therefore the existence of a unique estimate.) For each y, X|y is a Gaussian

random scalar with variance σ2
X|Y , constant with y, equal to the MSE of the best

affine estimate of X given Y . Since additive constants preserve variances, the MSE

is equal to the variance of the error of the best linear estimate ofX−μX given Y −μY ,

also equal to Var[X−c∗TY ]. On the other hand, for each c, X|x̂ is a Gaussian random

scalar with variance σ2
X|X̂ equal to the variance of the error of the best linear estimate

of X − μX given X̂ − μX̂ , denoted by Var[X − α∗cTY ]. Minimizing

h(X|X̂) = 1
2

log2(2πe σ
2
X|X̂)

is equivalent to minimizing σ2
X|X̂ . Since

σ2
X|X̂ = Var[X − α∗cTY ] � Var[X − c∗TY ] = σ2

X|Y ,

the minimum is achieved, in particular, for c = c∗ and α∗ = 1 (and in general for any

scaled c∗). �
The following theorems on transformation of the side information are given for the

more general, noisy case, but are immediately applicable to the clean case by setting

Z = X = X̄ = X̄Z .

Theorem 6.10 (Linear transformation of side information). Under the hypotheses

of Corollary 6.7, for high rates, the transformation of the side information given by

V T = UT ΣX̄ZY Σ−1
Y (6.9)
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minimizes the total rate R, with no performance loss in distortion or rate with re-

spect to the transform coding setting of Fig. 6.2 (and in particular Fig. 6.1), in which

the entire vector Y is used for decoding and reconstruction. Precisely, reconstruc-

tion functions defined by E[X̄ ′
Zi|q, y] and by E[X̄ ′

Zi|q, y′i] give approximately the same

distortion D̄i, and Ri = H(X̄ ′
Zi|Y ′

i ) � H(X̄ ′
Zi|Y ).

Proof: Theorems 5.11 and 6.6 imply

Ri = H(X̄ ′
Zi|Y ) � h(X̄ ′

Zi|Y ) − log2 Δ,

thus the minimization of Ri is approximately equivalent to the minimization of

h(X̄ ′
Zi|Y ). Since linear transforms preserve Gaussianity, X̄ ′

Z and Y are jointly Gaus-

sian, and Proposition 6.9 applies to each X̄ ′
Zi. V is determined by the best linear

estimate of X̄ ′
Z given Y , once the means have been removed. This proves that there

is no loss in rate. Corollary 5.6 implies that a suboptimal reconstruction is asymp-

totically as efficient, thus there is no loss in distortion either. �
Observe that ΣX̄ZY Σ−1

Y in (6.9) corresponds to the best linear estimate of X̄Z

from Y , disregarding their means. This estimate is transformed according to the same

transform applied to X, yielding an estimate of X̄ ′
Z . In addition, joint Gaussianity

implies the existence of a matrix B such that X̄Z = BZ. Consequently, ΣX̄ZY =

BΣZY .

6.3.2 General Transformations

Theorem 6.10 shows that under the hypotheses of high-rate approximation, for jointly

Gaussian statistics, the side information could be linearly transformed and a scalar

estimate used for Slepian-Wolf decoding and reconstruction in each subband, instead

of the entire vector Y , with no asymptotic loss in performance. Here we extend this

result to general statistics, connecting Wyner-Ziv coding and statistical inference.

Let X and Θ be random variables, representing, respectively, an observation and

some data we wish to estimate. A statistic for Θ from X is a random variable T such

that Θ ↔ X ↔ T , for instance, any function of X. A statistic is sufficient if and only

if Θ ↔ T ↔ X.
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Proposition 6.11. A statistic T for a continuous random variable Θ from an obser-

vation X satisfies h(Θ|T ) � h(Θ|X), with equality if and only if T is sufficient.

Proof: Use the data processing inequality to write I(Θ;T ) � I(Θ;X), with equal-

ity if and only if T is sufficient [53], and express the mutual information as a difference

of entropies. �

Theorem 6.12 (Reduction of side information). Under the hypotheses of Theo-

rem 6.6 (or Corollaries 6.7 or 6.8), a sufficient statistic Y ′
i for X̄ ′

Zi from Y can

be used instead of Y for Slepian-Wolf decoding and reconstruction, for each subband i

in the Wyner-Ziv transform coding setting of Fig. 6.2, with no asymptotic loss in

performance.

Proof: Theorems 5.11 and 6.6 imply

Ri = H(X̄ ′
Zi|Y ) � h(X̄ ′

Zi|Y ) − log2 Δ.

Proposition 6.11 ensures that h(X̄ ′
Zi|Y ) = h(X̄ ′

Zi|Y ′
i ), and Corollary 5.6 that a sub-

optimal reconstruction is asymptotically as efficient if Y ′
i is used instead of Y . �

In view of these results, Theorem 6.10 incidentally shows that in the Gaussian

case, the best linear MSE estimate is a sufficient statistic, which can also be proven

directly (for instance combining Propositions 6.9 and 6.11). The obtention of (mini-

mal) sufficient statistics has been studied in the field of statistical inference, and the

Lehmann-Scheffé method is particularly useful (e.g. [42]).

Many of the ideas on the structure of the estimator x̄(y, z) presented in Sec-

tion 6.2.2 can be applied to the transformation of the side information y′(y). For

instance, it could be carried out in the domain of the data transform U . If, in ad-

dition, x̄Y (y) is also implemented in the transform domain, for example in the form

of Fig. 6.4, then, in view of Fig. 6.5, a single transformation can be shared as the

first step of both y′(y) and x̄Y (y). Furthermore, the summation x̄Y (Y ) + ˆ̄XZ can be

carried out in the transform domain, since ˆ̄X ′
Z is available, eliminating the need to

undo the transform as the last step of x̄Y (y).

Finally, suppose that the linear transform in (6.9) is used, and that U (asymptot-

ically) diagonalizes both ΣX̄ZY and ΣY . Then, since U is orthonormal, it is easy to

see that y′(y) = V Ty = ΛX̄ZY Λ−1
Y UTy, where Λ denotes the corresponding diagonal
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matrices and UTy is the transformed side information. Of course, the scalar multi-

plications for each subband may be suppressed by designing the Slepian-Wolf codecs

and the reconstruction functions accordingly, and, if x̄Y (y) is of the form of Fig. 6.4,

the additions in the transform domain can be incorporated into the reconstruction

functions.

6.4 Experimental Results

In this section, we present experimental results for Wyner-Ziv transform coding of

clean sources with Gaussian statistics, and also noisy images. The latter were de-

signed, carried out and analyzed in collaboration with Shantanu Rane, and published

in [200, 201]. Additional experiments for Wyner-Ziv transform coding of video, in

collaboration with Anne Aaron, can be found in [196,200].

6.4.1 Wyner-Ziv Transform Coding of Clean Gaussian Data

The following are experimental results for the Wyner-Ziv transform codec of clean

sources analyzed in Sec. 6.1 and represented in Fig. 6.1, where in addition the side

information is transformed, according to Sec. 6.3 and Fig. 6.5. Source data is drawn

from a Gauss-Markov process, and independent, white Gaussian noise is added to

obtain the side information.

Consider the first-order Gauss-Markov process Xi = ρXi−1 +Wi, where, as usual,

the autocorrelation coefficient ρ ∈ R satisfies |ρ| < 1, and W is a zero-mean, i.i.d.,

Gauss process of variance σ2
W . Recall that the variance of the process X is then σ2

X =
σ2

W

1−ρ2 , and its autocorrelation function, σ2
X ρ

|j|. The source vector to be transformed

consists of k consecutive samples of the process in stationary regime, precisely a

zero-mean Gaussian random vector with covariance matrix ΣX = σ2
XP , where P =(

ρ|i−j|
)k
i,j=1

. We shall informally denote the source random vector with the same letter

used for the random process. The side information vector Y is obtained by adding

zero-mean, i.i.d. Gaussian noise of variance σ2
X/γ, for some positive real signal-to-

noise ratio (SNR) γ.
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Before reporting any numerical results, we obtain the expected conditional co-

variance matrix Σ̄X|Y = ΣX|Y = σ2
X (I + γ P )−1P , which does not depend on the

value of the side information, since X and Y are jointly Gaussian, simply by applying

Corollary 6.3(i), and after basic matrix manipulation(e). On account of Theorem 6.2

(see also equation (6.4)), the distortion-rate function is approximately

D � πe

6

∏
i

σ2
X′

i |Y
1/k

2−2R =
πe

6
(det ΣX|Y )1/k 2−2R, (6.10)

when a KLT U∗, i.e., any orthonormal matrix diagonalizing ΣX|Y , is used. The

transform coding gain defined in Theorem 6.2 becomes

δT �
∏

i σ
2
Xi|Y

1/k

(det ΣX|Y )1/k
. (6.11)

Recall that Theorem 6.10 enables us to linearly transform the side information

with no asymptotic performance loss in the limit of high rates, as Y ′ = UTΣXY Σ−1
Y Y ,

where ΣXY Σ−1
Y = P (P + 1

γ
I)−1 is the best MSE estimate of X given Y .

We now proceed to confirm experimentally some of the theoretical results pre-

sented in this chapter. We set the SNR γ = 10, the autocorrelation coefficient

ρ = 0.97, and the variance σ2
W = 1 − ρ2, thus σ2

X = 1. We generate 105 random

blocks of source data of size k = 8. On account of the optimality properties of

Wyner-Ziv quantizers for transform coding at high rates, specifically Theorem 6.2(i)

and Corollary 5.6, uniform quantizers are used in all subbands, for several interval

lengths ranging from 0.1 to 0.25. In addition, the reconstruction functions ignore the

side information values and simply estimate the transform coefficient value as the

center of the interval.

The distortion D = 1
k

E ‖X−X̂‖2 is estimated from the average of ‖X−X̂‖2 among

all blocks. Ideal Slepian-Wolf codecs are assumed, focusing only on the experimental

effects of transforms and quantizers. Accordingly, the rate R = 1
k

∑
iH(Q′

i|Y ′
i ) is

estimated by computing conditional entropies, after a fine quantization of the trans-

formed side information coefficients Y ′
i with interval length 0.05.

The distortion-rate pairs for each of the quantizer interval lengths selected are

plotted in Fig. 6.6, for the cases when no transform is used (U = I, identity) and

(e)The only nontrivial step uses the fact that A (I +A)−1 = (I +A)−1A.
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when an optimal transform is used (U = U∗, KLT). The high-rate approximation
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Figure 6.6: Distortion-rate performance of Wyner-Ziv transform coding of clean Gaussian data. The
KLT is compared to the identity matrix.

to the distortion-rate function (6.10) is also shown. The approximated transform

coding gain (6.11) is 1.276 = 1.057 dB. The approximate match at high rates is not

only consistent with the results on transformation of source data in Sec. 6.1, but

also with the results on transformation of the side information, and the fact that

the side information is not required for reconstruction, for asymptotically optimal

performance.

Interestingly, all the off-diagonal entries of UTΣX|Y U turn out to be negligible

when the DCT is used in lieu of the KLT (the maximum absolute value among all

off-diagonal elements is only a 5.83% of the minimum absolute value among all diag-

onal elements). Numerically, the ratio between the corresponding transform coding

gains is δKLT/δDCT � 1.0000432 � 1.875 · 10−4 dB. Furthermore, the rate-distortion

performance with the DCT was almost identical to that of the KLT even for the lower

rates considered in the experiment, as Fig. 6.7 shows.
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Figure 6.7: Distortion-rate performance of Wyner-Ziv transform coding of clean, Gaussian data.
The DCT and the KLT yield visually indistinguishable results.

Finally, we verify the approximation (6.6) to the transform coding gain in terms

of power spectral densities. It is clear from the experiment setup that

SX(ei2πf) =
(1 − ρ2)σ2

X

1 + ρ2 − 2ρ cos(2πf)
,

and the power spectral density of the estimation error process (6.5) is

SX|Y (ei2πf ) =
SX(ei2πf )

σ2
X

γ

SX(ei2πf ) +
σ2

X

γ

,

twice the harmonic mean of SX(ei2πf ) and
σ2

X

γ
. Numerical computation of the integrals

in (6.6) yields δT � 1.278 = 1.066 dB, very similar to the value obtained previously,

computing the diagonal product and the determinant directly.

Additional experiments were carried out with different parameters, which lead

to qualitatively identical conclusions, although it was observed that the transform

coding gain δT, which we interpreted as the inverse of the spectral flatness of the

error process, increased with higher values of the autocorrelation coefficient ρ, as

expected.
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6.4.2 Wyner-Ziv Transform Coding of Noisy Images

We implement various cases of Wyner-Ziv transform coding of noisy images to confirm

the theoretical results of Sections 5.3, 6.2 and 6.3. The source data X consists of all

8 × 8 blocks of the first 25 frames of the Foreman Quarter Common Intermediate

Format (QCIF) video sequence, with the mean removed. Assume that the encoder

does not know X, but has access to Z = X+V , where V is a block of white Gaussian

noise of variance σ2
V . The decoder has access to side information Y = X+W , whereW

is white Gaussian noise of variance σ2
W . Note that this experimental setup reproduces

our original statement of the problem of Wyner-Ziv quantization of noisy sources,

drawn in Fig. 4.1. In our experiments, V , W and X are statistically independent.

In this case, E[X| y, z] is not additively separable. However, since we wish to test

our theoretical results which apply only to separable estimates, we constrain our

estimators to be linear. Thus, in all the experiments of this section, the estimate of

X, given Y and Z, is defined as

x̄(y, z) = Σ
X(YZ ) Σ−1

( YZ )

(
y

z

)
= x̄Y (y) + x̄Z(z).

We now consider the following cases, all constructed using linear estimators and

Wyner-Ziv 2D-DCT codecs of clean sources:

1. Assume that Y is made available to the encoder estimator, perform conditional

linear estimation of X given Y and Z, followed by Wyner-Ziv transform coding

of the estimate. This corresponds to a conditional coding scenario where both

the encoder and the decoder have access to the side information Y . This ex-

periment is carried out for the purpose of comparing its performance with that

of true Wyner-Ziv transform coding of a noisy source. Since we are concerned

with the performance of uniform quantization at high rates, the quantizers q′i are

all chosen to be uniform, with the same step-size for all transform sub-bands.

We assume ideal entropy coding of the quantization indices conditioned on the

side-information.

2. Perform noisy Wyner-Ziv transform coding of Z exactly as shown in Fig. 6.5. As

mentioned above, the orthonormal transform being used is the 2D-DCT applied
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to 8×8 pixel blocks of X̄Z . As before, all quantizers are uniform with the same

step-size and ideal Slepian-Wolf coding is assumed, i.e., the Slepian-Wolf rate

required to encode the quantization indices in the ith sub-band is simply the

conditional entropy H(Q′
i|Y ′

i ). As seen in Fig. 6.5, the decoder recovers the

estimate ˆ̄XZ , and obtains the final estimate as X̂ = x̄Y (Y ) + ˆ̄XZ .

3. Perform Wyner-Ziv transform coding directly on Z, reconstruct Ẑ at the de-

coder and obtain X̂ = x̄(Y, Ẑ). This experiment is performed in order to

investigate the penalty incurred, when the noisy input Z is treated as a clean

source for Wyner-Ziv transform coding.

4. Perform noisy Wyner-Ziv transform coding of Z as in Case 2, except that

ˆ̄x′Zi(q
′
i, y

′
i) = E[X̄ ′

i| q′i], i.e., the reconstruction function does not use the side

information Y . This experiment is performed in order to examine the penalty

incurred at high rates for the situation described in Corollaries 5.6, where the

side-information is used for Slepian-Wolf encoding but ignored in the recon-

struction function.

Fig. 6.8 plots rate vs. PSNR for the above cases, with σ2
V = σ2

W = 25, and σ2
X =

2730 (measured). The performance of conditional estimation (Case 1) and Wyner-

Ziv transform coding (Case 2) are in close agreement at high rates as predicted by

Theorem 6.6. Our theory does not explain the behavior at low rates. Experimentally,

we observed that Case 2 slightly outperforms Case 1 at lower rates. Both cases show

superior rate-distortion performance than direct Wyner-Ziv coding of Z (Case 3).

Neglecting the side-information in the reconstruction function (Case 4) is inefficient

at low rates, but at high rates, this simpler scheme approaches the performance of

Case 2 with the ideal reconstruction function, thus confirming Corollary 5.6.

6.5 Summary

We investigate orthonormal transformations of the data and observations in clean and

noisy Wyner-Ziv coding, but also arbitrary transformations of the side information

itself.
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Figure 6.8: Wyner-Ziv transform coding of a noisy image is asymptotically equivalent to the condi-
tional case. Foreman sequence.

Under certain assumptions, some inherited from the nondistributed problem, the

KLT of the source vector in clean transform Wyner-Ziv coding is determined by its

expected conditional covariance given the side information. This KLT is approxi-

mated by the DCT for conditionally stationary processes. One of such conditions is

related to the invariance of the shape of the PDFs of the transform coefficients. We

prove that this family of PDFs includes those of the form q(xTGx), for any G positive

definite, in particular Gaussian r.v.’s and r.v.’s with circularly symmetric PDFs. Ex-

pressions for the transform coding gain and the rate-distortion performance at high

rates are given.

We propose a Wyner-Ziv transform codec of noisy sources consisting of an esti-

mator and a Wyner-Ziv transform codec for clean sources. Under certain conditions,

in particular if the encoder estimate is conditionally covariance stationary given Y ,

the DCT is an asymptotically optimal transform. A few structural variations are
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proposed, in particular estimates carried out in the transform domain inspired by

Wiener filtering.

The side information for the Slepian-Wolf decoder and the reconstruction function

in each subband can be replaced by a sufficient statistic with no asymptotic loss in

performance. In the special case of jointly Gaussian statistics, this transformation is

linear and related to the transform applied to the data.

Experimental results with Wyner-Ziv coding of clean Gaussian data and Wyner-

Ziv coding of noisy images confirm that the use of the DCT may lead to important

performance improvements.



Chapter 7

Conclusions and Future Work

7.1 Conclusions

7.1.1 Optimal Quantizer Design and Related Problems

We have established necessary conditions for optimality for network distributed quan-

tization of noisy sources, involving several encoders and decoders, with communica-

tion constraints and decoder side information, and extended the Lloyd algorithm for

its design.

Noisy sources can be related to the source data of interest through any sort of

statistical dependence. For example, they can be the data itself, a version corrupted

by noise, a feature of the data, or the data enhanced with additional information.

The idea of a mathematical function whose expectation models an optimization ob-

jective or cost in problems such as source coding is by no means new. We adapt this

idea, introducing a flexible definition of cost measure, a key element in our theoretical

framework, which enables us to model a variety of lossless codecs for the quantiza-

tion indices, including ideal Slepian-Wolf codecs, the parallel of ideal entropy codecs

in conventional quantization, but also distributed lossless coding where statistical

dependence is partly ignored, a set of specific codeword lengths, or even linear com-

binations of these cases. We show how a noisy problem can be reduced into a clean

problem by using a modified cost measure, possibly more complex.
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The necessary conditions for optimality are shown to arise from the decomposition

of the problem into Bayesian decision problems, where the cost measure plays the role

of a Bayes loss function. Just as in conventional quantization, our extension of the

Lloyd algorithm is an alternating optimization based on the optimality conditions.

While we demonstrate that the sequence of costs cannot increase, again, just as in

conventional quantization, which is a special case, there is no guarantee of any sort

of convergence to a globally optimal solution.

Even though our main focus is the design of quantizers for distributed coding,

the theoretical framework developed is applicable to a fairly large number of prob-

lems, some of them apparently unrelated to distributed quantization, by appropriately

choosing a cost measure. For example, in the case of quantization of side informa-

tion, we use a Lagrangian cost consisting of two rate terms, one of them conceptually

playing the role of distortion. Another interesting example of cost measure arises in

the problem of broadcast with side information, where a nonlinear rate cost can be

modified to model an essentially equivalent problem that does allow a proper rate

measure.

A randomized version of the Lloyd algorithm for Wyner-Ziv quantization is pro-

posed and applied to three problems: Gauss mixture modeling with the EM algo-

rithm, an extension of the Blahut-Arimoto algorithm to noisy Wyner-Ziv coding, and

the bottleneck method. Interestingly, the nonrandomized version for Gauss mixture

modeling provides a Lloyd-clustering technique also proposed in the literature.

Experimental results for Wyner-Ziv coding of Gaussian sources suggest that the

convergence properties of the extended Lloyd algorithm are similar to those of the

classical one, and can benefit from a genetic search algorithm for initialization.

Finally, we explore the connection between our generalization of the Lloyd al-

gorithm and the theory of Bregman divergences, with emphasis on the alternating

Bregman projection method, and certain Bregman clustering techniques proposed

recently.

We would like to remark that it is possible to formulate an even more general ex-

tension of the Lloyd algorithm, by considering the alternating optimization of Bayes

decisions, often MSE or Bregman estimators, in a graph. An example of such network
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is depicted in Fig. 7.1. Specifically, each Bayes decision rule is represented by a node

in a finite, directed, acyclic graph, where incoming edges, not necessarily originated

in a node, play the role of observations, and outgoing edges correspond to actions.

One decision is optimized at a time, according to conventional Bayes decision the-

Decision 
Rule

Observation 1

Observation 3

Observation 4

Action

2

4

5

1

6

3

Observation 2

Figure 7.1: Bayes decision network.

ory, leaving the rest fixed. This interpretation allows for network distributed coding

problems where the flow of information occurs in all directions, i.e., quantization in-

dices may also be transmitted between encoders, and from decoders to encoders, and

problems of “requantization” (where quantization indices may be quantized again,

possibly after lossless coding), with applications in scalable coding, among others.

7.1.2 High-Rate Distributed Quantization

We have characterized rate-distortion optimal quantizers for network distributed cod-

ing of noisy sources at high rates, in the sense that they asymptotically minimize the

Lagrangian cost C = D + λR in the limit of high rates, when the distortion measure

is the MSE, assuming ideal Slepian-Wolf coding of the quantization indices.

A modification of Gersho’s conjecture for clean symmetric distributed quantization

is assumed, setting upon which the characterization of clean hybrid quantizers is

developed, by introducing side information. In the case of clean sources, we show that
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uniform tessellating quantizers without index repetition are asymptotically optimal

at high rates, and the side information is only needed for Slepian-Wolf decoding but

not necessarily for reconstruction. In addition, the rate-distortion performance is

approximately the same as if the side information were available at the encoder, and

satisfies the usual 6 dB/bit exponential rule. Similar results are obtained for high-

rate quantizers broadcasting quantization indices to several decoders, with access to

potentially different instances of side information. It is known [268] that the informa-

tion-theoretic rate loss in the Wyner-Ziv problem for smooth continuous sources and

quadratic distortion vanishes as D → 0. Our work shows that this is true also for the

operational rate loss, i.e., for each fixed dimension k, and even if the side information

is only used for Slepian-Wolf decoding but not for reconstruction.

While the characterization of optimal quantizers for clean sources at high rates is

fairly general, our analysis of noisy source case is far more intricate and unfortunately

requires much more restrictive conditions. In particular, it is assumed that the con-

ditional expectation of the unseen source data X given the side information Y and

the noisy observations Z1, . . . , Zm is additively separable. Under these conditions, at

high rates, asymptotically optimal quantizers can be decomposed into estimators and

uniform tessellating quantizers for clean sources. The rate-distortion performance of

noisy distributed quantization at high rates inherits the penalties of additive sym-

metric distributed quantization when the number of sources m > 1. Namely, the

distortion increment D̄ = D − D∞ is proportional to 2−2R/m instead of the usual

factor 2−2R, corresponding to the 6 dB/bit rule, where D∞ denotes the limit of the

distortion as the rate tends to infinity. However, in the special case of noisy Wyner-

Ziv quantization (m = 1), provided that the conditional expectation is additively

separable, there is no asymptotic loss in performance by not using the side infor-

mation at the encoder. The additive separability condition for high-rate Wyner-Ziv

quantization of noisy sources, albeit less restrictive, is similar to the condition re-

quired for zero rate loss in the quadratic Gaussian noisy Wyner-Ziv problem in [198].

which applies exactly for any rate but requires arbitrarily large dimension.
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We approximate the overall performance of a network consisting of a combination

of clean and noisy hybrid codecs at high rates, using a rate-allocation approach, and

demonstrate that it also follows an exponential function.

The experimental results obtained with our extension of the Lloyd algorithm show

consistency between the the rate-distortion performance of the quantizers found, and

the performance predicted by the high-rate theory developed.

7.1.3 Transforms for Distributed Source Coding

We have investigated orthonormal transformations of the data and observations in

clean and noisy Wyner-Ziv coding, but also arbitrary transformations of the side

information itself.

Under certain assumptions, the KLT of the source vector in clean transform

Wyner-Ziv coding is determined by its expected conditional covariance given the

side information. This KLT is approximated by the DCT for conditionally station-

ary processes. In the Gaussian case, the results are optimal, and the performance

achieved is only 0.25 bit/sample below that of much more complex systems using

vector quantization and joint lossless coding. The focus is on Wyner-Ziv coding and

not network distributed coding because MSE is used as a distortion measure, thus

the overall rate-distortion Lagrangian cost of a network would be the sum of costs

associated with its decomposition into Wyner-Ziv codecs, one per decoder (the best

n subnetworks are the n best subnetworks). Furthermore, since the rate-distortion

performance follows an exponential law, it is possible to apply the results regard-

ing the overall rate-distortion performance of a network at high rates, developed in

our high-rate quantization theory. We propose a Wyner-Ziv transform codec of noisy

sources consisting of an estimator and a Wyner-Ziv transform codec for clean sources,

which enables us to formulate results similar to those obtained in the clean case.

The side information for the Slepian-Wolf decoder and the reconstruction function

in each subband can be replaced by a sufficient statistic with no asymptotic loss in

performance. In the special case of jointly Gaussian statistics, this transformation is

linear and related to the transform applied to the data.
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Experimental results on Wyner-Ziv transform coding of Gaussian signals, and also

on image denoising, are shown to illustrate the clean and noisy coding cases.

7.2 Future Work

In the following we explore possible improvements and open research directions based

on ideas and results contained in this dissertation, and summarize preliminary re-

search to be published shortly.

Many natural extensions of the work in this thesis can probably be achieved by

investigating conventional compression and classification techniques from the perspec-

tive of distributed coding, or by considering refinements and variations of each of the

individual theoretical results achieved in this work. Examples of such possible ex-

tensions are rate measures that more accurate model nonideal Slepian-Wolf coding,

distributed trellis and dithered quantization, wavelets for distributed compression,

prediction techniques for distributed and mixed settings, and joint source-channel

distributed coding.

Alternatively, one may consider the application of the ideas and results presented

in order to draw in-depth theoretical conclusions tailored to specific systems that

involve some form of distributed coding. An example that illustrates this approach

is the high-rate analysis of the rate-distortion performance of the systematic lossy

error-protection system proposed in [194].

However, rather than listing a number of abstract research directions inspired by

any of the theory-driven and application-driven approaches aforementioned, we would

like to present a few specific problems in certain albeit preliminary detail.

7.2.1 Principal Component Analysis with Side Information

One of the most interesting findings in this dissertation is the fact that a fairly large

number of problems can be unified within a generalization of the Lloyd algorithm, and

that the algorithm can be viewed as the alternating computation of Bayes decisions,

as we mentioned at the end of Sec. 7.1.1. We would like to illustrate this abstract

interpretation of the Lloyd algorithm with an application to distributed classification,
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namely an extension of the technique of principal component analysis (PCA) [116,

124,177], a brief summary of further research results to be published.

Let X, Y and Z be jointly distributed r.v.’s, such that X and Z take values in R
kX

and R
kZ , respectively, and have zero mean. The alphabet of Y is arbitrary. Consider

the problem of finding a kZ×k matrix q and a kX×k matrix function x̂(y) minimizing

E ‖X − X̂‖2, where k � kZ , Q = qTZ and X̂ = x̂(Y )Q. We shall call this problem,

represented in Fig. 7.2, noisy PCA with side information.

Y

qT x̂(y)
X̂ = x̂(Y )QZ

kZ kXk

Q= qTZ

Figure 7.2: Noisy PCA with decoder side information.

Suppose first that the compression matrix q is given. For each y, the optimal

reconstruction matrix x̂(y) is given by the best MSE estimate of X from Q, given the

event Y = y:

x̂∗(y) = Cov[X, qTZ|y] Cov[qTZ|y]−1 = ΣXZ|Y (y) q (qTΣZ|Y (y) q)−1.

Suppose now that the reconstruction matrix function x̂(y) is given instead. The

optimal compression matrix q must minimize E ‖X − x̂(Y ) qTZ‖2. The projection

theorem leads to a set of orthogonality conditions, which finally give

vec q∗ =
(
E[(x̂(Y )Tx̂(Y )) ⊗ ΣZ|Y (Y )]

)−1
vec E[ΣZX|Y (Y ) x̂(Y )],

where vec denotes the vectorization of a matrix, obtained by stacking columns into a

single column vector, and ⊗ is the Kronecker product.

Alternating between the optimal estimate of q given x̂(y) and vice versa produces

a sequence of estimators with nonincreasing distortion, like the extended Lloyd al-

gorithm presented in Sec. 3.3.3. Since optimal compression matrices allow arbitrary

invertible scaling, it seems convenient to incorporate an orthonormalization step (QR

decomposition) in the alternating optimization algorithm, to prevent potential oscil-

lations.
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In simple cases, for example conventional PCA (Y
a.s.
= 0 and Z = X), one can

write the globally optimal solution explicitly: the compression matrix consists of the k

eigenvectors of CovX with largest eigenvalues. The extension of the Lloyd algorithm

applied to this special case, when in addition k = 1, can be reinterpreted as an

implementation of the well-known “power method”, a method to find the eigenvector

of largest eigenvalue in a matrix, which is guaranteed to converge(a).

7.2.2 Linear Discriminant Analysis with Side Information

We discussed in Sec. 4.7 that the extension of the Lloyd algorithm in Sec. 3.3.3 can in

principle be applied to distributed classifications problems, simply by appropriately

choosing the modeling r.v.’s, their alphabets, and a cost measure. However, one of

the drawbacks of the algorithm is the rapid complexity increase with the dimension of

the r.v.’s involved. This is, of course, due to the fact that several jointly distributed

r.v.’s intervene, each with potentially large dimension, but it is aggravated by the

fact that the reconstruction function cannot be represented in general by a number

of points of cardinality equal to the number of quantization cells.

Aside from transforms, additional techniques commonly used to reduce complexity

in conventional, nondistributed classification are PCA and (Fisher’s) linear discrim-

inant analysis (LDA) [65, 73]. An interesting extension of LDA is what we call LDA

with side information. The following summarizes research results to be published

shortly.

Let X, Y and Z be jointly distributed r.v.’s, representing data we wish to estimate,

decoder side information, and an encoder observation, respectively. Suppose that the

alphabets of X and Y are arbitrary but Z is R
m-valued. Let A be a m × n matrix,

with n � m, providing a lower-dimensional version Z ′ = ATZ of the observation.

We are interested in the problem of finding a compression matrix A (which may not

depend on the values of Y ), such that the projected observation Z ′ retains enough

information about the original observation Z to allow reasonably accurate inferences

on the data of interest X, drawn from both Z ′ and the side information Y .

(a)Under mild conditions, the sequence of vectors vk+1 = Avk

‖Avk‖ is known to converge to the
dominant eigenvector of A [243].
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The example depicted in Fig. 7.3 illustrates the relevance of the side information in

the choice of an appropriate projection. The colored forms represent the conditional

PDFs of the two-dimensional observation Z given the values of the data X and the

side information Y . Conceptually speaking, observe that if the side information were

A B

Z | x=1, y=1

Z | x=2, y=2 Z | x=1, y=2

Z | x=2, y=1

Figure 7.3: Example of LDA with decoder side information.

completely neglected, then the projection Z ′ of the observation Z onto line A would

enable us to reasonably infer the value of the data X. However, taking into account

that the side information Y is available together with Z ′, the projection line B is an

intuitively better candidate to classify X more accurately, since for each value of Y ,

values of Z are distributed further apart for different classes, i.e., values of X.

Define Σ̄Z|Y = E Cov[Z|Y ], Σ̄B
Z|Y = E Cov[E[Z|X, Y ]|Y ] and Σ̄W

Z|Y = E Cov[Z|X, Y ],

where Σ̄Z|Y , Σ̄B
Z|Y and Σ̄W

Z|Y play the role of total covariance, between-class covariance

and within-class covariance, respectively, in the sense of conventional LDA analysis(b).

The twist is that they are now averages for Y of (total, between-class, within-class)

covariances given Y .

Replacing Z by Z ′ in the above definitions, it is easy to show that Σ̄B
Z′|Y =

ATΣ̄B
Z|Y A and Σ̄W

Z′|Y = ATΣ̄W
Z|Y A play an entirely analogous role for the projec-

tion. Loosely speaking, and just as in conventional LDA, we would like for the

(b)Readers not familiar with conventional LDA may refer to [65], or read this analysis first ne-
glecting the side information altogether, assuming for example that Y a.s.= 0, which simplifies the
mathematics. Using the fact that VarU = EVar[U |V ] + VarE[U |V ] conditionally, it is easy to show
that Σ̄Z|Y = Σ̄B

Z|Y + Σ̄W
Z|Y .
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projection Z ′ to have large between-class covariance compared to its within-class co-

variance, to more accurately ascertain the class X. A reasonable criterion for the

projection matrix A is to maximize the ratio

det Σ̄B
Z′|Y

det Σ̄W
Z′|Y

=
det(ATΣ̄B

Z|Y A)

det(ATΣ̄W
Z|Y A)

,

which is equivalent to require that the matrix A contain the n dominant eigenvectors

of Σ̄W
Z|Y

−1 Σ̄B
Z|Y .

One of the applications of this extension of LDA to classification with decoder

side information is hash generation for low-complexity Wyner-Ziv coding of video [3].

It can be shown that under reasonable conditions, and for the optimization criterion

chosen, the optimal hash contains mid-frequency DCT coefficients. The intuition

behind this result is that low frequency coefficients are not informative enough in

regards to motion, whereas high frequency coefficients have a poor signal-to-noise

ratio and are consequently unreliable.

7.2.3 Prediction for Distributed Source Coding

In Sec. 2.1 we argued that while prediction and transforms share certain common

principles, there are also essential differences. A natural research direction, possi-

bly extending the ideas on transforms presented in this work, is the adaptation of

prediction and DPCM techniques to distributed source coding.

We motivate this possible line of research with an example. Suppose that we

wish to compress a random process with memory. A theoretically sound approach

would be to exploit the temporal redundancy at the decoder by redefining the side

information to include past reconstructed samples, possibly approximated by past

data samples for a preliminary analysis, and consider the problem of conditional

entropy rate constrained Wyner-Ziv quantization at high rates.

Consider instead the alternative approach where we wish to apply distributed

source coding to a prediction error, in the spirit of the system used in [8]. While

in conventional prediction we strive to reduce the entropy of the prediction error,

the quantity of choice in the natural extension to distributed coding would be the
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conditional entropy of the prediction error given the side information. In order to

make the problem mathematically more tractable, we propose a related criterion,

namely the minimization of the expected conditional variance of the prediction error

given the side information. The following analysis demonstrates that the optimal

predictor differs from the analogous case for nondistributed compression.

Let the r.v.’s X, Y and Z represent data we wish to predict, side information, and

an observation, respectively. Any predictor of the form x̂(Z) = E[X|Z] + constant

minimizes Var[X − x̂(Z)], and the minimum is Var[X|Z]. Suppose instead that we

wish to find a predictor x̂(Z) minimizing E Var[X − x̂(Z)|Y ]. It can be shown that

if E[X|Y, Z] is additively separable, i.e., of the form E[X|Y, Z] = x̄Y (Y ) + x̄Z(Z),

then the family of predictors x̂(Z) = x̄Z(Z) + constant is optimal, and the resulting

minimum is E Var[X|Y, Z](c).

For example, let X ∼ N (0, 1), and let Y and Z be obtained by adding independent

noise N (0, 1/γ). Incidentally, these are the same statistics used in Corollary 5.18.

Then E[X|Y, Z] = γ
1+2γ

(Y + Z) is additively separable. In this case, the predictor

x̂(Z) = E[X|Z] = γ
1+γ

Z minimizes Var[X − x̂(Z)] (the minimum is 1
1+γ

), whereas

the predictor x̂(Z) = x̄Z(Z) = γ
1+2γ

Z minimizes E Var[X − x̂(Z)|Y ] (the minimum

is 1
1+2γ

). Moreover, attempting to use the predictor E[X|Z] for E Var[X − x̂(Z)|Y ]

gives a positive excess error (of γ3

(1+γ)3(1+2γ)
).

(c)Using the fact that VarU = EVar[U |V ] + VarE[U |V ] conditionally, write

Var[X − x̂(Z)|Y ] = E[Var[X − x̂(Z)|Y, Z]|Y ] + Var[E[X − x̂(Z)|Y, Z]|Y ]
= E[Var[X |Y, Z]|Y ] + Var[E[X |Y, Z]− x̂(Z)|Y ] = E[Var[X |Y, Z]|Y ] + Var[x̄Z(Z) − x̂(Z)|Y ].

Consequently, the quantity to minimize is

E Var[X − x̂(Z)|Y ] = EVar[X |Y, Z] + EVar[x̄Z(Z) − x̂(Z)|Y ].



Appendix A

Slepian-Wolf Coding with

Arbitrary Side Information

We show that the Slepian-Wolf coding result extends to multiple sources in count-

able alphabets, and arbitrary side information, possibly continuous. A proof for one

source based on the Wyner-Ziv theorem [259] appears in [200]. Let U, V be arbi-

trary random variables. The general definition of conditional entropy used here is

H(U |V ) = I(U ;U |V ), with the conditional mutual information defined in [258]. The

extension of the Slepian-Wolf result is given in Proposition A.2, whose proof uses the

following preliminary lemma.

Lemma A.1 (Side Information Reduction for Finite Sources). Let X and Z be r.v.’s

distributed in finite alphabets, representing some data of interest and an observation,

respectively. A r.v. Y distributed in an arbitrary alphabet, playing the role of side

information or simply of another observation, is used together with Z to retrieve an

estimate of X with minimum probability of error pe. There exists a finite quantiza-

tion Ỹ of Y such that the estimation of X from Z and Ỹ leads to the same minimum

probability of error pe.

Proof: The alphabets of X, Y and Z are denoted by their corresponding script

letters. The finiteness of X guarantees the existence of a regular conditional PMF
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pX|Y Z . For each value z of the observation Z and each value y of the side informa-

tion Y , an optimal estimator of X satisfies x̂(y, z) = arg maxx pX|Y Z(x|y, z). Since

by hypothesis X is finite, x̂(y, z) determines a finite measurable partition of Y for

each z, which we shall denote by Pz.

Define the intersection of two partitions P and P ′ as

P ∩ P ′ = {P ∩ P ′|P ∈ P, P ′ ∈ P ′},
which is also partition. Since by hypothesis Z is finite, P =

⋂
z∈Z Pz is again a

finite measurable partition of Y . Clearly, any r.v. Ỹ corresponding to a quantizer

of Y determining the partition P satisfies the statement in the proposition. �

Proposition A.2 (Slepian-Wolf Coding). Let Q = (Qj)
n
j=1 be an n-tuple of dis-

crete random variables representing data from n sources to be separately encoded,

and jointly decoded with the help of side information represented by an arbitrary ran-

dom variable Y . Any rate satisfying R > H(Q|Y ) is admissible, in the sense that a

(lossless) code exists with arbitrarily low probability of decoding error, and any rate

R < H(Q|Y ) is not admissible.

Proof: Let Qj be the alphabet of Qj , countable by hypothesis, and let Y be the

alphabet of Y , an arbitrary measurable space. If all alphabets were finite, then the

proposition would be true by the results of Slepian and Wolf [223].

Suppose first that all Qj are finite and that Y is arbitrary. From the definition of

mutual information for general alphabets (e.g. [102]), it is clear that for any ε > 0 there

is a finite quantization Ỹ of Y such that I(Q; Ỹ ) � I(Q;Y )− ε. Since by assumption

all Qj are finite, I(Q;Y ) = H(Q) − H(Q|Y ) [258, Lemma 2.1], and similarly for Ỹ .

Therefore, for any R > H(Q|Y ) there is a finite quantization Ỹ of Y such that

R > H(Q|Ỹ ) � H(Q|Y ). Using Ỹ as side information and applying the Slepian-Wolf

result for the finite case, we conclude that any R > H(Q|Y ) is admissible.

To prove the converse, suppose that some R < H(Q|Y ) is admissible. On account

of Lemma A.1, there exists a finite quantization Ỹ of Y with equal or better decoding

error probability. Since R < H(Q|Y ) � H(Q|Ỹ ), this contradicts the converse of the

Slepian-Wolf result in the finite case.
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It is left to prove the case when Qj are countably infinite. For any rate R >

H(Q|Y ), there exist finite quantizations Q̃j of Qj , satisfying R > H(Q|Y ) � H(Q̃|Y ),

where Q̃ = (Q̃j)
n
j=1, such that Q̃ can be coded with arbitrarily low probability of de-

coding error between the original Q and the decoded Q̃. For instance, define Q̃j = Qj

if Qj belongs to a large but finite set with probability sufficiently close to 1, and set Q̃j

to some fixed value otherwise. This shows the achievability part of the proposition.

The prove the converse, suppose that a rate R < H(Q|Y ) is admissible. For any

such R, simply by the definition of conditional entropy H(Q|Y ) = I(Q;Q|Y ) and the

definition of conditional mutual information for general alphabets in terms of finite

measurable partitions in [258], there exist finite quantizations Q̃j of Qj such that

R < H(Q̃|Y ) � H(Q|Y ). Since the same code used for Q could be used for Q̃, with

trivial modifications, with arbitrarily small probability of error, this would contradict

the converse for the case of sources with finite alphabets. �



Appendix B

Conditioning for Arbitrary

Alphabets

This appendix is devoted to prove a few technical facts related to conditional inde-

pendence, which are used in the main part of this work. Most standard references

on mathematical probability theory consider conditional probabilities and expecta-

tions for arbitrary alphabets, but do not study conditional independence and Markov

chains to an extent suitable for the proofs presented in this section. For this reason,

we provide a brief, preliminary discussion on conditioning that should facilitate a

detailed understanding of the proofs.

B.1 Preliminary Results on Conditioning

In the following, (Ω,F , P ) is a probability space, G , H and I are sub-σ-fields of F ,

and U , V and W are r.v.’s with arbitrary alphabets.

The alphabet of a r.v. U is denoted by (U ,FU ), and this notation is used con-

sistently for other letters throughout this section. The sub-σ-field induced by U

is denoted by U−1(FU ). For any event A ∈ F , the conditional probability of A

given G is written as P (A|G ), and the conditional probability of A given a r.v. U ,

i.e., P (A|U−1(FU )), as P (A|U). An entirely analogous notation will be used for

conditional expectations.
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The minimal σ-field over a collection C of subsets of Ω is denoted by σ(C ). The

following definition, implicitly introduced in [155, §25.3], will enable us to deal with

conditioning on several σ-fields and thereby several r.v.’s. We shall denote by H I

the σ-field generated by intersections of sets of H and I , i.e.,

H I = σ({H ∩ I|H ∈ H , I ∈ I }).
Observe that V −1(B) ∩ W−1(C) = (V,W )−1(B×C) for each B ∈ FV and C ∈ FW .

On the other hand, the inverse image, under any map, of the minimal σ-field over an

arbitrary collection of subsets of its codomain is the minimal σ-field over the inverse

image of that collection [155, §1.8.A]. Therefore,

V −1(FV )W−1(FW ) = (V,W )−1(FV × FW ). (B.1)

In the special case when the sub-σ-fields H and I are induced by V and W respec-

tively, conditioning on H I becomes conditioning on (V,W ). More generally, this

permits working with conditioning given several σ-fields more simply, without the

introduction of conditioning r.v.’s.

We would like to make two observations regarding double conditioning that will

be useful in the proofs in this section. First, if U is an extended real-valued r.v., EU

exists, and H , I are arbitrary sub-σ-fields of F , then it follows from the definition

of conditional expectation (given a σ-field) [17, §6.4], that

E[E[U |H I ]|H ]
a.s.
= E[U |H ]. (B.2)

Of course, by setting H = V −1(FV ) and I = W−1(FW ), this immediately implies

that E[E[U |V,W ]|V ] = E[U |V ]. Alternatively, setting U to the indicator of any event

A ∈ F , this also implies

E[P (A|H I )|H ]
a.s.
= P (A|H ). (B.2’)

Secondly, suppose that U is extended real valued and H -measurable. Then, since

H ⊆ H I , it is also H I -measurable. Consequently, applying [155, §25.2.3],

E[UU ′|H I ]
a.s.
= U E[U ′|H I ], (B.3)
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where U ′ is another extended real-valued r.v. defined on the same probability space

and it is assumed that EUU ′ exists. In terms of conditioning r.v.’s, if H = V −1(FV )

and I = W−1(FW ), requiring that U be H -measurable is equivalent to require the

existence of a measurable function f such that U = f(V ) (formally U = f ◦ V ) [17,

Theorem 6.4.2(c)]. Under that requirement, E[UU ′|V,W ] = E[f(V )U ′|V,W ]
a.s.
=

f(V ) E[U ′|V,W ]. Replacing U and U ′ by indicators of events A ∈ H and A′ ∈ F

we have

P (A ∩ A′|H I )
a.s.
= IA P (A′|H I ). (B.3’)

Recall that by definition, G and I are conditionally independent given H if, and

only if, for all A ∈ G and C ∈ I ,

P (A ∩ C|H )
a.s.
= P (A|H )P (C|H ).

Equivalently [155, §25.3.A], if, and only if, for all A ∈ G

P (A|H I )
a.s.
= P (A|H ). (B.4)

Similarly, U and W are conditionally independent given V , written in Markov chain

notation as U ↔ V ↔ W , if, and only if, their induced sub-σ-fields are conditionally

independent.

We would like to remark that the use of the trivial σ-field {∅,Ω}, induced by

any constant r.v., permits deriving unconditional and simple conditional statements

from results on simple and double conditioning. The reason is that E[U |{∅,Ω}] a.s.
=

EU (and similarly for probabilities), that H {∅,Ω} = H , and that U and V are

independent if, and only if, they are conditionally independent given {∅,Ω}.

B.2 Related Proof Details

The following lemmas are used in Secs. 3.3.1, 4.1 and 4.3.

Lemma B.1 (Used in Lemma 3.9). Let U and V be independent r.v.’s with arbitrary

alphabets, and let g : U × V → R̄ be measurable. Then, if E g(U, V ) exists, so does

E[g(U, V )|U ] = [E g(u, V )]u=U .
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Proof: We check that [E g(u, V )]u=U is the conditional expectation of g(U, V )

given U , according to its mathematical definition [17, Theorem 6.4.3]. First, since

[E g(u, V )]u=U is a function of U , then it is measurable on (Ω, U−1(FU )) ([17, Theorem

6.4.2(c)]). Secondly, for any B ∈ U−1(FU ) there exists A ∈ FU with B = U−1(A).

Since U and V are independent, their induced probability distributions satisfy PUV =

PU × PV . Therefore, by Fubini’s theorem [17, Theorem 2.6.4] (see also [17, Theorem

5.10.3(b)]),∫
B

[E g(u, V )]u=U dP =

∫
A

(∫
V

g(u, v) dPV

)
dPU

=

∫
A×V

g(u, v) dPUV =

∫
B

g(U, V ) dP. �

Lemma B.2 (Used in Proposition 4.2 and Theorem 4.3). Let Q, X, Y and Z be

r.v.’s defined on a common probability space, with arbitrary alphabets. Suppose that

(X, Y ) ↔ Z ↔ Q. Then, X ↔ (Y, Z) ↔ Q.

Proof: In view of the equivalent statement of conditional independence in (B.4),

we need to prove that for any A ∈ Q−1(FQ), P (A|X, Y, Z)
a.s.
= P (A|Z) implies

P (A|X, Y, Z)
a.s.
= P (A|Y, Z), or also equivalently, that P (A|X, Y, Z)

a.s.
= P (A|Z) im-

plies P (A|Z)
a.s.
= P (A|Y, Z), which we show applying the mathematical definition

of conditional probability [17, Theorem 6.4.6] as follows. Clearly, P (A|Z) is mea-

surable with respect to the σ-field induced by (Y, Z). On the other hand, for any

B ∈ (Y, Z)−1(FY × FZ ), since P (A|X, Y, Z)
a.s.
= P (A|Z),∫

B

P (A|Z) dP =

∫
B

P (A|X, Y, Z) dP = P (A ∩B),

thus P (A|Z)
a.s.
= P (A|Y, Z). �

Lemma B.3. Let U = (U1, U2), V , W be r.v.’s defined on a common probability

space, with arbitrary alphabets. U ↔ V ↔W if, and only if, for each A1 ∈ U−1
1 (FU1)

and each A2 ∈ U−1
2 (FU2),

P (A1 ∩A2|V,W )
a.s.
= P (A1 ∩A2|V ).

Proof: On account of (B.4), U ↔ V ↔ W holds if, and only if, for each A ∈
U−1(FU ), P (A|V,W )

a.s.
= P (A|V ). But (B.1) asserts that U−1

1 (FU1)U
−1
2 (FU2) =
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U−1(FU ), thus any A1∩A2 ∈ U−1(FU ), which proves that the Markov chain implies

the statement in terms of conditional probabilities. To prove the converse, we need to

show that if the statement for conditional probabilities holds for intersections A1∩A2,

then it also holds for an arbitrary A ∈ U−1(FU ). Let L be the class of subsets of

U−1(FU ) for which P (A|V,W )
a.s.
= P (A|V ) in fact holds, and let P be the class of

intersections {A1 ∩ A2}, for which by assumption it holds. Using basic properties

of conditional probabilities such as countable additivity, it is easy to check that L

is a σ-field, and since P ⊆ L , then σ(P) ⊆ L (a), meaning that the statement

is satisfied for sets in σ(P). A second application of (B.1) completes the proof:

σ(P) = U−1(FU ). �

Lemma B.4 (Used in Theorem 4.3). Let Q = (Q1, Q2), X and Z = (Z1, Z2) be

r.v.’s defined on a common probability space, with arbitrary alphabets. Suppose that

(X,Q2, Z2) ↔ Z1 ↔ Q1 and (X,Q1, Z1) ↔ Z2 ↔ Q2. Then, X ↔ Z ↔ Q.

Proof: For i = 1, 2, let Ai ∈ Q−1
i (FQi

), In view of (B.4), writing probabilities as

expectations of indicators, the hypotheses of the theorem become

E[IA1 |Q2, X, Z]
a.s.
= E[IA1 |Z1],

E[IA2 |Q1, X, Z]
a.s.
= E[IA2 |Z2].

(B.5)

Let A = A1 ∩A2. In terms of indicators, IA = IA1IA2, and by iterated conditional

expectation (B.2),

E[IA|X,Z] = E[IA1IA2 |X,Z]
a.s.
= E[E[IA1IA2 |Q2, X, Z]|X,Z].

By construction IA2 is Q−1
2 (FQ2)-measurable, hence (B.3) and (B.5) imply

E[IA1IA2 |Q2, X, Z]
a.s.
= E[IA1 |Q2, X, Z] IA2

a.s.
= E[IA1 |Z1] IA2.

Therefore,

E[IA|X,Z]
a.s.
= E[E[IA1 |Z1] IA2|X,Z]

a.s.
= E[IA1 |Z1] E[IA2|X,Z], (B.6)

where the last equality follows from the fact E[IA1|Z1] is a function of Z1 and (B.3).

Very similar manipulations based on (B.2) and (B.3) can be applied to the term

(a)Alternatively, check that P is a π-system, L is a λ-system, and use Dinkin’s π-λ theorem.
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E[ IA2 |X,Z] in (B.6) above, concluding that

E[IA|X,Z]
a.s.
= E[IA1|Z1] E[ IA2 |Z2].

Repeating the same derivation line by line, eliminating X from the “outer” condi-

tioning everywhere, leads to

E[IA|Z]
a.s.
= E[IA1 |Z1] E[ IA2|Z2].

This proves

P (A|X,Z)
a.s.
= P (A1|Z1)P (A2|Z2)

a.s.
= P (A|Z)

in the particular case A = A1 ∩ A2, which by Lemma B.3 implies that for any A ∈
Q−1(FQ), P (A|X,Z)

a.s.
= P (A|Z), completing the proof. �

Lemma B.5. Let U , U ′, V and W be r.v.’s defined on a common probability space,

with arbitrary alphabets. Suppose that U ↔ V ↔W , and that there exists a measur-

able map u′ satisfying U ′ = u′(U) (formally U ′ = u′ ◦ U). Then U ′ ↔ V ↔W .

Proof: According to (B.4), we may assume that P (A|V,W )
a.s.
= P (A|V ) for each

A ∈ U−1(FU ), and we need to prove that P (A′|V,W )
a.s.
= P (A′|V ) for each A′ ∈

U ′−1(FU ′). But since u′ is measurable, U ′−1(FU ′) ⊆ U−1(FU ). �

Lemma B.6 (Used in Theorem 4.3). Let Q, X, X̂, Y and Z be r.v.’s defined on a

common probability space, with arbitrary alphabets. Suppose that X ↔ (Y, Z) ↔ Q,

and that there exists a measurable map x̂ : Q × Y → X such that X̂ = x̂(Q, Y )

(formally X̂ = x̂ ◦ (Q, Y )). Then, X ↔ (Y, Z) ↔ (Q, X̂).

Proof: We begin by showing that X ↔ (Y, Z) ↔ Q implies X ↔ (Y, Z) ↔
(Y,Q), in the equivalent form given by (B.4). Precisely, we assume that P (A|X, Y, Z)

a.s.
=

P (A|Y, Z) for each A ∈ Q−1(FQ), and show that P (C|X, Y, Z)
a.s.
= P (C|Y, Z) for

each C ∈ (Q, Y )−1(FQ ×FY ). By Lemma B.3, it suffices to consider the special case

C = A ∩ B, with B ∈ Y −1(FY ). After a double application of (B.3’),

P (A ∩B|X, Y, Z)
a.s.
= IBP (A|X, Y, Z)

a.s.
= IBP (A|Y, Z)

a.s.
= P (A ∩ B|Y, Z).

This proves that X ↔ (Y, Z) ↔ (Q, Y ). Now, since X̂ is a function of (Q, Y ), namely

x̂ ◦ (Q, Y ), so is (Q, X̂), thus Lemma B.5 states that X ↔ (Y, Z) ↔ (Q, X̂). �
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[88] ——, “The distributed Karhunen-Loève transform,” IEEE Trans. Inform. The-

ory, 2004, submitted for publication.

[89] ——, “On compression using the distributed Karhunen-Loève transform,” in
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[126] K. Karhunen, “Über lineare Methoden in der Wahrscheinlichkeitsrechnung,”

Annales Acad. Sci. Fenn., Ser. A I Math.-Phys., vol. 37, pp. 3–79, 1947.

[127] A. H. Kaspi, “Rate-distortion function when side information may be present

at the decoder,” IEEE Trans. Inform. Theory, vol. 40, no. 6, pp. 2031–2034,

Nov. 1994.
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[218] S. Shamai, S. Verdú, and R. Zamir, “Systematic lossy source/channel coding,”

IEEE Trans. Inform. Theory, vol. 44, no. 2, pp. 564–579, Mar. 1998.

[219] C. E. Shannon, “A mathematical theory of communication,” Bell Syst., Tech.

J. 27, 1948.

[220] ——, “Coding theorems for a discrete source with a fidelity criterion,” in IRE

Nat. Conv. Rec., vol. 7 Part 4, 1959, pp. 142–163.

[221] J. Shao, Mathematical Statistics. New York: Springer, 1999.

[222] J. Sherman and W. J. Morrison, “Adjustment of an inverse matrix correspond-

ing to a change in one element of a given matrix,” Annals Math. Stat., vol. 21,

no. 1, pp. 124–127, 1950.

[223] J. D. Slepian and J. K. Wolf, “Noiseless coding of correlated information

sources,” IEEE Trans. Inform. Theory, vol. IT-19, pp. 471–480, Jul. 1973.

[224] N. Slonim and N. Tishby, “Agglomerative information bottleneck,” in Proc.

Annual Conf. Neural Inform. Processing Syst. (NIPS), Denver, CO, Nov. 1999,

pp. 617–623.

[225] N. Slonim and Y. Weiss, “Maximum likelihood and the information bottle-

neck,” in Proc. Annual Conf. Neural Inform. Processing Syst. (NIPS), Vancou-

ver, Canada, Dec. 2002, pp. 335–342.



BIBLIOGRAPHY 225

[226] V. Stankovic, A. D. Liveris, Z. Xiong, and C. N. Georghiades, “Design of

Slepian-Wolf codes by channel code partitioning,” in Proc. IEEE Data Com-

pression Conf. (DCC), Snowbird, UT, Mar. 2004, pp. 302–311.

[227] Y. Steinberg and N. Merhav, “On successive refinement for the Wyner-Ziv

problem,” IEEE Trans. Inform. Theory, vol. 50, no. 8, pp. 1636–1654, Aug.

2004.

[228] ——, “On hierarchical joint-source channel coding with degraded side informa-

tion,” IEEE Trans. Inform. Theory, vol. 52, no. 3, pp. 886–903, Mar. 2006.

[229] J. K. Su, J. J. Eggers, and B. Girod, “Illustration of the duality between channel

coding and rate distortion with side information,” in Proc. Asilomar Conf.

Signals, Syst., Comput., Pacific Grove, CA, Oct. 2000.

[230] T. Svendsen and F. Soong, “On the automatic segmentation of speech signals,”

in Proc. IEEE Int. Conf. Acoust., Speech, Signal Processing (ICASSP), Dallas,

TX, Apr. 1987, pp. 77–80.

[231] T. Tillo, B. Penna, P. Frossard, and P. Vandergheynst, “Distributed coding of

spherical images with jointly refined decoding,” in Proc. IEEE Int. Workshop

Multimedia Signal Processing (MMSP), Shanghai, China, Oct. 2005, pp. 1–4.

[232] N. Tishby, F. C. Pereira, and W. Bialek, “The information bottleneck method,”

in Proc. Allerton Conf. Commun., Contr., Comput., Allerton, IL, Sep. 1999.

[233] D. Varodayan, A. Mavlankar, M. Flierl, and B. Girod, “Distributed coding

of random dot stereograms with unsupervised learning of disparity,” in Proc.

IEEE Int. Workshop Multimedia Signal Processing (MMSP), Victoria, Canada,

Oct. 2006.

[234] ——, “Distributed grayscale stereo image coding with unsupervised learning

of disparity,” in Proc. IEEE Data Compression Conf. (DCC), Snowbird, UT,

Mar. 2007.



226 BIBLIOGRAPHY

[235] H. Viswanathan, “Entropy coded tesselating quantization of correlated sources

is asymptotically optimal,” 1996, unpublished.

[236] P. O. Vontobel, “A generalized Blahut-Arimoto algorithm,” in Proc. IEEE Int.

Symp. Inform. Theory (ISIT), Yokohama, Japan, Jun. 2003, p. 53.

[237] A. B. Wagner, S. Tavildar, and P. Viswanath, “Rate region of the quadratic

Gaussian two-encoder source-coding problem,” in Proc. IEEE Int. Symp. In-

form. Theory (ISIT), Seattle, WA, Jul. 2006, pp. 1404–1408.

[238] ——, “The rate region of the quadratic Gaussian two-terminal source-coding

problem,” IEEE Trans. Inform. Theory, Feb. 2006, submitted for publication.

[239] J. Wang, A. Majumdar, and K. Ramchandran, “Robust video transmission over

a lossy network using a distributed source coded auxiliary channel,” in Proc.

Picture Coding Symp. (PCS), San Francisco, CA, Dec. 2004.

[240] ——, “On enhancing MPEG video broadcast over wireless networks with an

auxiliary broadcast channel,” in Proc. IEEE Int. Conf. Acoust., Speech, Signal

Processing (ICASSP), Philadelphia, PA, Mar. 2005.

[241] X. Wang and M. Orchard, “Design of trellis codes for source coding with side

information at the decoder,” in Proc. IEEE Data Compression Conf. (DCC),

Snowbird, UT, Mar. 2001, pp. 361–370.

[242] Y. Wang, J. Ostermann, and Y. Zhang, Video Processing and Communications.

New Jersey: Prentice-Hall, 2002.

[243] D. S. Watkins, Fundamentals of Matrix Computations, 2nd ed. New York:

Wiley, 2002.

[244] T. Weissman, “Universally attainable error-exponents for rate-distortion coding

of noisy sources,” IEEE Trans. Inform. Theory, vol. 50, no. 6, pp. 1229–1246,

Jun. 2004.



BIBLIOGRAPHY 227

[245] T. Weissman and A. E. Gamal, “Source coding with limited side information

lookahead at the decoder,” IEEE Trans. Inform. Theory, vol. 52, no. 12, pp.

5218–5239, Dec. 2006.

[246] T. Weissman and N. Merhav, “On limited delay lossy coding and filtering of

individual sequences,” IEEE Trans. Inform. Theory, vol. IT-48, no. 3, pp. 721–

733, Mar. 2002.

[247] ——, “Tradeoffs between the excess code length exponent and the excess distor-

tion exponent in lossy source coding,” IEEE Trans. Inform. Theory, vol. IT-48,

no. 2, pp. 396–415, Feb. 2002.

[248] T. Wiegand, G. Sullivan, G. Bjøntegaard, and A. Luthra, “Overview of the

H.264/AVC video coding standard,” IEEE Trans. Circuits Syst. Video Technol.,

vol. 13, no. 7, pp. 560–576, Jul. 2003.

[249] F. M. J. Willems, “Computation of the Wyner-Ziv rate-distortion function,”

Katholieke Universiteit Leuven, Departement Wiskunde, Oct. 1982, also Eind-

hoven University of Technology Research Reports, July 1983.

[250] G. L. Wise and N. C. Gallagher, “On spherically invariant random processes,”

IEEE Trans. Inform. Theory, vol. IT-24, no. 1, pp. 118–120, Jan. 1978.

[251] H. S. Witsenhausen, “The zero-error side information problem and chromatic

numbers,” IEEE Trans. Inform. Theory, vol. IT-22, pp. 592–593, Sep. 1976.

[252] ——, “Indirect rate-distortion problems,” IEEE Trans. Inform. Theory, vol.

IT-26, pp. 518–521, Sep. 1980.

[253] H. S. Witsenhausen and A. D. Wyner, “Interframe coder for video signals,”

U.S. Patent 4191970, Tech. Rep., Nov. 1980.

[254] I. H. Witten, R. M. Neal, and J. G. Cleary, “Arithmetic coding for data com-

pression,” Commun. ACM, vol. 30, no. 6, pp. 520–540, Jun. 1987.



228 BIBLIOGRAPHY

[255] J. K. Wolf and J. Ziv, “Transmission of noisy information to a noisy receiver

with minimum distortion,” IEEE Trans. Inform. Theory, vol. IT-16, no. 4, pp.

406–411, Jul. 1970.

[256] A. Wyner, “On source coding with side information at the decoder,” IEEE

Trans. Inform. Theory, vol. IT-21, no. 3, pp. 294–300, May 1975.

[257] A. D. Wyner, “Recent results in the shannon theory,” IEEE Trans. Inform.

Theory, vol. 20, no. 1, pp. 2–10, Jan. 1974.

[258] ——, “A definition of conditional mutual information for arbitrary ensembles,”

Inform., Contr., vol. 38, no. 1, pp. 51–59, Jul. 1978.

[259] ——, “The rate-distortion function for source coding with side information at

the decoder—II: General sources,” Inform., Contr., vol. 38, no. 1, pp. 60–80,

Jul. 1978.

[260] A. D. Wyner and J. Ziv, “The rate-distortion function for source coding with

side information at the decoder,” IEEE Trans. Inform. Theory, vol. IT-22, no. 1,

pp. 1–10, Jan. 1976.

[261] Z. Xiong, A. Liveris, S. Cheng, and Z. Liu, “Nested quantization and Slepian-

Wolf coding: A Wyner-Ziv coding paradigm for i.i.d. sources,” in Proc. IEEE

Workshop Stat. Signal Processing (SSP), St. Louis, MO, Sep. 2003, pp. 399–402.

[262] Z. Xiong, A. D. Liveris, and S. Cheng, “Distributed source coding for sensor

networks,” IEEE Signal Processing Mag., vol. 21, no. 5, pp. 80–94, Sep. 2004.

[263] H. Yamamoto and K. Itoh, “Source coding theory for multiterminal communica-

tion systems with a remote source,” Trans. IECE Japan, vol. E63, pp. 700–706,

Oct. 1980.

[264] Y. Yang, S. Cheng, Z. Xiong, and W. Zhao, “Wyner-Ziv coding based on TCQ

and LDPC codes,” in Proc. Asilomar Conf. Signals, Syst., Comput., vol. 1,

Pacific Grove, CA, Nov. 2003, pp. 825–829.



BIBLIOGRAPHY 229

[265] P. L. Zador, “Development and evaluation of procedures for quantizing multi-

variate distributions,” Ph.D. dissertation, Stanford Univ., 1963, also Stanford

Univ. Dept. Statist. Tech. Rep.

[266] ——, “Topics in the asymptotic quantization of continuous random variables,”

Bell Lab., Tech. Memo., 1966, unpublished.

[267] ——, “Asymptotic quantization error of continuous signals and the quantization

dimension,” IEEE Trans. Inform. Theory, vol. IT-28, no. 2, pp. 139–149, Mar.

1982.

[268] R. Zamir, “The rate loss in the Wyner-Ziv problem,” IEEE Trans. Inform.

Theory, vol. 42, no. 6, pp. 2073–2084, Nov. 1996.

[269] R. Zamir and T. Berger, “Multiterminal source coding with high resolution,”

IEEE Trans. Inform. Theory, vol. 45, no. 1, pp. 106–117, Jan. 1999.

[270] R. Zamir and M. Feder, “On lattice quantization noise,” IEEE Trans. Inform.

Theory, vol. 42, no. 4, pp. 1152–1159, Jul. 1996.

[271] R. Zamir and S. Shamai, “Nested linear/lattice codes for Wyner-Ziv encoding,”

in Proc. IEEE Inform. Theory Workshop (ITW), Killarney, Ireland, Jun. 1998,

pp. 92–93.

[272] R. Zamir, S. Shamai, and U. Erez, “Nested linear/lattice codes for structured

multiterminal binning,” IEEE Trans. Inform. Theory, vol. 48, no. 6, pp. 1250–

1276, Jun. 2002.

[273] J. Zhang, “Divergence function, duality, and convex analysis,” Neural Comput.,

vol. 16, no. 1, pp. 159–195, Jan. 2004.
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