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1 Overview

The fragment-based approach for visual object recognition and classification suggests that
informative image fragments are useful for performing classification and recognition tasks.
Informative fragments proved to be efficient features for object classification in computational
studies of this approach. Biological studies support the possibility that visual recognition
processes use such fragments. This thesis supports the possibility that informative fragments
can be learned and used for these tasks by a biological system. This is shown by presenting a
neural network model for fragment-based classification. The proposed neural network model
extracts informative image fragments from image examples and uses them for classification.
A key feature of the model is that it uses “neuronal imprinting”, in which a receptive field of a
neuron can be determined by a single presentation. Using this in the training process, single
neurons develop sensitivity to image fragments, and the informative ones are selected through
competition between the neurons. The work experimentally shows that the performance of
the proposed model in classification tasks is similar to the performance of computational
methods that use informative image fragments. Finally, the biological plausibility of the
network model is discussed, and the biological mechanisms required for using informative
fragments in a biological system are identified.
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2 Introduction

Object recognition and classification are performed by the visual system with remarkable
speed and flexibility. From an early age we are able to distinguish cats from dogs, and
to recognize a familiar face. The performance of computer vision systems in such tasks has
always been limited. The main difficulty these systems have met was to find a representation
for an object or a class of objects, which would be general enough to cope with the great
variability of images containing the object. Such a representation is usually based on a set
of image features that can be learned from training images and then used for classification
of new images. A promising computational model for classification and recognition is the
fragment based method (FBC) [28]. The features used in this method for representing object
images, are informative images fragments. Such a representation of class images proved to be
useful for classification as well as efficient. Most computational models suggested in the past
rely on general mathematical models which are not directly linked to biological mechanisms.
The fragment based method on the other hand is more related to biological findings, as shown
by biological evidence that will be shortly presented. The goal of this work is to suggest that
informative fragments can be learned and used for these tasks by a biological system. This
idea is examined by developing a neural network model which learns informative fragments
and uses them for object classification tasks. In the model’s training process, single neurons
are tuned to respond to informative image fragments. At the end of the training process the
neural network is able to use the learned fragments for classification tasks. By examining
the model, we can identify the functional mechanisms required by a biological system, in
order to learn and use informative fragments for object classification and representation.
The concepts of these mechanisms may direct future studies in neurobiology.

The fragment-based method for visual classification and recognition [28] serves as a con-
ceptual basis for the proposed network model. A class is represented in this method by a
set of informative image fragments, extracted from images which contain class objects. The
informative set of fragments is selected from a larger, exhaustive set of fragments, which is
extracted from class images. The selection of an informative set of fragments is accomplished
by a search algorithm that tries to maximize the information delivered by the fragments with
respect to the class. An outcome of experiments made with this method is that informative
fragments are of intermediate complexity, either in size or in resolution. These types of
features for classification are supported by biological studies. Early visual cortex, exhibits
responsiveness to simple visual features such as small oriented lines [11]. As we move up
in the cortical hierarchy, the neurons’ critical features seem to be more complex, suggesting
that neurons in the highest cortical areas, which are involved in recognition, are responsive to
fragments of images of some intermediate complexity. A more conclusive result, comes from
direct recordings from neurons in the monkey’s visual cortex. These recordings showed that
the critical features of these neurons are images of objects of intermediate complexity [14].
To further explore the possibility that informative fragments are used in biological systems,
this work proposes a neural network implementation of the FBC method. The ideas used in
the training of this network may provide directions for biological studies of the mechanisms
responsible for feature sensitivity formation in the visual system.

The implementation of the proposed model requires neuronal training methods which are
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not conventional. Such a training method suggested in this work is “neuronal imprinting”,
in which a neuron’s sensitivity (mediated by the strength of its synapses) is determined by
a single image presentation. This type of synaptic learning is different from other existing
synaptic learning rules. It is also a key feature in the proposed model, since the model
requires that each used feature should be a fragment of a single image example. The model
consists of a competitive network which enables the system to select the most informative
fragments out of the imprinted ones. The plasticity of a neuron is affected by its experience,
allowing useful fragments to be imprinted instead of non-useful ones. Another feature of
the model is the ability to synaptically learn probabilistic measures which are useful for
performing classification.

This work is presented in the following order. After an overview of the related work
both in computer vision and in biological vision, the proposed model for fragment based
classification is presented in detail. After the model is presented, some of its computational
implications are discussed, as well as its biological plausibility. Finally, classification results
obtained using the proposed model are presented and compared with other existing methods.

3 Related computational work

In this section I introduce the fragment-based method for object classification, and different
neural network models for vision, upon which this work is based.

3.1 Fragment-based object classification and recognition

The main work motivating this thesis is the fragment-based approach for classification
(FBC), which is proposed and examined in [28],[29],[29]. In this approach, class-specific
image fragments are used to represent images of objects belonging to a specific class. These
fragments serve as building blocks, and different combinations of the fragments represent dif-
ferent class images. In order to use this approach in a classification task, two main problems
have to be addressed. The first is the selection of a set of fragments useful for classification,
which is solved by the FBC method using an information theoretic approach. The second
is the choice of a classification function, which can combine the evidence of the fragments’
detection in an image in order to perform classification. The method uses a probabilistic
model for solving this problem. I present here an overview of the solution to these problems
in the FBC method. Specific details of the method, which are related to the network model,
are fully discussed in section 5.

As in most classification schemes, the FBC method is composed of a training stage, in
which the classifier is trained through presentations of class and non-class image examples,
and a test stage, in which novel images presented to the classifier are classified. The entire
FBC training process is performed in three stages: fragment extraction, fragment selection
and the construction of the classification function. Following is a brief description of these
stages and their implementation.

The first stage is the fragment extraction stage, in which fragments of images are “cut”
from training class images in all sizes, positions, and resolutions. Using normalized-cross
correlation as a similarity measure, each fragment is compared with each training image in
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all possible locations, in order to measure the maximum similarity between each fragment
and each image. Comparing this measure with a threshold, each fragment may be considered
as a binary random variable (r.v.) f , which is 1 if the fragment’s similarity to a given image
is above the threshold, and 0 otherwise. If its similarity with the image is above the threshold
the fragment is said to be detected in the image.

The second stage is the fragment selection stage, in which the goal is to select a subset
of fragments that will be useful for classification. Using information-theoretic principles it
is possible to measure how useful a fragment is for classification. Similarly to the fragment
r.v. f , the class C can also be considered as a binary r.v., which is assigned with 1 if the
image contains a class object, and 0 if it doesn’t contain such an object. The training set
is then considered as a sample set, and is used to estimate the joint distribution of these
random variables. A fragment is useful for classification if its mutual information with the
class is high. Therefore, the merit of a fragment f for classification is defined as I(f ; C).
In order to obtain a useful set of features, the fragments are chosen such that they deliver
together as much class information as possible. This means that the chosen set is both class
relevant (contains fragments with high merit), and has little redundancy (each fragment
delivers unique class information). In the FBC method the fragments are selected by a
greedy-search procedure. First, the fragment with the highest merit is chosen, then, at each
step, the fragment that delivers the highest contribution in class information to the chosen
set is added. This process will be explained in detail in section 5.3.

Using the two stages described above, the method produces a small set of fragments that
represents the class of images. This method was experimentally tested in several classifi-
cation domains, and the results suggest that informative fragments are characterized by an
intermediate complexity ([29]). The fragment’s complexity is considered to be its size and
its resolution. Among the fragments extracted, the intermediate ones were found to be the
most useful fragments for classification. Figure 1 shows an example of fragments that were
selected by the selection process described above for the task of face recognition. In this
example we can see that the selected fragments are either of intermediate size (e.g. nose
region), or of full size (entire face) in a low resolution.

The last stage in the training process is the construction of the classification function.
Such a function should be able to combine the fragments’ detection evidence in order to
reach the classification decision on a given image. Given an image, the detection evidence
of the selected set of fragments may be viewed as a binary feature vector. Therefore, the
classification function is a binary vector classifier. There exist many approaches for choos-
ing and training such a function. However, experiments presented in [28] show that the
simplest linear discriminant classifier is as effective as more complex classification schemes
such as Support Vector Machines [10] and Bayesian-Networks [20], when using “informative
fragments” type of features.

This work attempts to perform the tasks described above similarly to the way they are
performed by the FBC method. However, the challenge of this work is to implement these
methods within the computational framework of neural networks. Next, I review previous
work in which visual classification tasks are performed by neural network models.
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Figure 1: FBC method example in face recognition. A single face (right-bottom face),
is used for fragment extraction (left). These fragments are then minimized to an informative
set, and are used to distinguish between new images of the original face, and images of other
faces (three top faces on the right)
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3.2 Neural Networks for visual tasks

Neural networks are commonly used for classification tasks. In such networks, there exist
two different types of learning: supervised and unsupervised. In Supervised learning, the
class of each training example presented to the network is known and used for the training
process, while in unsupervised learning, the examples are not labelled, and the network
learns some characteristics of the examples, which may be used for classification purposes.
In this section I present the most significant representative of each of these types of neural
networks: the back-propagation network (supervised), and the vector quantization network
(unsupervised). These networks are compared with the FBC method and the possibility of
using them for fragment-based classification is discussed.

The most commonly used supervised neural network that implements a classifier is the
Back-Propagation Network (BPN) [10]. Back-propagation is essentially a computationally
efficient gradient-descend algorithm, performed on all parameters of the network. The BPN
in its most general form is trained to classify real valued vectors. A BPN can be used for
classifying images in a straightforward way, by treating the images as the vector inputs. Such
a BPN can be then compared with the FBC method both in its classification performance
and in the features emerging from its training process. Such a comparison was made by M.
Vidal-Naquet (unpublished data). The BPN implemented in this comparison was similar to
the one introduced in [16], where it was used for digit classification, and consistsed of a two
layer network. The architecture of the network contained three groups of neurons in the first
layer, each ones receptive field covering the input image. Each group had “shared weights”
that were trained together by back-propagation. The features of the BPN are formed as the
first layer weights. The training causes each group in the first layer to act as a filter, which
responds to some pattern in the image. This pattern can be considered as a feature, but
as opposed to fragments, the pattern covers the entire image. The comparison showed that
the classification performance of the fragment-based method was better than that of the
BPN that was constructed. This was further explored by comparing the network’s emerged
features with the fragment-type features. The results of this comparison showed that the
information content with regard to the class of the BPN features was much smaller than
that of the FBC features. The BPN features are different from the FBC features because
they cover the entire image, and because they represent a combination of features belonging
to several image examples, rather than to a single one. Therefore, the BPN model cannot
be directly used for implementing a fragment-based classifier.

The Vector Quantization method, or Kohonen-Map [10], is a commonly used type of
unsupervised network. In this network model, trained neurons correspond to clusters of
example vectors, and the critical feature for each neuron is obtained as the average of the
vectors in its cluster. This network may be used for classification by taking the features
represented by all the neurons as features for classification, and using them in a classification
function. As a result of training a Kohonen-Map, informative visual features emerge, but also
clusters, which correspond to features that are not necessarily informative for classification.
As in the BPN model, the emerging features cover the entire image (or vector), and each
feature represents a combination of several image examples (all the examples in the cluster),
rather than a single example. Therefore, such features are significantly different than the
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ones required for implementing the fragment-based method.
Trying to use standard neural networks as a basis for the network implementation of the

FBC method we meet some major problems. Most of the neural networks’ training processes
are such that each synaptic weight in the network is affected by many examples. In this type
of learning, the critical features detected by intermediate neurons in the network, are usually
a combination of presented features in different examples, as in the two networks presented
above. Such features are significantly different than the type of features used by the FBC
method, which are taken from a single image. Therefore the model proposed in this work
explores learning concepts different from the standard ones used in these networks, allowing
the formation of fragment-type features in intermediate neurons. However, along these novel
concepts, the model extensively uses many of the structures and training concepts introduced
in these neural networks. In the next section, I will briefly present the VisNet model, which
is a biological model for visual object recognition.

3.3 VisNet

The VisNet architecture is a biological model for visual object recognition [33]. The model
is mainly based on neurophysiologic evidence, which revealed different aspects of the visual
system. The main one is that some neurons, located in the macaque monkey’s temporal
cortical visual areas, have responses that are invariant with respect to the position, size
and viewing direction of faces and other objects. Another evidence is that these neurons
show rapid processing and rapid learning. It was shown that single neurons have sparse
representations in the sense that they respond differentially to many stimuli (such as differ-
ent faces), and in result the activity of a number of neurons carries enough information for
discrimination between exponentially many different objects. Furthermore, these neurons
exhibit excitations for periods longer than the period needed for identification of an object.
Taking together these facts into account, and the anatomical structure of the visual pathway,
the work presents a theoretic computational mechanism for visual object recognition in the
brain. Cortical visual processing for object recognition is organized as a set of hierarchically
connected cortical regions (V1, V2, V4, TEO, and TE). There is convergence from each
small part of a region to a succeeding region such that receptive fields of neurons become
larger by a scale of 2.5 with each succeeding stage. Each layer is considered to act partly as
a set of local self-organizing competitive networks. The speed of recognition suggests that
it is mainly achieved by feed-forward connections between the layers, and competition is
mediated by feedback inhibition. The synaptic change is according to a form of a Hebbian
([10]) rule. These types of networks act as categorizers, and in relation to visual information
processing, they would remove redundancy from input representation. The form of competi-
tion suggested is biologically plausible, and would not form “winner-take-it-all” neurons, but
would instead result in a small ensemble of active neurons representing each input. The main
innovation in the suggested model is in the creation of translation and view independence
of the representation, by a method of short-term memory. Once a neuron is activated, it
remains so for a small period, during which the object moves in its receptive field , allowing
Hebbian strengthening of other synapses connecting to the active neuron. This way the neu-
ron will eventually represent information related to several views and locations of the same
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object. A simulation of the suggested model was performed, using four such competitive
layers, and object movement during training. As a result, invariant representations of simple
objects and faces were formed in the output layer, in the sense that activity level of an output
neuron could discriminate between different views and positions of one object and all the
other objects in the training set. The model for fragment-based recognition proposed here is
not as strongly based on neurophysiologic evidence as the VisNet model, and is therefore less
accurate biologically. However, the model suggested in this work is different from the VisNet
model in its functionality. While the VisNet model attempts to explain certain aspects of
object recognition, the model in this work addresses the classification task more generally.
The next section discusses the biological evidence that supports the notion that informative
fragments are used for classification.

4 Related biological work

The main biological work that supports the fragment-based approach was performed by
Tanaka’s group on anesthetized macaque monkeys [14]. In their work they were able to find
a neuron’s most effective feature using a systematic image reduction method and single cell
recordings methods. The work focused on the responsiveness of neurons in the IT (Infero-
Temporal) Area in the lateral cortex of the monkey, which is believed to be the highest area in
the hierarchy of the visual ventral pathway (the pathway that performs object recognition).
Using single cell recordings some preliminary conclusions were obtained. The receptive field
of the neurons is large and located around the fovea. The neurons responded similarly if
the position of the presented image was moved in their receptive fields, suggesting position
invariance. The neurons were moderately invariant to the orientation of a presented object,
and its size. The most important finding is the high sensitivity of the neurons to the shape
of the object presented to the monkey. These findings, and above all the shape sensitivity,
suggest that these neurons are “object” neurons, which respond to complex images, and are
shape specific and almost totally invariant to size, position and orientation.

To explore the specific sensitivity of each cell, a reduction method was developed. During
single cell recording from one neuron in the studied area, a screen displayed to the monkey
several natural scenes containing one object each (such as faces of monkeys, plants, etc.).
The object that produced the highest neuronal activity was selected and then simplified by
a reduction method. First, only its outline was presented, then, parts of it were omitted,
until the minimal and most simple object was found, such that its presentation triggered the
same level of cell activity as the original object. This object was called the neuron’s critical
feature. In such a way critical features were found for hundreds of neurons (see figure 2). The
authors suggest a columnar organization of the area, with the columns’ position related to
their critical features, an idea inspired by the organization of cells in the primal visual cortex
(V1). The most important results regarding the fragment-based method, are the observed
properties of the critical features that were found. These features were always more complex
than those found in V1 (lines, orientation ,color). They were usually a combination of
such features, but were also not very complex (such as a full face template) and could be
reduced to a combination of a few simple features such as lines and circles. These features
resemble the FBC features, in their intermediate complexity. These findings motivate the



4 RELATED BIOLOGICAL WORK 12

Figure 2: monkey IT features. Critical features found for neurons in the monkey’s IT
cortex
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exploration of a neurally implemented model which learns informative fragments. The model
proposed in this work explores the mechanisms that are essential, in order for neurons to
develop sensitivity to critical features that resemble the ones discovered in the monkey’s
visual system. Following this is the main part of this work, which presents the model and
its training process.

5 Netwrok model for fragment-based classification

In this part I present the neural network model for fragment-based classification. I start
with a short presentation of the scope of this model and the principles guiding it.

5.1 Model guidelines

Neural modelling can be approached at different biological levels. There are models developed
for the function of cellular and sub-cellular processes such as the effect of calcium influx on
a cell, as well as models for formation and growth of neuronal cells. The model presented
here is at a higher, system level, using concepts of artificial neural networks. Such models
have been widely investigated since Rosenblatt introduced the first model of the perceptron
[22] in 1958. There are several computational principles guiding these models, which are
inspired by ideas on how biological neural networks work. I will present here the two main
concepts underlying these principles, which I accept as guidelines for the model I present in
this work:

1. Distributed computation, Locality: In a neural network, as opposed to traditional
computational models, the computation is distributed between all the neurons in the
network , rather than executed by a central processor. Each neuron has its inputs, per-
forms some computation on them which results in an output. The function computed
by the whole network depends on the observation point. By examining one neuron
we may get a certain aspect of the input. By examining the output pattern of all the
neurons we may get a more global representation of the computed function, and some-
times the network is designed such that one neuron acts as the output neuron, and its
output is the computed value. Each neuron has “access” only to a limited part of the
information globally available. Using this part it has to perform a local computation.
The difficulty in neural network design is to combine local processing in each neuron
into a global desirable result.

2. Online learning: Most neural networks are designed for learning purposes. They
are trained by either supervised or unsupervised learning, which results in some orga-
nization of the neurons and connectivity between them. The most important aspect
of this learning is the “short memory” property. Each neuron has a finite number of
connections and a finite number of parameters for its activation function. Therefore,
a neuron cannot remember even one specific aspect of the input for every example it
is presented with. This type of learning is often referred to as online learning, in the
sense that examples are presented one after another and learning takes place after each



5 NETWROK MODEL FOR FRAGMENT-BASED CLASSIFICATION 14

presentation. In other words, a neuron cannot “wait”, and memorize all the examples
it is presented with, and then adjust its parameters accordingly, but rather adjust them
only according to its current state and its current inputs.

Following these guidelines the model is characterized by locality, and its training process
uses online learning rules. For example, we would like the weight of one synapse in the
model to reach a desired weight equal to w at the end of the training process. We define
the possible inputs locally available to this synapse, and specify the change in its weight, as
a function of the inputs and its current weight. We must then show that after a training
period the weight of this synapse converges to w.

5.2 Model overview

In the following sections I present a neural network model for extracting and using infor-
mative fragments for classification. The neural network model is trained to discriminate
between two classes of objects, through presentation of labeled class and non-class image
examples. The model follows fragment-based classification concepts, and is able to reach
classification results which are similar to the results obtained by standard (not neural net-
work) implementations.

The neural network is composed of three layers. The first layer is the input layer, and
represents the image intensity values. The second layer is the fragment layer, in which
each neuron corresponds to a single fragment of a particular class image. This layer is
organized in columns of neurons, such that all the neurons in a specific column receive their
inputs from a specific area in the input layer. The third layer is the decision layer, and it
consists of a single output unit, which represents the network’s decision (class or non-class)
through its binary output. Therefore, the network is an image classifier that implements a
function from all images to {0, 1}. Most of the connections in the network are feed forward,
except for lateral connections between neurons in the fragment layer, which are important
for the training process alone. The classification process uses the feed forward connections
only, although more elaborate models could combine different components of the model in a
recurrent network. Figure 3 shows a scheme of the general structure of the network.

In the following sections I present in detail the training process of each layer and each type
of synapses separately, and then explain how the network is applied to an image example in
order to classify it.

5.3 Learning informative fragments

In this section I present the training process of the second layer of neurons in the proposed
network, which is the fragment layer. The neurons in this layer (fragment neurons) are tuned
to respond to class informative fragments of images belonging to the training set.

5.3.1 A brief description of the learning process

During the learning stage, the neurons in the fragment layer are trained to select informative
fragments from the training images. The general process of training the fragment layer
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Fragment Layer

Decision Neuron

Network Output

Input Layer

Figure 3: General structure of the neural network model for fragment based
classification. The input layer consists of the image pixel intensities. The fragment layer is
organized in a columnar structure, in which each column is associated with a receptive input
field. The decision of the neural network is represented by the decision neuron’s output
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proceeds as follows. Initially, the network consists of a group of fragment neurons, each
one receiving its inputs from a specific area in the input layer. As examples are presented
to the network, in some cases, fragment neurons are “imprinted” with the image fragments
presented in their receptive field. As images are continuously presented to the network,
several statistical measurements are learned incrementally and stored for each imprinted
fragment neuron by its lateral synapses. The classification value (CV) of a neuron expresses
how useful is its imprinted fragment for classification, and is evaluated as an approximation
to its mutual information with the class. The redundancy value (RV) of a neuron expresses
the similarity of its imprinted fragment with the other imprinted fragments in the layer, and
is evaluated similarly to the CV measure. The network has the ability to use these evaluated
measurements for controlling the modifiability of each neuron, allowing the imprinting of
new example fragments instead of already imprinted ones, which are not useful for the
network. This learning process is made in a form of competitive learning, in which the
competing neurons are imprinted with image fragments. The competition is mediated by
a controlled modifiability mechanism, determining which neurons will be re-imprinted with
new fragments. Next, I present a detailed description of the fragment layer and its training
process.

5.3.2 Columnar organization of the fragment layer

The fragment neurons are arranged in a columnar structure. Neurons belonging to a specific
column share the same connectivity with the input layer, that is, the same receptive field in
terms of size and location on the input layer. A scheme of this model is shown in Figure 4.
This initial connectivity allows neurons belonging to different columns to be responsive to
different regions in the input layer. As will be shortly presented, a fragment neuron is able
to learn an image fragment presented in its receptive field. Maintaining a number of neurons
in each column, allows the learning of multiple fragments from different images, belonging
to the same region. The receptive fields of the columns are overlapping and together cover
the entire image several times.

5.3.3 Components of the fragment layer

The layer consists of k fragment neurons : (n1, . . . , nk), including all neurons in all columns.
The inputs of a fragment neuron, are the image intensity levels (up to a normalization
factor described shortly), in a specific area in the image, which is the neuron’s receptive
field. Each neuron’s receptive field has a fixed size and position on the input layer, which
is different for two neurons belonging to two different columns. Each pixel in the receptive
field of the neuron is connected to the neuron with a synapse that has some synaptic weight,
and the neuron’s output depends on a linear threshold activation function applied to the
weighted sum of its inputs. Consider a fragment neuron with a receptive field of size m× n.
Such a neuron has m · n incoming synapses. We can arrange the inputs (pixel intensity
levels) and synaptic weights into vectors of the same dimension to obtain: ~i = (i1, . . . , imn),
~w = (w1, . . . , wmn), respectively. The model assumes a normalization pre-processing of the
image intensities in the neuron’s receptive field. Therefore, the input of the fragment neuron
is (̂i1, . . . , îmn) = 1

‖~i‖2
(i1, . . . , imn) where the norm is the euclidian norm, ‖~i‖2 =

∑mn
j=1 |ij|2. A
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form of such a normalization process exists in the visual system, but is preformed by a more
complex mechanism than the simple one assumed here. The biological plausibility of this
normalization process is discussed in 6. The neuron acts on its inputs, as a linear threshold
activation function. Let θ be some threshold (its value is addressed in section 5.4). The
output of the fragment neuron receiving the inputs above is therefore1

O = sign(
mn∑
j=1

wjij − θ) = sign(~w ·~i− θ) (1)

Each fragment neuron is trained during learning to become sensitive to a specific pattern
of its inputs, which represents a specific fragment of one of the training images. This sen-
sitivity is obtained by modifying its weights (wj). Using the threshold activation function,
each neuron produces on each example a binary output: 1 if the input for that neuron is
close enough to the fragment acquired by the neuron (“detection”) and 0 otherwise. Conse-
quently, for each image presented on the input layer, the output of the fragment layer is a
binary feature vector, representing the detection of each neuron’s fragment in the presented
image.

Connections of a second type in this layer, are lateral connections between the neurons,
which express the similarity between the firing pattern of different neurons. These synapses
are used to control the plasticity of the input-to-fragment layer connections, as will be
explained below.

5.3.4 Feature extraction

The features extracted in the fragment-based classification (FBC) method are image patches
taken from the class images from the training set. The patches are overlapping, and are taken
at all positions in the image, in different sizes, and at different image resolutions.

The neural network model performs this task using a proposed type of synaptic learning
called “neuronal imprinting”. When a single input is presented to a neuron which is trained
with neuronal imprinting, the new synaptic weight is set to a specific value, dependent on the
input alone. The new value is independent of the previous synaptic weight, and consequently
the amount of change in the synaptic weight may be large.

This learning rule differs from most existing learning rules, that we refer to as incremental
rules, in the two following properties. The first is that the synaptic weight learned with
neuronal imprinting is independent of the previous weight, and therefore independent of the
history of examples presented to the neuron. That is in contrast with incremental rules, in
which the weight is slightly changed after each presentation, therefore highly dependent on
its previous value, and on the history of examples. The second difference, which is related

1Note: throughout this work we use the following definition of the sign function:

sign(x) =
{

1 if x ≥ 0
0 if x < 0
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to the first, is in the amount of change in the synaptic weight. In neuronal imprinting, the
weight may substantially change as a result of learning, while in most incremental learning
rules, the amount of change is small compared with the synaptic weight.

To understand these differences better, consider the simple example in which a training
example x, can have two values, 0 or 1.

An incremental synaptic learning rule can be illustrated by:

• x = 0 : w = w + f0(w)

• x = 1 : w = w − f1(w)

such that: 0 < f0,1(w) << w.
f0, f1 are positive functions of the current synaptic weight, representing the incremental

change in the synaptic weight for input values of 0 and 1 respectively.
A neuronal imprinting learning rule can be formulated generally by:

• x = 0 : w = w0

• x = 1 : w = w1

where w0 and w1 are constants that depend only on the input, and not on the current
value of w, which may have been altered by previous examples. Through this example, the
difference between the two types of learning becomes clearer.

In the model each fragment neuron is imprinted with a specific image fragment. In
order for a neuron to capture a fragment in its receptive field, it must set all its incoming
synaptic weights to be the normalized intensity values of the pixels in its receptive field.
This is performed by the neuronal imprinting rule: (∀j[wj = îj]). The term imprinting
becomes clearer here because it is like taking a snap-shot of the image fragment, and explicitly
storing it in the neuron’s memory. Furthermore, this means that the synapses to a fragment
neuron are determined by a single example only , and not by many examples as in most
neural network training protocols. This causes the neuron to have the highest response to
a presentation of the imprinted fragment in its receptive field. In our training protocol,
The imprinting of a fragment on a neuron occurs whenever there is need for a new feature,
and is controlled by the neuron itself in a way which will shortly be described. The next
sections will deal with the fragment selection process, which is achieved in our network by a
mechanism that chooses which fragments to imprint and when to imprint them.

5.3.5 Feature selection

Before describing the training of neurons in the fragment layer, this section briefly describes
the general problem of feature selection, and the selection strategy used in the proposed
model.

Feature selection is a fundamental problem in classification. Irrelevant and redundant
features not only complicate the other stages of classification, but also degrade classification
performance. By selecting only relevant features, higher performance can be achieved with
a smaller set of parameters in the model. Therefore, the goal is to select a set of fragments,
which is optimal for classification and minimal in redundancy.
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Figure 4: Columnar organization of fragment layer: neurons in each column receive
inputs from the same receptive field. The receptive fields are overlapping and together cover
the entire image several times.
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Many approaches for feature selection (or feature reduction - FR), can be found in the
literature of machine learning. The setting of the problem is the following. We are given
initially a set of n features. In practice, we want to use a smaller number of features, k,
in order to reduce the classification complexity and improve its performance. Our goal is
to select the best set of k features in the sense that they are the optimal k features for the
classification task. The problem can be formalized in the following way:

FRn-k: Given an initial set of n features, find the subset with k < n features that is
maximally informative about the class.

From information theory, we can interpret maximally informative about the class as
mutual information (MI), and reformulate the problem as:

FRn-k: Given an initial set F , |F | = n find the subset S ⊂ F , |S| = k that maximizes
the mutual information I(S; C)

A straightforward selection procedure is to generate all possible sets of k features (ex-
haustive search), and test their mutual information with the class. This method has two
main problems. First, it is computationally prohibitive since it is not practically feasible in
terms of time complexity (for a constant k: T (n) = O(nk)). Second, measuring the mutual
information of all k variables with the class, requires an estimation of the parameters of a
joint probability function of k + 1 random variables. For a large k an accurate estimation of
these parameters requires a non-practical sized sample of the random variables.

To overcome these problems, in this work, we consider an iterative type of solutions to
the selection problem, which performs the selection in the following way. Initially, a set of
features is chosen, possibly the empty set. At each iteration step, one or more features are
added to the set or removed from it. The features that are added or removed, are chosen from
a candidate set, according to their relevance for classification, and their redundancy with
respect to the current selected set. Finally, after a number of such iterations, and according
to some stopping criterion, the process ends, and the current selected set of features is the
result of the algorithm.

To create a specific iterative solution to the selection problem, two parts of the solution
for two independent problems must be provided. The first is the strategy of the iterative
solution, which determines the initialization step, the number of features to be removed or
added in each step, and the stopping criterion. The problem addressed by the strategy is how
to efficiently search the search space of all possible k-sized sets of features, or how to efficiently
replace the exhaustive search described above. The second part of the solution, is to define
a feature merit value (MV), which measures the value of a feature for classification, given a
set of selected features. Such a measure is needed at each iteration step, in order to decide
which features should be added or removed, considering the set of selected features. Again,
measuring the ideal MV would involve the estimation of a high dimensional probability
function. Therefore, the problem is to find a MV, which provides a good approximation
to the ideal one on the one hand, and can be accurately estimated from a practically sized
sample on the other hand.

The next section presents the most commonly used iterative selection strategies, as well
as the ones introduced in this work. After the discussion on the specific strategies, it will
become clearer that the strategy and the MV are independent parts of the solution, and can
therefore be independently chosen to form various solutions.
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5.3.6 Strategies for feature selection

The existing computationally efficient iterative algorithms for solving the feature selection
problem belong to either one of two main strategies. The first strategy is Backward elimi-
nation. The method starts with the full set and gradually eliminates features from the set
which are irrelevant or redundant. The second strategy is Greedy search. The method starts
by selecting the best (most informative) feature, and gradually expands the set, by adding at
each step the most useful feature, given the set already selected. The feature added at each
step has to be relevant for the class, and to contribute as much as possible to the already
selected set. The FBC method proposed in [28], uses such a strategy for the fragment se-
lection procedure. In our model we require a method that will be computationally efficient,
and at the same time biologically feasible.

I will describe here two related strategies, that were found in simulations to be effective,
and may be biologically implemented. They are discussed here in computational terms only.
Their neural network implementation is discussed in section 5.3.9. Both of the strategies
may be viewed as variations of the Backward elimination strategy. The first strategy is
called Random substitution. The idea is to keep a feature set of a constant size k + 1, and
update it at each step. The update is made by eliminating the worst feature and replacing
it with a new one selected at random out of all the available features, except for the last
iteration, in which no feature is added. The iteration continues until an objective function
measuring the set’s value for classification is maximized. This strategy is offered mainly
as a computational alternative to the greedy search selection strategy and as such will be
fully presented in section 7. However, it is also a step towards a network implementation for
feature selection, in a way that will be shortly clarified.

The second strategy, Gradual backward elimination, is related to the Random substitution
strategy, and a network implmentation based on it is used in the proposed model. In this
strategy, an initial feature set of size l larger than k is randomly chosen. Each update
step is combined of two stages. First, the method uses backward elimination to select a
reduced set of size k out of the l features. Then, (l − k) new features are randomly chosen
out of the remaining features, and are added to the selected set, which grows to size l
again. In the last update step (which occurs when no features remain to be selected), only
the first stage is performed, resulting with a final set of k selected features. The Random
substitution is almost equivalent to the Gradual backward elimination for l = k + 1 except
for one difference. In the Random substitution strategy, the feature that is added in each
iteration is chosen out of all the n features, allowing eliminated features to be reconsidered
in future iterations, while in the Gradual backward elimination strategy, only features not
selected yet are chosen. This also affects the stopping criteria. In the Gradual backward
elimination strategy the algorithm stops when all features were considered, while in the
Random substitution strategy the stopping criterion is the maximization of an objective
function.

The Gradual backward elimination strategy will be discussed in the following sections,
with emphasis on its neural implementation. Next, I examine the problem mentioned earlier,
of finding a good MV.
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5.3.7 Measuring feature merit value (MV)

After introducing the different strategies for feature selection, the use for a feature merit
value (MV) becomes clearer. Consider a measure that expresses how beneficial is the
addition of one feature f , to another set of selected features S, in terms of improving the
classification performance. Taking the mutual information between a set of features and the
class (I(S; C)), to be a measurement of the sets performance in classification, this value can
be defined as:

MV (f, S) = I(f, S; C)− I(S; C) (2)

This measure expresses the amount of increase in class information, obtained by adding
the feature f to the set of features S. Let us see now how this measure can be used with
both basic selection strategies to complete the selection process.

Consider one iteration of the greedy search strategy, in which the selected set of features
is S, and the remaining set of features is S ′. The goal of the greedy search iteration, is
to choose the next feature to be added out of S ′, such that the new set S ∪ {f}, delivers
the maximal possible amount of class information. Formally, the chosen fragment should
be arg maxf∈S′(I(S, f ; C)), which is equal to arg maxf∈S′(MV (f, S)). Therefore, we can
calculate the merit value MV (f, S) for every feature in the remaining set, and choose the
feature with the maximal MV.

Consider now an iteration of the backward elimination strategy, in which S ′ is the set
of remaining features. The goal of the backward elimination iteration, is to eliminate one
feature, such that the remaining set, delivers the maximal possible amount of class informa-
tion. Formally, the chosen fragment should be arg maxf∈S′(I(S ′ \ f ; C)), which is equal to
arg minf∈S′(MV (f, S ′ \ f)). Therefore, we can calculate the merit value MV (f, S ′ \ f), for
every feature in S ′, and choose to eliminate the feature with the minimal MV.

Having seen the use of the MV: I(f, S; C)− I(S; C), we would like be able to measure it
for any given set of features S and any feature f . The main problem in estimating this MV
from a sample set, is the need to estimate the joint distribution function of |S|+ 2 random
variables (S, f, C), which requires a large sample of these variables. In most problems we
do not have enough training data to estimate accurately such high-order joint distributions,
and it would lead to over fitting the data and poor classification results. To overcome this
limitation, several MVs were suggested, such as the ones in [28],[2] and [15]. Considering
the MV introduced in 2, as the desired one, a good MV should successfully approximate it
on the one hand, and should be simple enough such that it can be efficiently estimated on
the other hand. I continue by presenting two such existing approximations, along with their
limitations, after which I present a different but related MV, which best fits the purposes of
this work.

The FBC implementation in [28], suggests the following MV:

MV (f, S) = minf ′∈S(I(f, f ′; C)− I(f ′; C)) (3)



5 NETWROK MODEL FOR FRAGMENT-BASED CLASSIFICATION 23

The expression I(f, f ′; C)−I(f ′; C), expresses the amount of increase in class information,
that is obtained by combining the new feature f , with the existing feature f ′. Notice that
this MV is equivalent to the desired MV (eq. 2) for a set with one feature S = {f ′}. The
minimum of these expressions over the entire set S, expresses the minimal contribution of f
to a feature in S, in terms of class information. There are two factors affecting this value:
the features relevance to the class, and its redundancy with respect to the set. The more
relevant it is, the higher its mutual information with the class. However, if a very similar
feature f ′′ already exists in the set, the minimized expression for f ′ = f ′′ will be close to
zero, regardless of how informative f is, and this is the way by which redundant features are
assigned a low value. The use of this MV in neural networks is difficult, since it contains
a three way relation (I(f, f ′; C)), that has to be learned from the training examples. It
is therefore preferable to use a MV that explicitly separates the terms for relevance and
redundancy, allowing the network to separately learn them from binary relations (feature-
to-class and feature-to-feature). Such a MV can be obtained by subtracting the amount of
the feature’s redundancy, measured by its redundancy value (RV), from the amount of its
class relevance, measured by its classification value (CV):

MV (f, S) = CV (f)−RV (f, S) (4)

A possible MV of this form was introduced by R. Battiti [2] in his feature selection method
called MIFS (Mutual Information Feature Selection):

CV (f) = I(f ; C)

RV (f, S) = β
∑
f ′∈S

I(f ′; f)

⇒ MV (f, S) = I(f ; C)− β
∑
f ′∈S

I(f ′; f) (5)

As formulated above, the feature’s redundancy (RV ) is measured by the sum of its mutual
information with all the fragments in the set. The constant β is used to assign a weight to
the “minimizing redundancy” factor, over the “maximizing relevance” factor. One drawback
of this method is that β is a free parameter that highly affects the feature selection results,
and no method was offered for determining it. This was partially solved in [15], which used
some assumptions on the data to solve for the optimal β. However, a more serious drawback
is the way by which the RV is measured, as the sum of pairwise redundancies. Take, for
example, a feature f , which is identical to one of the features in S, but very different from all
the other features in S. This feature should be assigned with the highest possible RV, since
it carries no new information. However, rule (5) above will give it an average RV, which
might be lower than the score of other features with a higher pairwise redundancy sum. In
section 7 I provide a formal analysis of this case, in which the MIFS MV fails to choose good
features.



5 NETWROK MODEL FOR FRAGMENT-BASED CLASSIFICATION 24

The MV proposed here to overcome this problem, maintains the simplicity of MIFS, by
having the separated form, as in equation 4. However, this MV also takes into account the
last observation, by looking for the pair of features with highest similarity, and taking this
similarity to be the redundancy value (RV). The MV proposed is the following:

CV (f) = I(f ; C)

RV (f, S) = maxf ′∈SI(f ′; f)

⇒ MV (f, S) = I(f ; C)−maxf ′∈SI(f ′; f) (6)

This MV uses the maximum pair mutual information (MPMI) for measuring the feature’s
RV, and is therefore referred to as the MPMI MV in the remaining of this work. This MV was
tested with various feature selection strategies, and it proved to be highly useful for removing
redundancy (see section 8 for results). Its main advantage for a network implementation is
that is can be estimated from the pairwise firing of connected neurons. Consider a neuron
responding to one fragment f , which is laterally interconnected with other fragment neurons.
If it could compute an approximation for I(f ′; f) for a neighboring fragment f ′ based on
their firing history, then it could estimate its own MV, given the firing of its neighbors. In
section 5.3.9 I describe a neural network model which uses this MV for feature selection.
Section 7 discusses the computational aspects of the three MVs presented above. In the
following section I show how each one of the terms this MV is composed of, which are mutual
information measures between pairs of random variables (e.g. I(f ; C)), can be aproximated
in a network model, by synaptic learning rules.

5.3.8 Synaptic learning of an approximation for Mutual Information

A crucial building block for the neural network model is the ability to learn an approximation
to the mutual information between the firing of two neurons, by a synaptic learning rule.
In the model, the MV introduced in eq. 6, is represented for each fragment neuron by the
weights of its lateral synapses. Each of these weights is tuned in the learning process to
express an approximation to the mutual information between the firing of the neurons it
connects.

The approximation used in the model for the term I(f ; C) is simply the fragment neu-
ron’s class conditional firing probability: P (f = 1|C = 1). This approximation is good
under two assumptions. The first is that the fragment neuron’s firing is more correlated
than anti-correlated with the class (P (f = C) > P (f 6= C)). This assumption is con-
sistent with the fragment-based classification scheme, which ignores fragments that do not
satisfy this relation. In the neural network model, such neurons are ignored automatically,
by having a weak connection to the decision layer, as will be explained in section 5.5. The
second assumption, which is used throughout the model, is that all neurons share the same
false-alarm rate (P (f = 1|C = 0) = Const). This property is obtained by setting each
neuron’s detection threshold, as will be fully explained in 5.4, which discusses the learning
process of this threshold. Given these two assumptions it is easy to intuitively understand
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why the presented approximation preserves the order between neurons dictated by the mu-
tual information measure. Consider two fragment neurons, the first having a higher class
conditional firing probability. Due to the second assumption both neurons contribute the
same amount of information in the non-class examples, therefore the first fragment, having
a larger co-firing probability with the class, will have a stronger evidence for the class when
it fires. A formal proof, provided in appendix A, is given for the statement that the amount
of mutual information is monotonically ascending in the value of the approximation defined
above.

The main reason for using this particular approximation, is that it can be learned by
a simple, online, “Hebbian” learning rule in a neural network, which we call the class MI
learning rule. This rule incrementally changes a synaptic weight v, such that v will eventually
express the proposed approximation for I(f ; C). The class MI learning rule is the following:

Hit : C = 1, f = 1 : ∆v = η · (1− v)
Miss: C = 1, f = 0 : ∆v = −η · v

with an initial value of v = 0, the value of v will reach an equilibrium when its expectancy
of change is 0: P (C = 1, f = 1) · (1− v) = P (C = 1, f = 0) · v ⇔ v = P (f = 1|C = 1).

The term used in the MPMI merit value (eq. 6), contains also the mutual information
between each pair of fragment neurons: I(f ′; f). This measure is approximated in the model
by the value of P (f = 1, f ′ = 1|C = 1). This approximation for mutual information is
similar to the previous one, except for two modifications. The first one, is using the co-firing
probability instead of the conditional firing probability, between the two neurons. The reason
for this is that here, a symmetric measure is needed. This change could have been made
in the class mutual information approximation (changing it to P (f = 1, C = 1), without
affecting its formal properties. The problem of using this approximation in the class MI case,
is that the approximation may obtain small values when P (C) is small, which could raise
practical problems. The same problem is solved in this approximation, by considering only
the positive class conditional probability, and this is the reason for the second modification.
This approximation is given here without a formal proof of its preservation properties such
as the one given for the previous approximation. However, both approximations proved to
be useful for classification in experiments, in approximating the correct MV, as well as in
the final classification performance.

The second approximation, (P (f = 1, f ′ = 1|C = 1)), can be learned from a sample of
examples f,f’,C using the fragment neurons MI learning rule:

C = 1:
f = 1, f ′ = 1 : ∆v = η · (1− v)
otherwise : ∆v = −η · v

The convergence proof of this synaptic rule is similar to the proof of the previous one.
Using the two approximations, the merit value of a fragment neuron is:

MV (f, S) = P (f = 1|C = 1)−maxf ′∈SP (f ′ = 1, f = 1|C = 1) (7)
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Figure 5: The lateral connections of one fragment neuron. Fragment neuron ni

and its lateral connections are shown here. The neuron is connected with all the other
fragment neurons. The synaptic strength of this connection with neuron nj is proportional
to P (fi = 1, fj = 1|C = 1). The neuron is also connected with the class “teacher” neuron,
with a synaptic strength proportional to P (fi = 1|C = 1). Notice that the connections
between the input layer and the fragment neuron do not appear in this figure.

These measures are implemented in the proposed model by lateral synapses in the follow-
ing way. A lateral synapse between each pair of fragment neurons, represents the approxi-
mation for the mutual information between their firing, by its synaptic weight (trained with
the fragment neurons MI learning rule). A synapse between each neuron and the “teacher”
neuron (which fires when the example is a class example) represents the approximation for
the class information of the neuron, again by its synaptic weight (trained with the class MI
learning rule). Figure 5 shows these connections for one fragment neuron. The merit value
(MV) of each fragment neuron, is measured by the system, by subtracting the weight of its
strongest lateral connection, from the weight of its connection with the “teacher” neuron,
as defined in equation 7. From here on, all the connection described in this paragraph as
refered to as lateral connections. The modifiability of the incoming synapses of each frag-
ment neuron (coming from its receptive field), is in inverse proportion with its measured
MV, as expressed by its lateral connections, which are described above. Lateral connections
which express a high MV of the fragment neuron, will cause its incoming synapses to have a
low modifiability, and therefore preserve the imprinted fragment. Lateral connections which
express a low MV, will cause its synapses to be highly modifiable, allowing them to imprint
a new fragment instead of the existing one. Biologically, this requires one synaptic strength,
to influence the modifiability of another synapse which belongs to the same neuron. The
plausibility of such a mechanism is discussed in section 6. The use of these measures, in the
larger scheme, is described in the following section.
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5.3.9 The training process of the fragment layer

This section describes the full structure and training protocol of the fragment layer in the
neural network model. As stated above, this layer is organized in columns, where neurons in
the same column share the same receptive field location and size. The issue of the relative
location of these columns is not addressed here, but rather a more general assumption is
made, that each column has a receptive field location and size, and that together they
cover the input layer at several resolutions. The training of the network is a process that
combines two mechanisms: imprinting of new fragments on neurons’ synaptic weights from
examples, when a classification mistake is made by the network, and a competition between
the imprinted neurons. In the competition, the neurons that lose out cease to influence the
classification process. Together, these mechanisms form a neural network implementation of
the gradual backward elimination selection strategy, with slight modifications made in order
for the model to be within the framework of neural network computation.

During the learning process, a neuron can become imprinted with a fragment of the
current example. This occurs when the modifiability of its incoming synapses is high, even
if it has been previously imprinted with another image fragment. The modifiability of its
incoming synapses is regarded as the state of the fragment neuron, which changes over time
as a result of its firing activity, and its neighboring neurons’ firing activity.

A fragment neuron’s connection to the decision layer may be either effective or inef-
fective, implemented by the synaptic strength of this connection. An effective connection
is implemented by a significant synaptic weight, which is determined by the confidence in
the neuron’s decision, as will be fully explained in section 5.5. The ineffective state of this
connection, is implemented by a small synaptic weight. In this part of the discussion we
consider only these two states of the connections from the fragment neurons to the decision
layer. Formally, a “disconnected” neuron has an outgoing synaptic weight of w0 ' 0, and
a “connected” neuron has a synaptic weight of w >> w0. This synaptic weight is changed
with response to the fragment neuron’s MV, as will be shortly explained. The biological
plausibility of this mechanism is discussed in section 6. Now that the different states of a
neuron regarding its incoming synapses (“imprinted” or not), and its outcoming synapses
(“connected” or not), were explained, we may continue to define the model.

Based on the states of the neurons, they can be formally regarded as belonging to different
sets of neurons during the process of learning. The first set SC is the set of neurons which
have been imprinted with fragments from the examples, and are effectively connected to the
decision layer. Therefore, they affect the classifiers decision. The second set of neurons SI

contains neurons that are imprinted with fragments, but have ineffective synaptic connections
to the decision layer, and therefore do not affect the networks classification decision. The
union of these sets S ′ = SI

⋃
SC , contains all the imprinted fragment neurons. By this

definition, all the fragment neurons that do not belong to S ′, are neurons that are not
imprinted with a fragment.

The training process consists of a sequential presentation of images, which affect each
fragment neuron’s synaptic connections. Once an image is presented, there is a firing pat-
tern formed by the fragment neurons, as well as the teacher neuron indicating whether the
example belongs to the class or not. During this process, the probabilistic quantities which
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are needed to determine the imprinted fragment’s MV (defined in eq. 7), are learned and
stored for each imprinted neuron by the its lateral synapses, as defined in section 5.3.8. The
neurons MV, inversely expresses the neurons modifiability, and therefore affects whether a
fragment will be imprinted or not. When the measured MV of a fragment neuron is low, it
will become modifiable and have ineffective connections to the decision layer, and eventually
will be imprinted with a new fragment. Figure 6 provides a snapshot of the network during
training, for a small fragment layer, showing both types of connections to fragment neurons
(lateral and feedforward).

When a miss-classification of a class image occurs, the network undergoes a large modifi-
cation carried out in two stages. In the first stage, called the elimination stage, the incoming
and outgoing synaptic weights of imprinted neurons change (formally this means that some
imprinted neurons change their state). In the second stage, called the imprinting stage,
modifiable neurons are imprinted with all the fragments of the miss-classified example (one
fragment is imprinted per column).

The changes in the synapses of imprinted neurons to the decision layer is made in both
directions. Weak outgoing connections of fragment neurons that have a high measured MV,
are enforced to become effective. Formally, such a neuron is removed from SI and added
to SC . Fragments with a low MV, are weakened in all their connections, cease to affect the
classifier, and become modifiable (available for imprinting). The depressed connections of
these neurons consist both of their incoming connections as well as their outgoing connec-
tions. The incoming connections of these neurons, which are imprinted with fragments, are
weakened, the neuron consequently loses its responsiveness to the fragment it was imprinted
with, and becomes available for imprinting. If such a neuron was effectively connected to
the decision neuron, these connections are weakened. Formally, such a neuron is removed
from SC . If the neuron was not strongly connected to the decision layer, this connection is
not changed, and formally, this neuron is removed from SI .

In order to simulate the synaptic changes in the case of a miss, an exact information
threshold value, determining what is a “low” or a “high” MV, needs to be determined. In
the simulation of the model, this threshold is set each time this process is performed, to be
the value that ensures that |SC | = k. However, in a more general model, this threshold may
be set in a more biologically plausible way.

The imprinting process, is obtained by imprinting the fragments of an image example
onto neurons with highly modifiable incoming synapses. Such a neuron is either a previously
imprinted neuron with a low measured MV that has become modifiable in the process that
was just described, or a neuron that wasn’t imprinted yet. Notice that in the model we
assume that each column contains enough neurons to imprint as many fragments as the
process requires, and at the end of the training process, there may be columns containing
more imprinted fragments than others.

In a biological system, the training process is continuous, and the system is always
learning, and tuning its responses according to its sensory input. In the simulated version of
the model, the training set is limited. The training set available is presented to the network
again and again, until all the class examples are correctly classified by the network. Although
this training process is not guaranteed to converge, experiments with this model that are
presented in section 8, have always converged.
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The full learning process is implemented by the following algorithm, in which S ′ is the
set of all imprinted neurons:

1. (Initialization) define r columns of neurons and their receptive fields.

2. For each image example E presented on the input layer, do until all class examples are
correctly classified:

• (Learning) For each neuron in S ′ update its co-firing probability with each neigh-
bor, and with the class “teacher” using the MI learning rule.

• (Miss) if E is a class example, and the network’s classification decision is wrong
(miss), perform the following two steps:

(a) (Elimination) “disconnect” the (|S ′|−k) neurons with the lowest MV (remove
them from S’), and “connect” all the remaining neurons that are not in SC

to the decision layer (add them to SC).

(b) (Imprinting) Imprint r neurons (one from each column) with the fragments
of the example in all the covered locations. The newly imprinted neurons are
added to SI and are not “connected” yet to the decision layer. If |SC | < k
“connect” the newly imprinted neurons to the decision layer (add them SC).

The algorithm may be summarized as following. Following each presented example, the
synaptic weights are updated according to their learning rules, in order to learn their corre-
sponding co-firing probabilities. Each time the network miss-classifies a class example, the
neurons affecting the classifier are changed to be the most informational, and the fragments
of the current class example, are imprinted but not yet affecting the classifier. An exception
to that is in the beginning, when there are still not enough neurons in the classifier, then
the newly imprinted neurons are immediately added to SC . The reason a newly imprinted
neuron is not connected to the classifier immediately, is that it has to learn its weights before
affecting the classifier and participating in the competition. In the section 8, we present a
comparison between the classification performance of this algorithm, and the one used in
the fragment based method. The next section describes the way the activation threshold of
each fragment neuron is learned in the training stage.

5.4 Learning fragment detection threshold

This section describes how the detection threshold of each fragment neuron is learned during
the training process of the network. The problem of determining this threshold is first
defined, and then analyzed by examining several possible solutions.

In the neural network model for fragment-based classification the presence of the frag-
ments in an image is determined by the combined use of a similarity measure and a detection
threshold. The detection threshold for each fragment neuron determines the value of the sim-
ilarity measure above which the neuron fires. The similarity of the imprinted fragment and
the image, is obtained by a neurally implemented normalized cross correlation measure, as
introduced in section 5.3. The detection threshold is implemented by the neuron’s activation
threshold, represented in equation 1 by θ.
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Figure 6: Fragment layer connectivity. The fragment layer in this small example consists
of two columns (left and right) and two neurons in each column. Two types of connection
exist: feed-forward connections from the input regions to each fragment neuron and lateral
connections between each two fragment neurons.
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The role of the detection threshold is to quantize the similarity measure (S ∈ [0, 1]) to
a binary variable (F ∈ {0, 1}), which expresses the presence of the fragment in any location
in the image (F = 1 if the fragment is present,0 otherwise). This requires a threshold θ that
represents the minimal detection similarity. The value of F depends on whether the maximal
similarity found in the image is larger than θ or not. The detection threshold is bounded
(0 < θ < 1), since the similarity measure is within this range (due to normalization).

I will first briefly describe an existing method for determining the detection threshold. In
the fragment-based classification implementation [28], the threshold θ is set automatically,
by maximizing the mutual information between the fragment r.v. F and the class binary r.v.
C. We will refer to this method as the MMI method (Maximal Mutual Information). This
is a computationally efficient method, which performs a search over the maximal similarity
values obtained on all the training images, and chooses the value that maximizes I(F ; C).
It is difficult to perform such a search in a network model, since a fragment neuron cannot
memorize the similarity measures (represented by the sum of its inputs) between all the
training images and its imprinted fragment. Another observation is that the MMI method for
choosing the detection threshold, does not necessarily find the optimal detection thresholds
for classification. To understand this let us define the problem formally.

Consider the n-dimensional threshold vector ~Θ ∈ [0, 1]n representing the threshold of
each fragment in a selected set of n fragments. Given a set of fragments, and their similarity
with images in a given set, each value of ~Θ, defines for each image a binary feature vector.
Let Ĉ be a classification function, which can be trained and tested on binary feature vectors.
The global optimal threshold is a point ~Θopt ∈ [0, 1]n, such that the trained function Ĉ has a
minimal classification error on the test set. The optimal threshold can be found by perform-
ing an exhaustive search in the n-dimensional unit cube ([0, 1]n). The MMI scheme treats
each fragment independently when determining its threshold, ignoring any higher-order re-
lations between the fragments. Therefore, it essentially performs the exhaustive search in
each dimension separately. It is possible theoretically to perform a search which considers
relations between fragments, and finds a threshold vector with classification performance
closer to the one obtained using ~Θopt. After we gained some understanding of the problem,
I present several possible solutions, which are all implemented by synaptic learning rules. I
start with a definition of the underlying network model and the notations used in all these
solutions.

The network solutions for learning the fragment neurons detection threshold are presented
in the form of synaptic learning rules. These rules can be integrated with the neural network
model for fragment-based classification. However, a simplified version of this network is used
here for analyzing the learning process of the thresholds. This simplified network may be
viewed as a “stand alone” neural network classifier. This network consists of a group of n
fragment neurons, which receive a similarity measure Sj as input, and are connected to an
output neuron which represents the classifier. The classifier is viewed as a black-box classifier.
Figure 7 provides a scheme of this model. The proposed learning rules are local, and express
the change in the detection threshold value of one fragment neuron. In these learning rules
F is a binary variable representing whether the neuron fired or not, which also represents
whether the fragment imprinted in this neuron was detected in the given example or not.
The binary variable C represents the correct class decision. The binary variable Ĉ represents
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Figure 7: Simplified neural model for threshold learning. Each fragment neuron (bot-
tom circles), receives as its input, the similarity measure Si, which expresses the similarity
between the fragment represented by the neuron and the current image example. In order
to modify Θi, which is the fragment neuron’s detection threshold, the neuron may evaluate
its own firing, the firing of the output neuron (Ĉ) that expresses the classification decision
and is treated here as a black-box classifier, and the correct class label (does not appear in
the scheme).

the decision of the classifier, and is also the output of the network. The firing of the output
unit is observable by each fragment neuron and can be used within the decision threshold
learning rule for adjusting the neuron’s threshold. The value of Ĉ carries information from all
the fragment neurons in the system, and reveals information about the interactions between
the different fragments when combined together in the classifier.

5.4.1 Equilibrium between positive and negative errors - Θ1

The most intuitive learning rule would be to try and fix every mistake a neuron makes.
For instance, if the neuron’s fragment was not detected (F = 0), in a class image example
(C = 1), then the threshold can be decreased by a small amount of η. Similarly, if a fragment
was detected, in a non-class example, the threshold can be increased by a small amount.
The learning rule for the detection threshold suggested by this scheme is:
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• F = 0, C = 1 : ∆θ = −η

• F = 1, C = 0 : ∆θ = η

• otherwise: ∆θ = 0

This learning rule determines the threshold independently for each fragment since it
doesn’t take into account the result of the classifier Ĉ. The resulting threshold of this rule is
the value of θ for which an equilibrium is achieved. This equilibrium is achieved at a value
of θ, for which the expectancy of decrease in its value is equal to the expectancy of increase,
which occurs at P (F = 0, C = 1) = P (F = 1, C = 0). However, any further training
would change this value, therefore there will always be slight perturbations in this value as
examples are continuously presented to the network.

The experimental results show that an equilibrium is indeed reached. However, using
the resulting detection threshold, there is little mutual information between the firing of
the fragment neuron and the class, compared with the information obtained using the MMI
scheme. This is consistent with the experimental result showing that for the MMI threshold,
the fragments false-alarm probability (P (F = 1, C = 0)) is much smaller than the fragments
miss probability (P (F = 0, C = 1)). This is a reasonable general assumption for a “good”
fragment. We cannot expect a fragment to be detected in most class examples, but rather
in some portion of the class examples, larger than the portion of non-class examples it is
detected in.

5.4.2 Learning at classification errors only - Θ2

One way to solve the stability problem mentioned above, would be to induce threshold
changes only when a classification error is made by the network. This way, the better the
classifier will be, the greater the stability of the thresholds. This induces a learning paradigm
which considers the relations between the firing neurons. This learning rule is expressed as:

• F = 0, C = 1, Ĉ = 0 : ∆θ = −η

• F = 1, C = 0, Ĉ = 1 : ∆θ = η

• otherwise: ∆θ = 0

In this rule, learning occurs only when the fragment neuron decision agrees with the
classifier’s decision, and both of them are wrong. Therefore, each time a classification error
is made, all the fragment neurons that have contributed to this error, will be modified by
re-adjusting their thresholds, in the same way as in the previous rule. Equilibrium in each
neuron’s threshold is reached for a threshold satisfying P (F = 0, C = 1|err) = P (F =
1, C = 0|err), where err stands for Ĉ 6= C.

This rule produces better classification results experimentally, and is more stable, but it
is still less effective for classification than the MMI threshold method. The first reason for
this, is that the system reaches an equilibrium in a local maximum. The evidence for this, is
that the obtained threshold result, and the network’s classification performance, are highly
influenced by the initial threshold values. The second reason for the low performance, is that
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the observed statistical properties of the equilibrium threshold, are different than the ones
obtained by the MMI threshold. Using the MMI thresholds, a consistent statistical property
observed is that P (F = 0, C = 1|err) > P (F = 1, C = 0|err), in contradiction with the
equality between these terms obtained using the Θ2 rule. This is consistent with the fact that
the thresholds obtained by the Θ2 rule, were always smaller then the thresholds obtained
by the MMI method. Analysis of both Θ1 and Θ2 rules, suggests that the thresholds should
reach an equilibrium point, at threshold values which produce a higher miss probability than
false-alarm probability.

5.4.3 Adding a bias for misses - Θ3

The goal of the Θ3 rule is to obtain the threshold equilibrium at a point in which the prob-
ability for false-alarm is smaller than the probability for miss, and such that the relation
between these two probabilities, is optimal for classification. I start with an example that
helps to construct this rule. The statistical values used in this example are based on exper-
imental data, but they can be modified without changing the conclusions drawn from this
example. The example comes to show that a fragment’s threshold is adjusted more often as
a result of a miss than as a result of a false alarm.

Assume that in a correct classification of a class example (hit), there are on average 20
detected fragments, out of a total of n = 100 used by the system. The fraction of detected
fragments is 0.2. Assuming that the classification system uses some form of a sum, to combine
the evidence of fragment detection, then in the case of a miss (incorrect classification of a
class example), the average fraction of detected fragments (d), is somewhat smaller than 0.2.
This means that in the case of a miss, the average number of features that have contributed
to the miss is at least 0.8 ∗ n. In the case of a correct classification of a non-class example,
the average fraction of detected fragments should be significantly smaller then in the case
of a hit, assumably 0.1. Therefore, in the case of miss-classification of a non-class example
(false alarm), the average fraction of detected fragments (f), is somewhat larger then 0.1.
This means that in the case of a false alarm, at least 0.1 ∗ n fragments have contributed
to the classification mistake. Assume that the number of false alarms in the system (N),
is equal to the number of misses in the system. The expected number of times a fragment
is “blamed” for a false-alarm in this example, is on average somewhat larger then 0.1 ∗ N ,
which is much smaller then expected number of times a fragment is “blamed” for a miss,
which is somewhat larger than 0.8∗N . In order for the system to reach its equilibrium point
in the state described above, the “penalty” a fragment should “pay”, in terms of the amount
of change in its threshold, in the case of a miss, should be much smaller then the “penalty”
in the case of a false-alarm.

One way to balance the “penalty”, is to distribute it equally between all the fragments
that have contributed to the miss-classification. Define D to be the number of fragment
neurons that have fired in a given example presentation. In the case of a false-alarm, the
number of fragments that have contributed to the miss-classification is D, and in the case of
a miss it is 1−D. The following learning rule implements the “penalty” distribution idea:

• F = 0, C = 1, Ĉ = 0 : ∆θ = − η
1−D



5 NETWROK MODEL FOR FRAGMENT-BASED CLASSIFICATION 35

• F = 1, C = 0, Ĉ = 1 : ∆θ = η
D

• otherwise: ∆θ = 0

Notice that this is possible under the assumption that a neuron “knows” how many frag-
ment neurons have fired. Equilibrium is obtained when the expectancy of threshold change
is zero:

P (F = 0, C = 1, Ĉ = 0)E[
1

1−D
|F = 0, C = 1, Ĉ = 0] =

P (F = 1, C = 0, Ĉ = 1)E[
1

D
|F = 1, C = 0, Ĉ = 1] (8)

using bayes law (fa is short for false-alarm):

P (F = 0|miss)P (miss)E[
1

1−D
|F = 0, C = 1, Ĉ = 0] =

P (F = 1|fa)P (fa)E[
1

D
|F = 1, C = 0, Ĉ = 1] (9)

Assuming that the number of wrong fragments is independent of a particular fragment
being wrong:

P (F = 0|miss)P (miss)E[
1

1−D
|miss] = P (F = 1|fa)P (fa)E[

1

D
|fa] (10)

Assume the following estimation:

E[
1

1−D
|miss] ' 1

E[1−D|miss]
= d,E[

1

D
|fa] ' 1

E[D|fa]
= f (11)

we obtain that the balance for a fragment occurs at:

P (F = 0|miss)

d
P (miss) =

P (F = 1|fa)

f
P (fa) (12)

Assume F is the “average” fragment, in the sense that P (F = 0|miss) = d, P (F =
1|fa) = f , then the equilibrium point for F s threshold is obtained when the state of the
classifier is such that:

P (miss) = P (fa) (13)
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Experimentally, the classification performance using thresholds obtained by the Θ3 rule
is similar to the performance obtained using the Θ2 rule. The first reason is that the ap-
proximation in eq. 11 is not a good one under general assumptions. The second reason is
that the balance point is obtained for an “average” fragment. Most fragments, however, are
either below or above the average, therefore their threshold is significantly below or above
the optimal one. The next rule is based on the same analysis that was presented above, but
it provides a different mechanism for distributing the “penalty”.

5.4.4 Adjusting a single threshold - Θ4

According to the previous rule, when a miss-classification occurs, a total threshold ad-
justment of η is equally distributed between the fragments that contributed to the miss-
classification. The idea of this rule is to obtain the same equilibrium point, but to adjust
the threshold of a single fragment neuron, which is chosen randomly from the neurons that
contributed to the miss-classification. The change amount in its threshold is the full amount
of η. Using the notations introduced in the previous rule, The rule is:

• F = 0, C = 1, Ĉ = 0, for the F that is chosen out of all {F |F = 0}: ∆θ = −η

• F = 1, C = 0, Ĉ = 1, for the F that is chosen out of all {F |F = 1}: ∆θ = η

• otherwise: ∆θ = 0

This rule is possible if we assume a “loser-take-it-all” competition can be carried out
between all the “blamed” fragments. Notice that when a miss occurs, F is chosen with
probability 1

1−D
, and when a false alarm occurs, F is chosen with probability 1

D
. Using

the same assumptions used in the previous section, it is possible to prove similarly that the
equilibrium point is reached at P (miss) = P (fa). To intuitively explain this, consider a
comparison of the amount of change in the threshold of one fragment neuron due to false
alarms and due to misses. Although the fragment has a higher probability to contribute
to a miss (compared with false alarm), once it does contribute to a miss, it has a lower
probability to be chosen as the adjusted neuron, since there are more neurons contributing
to each miss than to each false alarm on average. These probabilities even out, and therefore
the expected amount of change in the neuron’s threshold due to misses is equal to the amount
of the change due to false alarms.

Experimental results show, that this rule provides a greater stability of the thresholds,
because only a single threshold is adjusted at each presentation of a training example. The
classification results using this rule are similar to the ones obtained by the Θ3 rule.

5.4.5 Heuristic improvements - Θ5,Θ6

In this section I present two heuristic improvements to the Θ4 rule, which are theoretically
interesting to consider. The first improvement (Θ5 rule) attempts to choose the fragment
neuron to be adjusted at each classification error, in a heuristic way, rather than randomly
choosing it. The idea is that although there are several fragments that have contributed
to the miss-classification, most of them would have made the same decision even after a
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change in their threshold was induced. To understand this consider the case of a miss made
on a class example presentation. During this presentation, assume that there is a fragment
neuron, which hasn’t fired, and which represents a fragment that does not really appear in the
example image ,perceptively judging, although it might appear in other examples. Consider
now another neuron which didn’t fire, but which represents a fragment that perceptively
appears in the given example. This distinction between two such neurons, can be made
by measuring the similarity measure of these fragments with the given example. If the
similarity measure successfully expresses perception, than the first fragment neuron would
have a sub-threshold response much smaller than the second fragment neuron’s response.
Therefore, decreasing the second neuron’s threshold, would make it active in the current
example, and may change the classification decision, as opposed to decreasing the threshold
of the first neuron, which will not cause it to fire. The adjustment to the rule suggested by
this observation, is that the chosen neuron to be changed, should be the one whose response
is closest to its threshold. This rule works in the case of false alarm as well. However,
experimental tests using this rule, show no significant change in the networks classification
performance.

Another possible rule modification, followed by the same rational, is to induce changes
in the threshold, that would best serve the situation. The idea is, that instead of inducing
a constant threshold change each time it is needed, induce such a change, that the neuron
changes it’s erroneous behavior. Therefore in the case of a miss, when a fragment is cho-
sen due to its minimal sub-threshold response difference, the threshold is decreased to its
response exactly, making it active for the presented example. The same rule applies for a
fragment neuron that participated in a false-alarm. In the latter case the neuron’s threshold
is increased to be just above its response. In this way the classification error of the adjusted
neuron is “fixed”, hopefully fixing the network’s error eventually. In practice, this modifica-
tion produced a less effective network. The reason for this is that the balance in eq. 12 is no
longer obtained, causing the thresholds to be drawn to non-effective local minima. Next, I
proceed by introducing a simpler and more effective approach for determining the detection
threshold.

5.4.6 Fixed fragment probability of false-alarm (FFA method)

The synaptic rule presented in this section, uses the concept of keeping each neuron’s prob-
ability of false-alarm at a low uniform value. In contrast with the previous rules presented
(Except for the first one), this rule adjusts the detection threshold independently for each
neuron. This approach is simpler, and proved experimentally to be better than the previ-
ously presented more complex methods, which take into account the behavior of the entire
network.

The rule is inspired by the Neyman-Pearson criterion ([12]) for finding the optimal
binary classifier out of a given family of classifiers. This criterion limits the search by
imposing either a lower bound on the miss probability or an upper bound on the false-alarm
probability obtained on the training set, and performs the search of the classifier under
this restriction. Let Φ be a family of binary classifiers, then the search for the optimal
classifier according to the Neyman-Pearson criterion is argminĈ∈Φ(Prob(Ĉ = 0, C = 1))
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s.t. Prob(Ĉ = 1, C = 0) < α for a given value of α.
Each fragment neuron with a specific threshold may be regarded as a classifier. For a

fragment neuron, all possible values for its detection threshold, define a family of classifiers.
Following the Neyman-Pearson criterion, for a specific value of α, the threshold defining
the optimal classifier belonging to this family is Θ = argmin(α − Prob(FΘ = 1, C = 0)).
It is guaranteed, that the minimized expression is smaller than 1/NNC , where NNC is the
number of non-class examples in the training set. For simplicity, I assume a value of α,
for which the optimal threshold is the one that satisfies Prob(FΘ = 1, C = 0) = α. This
requires that α = k

NNC
for some k. The value of α, which defines for each fragment neuron

its false-alarm probability, should be maintained the same for all the fragments, in order to
obtain a uniform learning rule. We will refer to this method in the remaining of the work as
the Fixed False-Alarm (FFA) method. This method can be easily implemented in a neural
network.

The synaptic learning rule to obtain this threshold is:

• F = 1, C = 0 : ∆θ = (1− α)η

• F = 0, C = 0 : ∆θ = −αη

• otherwise: ∆θ = 0

the equilibrium state is achieved at:

P (F = 1|C = 0)(1− α) = P (F = 0|C = 0)(α)

⇔ P (F = 1|C = 0)

P (F = 0|C = 0)
=

α

1− α

⇔ P (F = 1|C = 0) = α (14)

This learning rule (FFA-online) is simple, and can be implemented by a neural network
in the straightforward way presented above. It is also more useful for classification than all
the other more complicated rules that were previously presented, and almost as useful as the
MMI criterion. Experimental results of classification using this rule are presented in section
8.

The fixed false alarm probability, α, is a free parameter that should be determined. One
way to do this, is to choose the value of α such that the average mutual information be-
tween all the fragment neurons and the class is maximized. The MMI criterion searches for
each fragment neuron, the threshold that maximizes the mutual information between the
fragment and the class(I(F ; C)). Similarly, it is possible to find the value of α, which maxi-
mizes the average mutual information of all the fragments in the network ( 1

n

∑n
j=1 I(Fj; C)).

Experimental results, reveal a relation between the values of α and the average mutual in-
formation. As shown in figure 8, as the value of α increases, the average mutual information
increases, until a global maximum is reached, after which the average mutual information
decreases. The optimal value of α, differs from one problem domain to another. However,
to perform such a search for the optimal α, is difficult in a neural network implementation.
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Figure 8: Information versus FFA value. Average I(F;C) over a set of fragments, versus
the fixed false alarm value used in the FFA threshold method (blue graph), compared with
the average I(F;C) obtained by using the MMI threshold method (red dotted line). the data
that is used is taken from the car classification experiment presented in section 8.

To explore this limitation, the neural network was experimentally tested with different
values of α ranging from 0.02 to 0.3. Interestingly, the value of α did not affect the clas-
sification results obtained by the network. This property did not hold when this threshold
method was used with methods for fragment selection which differ than the one used in
the neural network model. Section 8 provides a full description of these experiments. One
possible explanation for the observed α invariance is the following. Intuitively, we can think
of changing α for all the fragment neurons, as affecting the classifier’s false-alarm and miss
rates, in the form of a trade-off between these rates. In other words, changing α by some ex-
tent, is equivalent to changing the detection threshold of the classifier’s output unit, which
is graphically represented by a shift along the ROC curve of the classifier, rather than a
change in the curve itself. I continue by presenting the last layer in the model, which is the
decision layer.

5.5 The decision layer

In the following section I will describe the training process of the decision layer in the model,
which is the final output layer. The decision layer has to combine the fragments detection
evidence in an image, in order to make the classification decision. The decision layer is
composed of one output unit, receiving its inputs from the fragment neurons. This layer
implements a Naive-Bayes classifier. The section starts with an introduction of the problem,
explains why the proposed solution was chosen, and presents the solution along with its
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network implementation.
Following the conclusions drawn from the existing implementation of the fragment-based

classification method [28], it is sufficient to rely on a simple combination scheme, which
takes into consideration only the detection of the fragments in a given example. Additional
information about the relative position of the detected fragments in the image, does not im-
prove the classifier’s performance. The main reason for this is that the fragments are more
informative than local features, such as corners and edges, which require a more complex
combination scheme ([30]). Furthermore, many fragments share overlapping regions, there-
fore, their mutual detection, imposes already some constraints on their relative configuration
in the image.

The decision layer’s training process is a form of supervised learning. The decision layer
may be viewed as a “stand-alone” neural network, which implements a binary feature vector
classifier. As such, its inputs are binary vectors F = (f1, . . . , fn), and its output, Ĉ, is a
binary class variable. In the training process, this network is presented with inputs, labelled
with the correct classification C. After training, the network should be able to perform
generalization to new examples of binary vectors, and to correctly classify them. When
integrated in the entire system, the input of the decision layer is the output of the fragment
layer. Specifically, fj, which is the output of the j′th fragment neuron, and represents
whether the fragment represented by that neuron was detected in an image example or not,
is the j′th input to the decision layer.

There exist many neural networks that implement the classifier described above (e.g..
back-propagation [10]), and which can be integrated in the system. Most of these networks,
implement complex, non-linear decision rules. However, the conclusions from experiments
made with informative fragments, are that simple feature combination rules such as linear
separators (or linear discriminants) (e.g. Linear Support Vector Machines) perform as good
as more complex classifiers [30]. The reason for this is that informative fragments individually
contain a large amount of information about the class, and therefore their use for classification
requires a simple combination scheme. Simple features are less informative, and therefore
their use for classification requires a more complex combination scheme. The next part
discusses the linear discriminant, which is the basis for the classifier implemented by the
decision layer.

5.5.1 The Linear Discriminant

I shortly present here the Linear Discriminant classifier. The classifier sums the feature
evidence in a linear form, and the sum is then compared with a threshold determining the
classifier’s decision. Such a classifier can be implemented by a simple, one-layer, feed-forward
neural network, as will be shown in the following sections.

Given a feature vector example F , the linear discriminant ’s decision has the following
functional form:

Ĉ(F ) = sign(
n∑

j=1

wjfj − θ) (15)
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for some value of ~w = (w1 . . . wn) and θ. The geometrical interpretation of the decision rule
obtained using the linear discriminant, is a hyperplane separating the class and the non-class
examples in the n− dim feature space. In the case that F is a binary vector, the examples
lie on the corners of the cube [0, 1]n. Notice, that the existence of a separating hyperplane,
depends on the geometrical configuration of the examples. When such a hyperplane exists,
the example vectors are defined as being linearly separable. The main problem to address
when constructing a linear discriminant, is how to determine the hyperplane (represented by
~w, θ), from the training examples, such that an optimal classifier is obtained. A solution to
this problem, should also define the sense in which the classifier’s optimality is measured. A
commonly used approach is implemented by linear support vector machines (LSVM) [31]. In
the LSVM method, the hyperplane parameters are chosen, such that the distances between
miss classified training examples and the hyperplane are minimized, and these distances for
correctly classified training examples are maximized. In this approach, the optimality is
measured by these distances. Another approach, is to use a probabilistic model. Using such
a model, the objective is to minimize the probability of miss classification. In the network
model this approach was chosen, since it proved efficient in the existing FBC implementation.

5.5.2 The probabilistic model

The probabilistic model uses the feature vectors class-conditional likelihood to estimate the
probability of correct classification. Consider F and C as random variables (r.v.). The
likelihood ratio of a feature vector is the ratio between its likelihood among class examples
and its likelihood outside class examples. The likelihood ratio is defined as:

L(F ) =
Prob(F |C = 1)

Prob(F |C = 0)
(16)

A classifier based on this model, compares the likelihood ratio with a predefined threshold
θ, and if the likelihood ratio is above the threshold then the decision is positive. Formally,
the classifiers decision is:

Ĉ(F ) = sign(L(F )− θ) (17)

The estimation of the likelihood ratio L parameters under general assumptions on the
class-conditional joint probability (Prob(F |C)), raises computational problems and requires
a large training set. Assuming class-conditional independence between the feature compo-
nents, the classifier becomes a linear discriminant, called a “Naive-Bayes” classifier. Us-
ing weaker assumptions, that consider higher-order dependencies between feature compo-
nents, more complex classifiers are obtained, modeled by Baysien-Networks [20]. As already
mentioned, using informative fragments as visual features, the more complex classification
schemes, such as Baysien-Networks, have almost no advantage over the use of the simple,



5 NETWROK MODEL FOR FRAGMENT-BASED CLASSIFICATION 42

linear, Naive-Bayes Model. This was shown experimentally in [30]. This result can be in-
tuitively explained by examining the fragment’s selection process. Fragments are chosen in
such a way, that there is as little pairwise mutual information between them as possible (low
redundancy). Although this does not promise complete independence between every two
selected fragments given the class, it does produce some amount of independence between
them, as a result of their low mutual information. Due to the simplicity of the Naive-Bayes
classifier, and its good classification performance when using informative fragments, it was
chosen for the network model. Next, I present a formal discussion on the Naive-Bayes clas-
sifier, and show that it is a linear discriminant.

5.5.3 The Naive-Bayes classifier

The assumption underlying the Naive-Bayes model, As previously mentioned, is that the
components of the feature vector are independent given the class r.v. C. Therefore, the
class-conditional probability used in the likelihood ratio expression can be expressed in a
simple form of a product:

Prob(F |C) = Prob(f1, . . . , fn|C) = Prob(f1|C) · . . . · Prob(fn|C)

Consequently, the likelihood ratio can also be expressed in a simplified form:

L(F ) =
n∏

j=1

Prob(fj|C = 1)

Prob(fj|C = 0)
(18)

With this representation, the estimation of the likelihood ratio parameters can be achieved
by estimating the conditional probability of each feature component (

Prob(fj |C=1)

Prob(fj |C=0)
), indepen-

dently. Such a computation is practical and efficient given a sample set, and in addition,
it can be implemented by a simple network. Once these probabilities are estimated, the
classifier evaluates L(F ) for a given example F , compares it with a threshold, and reaches
its classification decision. The next section shows that this classifier is a linear discriminant.

5.5.4 The Naive-Bayes classifier is a linear discriminant

I continue by switching representations of the Naive-Bayes classifier, in order to show that
it is a linear discriminant as defined in 15. The first step, is to transform the product in 18
to a sum. This is obtained by applying the log function to the likelihood ratio, producing
the log likelihood ratio, which can be expressed as a sum of probabilities in the following
way:

LL(F ) = log2(L(F )) =
n∑

j=1

log2[
P (fj|C = 1)

P (fj|C = 0)
] (19)
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From 17, integrating this representation with the classifier, we obtain a similar classifi-
cation rule:

Ĉ(F ) = sign(LL(F )− θ) (20)

Recalling the binary form of each fragment variable, The elements in the sum of the
log likelihood ratio expression, may be considered as weights, assigned to each fragment,
according to its value (0 or 1):

wj(0) = log2[
P (fj = 0|C = 1)

P (fj = 0|C = 0)
], wj(1) = log2[

P (fj = 1|C = 1)

P (fj = 1|C = 0)
] (21)

The weight of each fragment expresses the amount of confidence in the detection evi-
dence of a particular fragment. This confidence measure, is taken into consideration by the
classifier. From 20, the decision is made by evaluating the weighted sum of all the fragments’
detection evidence, and comparing it with a decision threshold. To obtain the form of the
linear discriminant (15), we must show what is corresponding to each weight wj.

Let D be the set of indexes of the detected fragments in a given example F , and N be
its complement. Then, LL(F ) =

∑
j∈D wj(1) +

∑
j∈N wj(0). Adding a constant value to

LL(F ) does not change the classifier, since it can be balanced by adding the same value
to θ. Consider the addition of the constant

∑n
j=1 wj(0). The log likelihood ratio becomes:

LL(F ) =
∑

j∈D[wj(1) − wj(0)]. Notice that the new form is a sum over only the detected
fragments in the example. Therefore, defining the weights to be:

wj = [wj(1)− wj(0)] (22)

the new form of the classification rule is:

Ĉ(F ) = sign(
n∑

j=1

(fj · wj)− θ) (23)

which is by definition 15 a linear discriminant.
Let us summarize the construction and use of the Naive-Bayes classifier, using its linear

form. In the training process, the class-conditional probabilities of each one of the fragments
are estimated individually based on the training sample. These probabilities are used for each
fragment to evaluate its confidence measure through equations 21 and 22. The confidence
measure of each fragment is treated as its weight in the linear combination used by the
linear discriminant (eq. 15). When the classifier is applied to a new example, the weighted
sum of all the fragments detected in the given example is evaluated, and compared with the
decision threshold according to equation 23. Next, I will present a neural network model
that implements this classifier.
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5.5.5 A Neural Network implementation for the Naive-Bayes classifier

The classification rule of the Naive-Bayes classifier (and any linear classifier) can be imple-
mented by a simple neural network model structure, which is straightforward to deduce.
The model consists of one synapse from each fragment neuron, to a single decision neuron.
The decision neuron has a linear threshold activation function. The structure of this neural
network (shown in figure 9), is similar to the one of the simple perceptron [10]. The output
of the decision neuron is:

O = sign(
n∑

j=1

(fj · ωj)− θ) (24)

where ωj is the incoming synaptic weight of the connection from the j’th input. By
comparing this decision rule to 15, the presented network is a linear discriminant. This
decision rule is equivalent to the classification decision rule of the Naive-Bayes classifier as
presented in 23, assuming ωj = wj for all j. The training of the neural network should
therefore result in these weights.

The derivation of a learning rule, which is able to learn the synaptic weights suggested
by the Naive-Bayes model, from the given labeled examples, is therefore the main problem
to be addressed. Notice that it is sufficient to learn a set of weights which is proportional
to the Naive-Bayes weights (23), and which is shifted by a constant (ωj = A · wj + B), due
to homogeneity of the activation function defined in eq. 24. I will refer to such a synaptic
weight as the optimal weight that is to be learned.

I first present a simple learning rule that learns for each synapse a partial synaptic weight,
related to the optimal one. The partial synaptic weight is an approximation for the optimal
one under the assumption that the firing of the fragment neurons is relatively not frequent.
I then continue by extending this model, and present a neural network with two synapses
from each fragment neuron to the decision neuron, with synaptic weights that together
approximate the optimal weight under more general assumptions.

5.5.6 Partial Naive-Bayes weight

The partial learning rule is able to tune each synapse to a weight which approximates the
optimal weight (22) under the assumption that the fragment neuron has a low firing rate
in class examples. This assumption is reasonable in the proposed neural model, since the
threshold is determined such that the fragment neuron has a low firing rate in the non-class
examples, inducing a relatively low firing rate in the class examples. The partial weight is
simply the first term of the Naive-Bayes weight as defined in equations 22, and 21:
wj(1) = log2[

P (fj=1|C=1)

P (fj=1|C=0)
].

Under the assumption that the fragment’s detection rate is low within the class (P (fj =
1|C = 1) < ε), using only wj(1) as the confidence weight of the fragment instead of the
optimal weight, the following properties are preserved up to small perturbations:

1. order between two features with respect to their weight.
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Figure 9: The Decision layer. The decision neuron is activated by a linear threshold
activation function. Fi represents the binary output of fragment neuron ni, and Wi represents
the synaptic weight of the synapse from fragment neuron ni to the decision neuron. This
model is similar to the simple perceptron model [10].
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2. order between two feature vectors, with respect to their likelihood ratio (An exact
preservation of this property would make the two weights equivalent, since it would
produce the same classification results).

Due to these properties, which will shortly be formalized, the classification performance
on test examples is similar using the two weights, when the assumptions on the input prop-
erties hold. This is confirmed by experimental results.

Let us first examine the relation between the optimal and the partial weight. From 22,
the optimal weight is a sum of two components which are probabilistic measures. One is a
likelihood ratio of the fragment variable when it is equal to 1 (the fragment is detected), and
the second is the same ratio when the fragment variable is equal to 0. These two ratios are
related. Let x = P (f = 1|C = 1) , y = P (f = 1|C = 0), then the two components are:

wj(1) = log2
x

y
, wj(0) = log2

1− x

1− y
(25)

a trivial observation is that wj(1) > 0 =⇒ wj(0) < 0. This holds for the selected fragments,
because of the requirement that a fragment should be more frequent in class examples then
in non-class examples. Using the x, y notation this states that x > y.

Using these observation, let us prove the first property of the partial weight, assuming a
low detection rate of the fragment in class examples.

Partial weight property 1: If x < ε then log2(1− ε) < wj(0) < 0.
Proof:

1 > 1−x
1−y

> 1−x
1

> (1− ε) ⇒ log2(1− ε) < wj(0) < 0

The interpretation of this property, is that for fragments with low detection rates, the
second component of the optimal weight is close to zero, therefore wj ≈ wj(1). This induces
the two non-formal properties of the partial weight, which are preservation of order between
fragments with respect to their weight, and preservation of the likelihood ratio order between
feature vectors.

5.5.7 Synaptic learning rule for the partial Naive-Bayes weight

The advantage of the partial weight measure, is that it can be learned by a simple synaptic
learning rule. The partial LL learning rule is:

• f = 1 :

C = 1 : ∆ω = η

C = 0 : ∆ω = −η2ω

• f = 0 : ∆ω = 0

where η is the learning rate.

To deduce the resulting weight of a synapse learned by this rule, consider the equilibrium
point of the weight, in which its expected change is 0:
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Figure 10: Double synapse model. Connections from one fragment neuron to the decision
neuron represent the two components of the Naive-Bayes weight (equation 21): w0 and w1.

η ∗ P (f = 1, C = 1) = η2ω ∗ P (f = 1, C = 0)

⇒ ω = log2[
P (f=1,C=1)
P (f=1,C=0)

]

using bayes law:

ω = log2[
P (f = 1|C = 1)

P (f = 1|C = 0)
] + log2[

P (C = 1)

P (C = 0)
] (26)

From the final equation above, the synaptic weight of each fragment neuron (ωj), con-
verges to the weight wj(1), up to an addition of a constant value which is insignificant. The
value of η affects the learning process in a form of a tradeoff between the speed of convergence
(higher values increase this speed), and the stability of the weight around its equilibrium
point (higher values yield a larger variance of ω after convergence). In the next part an
extended model is presented, which implements the optimal weights without the need for
prior assumptions.

5.5.8 Double synapse model

In order to implement the Naive-Bayes classifier with the optimal weights, the model is
modified such that each fragment neuron is connected with two synapses to the decision
neuron instead of one. At the end of the training process, the synaptic weights of the two
synapses from fragment neuron j to the decision neuron are wj(1) and −wj(0) as defined in
equation 22. This connectivity is shown in figure 10. Since wj(0) < 0 both of the synaptic
weights are positive, as is required in a biological model. When an example is presented to
the network, a firing neuron j contributes a value of ω(j) = wj(1) − wj(0) to the weighted
sum in equation 24, which is evaluated by the decision neuron. Since this is the optimal
weight used in the Naive-Bayes classifier, this neural network implements such a classifier.
The reason that two synapses are required in the model, is that it is difficult to learn the
optimal weight in one synapse using a single synaptic learning rule, while learning each of
the components of the weight separately is simple, as we will see next.

To complete the model, it remains to show the synaptic learning rules for each of the two
synapses of a given fragment neuron. The first synapse (which should converge to wj(1)) is
trained by the partial LL learning rule previously defined. By the definition in 21, −wj(0)
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is obtained by substituting F = 1 with F = 0, in the definition of wj(1) (eq. ??) and
switching the places of C = 1 and C = 0 in the same definition. Similarly, by replacing
F = 1 with F = 0 and C = 1 with C = 0 in the partial LL ratio learning rule, the synaptic
weight converges to −wj(0). The meaning of the first modification (F = 0) in the model, is
that the weight is adjusted in the cases when the fragment neuron is not firing. The second
modification, which is replacing C = 1 with C = 0, changes the direction of change in the
weight, causing the weight to be positive. Notice that the weights produced by both synaptic
rules, as a result of the training process, are close to the optimal weights, but not necessarily
equal, since the model is iterative and is therefore dependent on the order of the presented
examples, and on the number of times they are presented. However, it is guaranteed that
the weights converge to the optimal ones.

To summarize briefly, in the double synapse model, each fragment neuron is connected
with two synapses to the decision neuron. Each synapse is trained with a different learning
rule similarly to the other, resulting in a total synaptic weight, which converges to the
optimal weight imposed by the Naive-Bayes model. Therefore, the presented network, which
is the decision layer in the proposed model, implements the Naive-Bayes classifier. Next, the
decision threshold of the output unit is discussed.

5.5.9 Determining the decision threshold

The neural network presented above, along with the rules used for training its synapses,
implements the Naive-Bayes classifier. To complete the network implementation of the
Naive-Bayes classifier, the activation threshold of the output unit Θ, defined in equation 24),
should be addressed. As already explained, the effect of this threshold on the classification
performance is in the form of a trade-off between the false alarm probability and the miss
probability of the classifier. The value assigned should reflect which of this miss-classification
types is more important in the given problem domain. A possible scheme for determining this
threshold is the fixed false-alarm (FFA) method, which was suggested for determining the
detection threshold of each fragment neuron in section 5.4. The synaptic rule implementing
this method is defined in section 5.4.6, and is applicable for the decision threshold of the
output unit in the decision layer as well. According to this rule, when used for the decision
threshold, the value of the parameter α determines the probability that the decision neuron
is firing in the case of a non-class example. Therefore, determining this value, it is possible
to control the false alarm probability of the entire classifier. The presentation of the decision
layer completes the formal definition of the neural model for fragment based classification.
The next section provides a brief summary of the model and its training process.

5.6 Model summary

In this section I summarize the training process of the network, its final structure, and how
it performs classification of a new image example.

The training of the fragment layer works as a competition between neurons and produces
a number of neurons, each one most responsive to an informative fragment of an image taken
from the training data. From each feature neuron there exist two synapses to the decision
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neuron with a combined weight expressing the confidence in the detection evidence of the
imprinted fragment.

The classification of a new example is made in the following way. An image is presented
in the input layer. For one fragment neuron, its input is the normalized intensity levels of the
area in the image that is connected to it. According to the activation function of the frag-
ment neuron, defined in equation 1, the inputs are first multiplied by the synaptic weights
of the synapses coming from each input, summed, and then normalized. This operation is
equivalent to measuring the normalized cross-correlation between the current input fragment
and the fragment imprinted on the neuron. The input image is then shifted, such that all
possible positions of the input area in the image are presented as inputs to the neuron. If the
neuron’s response at any position during the shift exceeds its detection threshold then the
fragment neuron fires, indicating that the fragment has been detected. The firing pattern
of the fragment layer is then evaluated by the decision layer according to the confidence
assigned to each firing neuron. If the evaluated weighted sum of the firing fragment neurons
exceeds the decision neuron’s activation threshold, then the neuron fires, and the classifica-
tion result is 1 (representing a positive classification). Otherwise, the classification result is 0
(representing a negative classification). In section 8, I will present the results obtained using
this network on test data after it was trained for performing classification of car images.
The following part of this work discusses the biological issues emerging from the proposed
network model, and the biological plausibility of the model.

6 Biological plausibility of the Neural Network model

The biological plausibility of the neural network model for fragment-based classification is
presented here in two parts. The first part discusses the biological mechanisms required for
implementing the three following specific functionalities of the network:

1. Controlled modifiability of the fragment neurons’ incoming synapses (controlled “im-
printing“).

2. Modification of the fragment neurons’ outgoing synapses (“connecting” it to the deci-
sion layer).

3. Normalization of image intensities in the fragment neurons’ receptive fields.

The second part provides a more general discussion on the biological plausibility of the
two main neural learning concepts used in the model, which are “neuronal imprinting” and
controlled modifiability. The discussion presents related biological evidence which supports
the existence of these types of neural learning.

6.1 Biological plausibility of specific functionalities of the model

As already mentioned, the proposed model is not a biological one, but rather a neural network
model that is biologically oriented. Therefore, not all of its functionalities are biologically
feasible, although the model attempts to follow the mechanisms which are thought to be
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involved in neural learning. In most cases, the model uses simple synaptic learning rules,
which may be viewed as versions of simple Hebbian rules [10]. However, some parts of the
model are not standard, and in some cases are loosely related to biological mechanisms.
These parts, which were presented in section 5.3, are re-addressed here, in order to focus
on their biological aspects. These problems are addressed here either by suggesting alterna-
tive solutions, which are more biologically plausible, but were not simulated, or by simply
identifying the gap between the suggested mechanisms and biological ones.

6.1.1 Controlled modifiability of the fragment neurons’ incoming synapses

In section 5.3.8, a mechanism is presented for controlling the modifiability of each fragment
neuron’s incoming synapses (referred to here as the neuron’s modifiability). The modifiability
of the neuron determines if a fragment neuron is imprinted or not when a miss occurs in the
system. If its modifiability is above a certain threshold, then it is imprinted with an image
fragment. Essentially, the neuron’s modifiability is determined by the synaptic strength
of the neuron’s lateral synapses which include its connections to the neighboring fragment
neurons and a connection with the class “teacher” neuron. This is performed in the following
way. The modifiability of the neuron is affected by an abstract measure which is the neuron’s
merit value (MV). This value is obtained by subtracting the neuron’s redundancy value (RV)
from its classification value (CV). The CV of the fragment neuron is its class-conditional
firing probability (P (f = 1|C = 1)), and the RV is its maximal class-conditional co-firing
probability with the other fragment neurons (maxf ′∈SP (f ′ = 1, f = 1|C = 1)). The MV of
the fragment neuron is defined in equation 7. These probabilistic quantities are learned and
stored in the synaptic strengths of the neuron’s lateral synapses (see figure 5). This raises
the problem of how is the MV quantity represented in the neuron, and how it affects the
modifiability of different synapses of the neuron.

The most simple biological model which can implement this mechanism, is composed of
one neuron and two synapses, in which the synaptic strength of the first synapse affects the
modifiability of the second synapse. Such a type of learning was not observed in biologi-
cal systems, and seems somewhat too complicated. Furthermore, in order for the model’s
mechanism to be plausible, this model should be extended to a number of synapses, which
together control the modifiability of one or more different synapses.

Even though this mechanism doesn’t seem feasible, it is nevertheless a step towards a
biological implementation. Consider the biologically plausible model, in which the mod-
ifiability of the neuron is modulated by a “modifiability” substance in the neuron. This
substance can be affected by the activity of the neuron’s synapses. In the proposed model,
all the synaptic strengths determining the neuron’s modifiability are available to the neuron
through its synapses, and therefore may affect the concentration of such a “modifiability”
substance. Therefore, the positive aspect of the model, is that the quantities which are
needed for determining the neuron’s modifiability, are available to the neuron, although it is
not clear how they influence the neuron’s modifiability.

I present here another idea for solving this problem, by proposing the outlines of a
different model related to the proposed one. Instead of the complicated encoding of the
neuron’s MV, a single “modifiability” substance represents it. Define S to be the level of
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this substance in the cell. S is affected by two events. The first is the co-firing of the fragment
neuron and the class “teacher” neuron, and the second is the co-firing of the fragment neuron
and either one of its neighbors. An outline of such a rule is as following:

• C ∈ 0, 1: Class neuron firing.

• f ∈ 0, 1: Fragment neuron firing.

• f ′ ∈ 0, 1: Firing of any other fragment neuron (f ′ = ∨f̂ 6=f f̂).
then the rule is:

C = 1:
f 6= f ′ : ∆S = η1(S)
f = f ′ : ∆S = η2(S)

The goal of this learning rule is to obtain the desired level of modifiability: S = P (f =
1|C = 1) − P (f = 1, f ′ = 1|C = 1). The desired value of S seems to be related to the
previously suggested MV, because it reflects the additional class information delivered by
the neuron. This model is more biologically plausible than the original one, however, it is
not trivial to determine the learning rule which will result with the desired value of S, and it
remains to show that this value is a good MV (i.e. an MV which is useful for classification).
These questions are presented here in order to identify the gap between the model and a
biological system, and suggest directions for further work.

6.1.2 Modification of the fragment neurons’ outgoing synapses

Another mechanism that is used in the competition of the fragment neurons is a system
induced strengthening or weakening of the fragment neuron’s outgoing connections to the
decision neuron. This is described in section 5.3.9, and is formally regarded as “discon-
necting” or “connecting” the neuron. Biologically this requires a mechanism in which the
strength of the outgoing connections (the two connections described in section 5.5), are
affected by the strength of the neuron’s lateral connections. This requires a complicated
biological mechanism similar to the one described in the previous section. I will try to show
that this mechanism is not necessarily needed in this case, although this possibility was not
simulated in this work, and it is more difficult to analyze the behavior of the neural network
without this mechanism.

Without this mechanism, all the fragment neurons are always connected to the decision
layer. I will show that the effect of this modification is not significant to the models perfor-
mance. From section 5.5 it follows that the combined synaptic strength of the connections
of one fragment neuron to the decision layer is proportional to the fragments log likelihood
ratio, ω = log2[

P (f=1|C=1)
P (f=1|C=0)

]. Therefore only a fragment neuron which fires more frequently in

class examples than in non-class examples will be effectively connected (positive connection
weight), and affect the classifier. It remains to show that there are no neurons which have
effective connections, and which have a negative affect on the classifier. Due to the last
observation, such a neuron must be an imprinted one. Since we are analyzing the modifica-
tions to the model, we disregard neurons which would have been “connected” in the original
model, and therefore the candidate neurons are those that “lost” in the competition at some
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point, and were “disconnected” in the original model, while in the modified model, they
remain “connected”. Let us examine roughly the characteristics of such a neuron. First of
all, it has a high CV value, since this value is related to the value of ω which we know is high.
Second, it has a low MV value since it lost the competition at some point. Therefore it must
have a high redundancy value (RV). In the extreme case we can think of having several neu-
rons imprinted with the same fragment in the system, therefore that fragment has a higher
influence on the classification than it should have had. The main point is that the number
of such fragment neurons is relatively small, because the imprinted neurons that lost the
competition are highly modifiable, and therefore most of them will be imprinted with new
fragments. So the situation is such that there exist in the system a relatively small number
of redundant neurons, and this should not affect the classification performance significantly.
It would be beneficial in further work to test this hypothesis by simulating this simplified
model.

6.1.3 Normalization of receptive field intensities

In the model, Each fragment neuron’s receptive field has a fixed size and position on the
input layer. We assume that the input of the fragment neuron is (̂i1, . . . , în) = 1

‖~i‖2
((i1, . . . , in)

where ~i = (i1, . . . , in), and ij corresponds to the image intensity of one pixel in the neuron’s
receptive field. This means that the neuron’s inputs are the normalized image intensities in
its receptive field. This process is assumed here to occur at the input level in a one step
process. Biologically, it is known that such a normalization process does not occur at the
input level alone, and is not a one step process. However, invariance to scene luminance is
evident to a large extent in the visual system, as psychophysical experiments show ([8]). A
number of biological models for this effect were suggested in several works (e.g. [5]), but these
models include a number of visual areas, rather than an input transformation, as is assumed
in the proposed model for simplicity reasons. In any case, this functionality, although being
required by the model, is not in the main focus of this work. The next section, discusses the
biological plausibility of the key principles suggested by the model.

6.2 Biological plausibility of key concepts in the model

The discussion here focuses on the biological plausibility of the key properties of the learn-
ing process that enables the fragment neurons in the proposed model to learn informative
fragments. This learning process is characterized by two main concepts: the concept of neu-
ronal imprinting and the concept of controlled modifiability. Neuronal imprinting allows each
fragment neuron to be trained to respond to a fragment of one image example only. Con-
trolled modifiability describes the mechanism which determines whether a fragment neuron
is imprinted with a new example or not. This mechanism is responsible for the formation of
an informative set of imprinted fragments, as described in section 5.3. The biological plau-
sibility of these two concepts of neural learning is examined here in two different scientific
domains, behavioral and physiological. In the behavioral domain, I present learning and
memory examples, which are analogous to components in the model’s learning process. In
the physiological domain, an effort is made to present experimental evidence for neuronal
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learning, that may support the existence of these learning concepts in biological systems.
I start with a brief overview of the two neuronal learning concepts mentioned above.

Neuronal imprinting, which is fully explained in section 5.3.4, is the mechanism that allows
a fragment neuron to be trained to represent a single fragment of a presented image. This
is made possible by allowing the incoming synapses to be modified by a single presentation,
such that they represent the fragment presented in the neuron’s receptive field. This type
of learning can be described as a fast, “one-shot” learning. The fact that a single learning
example determines the synaptic strength, and that the amount of change in the synaptic
strength may be relatively large, distinguishes this type of learning from most synaptic
learning rules, which are slow and iterative. To present behavioral phenomena analogous to
neuronal imprinting, I discuss cases in which fast learning is demonstrated, and memory is
formed from a single or a few examples. To provide the physiological plausibility of neuronal
imprinting, one has to show experimentally that there are synapses which undergo such a
type of fast, one-shot modification.

The second concept discussed here is controlled modifiability, which describes the mech-
anism that controls which fragment neurons will be imprinted at a certain learning stage
and which will not (see section 5.3.9). Mechanisms for controlled modifiability are used in
the suggested model at two levels, the system level, and the unit level. At the system level,
imprinting occurs only when the system has performed a classification mistake. This implies
a mechanism that alters the systems plasticity in general. Behaviorally, this may be observed
when the state of a subject (e.g. emotional arousal), affects its ability to memorize some
aspect of the stimuli. Physiologically, a mechanism affecting the neuronal plasticity of an
entire system, for example, the release of a neuromodulator, may implement this functional-
ity. Controlled modifiability at the unit level, refers to the mechanism controlling imprinting
by evaluating the neurons MV, described in 5.3, and discussed in 6.1.1 in the context of
its biological plausibility. Essentially, in this mechanism, the neuron’s firing, and its neigh-
boring neurons’ firing, affect the neuron’s plasticity, which is manifested in the plasticity of
its incoming synapses. In the model, a high level of plasticity in these synapses, triggers
an imprinting of a new fragment on the neuron. This functionality may be physiologically
implemented by a “tagging” mechanism, in which certain synapses are biochemically tagged
during local activity in the synapse, such that they are differentially modified when the mod-
ification occurs in the system. Analogous behavior may be viewed as enhanced learning of
stimuli with certain aspects (such as novelty), or embedded in a certain context. This type
of influence on the effectiveness of learning, may be described as stimulus specific learning
control. Notice that both levels of controlled modifiability, may be manifested by gradual
changes in plasticity, rather than the “all-or-none” form presented in the model, in which
synapses are either imprinted with fragments or not. In the following sections, I will discuss
the biological evidence, related to the concepts of imprinting and controlled modifiability in
biological learning, starting with behavioral evidence.

6.2.1 Behavioral evidence for one shot learning

It is believed that humans can distinguish between 5,000 and 30,000 object categories [3].
Informal observation tells us that learning a new category is fast, and sometimes requires
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only one example. For complex tasks requiring expertise this may not be the case, but for
many simple tasks it is. If, for example, we meet a person for the first time, we would likely
recognize that person in following encounters. This observation is not limited to vision, but
characterizes many perceptual modalities, and a variety of memory forms. Working memory
usually requires one presentation of an item, and is able to store it for a short period of
time (hours). If the reader of these lines would read the number 36, he would be able to
remember it long after finishing this reading. This form of learning is characterized by a
single presentation, which forms a memory, and is therefore a type of one-shot learning. In a
systematic research of the visual recognition capabilities of pigeons, it was shown in [9] that
after a single presentation of hundreds of images, they were able to distinguish later between
the old and newly presented images with a remarkable success probability.

A classical example of rapid learning is evident through the social behavior of certain
species such as ducks and chickens. It was shown that in natural conditions, the young duck
becomes socially bonded to its mother, which is present right after hatching [17]. If however,
a different object is encountered by the young duck in a “critical period” of time right after
hatching, it becomes socially attached to that object for life (even if it is a red ball) [17]. This
implies an instinctive mechanism that allows the duck to visually imprint the first object it
encounters, an imprinting that affects its long term social behavior.

Through psychophysical research on the learning process of basic visual skills, it was
shown in [23] that in certain tasks, the subject’s improvement is mostly gained in the first
training stage. The visual task was to identify and categorize the orientation of oriented bars,
embedded within a background of similar lines with a different orientation as presented in
figure 11. The paper discusses the time course of learning this visual skill. Its results show
that except for a fast, rapidly saturating improvement, early in the first practice session,
performance was very stable within sessions. The improved performance was sustained for a
long term of 2-3 years. Although in this case the learning did not occur after one presentation,
it does suggest that the several first trials induce learning, while the subsequent trials do
not. Next, I turn to present behavioral evidence for controlled modifiability.

6.2.2 Behavioral evidence for controlled modifiability

In this section I present several examples in which the effectiveness of learning and the
strength of the memory trace are influenced, either by the condition of the subject (which
can be viewed as system level control), or by a specific aspect of the stimulus (which can
be viewed as stimulus specific control). Long term memory (LTM) formation in everyday
life often occurs incidentally without explicit intention to remember the information pro-
cessed. Research indicates that specific kinds of information processing contributes to LTM
formation, including meaning-based, context and factors like emotional significance and at-
tentional allocation [4],[32]. Endogenous processes activated by experience can modulate
memory strength in terms of recall probability [19]. For example, emotionally arousing [6]
or humorous [26] experiences are generally better remembered than less effective experience.
These are examples of system level control on learning. There are examples for stimuli
specific learning control, such as the effect of the novelty of the stimulus, which improves
its chances to be remembered. Another example is the von-Restorff effect consisting of the
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Figure 11: Bars detection experiment. The stimulus for orientation categorization test
made in [23]. Three diagonal bars are embedded within a background of horizontal bars.
The subject has a short time interval to detected the bars and categorize their orientation,
while fixating at the center of the image.
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Figure 12: Contrast discrimination stimulus. Two stimuli presented to a subject in
the contrast discrimination task in [24]. The subject has to determine which stimulus has a
higher contrast after a brief sequential presentation of both stimuli.

improved recall or recognition of an item in a set that is distinct or different from the others,
while the other items are less well recalled [21]. This also relates in a way to the model
presented in this work, in which one fragment has better chances to remain imprinted in the
system, if it is distinct (see section 5.3).

A psychophysical experiment which shows the affect of visual context on the ability to
detect small changes in contrast of simple visual stimuli, is presented in [24]. The contrast-
discrimination task was to distinguish between two isolated foveal gabor signals with different
contrasts as shown in figure 12. The performance of a subject is measured by the JND (just
noticeable difference) between the contrast of the stimuli, as measured by the subject’s
discrimination ability. It has been shown that the subject’s performance in this task is not
improved by practice [25]. However, by introducing a set of practice sessions in which the
target stimulus was surrounded by chains of similar stimuli of fixed contrast (figure 13),
practice has affected performance, and a learning ability was demonstrated by the subjects.
This example shows that learning visual tasks can be highly effected by visual context.
To explain these results the authors suggest a simple neural model, in which the synaptic
strength of connections delivering the stimuli to a neuron, are changed only during excitation
of the neuron through lateral connections (the effect of the context), due to a de-stabilization
of the neuron, induced by the lateral activation. There is a similarity between this model
and the way lateral connections affect the imprinting of fragment neurons in our model
(see section 5.3). Next, I discuss physiological research related to the imprinting and the
controlled modifiability concepts.
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Figure 13: Modified contrast discrimination stimulus. The stimuli in contrast discrim-
ination(CD) task are surrounded by fixed flankers of two sizes (left-2f and right-6f), which
induce performance improvement ([24]).
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6.2.3 Physiological evidence for one-shot learning

As already mentioned, I will not present an exact neurophysical mechanism which implements
the model suggested in this work, but instead present related mechanisms at the system level
and at the single unit level. In order to show that one-shot learning is biologically plausible,
one has to provide experimental evidence for changes in synaptic strengths, which are caused
by a short neuronal activity, in the time scale of milliseconds. Although it is believed that
a single AP (action potential) may in some cases modify the synaptic strength, there are
no cell recording experiments which address this specific question. However, experiments
were described in which after a short training protocol, synaptic changes are observed. One
example is the work presented in [18]. In this work, the modification of synaptic connections
between neurons in the neocortex is related to the coincidence of postsynaptic APs and
EPSPs (Excitatory Post Synaptic Potential). The method used for measuring activity was
dual whole-cell voltage recordings. ESPSs were induced by injection of current pulses to the
postsynaptic neuron and postsynaptic APs were induced by injection of current pulses into
cell bodies. Synaptic efficacy was measured by the average ESPS amplitude. The conclusion
of this work was that the amount of change in synaptic efficacy is dependent on the precise
timing of postsynaptic APs relative to ESPSs. The entire training protocol that induced
learning consisted of 10 bursts every 4 seconds, in which each burst consisted of 5 to 10
paired activations of APs and EPSPs. These experiments show that a period time as short
as 40 seconds, and only 50 APs, are sufficient to induces significant synaptic efficacy changes.
I continue by presenting neurophysiological evidence for controlled synaptic modifiability.

6.2.4 Physiological evidence for controlled modifiability

As explained in the introduction to this section, controlled modifiability is used in the model
both at the system level and at the unit level. At the unit level, I present here some
physiological evidence which may be viewed as an analogy to the mechanism presented in
the model. In the model, neurons that have a low performance in the system are “tagged”,
and when the system undergoes imprinting, their synapses are modified by the imprinting
mechanism. The analogy is made to the “tagging” mechanism which is thought to be involved
in synapse-specific modifications in neurons. Consider a neuron with several synapses, in
which one synapse is facilitated, and as a result a long-term efficacy change (LTM) is observed
only in the facilitated synapse. It has been shown that transcription and protein synthesis
are essential for the LTM formation in the synapse. However, the cellular unit in which
transcription is performed is the nucleus, which is shared by all the neuron’s synapses. This
raises a question regarding the underlying mechanism by which the specificity of the synaptic
change is maintained. In [13], experiments were made with aplysia neurons in a dish. It was
shown that the synaptic LTM is not formed when local protein synthesis is blocked. It is
not clear whether the local protein synthesis is involved in the tagging of the synapse. It is
evident however, that some form of tagging, allows the tagged synapse to incorporate the
mRNA formed in the nucleus in its growth process, and translate it to proteins locally at
the synapse. The locally synthesized proteins are essential for the formation of the LTM in
the synapse. This mechanism for synapse specific memory formation, includes the tagging
of a specific synapse which occurs when it is facilitated. This tagging is used later on for
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identifying this synapse, in order to form long lasting changes in its efficacy.
The system level controlled modifiability or plasticity, is a well known phenomenon,

which is believed to be implemented by the release of a neuromodulator, to a large neuronal
area. In [1], the functional connection between two neurons in the monkeys auditory system,
is shown to be affected both by the correlation between the neurons’ firing and by the
behavioral significance of the learning. When either of these two components were missing
in the learning paradigm, the functional connection between the two neurons, measured
by in vivo recordings did not change. The experimental setup was as following. In each
session, the extracellular activities of two to ten single neurons were recorded simultaneously.
Pairs of neurons with either positive or negative correlation, were selected. The dependence
of functional plasticity on the contingency between the activities of the two neurons and
on behavior was tested by combined cellular conditioning and behavioral paradigms. The
conditioning paradigm which induced the most significant amount of plasticity, was the
following: each time the first, CS (Conditioned Stimulus) neuron fired a single spike, an
auditory stimulus that was known to activate the second, CR (Conditioned Response) neuron
was presented to the monkey, causing the CR neuron to fire a single or several spikes. This
learning paradigm created a conditioning between the responses of the CS neuron and the
CR neuron. In addition, the monkey had to perform some task right after the stimulus
was presented, and was rewarded with juice when it successfully performed the task. It
was shown that the behavioral reward was essential for the functional plasticity between the
neurons, which was measured in terms of the amount of change in the correlation between
the firing of the two neurons. This indicates that plasticity of synapses may be dependent
on a general state of the entire system, in this case a behavioral factor. The biochemical
mechanism by which the behavioral factor influences synaptic activity is still not known,
however, it is believed that neuromodulators, which are known to have large scale neuronal
influence, have an important role in this process.

In the next section, the computational aspects of the feature selection method used in
the model, are discussed.

7 Computational contribution

In this section I discuss the computational implications of the feature selection methods used
in the neural network model. In section 5.3 several new methods are suggested for solving
the FRn-k problem. These methods are used with slight modifications in the biological
model for fragment-based classification. In addition, some of the ideas discussed may be
regarded as contributions to existing computational methods. The discussion here relies
on the observations made in 5.3, and demonstrates the computational contribution of the
suggested methods.

In section 5.3, an iterative class of solutions to the feature selection problem is defined.
A solution of this type may be separated into two independent solutions for two different
problems: choosing the feature selection strategy, and finding a feature merit value (MV),
which expresses for each feature the merit of adding it to a given set of features. I will discuss
here the benefit of using the “random substitution” strategy, and the MPMI MV (6),which
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are both presented in section 5.3. The next section analyzes the random substitution selection
strategy, through a comparison with the greedy search strategy.

7.1 Feature selection strategy

Consider the FRn-k problem, in which the most useful k features for classification, must
be chosen from a set of n features. I will first review briefly the two strategies for feature
selection which are compared here: the greedy search strategy, which is the most common
solution, and the random substitution strategy, which was introduced in section 5.3. The
greedy search strategy iteratively adds the best possible feature to a selected set of features.
In the first iteration of the greedy search, the best feature for classification is chosen. At each
subsequent iteration, one feature is selected from the remaining set, such that its addition
to the selected set produces the most useful set of features for classification. The iterative
process ends after k iterations. The random substitution strategy maintains at each iteration
a set of k +1 features. This set is initially selected at random. At each iteration, the feature
that contributes the least class information to the current set is eliminated, and replaced
(in all iterations except the last one) by a feature randomly selected from the entire set of
n features. At each iteration, an objective function of the set of features is estimated. The
algorithms stops when the objective function is maximized. This function should express
how useful are the current features for classification. Therefore, we may measure directly
the performance of the classifier that uses the set of features, on a cross-validation set of
examples, and use it as the objective function. Another approach, is to take the average
merit value of the features in the set as the objective function. The algorithm ends when the
objective function is maximized, and does not change significantly over a predefined number
of iterations. Experiments made with both of these strategies are presented in section 8, and
lead to the conclusion that the methods are equivalent in terms of the performance of the
classifiers that used the features produced by these methods. However it is interesting to
compare the methods, since the random substitution differs from the greedy search strategy
in its time complexity and in its adaptability to an online environment.

Let us first analyze the time complexity of both methods. Recall that n is the total
number of features, and k is the desired number of features. In the greedy search, we assume
for this analysis, that in each iteration, each feature in the remaining set is compared with
each feature in the selected set in order to select the next feature, and that this comparison
is made in a constant time. Therefore, the time complexity of the greedy search is O(n · k2).
Similarly, for the random substitution selection strategy, we assume that in each iteration,
each pair of features in the current set is compared, and that each comparison is made in a
constant time. If I is the number of iterations in the random substitution process, then the
time complexity of this strategy is O(I ·k2). To compare these time complexities, the question
is what is the relation between I and n. This relation depends on the specific task, and on
the interactions between the features in the initial set of n features. It is therefore difficult
to estimate this relation. In the experiments made in section 8, the measured relation was
roughly I = 1

2
n, which means that the time complexity of the two strategies was similar,

although it is reasonable that for some tasks one strategy may be more time consuming.
A more significant difference between the two strategies, is their ability to adapt to an
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online environment. Consider the following modification of the FRn-k problem, in which the
examples are presented one by one, and after each presentation the algorithm is expected
to produce the optimal set of k features for classification, out of the features presented
so far. This modification is handled naturally by the random substitution as following.
Instead of randomly choosing the added feature at each iteration, it chooses the newly
presented feature. During this process, non-useful features are eliminated in the same way
as before. I Ignore here the initialization problems, and simply assume that at least k features
have already been presented to the algorithm. The greedy search on the other hand, has
no such natural extension, and would have to “remember” all previous examples, and to
preform the entire greedy search each time a new feature is presented. This advantage makes
the random substitution more suitable for a biological implementation, and the “gradual
backward elimination” introduced in 5.3, which is a variation of the random substitution
strategy, is such an implementation. In the next section, we turn to the problem of selecting
a MV, and compare the MPMI MV with existing merit values.

7.2 Feature MV

A second computational aspect of the proposed model is the use of the MPMI MV, which
is defined in equation 6. According to the experiments presented in section 8, this measure
preforms better when used with several selection strategies, compared with two existing
MVs, the MIFS MV ([2]), and the FBC MV ([28]). I will review all three measures, and
compare their properties.

The objective of the MV is to provide a good estimate for the ideal MV:

MV (f, S) = I(f, S; C)− I(S; C) (27)

where f is a feature variable, S is a set of feature variables and C is the class variable.
The MPMI MV, provides this estimate in a form of a sum of two terms. One term that
expresses the relevance of the feature for classification, and another term that expresses its
redundancy with respect to the set S. The features relevance is simply measured by the
mutual information between the feature and the class, I(f ; C). In general, the redundancy
is more difficult to measure, since it is dependent on a large number of variables (|S|+2). In
the MPMI MV, the redundancy value (RV) is expressed by the maximal amount of mutual
information between the feature f and a feature in the set S. Therefore the MV has the
following form:

MV (f, S) = I(f ; C)−maxf ′∈SI(f ′; f) (28)

In the MIFS measure, there is a similar separation of the terms for the RV and the CV.
The difference is in the RV term, which is measured as the sum of the mutual information
measures between the feature f , and each one of the features in S:
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Table 1: Comparison of MIFS and MPMI MVs on a simple example, in which the set of
features S = {f1, f2} has already been selected, and f3, f4 are candidate features.

I(f3; C) = 0.3 I(f4; C) = 0.3
I(f3; f1) = 0.9 I(f4; f1) = 0.7
I(f3; f2) = 0.1 I(f4; f2) = 0.7

MVMIFS(f3, S) = −0.2 MVMIFS(f4, S) = −0.4
MVMPMI(f3, S) = −0.6 MVMPMI(f4, S) = −0.4

MV (f, S) = I(f ; C)− β
∑
f ′∈S

I(f ′; f) (29)

The β coefficient is used to balance between the effect of the features relevance measure,
and its redundancy measure. In some cases, the use of the sum in the MIFS measure is
less effective compared with the use of the maximum in the MPMI MV, as was already
mentioned in 5.3. I will show such a case, through the simple following example. Consider a
set of 4 features: f1, f2, f3, f4. The features are selected by a greedy search selection strategy,
and we assume that f1andf2 were first selected. The task is to select a third feature, such
that the new set of three features delivers a maximal amount of class information. Consider
now the case, in which f3 is identical to f1. In this case selecting it would not contribute
any class information to the set, and therefore it is more effective to choose f4, assuming
that f4 is not identical to any of the selected features, and that I(f4; C) > 0. Table 1
provides the mutual information values required by both methods in order to decide which
feature to choose next, as well as both of the MVs for f3 and f4. As shown in table 1,
I(f1; f3) = 0.9, which is a high information value, since the two features are identical. Both
candidate features have the same class information (0.3), and therefore it does not affect
their selection priority in both methods. Comparing the MVs of f3 and f4 which are shown
in table 1, using the MIFS MV, f3 is chosen next, while using the MPMI MV, f4 is chosen
next. This example illustrates that the maximal correlation between pairs of fragments is
more useful for measuring redundancy than the average correlation, and therefore the MPMI
measure is more effective than the MIFS measure in many cases. This fact is supported by
experimental results in a classification task presented in section 8.

The MIFS algorithm introduced in [2] has also the following limitation. The algorithm
is essentially a greedy search that adds at each iteration the feature with the largest MIFS
MV. As the MIFS MV is presented in [2], the redundancy of a feature is measured as a
sum of its pairwise mutual information with the each one of the already selected features,
multiplied by a scaling factor β. The problem with this scheme is that as the greedy search
proceeds and the selected set of feature grows, so does the sum of pairwise mutual information
(
∑

f ′∈S I(f ′; f)), since it is made on a larger set S. This creates a situation after several
iterations, in which the RV term becomes much larger than the CV term, which practically
ceases to affect the MV. A simple way to keep a reasonable proportion between the two
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terms, is to use an average instead of the sum in the RV term, or equivalently to use a
decaying scaling value, βn = β

n
, where n = |S|. In the experiments presented in section 8, I

compared the modified version of the MIFS MV with the original MIFS MV (OMIFS) on an
image classification task, and the classification performance of the modified version is indeed
better. However, the performance of the modified MIFS MV on the same task, is worse than
the performance of the MPMI MV.

Finally, it remains to compare the MPMI MV defined in eq. 6, with the FBC MV defined
in eq. 3. From their definitions, we see that the MPMI MV is computationally simpler than
the FBC MV, because it requires the estimation of joint probabilities of only two variables
at a time (either two features or a feature and the class), while the FBC requires the joint
estimation of three variables (in order to estimate I(F, F ′; C)). The FBC MV is optimal for
selecting two features (k = 2), since it is equivalent to the ideal MV defined in 2 in this case.
For k = 2, the MPMI measure is a simplified version, which approximates the FBC MV. The
extension of both measures to more than two features is made in a similar way, therefore it
would be expected that the FBC MV would choose better features for classification then the
MPMI MV. Surprisingly, in the experiments made with car image classification in section 8,
in which a large set of features is selected (250), the MPMI MV has preformed better than
the FBC MV, when used for classification. This may be due to the specific experimental
task, or due to estimation differences. It would be interesting to further analyze these two
MVs, in order to explain these results.

In the next section, I present an experimental comparison of the classification methods
introduced in this work with other existing methods, and an experimental analysis of the
neural network model for fragment-based classification.

8 Results and conclusions

I present here several experiments that compare the discussed methods for classification, by
testing their classification performance in a car detection task. Three different experiments
are presented. The first experiment compares the proposed computational method for fea-
ture selection (see section 7) with existing methods. The second experiment compares the
proposed method for determining the fragment’s detection threshold (see section 5.4) with
existing methods. The third experiment compares the network model (see section 5.3), with
the computational fragment based method [28], and provides an experimental analysis of
the network model. I start by presenting the experimental setup of the car detection task,
and the methods used for classification in the three experiments, which are presented in the
following sections.

8.1 Training and testing classification schemes

The classification task consisted of the detection of side-views of cars in 14x21 pixel images.
The image database comprised a total of 573 car images and 461 heterogenic non-car images,
similar to the examples in figure 14. The cars occupied approximately a 10x15 pixel box
inside the image. From this data, the first 100 car and 100 non-car images were chosen for
training, and the rest of the examples were used as a test set for the classifier.
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Figure 14: Car and non-car images. Examples of low resolution, 14x21 pixel, car and
non-car images used to train and test the different classification methods.

8.1.1 Fragment extraction and similarity measure

Most of the presented experiments required the use of image fragments. The fragments were
automatically extracted from the first 100 images. The pool of extracted fragments contained
59200 fragments, 592 from each training image. Their sizes varied from 4x4 pixels to 10x14
pixels, and were taken from all the possible locations surrounding the 10x15 pixel region
surrounding the car. The similarity between each fragment and each image was measured in
a preprocessing stage. This was made by measuring the normalized cross-correlation between
each fragment and the image at all positions in the image, and taking the maximum similarity
measured.

8.1.2 Classification experimental setup

In the next sections I present the classification results for the different methods. Each method
was tested in a process of 10 cross-validation iterations. At every iteration, 80 car and 80
non-car images were randomly selected for training from the first 100 car examples and the
first 100 non-car examples. The complementary 473 car images and 361 non-car images were
used to test the classifier. The training images served to select useful fragments and for the
learning of the classification function. The classification function used in the experiments, is
a Naive-Bayes classifier. The classification results are presented by an ROC curve. The ROC
curve was computed as the average of the ROC curves obtained in the 10 cross-validation
iterations, and is presented along with the standard deviation of the curve across the 10
iterations at selected points.

8.2 Fragment selection methods

This experiment tested the performance of the feature selection methods introduced in this
work, and compared them with various existing methods. The experiment compared the
classification performance obtained using these methods, while maintaining the other stages
of the classification as the same for all the methods. As stated above, each method was tried
out 10 times, with different training sets in a cross-validation process.

For each fragment, the threshold for detection was determined by the criterion of maxi-
mum mutual information with the class (MMI criterion), which is described in section 5.4.
After the detection threshold was determined for each fragment, the fragment can be con-
sidered as a binary feature. The set of 160 training images, which is different in each one of
the 10 iterations, was used for determining the threshold as well as for the feature selection
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Method Strategy Merit Value (MV)

FBC greedy search minf ′∈S(I(f, f ′; C)− I(f ′; C))
OMIFS greedy search I(f ; C)− β

∑
f ′∈S I(f ′; f)

MIFS-GS greedy search I(f ; C)− β
|S|

∑
f ′∈S I(f ′; f)

MIFS-RS random substitution I(f ; C)− β
|S|

∑
f ′∈S I(f ′; f)

MPMI-GS greedy search I(f ; C)−maxf ′∈SI(f ′; f)
MPMI-RS random substitution I(f ; C)−maxf ′∈SI(f ′; f)

Table 2: Summary of compared feature selection methods

stage and for training the Naive-Bayes classifier. The compared methods differ only in their
method for feature selection. In each classification experiment, this method is a specific
algorithm that solves the FRn-k problem as introduced in 5.3.

Before each feature selection method was applied, the number of features was reduced by
eliminating “anti-fragments”, which are fragments that are detected more frequently in non-
car images than in car images. This eliminated about 10 percent of the candidate features.
The feature selection method was then applied on the remaining fragments, and was used
to select 250 fragments to be used by the classifier. Six different feature selection methods
were compared.

The first method (FBC), was used in [28], and is essentially a greedy search that uses
the fragment merit value (MV) presented in equation 3. The second method is the MIFS
method as presented in [2], which uses a greedy search, with the summed version of the
MIFS, (OMIFS) as a feature MV. The four remaining methods are all the combinations of
two fragment merit values (MVs): the improved version of the MIFS (see section 7), and the
measure introduced in equation 6 (MPMI), with two selection strategies: the greedy search
(GS), and the random substitution (RS). The four combinations represent four selection
methods respectively named: MIFS-GS,MIFS-RS,MPMI-GS,MPMI-RS. Table 2 summarizes
the different selection methods compared here. This setup allowed us to compare the random
substitution strategy with the greedy search strategy, independently of the MV, and to
compare the MIFS with the MPMI merit values, independently of the selection strategy.

Figure 15 presents the ROC curves for all the methods described, along with the variance
at several points on the graph, obtained in the 10 different cross-validation iterations made
with each method. By comparing the results we see that the main factor determining the
classification performance of a feature selection method is the choice of the fragment MV,
while random substitution and greedy search are almost equivalent. When using both MIFS
MV and MPMI MV, either selection strategies (GS or RS) produces similar results. On
the other hand, using different merit values, substantially affects classification performance.
The MPMI seems to be the best choice for fragment selection in this case. Figure 16 shows
several examples of car fragments selected by the FBC method, which visually represent the
type of fragments that were selected by the other methods as well.
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Figure 15: Feature selection methods. ROC curves of fragment based classification made
with different feature selection methods.

Figure 16: Car fragments. Examples of informative, low resolution car fragments selected
by the FBC feature selection method.
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8.3 Fragment detection threshold methods

The following experiment analyzes the fragment detection threshold criterion used in the
neural model and compares it with the criterion that was used in previous implementations
of the fragment-based approach. The neural network model uses an approximation of the
fixed false alarm method (FFA) as proposed in section 5.4. According to the FFA criterion, a
fixed false alarm probability α is chosen, and each fragment’s detection threshold is set such
that the false alarm rate of the single fragment is α. In the neural network model, a synaptic
rule determines the threshold in such a way that it approximates the threshold obtained by
the FFA criterion. This method for determining the threshold was simulated, and is referred
to as FFA-online. The method currently used in fragment-based approaches ([28]), sets each
fragments detection threshold, such that the fragment has a maximum amount of mutual
information with the class (MMI).

To compare the thresholds obtained with the three different methods presented above
(MMI,FFA,FFA-online), each method used a specific threshold criterion, while all other
stages of the training, were maintained the same. The selection process was made by the
FBC algorithm, and the classification function used is the Naive-Bayes classifier. In the
FFA and FFA-online methods the fixed false alarm rate chosen was 0.05. After the detection
threshold was determined for each fragment, 250 fragments were selected, and the classifier
was constructed. Figure 17 shows the average ROC curves of the classifiers as obtained on
the test images in 10 different cross-validation iterations. We see that using either method
for determining the fragment detection thresholds, produces similar performance, under the
settings specified in this experiment.

An interesting question is how the fixed false alarm value (α) used in the FFA method
changes the classification results. To answer this question experimentally, we performed
classification tests with a wide range of rates from 0.02 to 0.30. Two settings were tried out,
the first using the FBC greedy search algorithm for the selection process, and the second
using the MPMI MV with a greedy search (MPMI-GS) instead. Figures 18 and 19 show
the result of these experiments for four different false alarm rates. The results show that
when the fragment selection is performed by the FBC method, the value of α does affect the
performance of the classifier. However, when the MPMI-GS method is used instead, we see
almost total invariance with respect to the value of α. Given this result, the performance of
the neural network model (which uses this threshold criterion), is almost totally invariant to
the choice of α.

8.4 Neural Network model simulation

In this experiment, the neural network model for fragment based classification was compared
with the computational fragment based method. A series of 10 cross validation iterations was
performed with a simulation of the neural model. The simulated stages were the fragment
selection and fragment extraction stages, which are combined together in the model. The
thresholds for detection were predetermined using the FFA method with α = 0.05 false alarm
probability.

To simulate the extraction process in the neural network model (the imprinting), a pre-
sentation of a car training image was followed by the imprinting of its 592 fragments whenever
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Figure 17: Threshold methods. ROC curves of FFA and MMI threshold methods.
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Figure 18: FFA+MPMI with different FA ratios. ROC curves of different FFA thresh-
old methods. Fragments were selected after threshold was determined with the MPMI greedy
search. The FA ratio does not affect performance.
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Figure 19: FFA+FBC with different FA ratios. ROC curves of different FFA threshold
methods. Fragments were selected after threshold was determined with the FBC greedy
search. The FA ratio affects performance.
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the network miss-classified the example. This is according to the models description in 5.3.
Although the extraction of all fragments was done in a preprocessing stage, the fragments
extracted from a given example, were not available to the network before the example was
presented to the network in the training stage.

As in the previous schemes, in each of the ten iterations, 80 car images and 80 non-car
images were randomly chosen out of the first 200 images. The simulation is then performed
as a series of image presentations, which is divided into epochs. In each epoch, all 160
class images were presented sequentially, and a Naive-Bayes classifier constructed with the
imprinted fragments at that stage, classified each image. The decision threshold of the clas-
sifier was set to produce a 5 percent false alarm rate on the training set. In the model, when
a miss classification of a class example (a miss) occurs, the fragments of the image example
are imprinted, and in some cases a part of the imprinted fragments are “disconnected” from
the classifier according to the model. It is important to notice that for the neural model
only fragments belonging to the 80 training images are available, as opposed to the previous
experiments, in which more extracted fragments (taken from all first 100 car examples) were
available. This introduces a disadvantage to the model, since the number of fragments avail-
able at each iteration is smaller. However, experiments showed that this disadvantage is not
noticeable in terms of performance, since the set of available fragments is sufficiently large.
All the synaptic measures used by the model were learned in each example presentation
according to the synaptic learning rules described in section 5.3.

The training process was set to terminate either when no misses occurred and all training
car images were correctly classified by the network, or when it has reached a time limit of 75
epochs. In practice all the iterations ended before the time limit, even though the convergence
of the learning algorithm is not theoretically proved in this work. The shortest simulation
period was 11 epochs, and the longest one was 50 epochs. At the end of the training process
the fragments were used to construct a Naive-Bayes classifier, which was tested on the test
images. Figure 20 shows the average ROC curve of the neural model compared with the
ROC curve of the FBC method. As shown in the graphs, the performance obtained with
both classifiers is similar.

Using several experimental analysis methods, the model’s learning characteristics were
further explored. The first characteristic examined was the classifiers probability of miss
versus time during the training process. The data presented at each point in time, is the
average miss probability, in a surrounding time window of 3 epochs. In figure 21 we see
this averaged probability versus time, in the longest iteration(#1), the shortest one(#9) and
as the average over all the cross-validation iterations. Although in several iterations such
as iteration #9 the miss rate is ascending in some periods during the training, the overall
tendency, as expressed by the average, is a descend in the miss rate, until it reaches 0, which
is the stopping criterion of the training process.

Another measure examined was the average fragment neuron MV of the imprinted neu-
rons, at a specific point in time. For each fragment neuron, the MV is combined of a rele-
vancy value (CV) and a redundancy value (RV) which is relative to the remaining imprinted
fragments. The average MV over the imprinted neurons can be considered as an objective
function of the training process, which has to be maximized. Recall that the actual MV
defined in eq. 6, for the fragment f is MV (f, S) = I(f ; C) −maxf ′∈S\fI(f ′; f) where S is
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Figure 20: Model classification performance. ROC curves of the fragment based classi-
fication method and neural network model.
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Figure 22: Objective function convergence (iteration #3). Objective functions versus
time in experiment iteration #3.
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Figure 23: Objective function convergence (iteration #8). Objective functions versus
time in experiment iteration #8.
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the set of imprinted fragments. The actual objective function is therefore
∑

f∈S MV (f, S).
In the model the two factors of this value (CV and RV) are separately and online learned
using the synaptic MI learning rule defined in section 5.3, and the learned MV (defined in
eq. 7) is an estimate to the original one. Therefore, approximation errors due to the online
learning scheme may affect the classifier. To understand more the difficulties in the training
process, consider a newly imprinted fragment. This fragment gets a fixed initial weight (0.7
in these simulations) for each of its lateral connections, which is slowly modified according
to its learning rule in the subsequent example presentations. This fragment will compete
with other fragments once a miss-classification occurs, possibly after only several learning
examples were presented. Therefore its MV is estimated based on these examples alone. It is
therefore important to measure the estimated objective function, as represented by the neural
network’s synaptic weights, and to compare it with the known actual objective function, in
order to detect possible miss behaviors of the network which result from estimation prob-
lems. In practice this function fluctuates substantially after each presentation, especially
when imprinting occurs, mainly due to the “short learning effect” introduced above. To
observe and compare both functions over time, we performed at each time point an average
of its value over a surrounding window of time. In Figures 22 and 23 we can see both the
estimated and the actual objective functions versus time, after each one was normalized, in
two different cross-validation iterations. As we can see both objective functions are ascend-
ing in time, and there is a large correlation in the changes of the objective function and its
neural estimate. In both graphs there is a small temporal shift between the two functions,
such that local peaks of the estimated objective function, appear a small period of time after
the corresponding peaks of the actual objective function. A possible reason for this shift is
the number of presentations needed for the weights to converge to a correct approximation of
the probabilistic measures composing the objective function in the online learning process.

According to these simulations, the network implementation of the FBC method obtains
results that are comparable with the ones obtained by the existing standard method. This
also implies that the model performs better than the standard Backpropagation network
model, which was compared in the past with the the existing FBC implementation (this was
presented in the introduction to this work as an unpublished result).

The next section presents the conclusions of this work, and suggests related future work.

8.5 Conclusions

In this thesis I presented a neural network model for visual object classification, which intro-
duces new approaches to known problems involved in classification tasks, and supports the
possibility that informative fragments are used in biological systems. The presented model
uses fragment-based classification concepts, and introduces new types of synaptic learning
rules allowing the neurons in the model to become responsive to single fragments of image
examples. The simulation results show that the performance of the neural model is similar
to the performance of computational implementations of the fragment-based classification
method. The model uses a novel strategy for feature selection, the gradual backward elimina-
tion strategy, which is both efficient and biologically inspired. In the model, several measures
were developed for estimating the amount of information delivered by a single feature in the
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Figure 24: The approach of this work.

system. It is shown that these measures can be learned in a biological system, and are as
effective for classification tasks as other existing measures.

This work supports the possibility that informative fragments are used in biological sys-
tems for classification tasks, by presenting a neural network model which learns informative
fragments and successfully uses them for object classification tasks. The main drawback of
this approach is that it does not rely directly on known biological evidence, and therefore
the resulting model is not a biological one in the purest sense. However, most pure biological
models for vision are restricted both by the level of biological complexity (e.g. cellular level,
system level), as well as by the level of functional complexity (usually such a model explains a
simple functionality such as gain control). It is difficult to build a system level model that is
accurately consistent with physiological evidence of the visual system, due to the large com-
plexity of the system, and due to the missing evidence. It is even more difficult to build such
a model, which performs a complex task such as object classification successfully. Therefore,
the advantage of restricting the model to the simplified framework of neural networks, is
that it allows us to build a fully functional model, whose examination may give directions to
neurobiological studies. To summarize the initial goal of this work and the chosen approach,
we may think of the two related fields of computer vision and biological vision. The attempt
made here is to suggest directions for biological studies which are based on computer vision
findings. The way this is accomplished is by starting from an existing purely computational
model developed in the computer vision field, and “stretching” it towards a biological one
without losing its functionality. The result is an intermediate model, which is both functional
and biologically inspired. The contribution of this model has two aspects. First, it suggests
that the computational starting point is a more promising approach for explaining biological
systems compared with other approaches. Second, by identifying the essential mechanisms
in the model, and the gap between their implementation in the model and a biological one,
we are able to suggest biological studies for filling this gap (see figure 24).

8.6 Future work

Several biological models were suggested in the past for explaining how high-level visual tasks
such as object recognition and object classification are performed by biological systems. The
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model presented in this thesis is such a model, but it is different from other existing models
in the type of features it uses for classification - informative fragments. It is interesting to
continue to explore the importance of this type of features in biological systems. Interesting
future work in this area may include the following three directions:

• A mathematic and algorithmic analysis of the fragment-based classification method,
with the goal of improving it and understanding its underlying principles.

• Extension and improvement of the suggested model, in terms of its biological plausibil-
ity. The proposed model focuses on specific stages in the visual classification process,
and on specific functional components of the visual system, which are the most rele-
vant ones for supporting the concepts suggested in this work. Future extension should
consider known facts about the visual system in order to construct a more biological
plausible model.

• Addressing the following questions through biological study :

– By what extent are informative image fragments incorporated in high-level visual
tasks?

– Is there evidence for one-shot synaptic learning, and more specifically in synapses
in the visual areas?

A MI approximation is order preserving

I wish to show that the approximation for mutual information between a binary feature
variable f and a class binary variable c (I(f ; c)), which is presented in section 5.3.8, and
defined there as Prob(f = 1|c = 1), is order preserving with respect to the random variable
f , under the assumptions on the joint probability which are formalized here.

Let c be a binary random variable, 0 < A < 1
Definition 1: A binary random variable f is a positive variable if:

P (f = 1|c = 0) = A (30)

P (f = 1|c = 1) > P (f = 1|c = 0)

⇒ P (f = 0|c = 0) > P (f = 0|c = 1)

(31)

Claim 1: Let f1, f2 be positive variables s.t.

P (f1 = 1|c = 1) > P (f2 = 1|c = 1) (32)

then:

I(f1; c) > I(f2; c) (33)
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Proof:
let f be a positive variable.
denote x ≡ P (f = 1|c = 1), c0 ≡ p(c = 0), c1 ≡ p(c = 1).

I(f ; c) = H(f)−H(f |c) =
− p(f = 0) · log p(f = 0)− p(f = 1) · log p(f = 1)− c1 ·H(f |c = 1)− c0 ·H(f |c = 0)

using the complete probability law:

I(f ; c) = −(c1·x+c0·A)·log (c1 · x + c0 · A)−(c1·(1−x)+c0·(1−A))·log (c1 · (1− x) + c0 · (1− A))+

c1[(1− x) · log (1− x) + x · log (x)] +
c0[(1− A) · log (1− A) + A · log A]

The mutual information derivative is then:

∂I(f ;c)
∂x

= −[c1 · log (c1 · x + c0 · A) + c1] +
c1 · log (c1 · (1− x) + c0 · (1− A))− c1 + c1[− log (1− x)− 1 + log (x) + 1] =

= c1[log (p(f=0)·p(f=1|c=1)
p(f=1)·p(f=0|c=1)

)]

Claim 2: ∂I(f ;c)
∂x

> 0. Notice that this proves claim 1
Proof:
The claim is equivalent to:
L ≡ p(f = 1|c = 1) · p(f = 0) > p(f = 1) · p(f = 0|c = 1) ≡ R

from eq. 31 and the complete probability law:

p(f = 0) = p(f = 0|c = 0) · p(c = 0) + p(f = 0|c = 1) · p(c = 1) >

p(f = 0|c = 1) · p(c = 0) + p(f = 0|c = 1) · p(c = 1) = p(f = 0|c = 1) (34)

similarly:
p(f = 1) < p(f = 1|c = 1) (35)

from 35,34:
L > p(f = 1|c = 1) · p(f = 0|c = 1) > R
�
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