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W HAT’S HOLDING UP THE ROOF?” IT WAS A

sensible enough question. We
were planning a major remodel

of my old house—which had already
been expanded, remodeled, jacked up
and set atop a full basement and founda-
tion in its 60-odd years of evolution from
a quaint summer cottage to year-round
dwelling—when the carpenter noticed
joints in the floor and cracks in the ceil-
ing. These suggested to him that once
upon a time, there had been a wall here
… in just the right place to support the
house’s original roofline, which was now
submerged beneath a subsequent roof
structure. With some trepidation, we
poked our heads through a hole in the
ceiling and looked around. Sure enough,
the original roof, upon which rested the
later roof, was just sitting there, sup-
ported by little more than faith. The walls
that provided its support had been
removed in an earlier remodel. Back to
the drawing board we went, hastily
adding a set of heavy wood beams to
keep the roof from caving in.

How had a previous owner managed
to remove the walls that held up the
roof? Most likely he’d assumed that the

internal walls were just there to divide
space, so it was safe to move them
around at will. Or maybe it was the fault
of an earlier builder, who combined in
one wall the permanent structural func-
tion of supporting the roof and the more
temporary function of dividing up the
space within the house.

Years later, I witnessed a software pro-
ject that started out claiming to be “plat-
form independent”—the system would
run on a wide variety of hardware and
operating systems, to be purchased as
commodity items from the cheapest
supplier. Naturally, the project team’s
first decision was to pick a platform ven-
dor for their development, and their sec-
ond decision was to let the vendor cus-
tomize the platform to better fit the
project’s needs. By the time the project
died, it was totally dependent on one
vendor and one specific model of plat-
form—which the vendor was about to
discontinue.

The doomed software system suf-
fered from the same underlying problem

as my house: Things that were supposed
to be easily changed (the processing
platform under the software system; the
layout of rooms in my house) somehow
became intermingled with things that
are difficult and expensive to change (the
design of the application software; the
structural support for the roof ). This
similarity brings me to Stewart Brand’s
fascinating book, How Buildings Learn—
What Happens After They’re Built (Pen-
guin, 1995), which describes how and
why some buildings remain useful
through centuries of use and alteration
while others seem ready for the wreck-
ing ball the day they’re finished. In
buildings that evolve well, Brand ob-
serves a layering based on the rate of
change in customer and user needs, and
the inherent rigidity of the technology
and design used. This “shearing layers”
model offers a useful way to consider
the design of our software systems—
one that can make them easier, faster
and cheaper to evolve as customer
needs and technologies change.

Daniel Starr has worked in the software/
systems architecture field for 25 years,
including stints at GTE, Motorola and
Bell Labs. He’s currently writing a book
about systems architecture and learning
to play the bagpipes.
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At one
end of Brand’s

layering for build-
ings is the site, which is

practically eternal. The
earth doesn’t change much,

and political boundaries don’t
change much more quickly (some lot-

lines in Rome date back to the Empire).
At the other end of the scale, the stuff—
furniture, appliances and so forth—is
constantly moving. In between are layers
of structure (the building’s physical sup-
ports), skin (the outer covering and
facade), services (heating, ventilation,
plumbing, electricity and communica-
tions) and space plan (division of the
space), each of which changes more
rapidly than the one beneath it.

Understanding Drivers of Change
How might we arrive at comparable lay-
ers for software? It’s easy to assume that
the most rigid layer, the site, corresponds
to the environment of hardware platform
and operating system. But we often
desire platform independence (for
example, our application should run on
Windows or Linux), which suggests that
the platform and OS belong in a layer
that permits rapid change. To use this
approach to better design our software,
we must focus on the underlying forces
that have led to the layering that Brand
observes in buildings:
� The tension between our desire for

flexibility and the inherent rigidity of
the implementation defines the layer-
ing and assigns specific functions to
the layers.

� A clean separation of layers is critical
to long life and evolvability. Woe to the
building—or system—that buries a
function with rapidly changing needs
inside a rigid layer.

� The ordering of the layers (site-struc-
ture-skin-services-space plan-stuff )
mirrors the order in which these layers
get built.
The first point is critical to require-

ments generation. What we want to do
and what our technologies can do are in
constant tension. On one hand, we

demand the ability to rearrange furniture
on a whim, or because company is com-
ing and the living room’s going to double
as a guest room for a few weeks; there-
fore, it must go in the easily changeable
stuff layer—even if building the furniture
into the walls seems more “efficient.”
Similarly, if we’re selling to a global mar-
ket, we might demand that our user
interface be able to speak multiple
national languages, even if that’s not the
most “efficient” implementation.

On the other hand, supporting the
weight of a house is, by its nature, a rigid
function. If we might want to add a sec-
ond floor someday, we’d better build
stronger walls right from the start, or
we’re going to be looking at a massive,
expensive and difficult change when we
decide to go up (I know this from experi-
ence). The support function, by its
nature, goes into the hard-to-change
structure layer. Similarly, in a software
system, fundamental decisions regard-
ing representation of the technical prob-
lem and its solution (“It’s a client/server
transaction system on a relational data-
base representing money”) determine
system design to such an extent that if
they’re ever changed, it’s easier to scrap
the system and start over.

It’s not enough to say that we want
everything to be “as flexible as possible.”
We need to be able to quantify the value
of each level of flexibility for a particular
part of the system, and quantify the cost
of achieving that flexibility. If we want
our user interface to speak multiple
national languages for global markets,
we need to abstract the content of our
input and output messages, button
labels, field names and so forth from the
words and characters that actually
appear on them. This carries a cost in
development, performance and ongoing
administration. Are we willing to pay that
cost, or would we rather (for this system)
accept a less flexible interface?

Some of an implementation’s rigidity
is essential to performing its functions,
and some is the result of poor or rushed
choices. A major source of this acciden-
tal rigidity is the mixing of layers, which

brings us to the need for clean separa-
tions. Things in one layer may be
changing an order of magnitude faster
than in the adjacent layer, so mixing
functions that belong in separate layers
can cause big problems. For example,
consider a house sitting on a concrete
slab foundation … in which the builder
has buried the plumbing, heating ducts
and wiring. It’s fine, cheap and practi-
cal, right up to the day you have to rent
a diamond saw and a jackhammer be-
cause you want to add a drain for the
new washing machine. Then the idea of
combining structure (the slab) and ser-
vices (the plumbing) turns out to be a
false economy.

Software systems are, unfortunately,
full of “plumbing in the slab” situations,
the most famous of which was the “Y2K
bug,” where the “plumbing” (the num-
ber of digits used to store the year) was
buried in the “slab” of underlying pro-
gram structures, formats and algo-
rithms. Less spectacular but every bit as
troublesome was the time when every
word processor had its own unique
scheme for managing fonts and incor-
porating graphics. Many telecom sys-
tems buried details of signaling proto-
cols in the call-control software, leading
to expensive rewrites (and in some
cases, the need to maintain parallel ver-
sions of theoretically equivalent soft-
ware) to support new protocols for ISDN
and global markets. All of these prob-
lems are rooted in layer order mixing.

Notice that the layering in a building
corresponds to the ordering of steps
during construction. Building construc-
tion begins with preparing the site, fol-
lowed by erecting the structure, enclos-
ing the building in its skin, installing the
services, dividing up the internal space,
and finally moving in the occupants and
their stuff.

This raises questions about our devel-
opment processes. Many software pro-
jects begin by selecting tools, languages,
operating systems, communications
standards, hardware platforms and simi-
lar things that seem to be foundational,
but that we ultimately wish we could
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change. The aforementioned project,
which wound up hopelessly dependent
on a single model of computer from a
single vendor, fell into this trap. If we’re
serious about developing systems that
evolve gracefully, we may have to
change the order in which we execute
our development processes. We may
need to invent methods for forcibly
delaying decisions until the proper
time—including delaying some deci-
sions beyond project “completion.”

Building a Long-Standing House 
With these observations in mind, I pro-
pose the following model for software
architecture. It’s a conceptual model,
not necessarily an implementation
model (that is, I don’t expect to see spe-
cific objects or lumps of code that corre-
spond to the layers). We’ll do a much
better job of designing long-lived, use-
ful systems if we consider these layers:

The underlying human activity that
the software represents, models, tracks

or controls makes up the base layer,
analogous to a building’s site. This
layer exists almost totally in the prob-
lem domain, and includes business as
well as technical components (for
example, how have we traditionally
made money doing this). My colleague
Becky Winant observes that while the
technology, interfaces and features have
evolved, the underlying human activity
of a checking account hasn’t changed
significantly between hand-written

design center

It’s been about four decades since the words software and
architecture first appeared side-by-side, and we’re still not
sure they make a good couple. Look at the dictionary defini-
tion of architecture and you won’t find a word about software;
it’s all about buildings, bridges and boats. The term software
architecture is therefore a metaphor—in effect, that a program
“is” a building—and like all useful metaphors, it rests on the
observation of a similarity and the hypothesis that there’s a
general lesson underlying the similarity.

I believe it’s a useful comparison. But I also know, in part
from experience, that the “software-as-building” metaphor
has some dangers.  

First, clearly, a piece of software isn’t a building. Unless
you roof your house with America Online CDs (a distinct pos-
sibility, given the number I’ve received), buildings and soft-
ware are made of decidedly different things. Thus, we must be
extremely careful in drawing relationships between software
and buildings, for many of the relationships we see are useless
or misleading. For instance, the traditional Amish barn-raising,
in which a barn goes up in a day in a flurry of coordinated activ-
ity without any visible leadership, would seem to be a wonder-
ful metaphor for software development. But the secret of the
barn-raising is repetition—each person knows his role because
the job (putting up another barn) doesn’t change, and the roles
don’t change. This is different from software, in which each
project is in some way unique. When using metaphor, we must
keep in mind that it illuminates a similarity but doesn’t imply
equivalence. Each similarity we discover must be carefully
examined, and we must be willing to discard an attractive rela-
tionship if it doesn’t contribute to producing better software.
Further, any particular metaphor emphasizes some character-
istics and hides others. We must avoid thinking that one
metaphor can provide a complete understanding of software.
I’ve also found useful insights by using the metaphors of soft-
ware-as-literature (the writing processes are surprisingly 

similar), software-as-chemical-processing (both have issues
with complexity, coupling, fault propagation and unintended
consequences), and even software-as-motorcycle (this last
provided particularly useful insights into the nature of reusable
platforms).

A second risk involves the precise meaning of words. When
we speak of software architecture, we’re using the second word
in its original sense, which includes both the visible design of
the thing (for instance, the outside appearance and layout of
space in a building) and the invisible structure that supports it
(for instance, the framework). In civil architecture, these two
parts of the building have somewhat separated into architects,
who are concerned with overall design, space allocation and
appearance, and structural engineers, who make sure the
whole thing stands when completed. A software architect who
works only in the realm of outside appearance and overall form
but doesn’t bother to ensure that the system can actually work
is of little value to a project team.

The term software architect points to a third danger: Too
many of us pick up that title without bothering to learn what it
means. If you’re going to take on the title, you’d better find out
just what architects do, how they do it, and how they think
about what they’re doing. At the very least, you should study
the classic literature of architecture; better, take some
courses; better still, actually work with and learn from real
architects; best of all, be the architect on a building project of
your own. If you don’t do at least some of these things, you’re
indulging in name magic, hoping that by calling yourself a
“software architect,” you’ll miraculously achieve essential
“architect-ness.”

Ultimately, the value of a metaphor like software-as-build-
ing lies in what it tells us about software. We must be willing
to look carefully at just what the building architects do, how
they do it and why, to determine how this knowledge might
apply to what we do. —D. Starr

Software as Building—the Pitfalls
Whether their projects are houses or programs, architects need to harness similar processes.
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paper documents and online debit
cards—we still exchange money with-
out cash in hand, and the activities of
payment, collection, balancing, verifi-
cation and such remain quite recogniz-
able in even the newest electronic funds
transfer systems.

The second layer is the representa-
tion of the technical problem and its
solution. In The Mythical Man-Month
(Addison-Wesley, 1995), Fred Brooks
writes, “Representation is the essence of
programming.” This includes such
things as partitioning (and the reasons
and rules driving it), major internal inter-
faces, file formats, overall architectural
approach and the answer to the general
question “Just what is this thing?”

For example, in a checking account
system, does the software model an
individual checking account or a bank
that manages thousands of accounts?
How do we represent the owner of the
account?  How do we represent money?
What do we call things (customer
names, account numbers and so forth),
and what do these names represent?
Which identifiers must be unique?
These decisions are analogous to the
structural framework of a building,
because once they’re made, they’re
expensive or impossible to change.

Assumptions about the system’s
needs and the reasons for organizing it
in a particular way are some of the most
critical information we can record—
equivalent to noting that this internal
wall supports the roof. Unfortunately,
we often fail to record these things—
they don’t fit well into our context-free
requirements and specification docu-
ments—and so, following a subsequent
remodeling, we’re surprised to find
there’s nothing supporting the roof.

Next, we come to the interfaces be-
tween the representation and the out-
side world, including other systems
and end users. These are active inter-
faces, involving transformation of the
thing being represented as well as sim-
ply receiving instructions and generat-
ing outputs. This splits into two sub-
layers:

� Some interfaces are likely to require
the support of a skilled administrator;
these might be considered analogous
to a building’s space plan; other exam-
ples include communications proto-
cols, data representations, operating
system and platform interfaces.

� Those interfaces that are directly
changeable by users (macros, tool-
bars, customizable user interfaces,
plug-ins) are in a constant state of flux,
more like furniture and other stuff.
Where, in all this, are the things we

usually talk about—code, functional
blocks, data, objects? All over the place.
These things are building materials,
analogous to wood, concrete, steel and
brick. Wood that forms a load-bearing
wall has the attributes of the rigid struc-
ture layer, while wood used in a desk
takes on the attributes of the flexible
stuff layer. Software “building materi-
als” behave in the same way, appearing
in all the layers, taking on those layers’
attributes.

For example, consider the user inter-
face. It’s a set of related functions, often
treated as a monolithic entity. The UI
includes parts that correspond to the
system’s underlying human activities
(reconcile a balance, make a query),
parts that reflect the representation (the
mapping of “reconcile a balance” to
“collect and display these pieces of
information”) and parts that provide the
style (command line versus forms ver-
sus Web)—and so, depending on which
parts we consider, the UI “functional
block” sits in all the layers.

If we want to build long-lived sys-
tems, we need to separate the parts that
must change often from the parts that
can’t be easily changed. By looking at
software as a series of layers connecting
an underlying human activity, represen-
tation and interfaces, similar to the lay-
ering that connects the unchanging site
to the constantly moving stuff in a build-
ing, we can build a framework for this
separation. And we reduce the risk that
one day, when we’re remodeling our sys-
tems, we’ll discover that we’ve just taken
out the wall that supports the roof.


