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Abstract
In this paper, we summarizes and discusses the methods we
used for the CrowdScale Shared Task Challenge 2013.

Background
Crowdsourcing has become a power approach to collect
large labeled datasets and address problems that computers
can’t yet solve. However, it has given rise to the problem of
aggregating the crowdsourced labels provided by a collec-
tion of unreliable annotators. A spectrum of algorithms have
been proposed for this purpose, including the naı̈ve major-
ity voting method which treats all the annotators uniformly,
as well as smarter methods based on probabilistic modeling
and inference that simultaneously estimate workers’ accura-
cies and aggregate the labels (e.g., Dawid and Skene, 1979,
Liu, Peng, and Ihler, 2012, Zhou et al., 2012).

However, when it comes to practice, there are critical is-
sues of which method or model to use and how to lever-
age the gold data and other information. As illustrated in
Liu, Peng, and Ihler (2012), the model assumptions have
major impact on the performance of the algorithm, while
other factors, such as learning / inference procedures are less
important. A reasonable wisdom is to use the gold data to
access and select the model assumptions, unless there exist
other important factors, such as systematical biases that are
un-identifiable without gold data (Liu, Steyvers, and Ihler,
2013, Liu et al., 2013).

On the other hand, every dataset has its own story. One
may need to develop special methods tailored for particular
datasets to achieve the best performance. In this challenge,
for example, both of the two datasets have special labels of
“skip” or “I can’t tell” that indicate the workers’
uncertainty about the answers; treating these labels as reg-
ular ones may cause poor performance. Both datasets also
have largely unbalanced labels, e.g., the Google dataset has
over 92% positive instances in the gold tasks; this has to be
taken into account when designing algorithms.

These observations motivate us to adopt a trial-and-error
approach for the challenge: we access the important prop-
erties of the two datasets individually using the gold infor-
mation, and design novel methods that specifically tailored
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for them. In the sequel, we introduce our methods for the
Google Fact Evaluation Judgment and the CrowFlower Sen-
timent Analysis Judgment datasets, respectively.

Google Fact Evaluation Judgment Dataset
This dataset constructed by Google consists of 42, 624
human judgments of relations about public figures on
Wikipedia from 57 trained raters. Each of these relations
(tasks) is labeled by at least 5 raters. Possible labels include
no, yes and skip. A small gold dataset consisting of true
labels of 517 task is provided. The following observations
provide important guidance for the design of our algorithm:

1. The averaged accuracy of the 57 trained raters is 0.89 on
the gold data, and over 98% of the workers have accura-
cies greater than 0.7. Therefore, the raters are well trained
with very high-qualities and relatively small divergence,
suggesting that the simple methods that treats the raters
uniformly, such as majority voting may work well on this
dataset; we justified this by comparing the performance
on the gold data of majority voting, with more advanced
algorithms such as EM in Dawid and Skene (1979).

2. The labels of the items are largely unbalanced: 92.19%
of the gold items have the true label of yes, while only
3.30% have label no and 4.51% have label skip.

3. The special meaning of the label skip should be taken
into account: The raters tend to have high disagreement
on items with true label of skip.

Based on the above observations, we proposed a very simple
heuristic method shown in Algorithm 1 for this dataset.

Algorithm 1 Our Algorithm for Google Data
1. For each item i, count the percentages of labels submit-
ted by the raters: ci(yes), ci(no), ci(skip).
if ci(yes) > 0.4 then labeli = yes
else if ci(no) > 0.8 then labeli = no
else labeli = skip
end if
return {labeli}.



Algorithm 2 Our Algorithm for CrowdFlower Data
1. For each item i, count the percentage ci(4) of workers
who give item i the label 4 (I can’t tell).
2. Remove all the label 4 (I can’t tell) in the data.
Calculate the posterior probability {µi(t): t 6= 4} of the
remaining labels by the EM method in Algorithm 3.
3. Compute the entropy of µi(t) for each item i,

enti = −
∑
t 6=4

µi(t) logµi(t).

if ci(4) > 0.5 or enti > log(4)− 0.27 then
labeli = 4

else
labeli = argmaxz 6=4 µi(z).

end if
return {labeli}.

Algorithm 3 EM Algorithm on One-coin Model
Inputs: The crowd labels {xij}. The neighboring set ∂j of
worker j and ∂i of item i.
Outputs: The posteriori {µi(z)} of the true answers.
Initialization: µi(z) =

∑
j∈∂i

I[xij = z]/|∂i|.
while not converge do

E Step: for each item i, and class z,

µi(z) ∝
∏
j∈∂i

r
I[xij=z]
j (1− rj)I[xij 6=z].

M Step: for each worker j,

rj =
1

|∂j |
∑
i∈∂j

µi(xij).

end while

CrowdFlower Sentiment Analysis Dataset
The CrowdFlower sentiment data consists of sentiment
judgments of 98, 979 tweets discussing the weather,
from 1, 960 online workers hired through CrowdFlower.
Each tweet was evaluated by at least 5 raters, with
possible answers of 0 (Negative), 1 (Neutral), 2
(Positive), 3 (Tweet not related to weather
condition), 4 (I can’t tell). A reference data con-
sisting of true answers of 300 tasks is provided, based on
which we observed several important properties:

1. The accuracies of the workers are 0.75 in average on the
reference data, with a significant divergence (around 23%
workers have accuracies lower than 0.5). It would be im-
portant to remove or down-weight these ”poor” workers
by smart algorithms such as EM when aggregating labels.

2. The label 4 (I can’t tell) is very special: (1) there
are only 3% tasks in the reference data with true labels
of (I can’t tell), while the percentages of the other
labels are roughly equal; (2) Similar to the label skip
in Google data, the label (I can’t tell), should be
likely when the workers submitted very divergent labels.

These observations motivated us to apply an EM algorithm
for aggregation, but with a special treatment for the label 4
(I can’t tell).

EM Algorithm. Since the accuracies of the workers in
the CrowdFlower data are relatively diverse, we adopt
an expectation-maximization (EM) algorithm to simultane-
ously estimate the workers’ accuracies and the true answers.
Assume the accuracy of worker j is rj . Denote by xij the
answer of item i given by worker j, and ∂j the set of items
labeled by worker j, and ∂i the set of workers who label item
i. Algorithm 3 gives an EM algorithm that simultaneously
estimates accuracies {rj} and the posterior distribution of
the true answers.

Dealing with Label 4 (I can’t tell). It is not appro-
priate to apply the EM algorithm directly on the dataset due
to the specialty of the label 4 (I can’t tell). We ad-
dressed this problem by first running EM on the dataset with
all label (I can’t tell) removed, and then we identify
the possible label (I can’t tell) by the following rule:
we modify the label of an item to (I can’t tell) if ei-
ther over half of the workers label it as (I can’t tell)
or the uncertainty of it’s posterior distribution estimated by
EM algorithm is high. See Algorithm 2 for detail.

Conclusion
We have developed two novel methods tailored for the two
datasets specifically, based on their own properties. Our
methods may provide insights for further developing a uni-
fied framework that is able to better utilize existing different
methods, e.g. by first constructing features with any standard
algorithms such as majority voting and EM, and then make
predictions using a trained decision tree or any other clas-
sifier, which can better capture the special semantics of the
labels or tasks automatically.
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