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Abstract

Crowd-powered systems have been in focus in diverse
applications mainly due to their distributed but united
power of problem solving. Recent studies have high-
lighted that opinion based judgments can be managed
with crowd-based models. Multiple opinions can lead to
the prediction of accurate judgment for image process-
ing, natural language processing (NLP) tasks, and more.
Unfortunately, due to the involvement of non-experts
as crowd workers, these models do not show satisfac-
tory performance in obtaining an appropriate consensus
judgment. The situation gets worse when the number
of opinions are limited but the judgement options are
more than two. We address this problem using an unsu-
pervised approach, where the gold labels might not even
be available to us. A novel approach of semantic major-
ity voting is employed. We demonstrate the effective-
ness of our method based on the results obtained from
two recently released datasets, namely the fact evalua-
tion dataset of Google and judgment analysis dataset of
CrowdFlower. We achieve more than 90% accuracy in
both the cases and show that further improvements are
possible through a recursive process.

Introduction
Even though the crowd-powered systems are in focus for no
more than a decade, it has a footstep along the history of
a couple of centuries (Brabham 2013). These models are of
interest because of their distributed yet united power of solv-
ing diverse problems (Kittur et al. 2013). The first formal
crowd-powered system Amazon Mechanical Turk appeared
in 2005. Subsequently, many crowdsourcing platforms like
the biotechnology company 23andMe, WikiProjects that en-
able crowd-powered learning, the crowdfunding company
Kickstarter, Crowdfynd, etc. have emerged in the industry.
In a broader perspective, these crowdsourced platforms can
be of two different types based on the ability of the crowd
workers they involve. They either employ specialized peo-
ple or non-experts for collaborative tasks. Past experiences
showed the involvement of expert crowd mainly for special-
ized tasks like DARPA’s Red Balloon contest, Netflix Prize,
etc. and general contests (Boudreau, Lacetera, and Lakhani
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2011). Very recently, researchers have started to understand
the real-life behaviors of collaborative crowd-powered plat-
forms (Ipeirotis 2010; Ross et al. 2010). These attempts
highlight several limitations and invoke the necessity for re-
modeling of many such systems powered by the crowd.

Recently, opinion based judgments have been achieved
successfully with crowd-based systems (Snow et al. 2008;
Sorokin and Forsyth 2008). They are useful for the predic-
tion of accurate judgments based on annotations for the tasks
like image processing, natural language processing (NLP),
etc. Suppose, the label marked by an annotator (basically
a crowd worker) for a question is denoted as ‘opinion’, an
opinion predicted from a list of such opinions (labels) be
the ‘judgment’, and the ‘gold’ judgment denotes the actual
(solution) opinion for the question. Then, multiple opinions
available from the crowd might be helpful (after combining
together) to predict the ‘gold’ judgment for a given ques-
tion. Unfortunately, due to the involvement of non-experts
as crowd workers, these collaborative models does not show
satisfactory performance in obtaining the appropriate judg-
ment. The situation gets worse when the number of opin-
ions are limited but the judgement options are more than
binary. We address this problem, of obtaining a better judg-
ment through opinion ensembling, using an unsupervised
approach where the gold labels may be unavailable.

Recent attempts have highlighted that reconstructing the
correct judgments from multiple opinions is possible if we
can quantify how much trustworthy an annotator is (Hovy et
al. 2013). But this becomes a circular problem because such
quantification is only possible if we know the gold judg-
ment a priori. We address this issue with an unsupervised ap-
proach by computing the judgments based on a novel idea of
semantic majority voting. Our approach is based on the item-
response model as usually used (Dawid and Skene 1979;
Whitehill and Movellan 2009; Raykar and Yu 2012), but dif-
ferent from many perspectives. We demonstrate the effec-
tiveness of our method based on the results obtained from
two recently released datasets, namely the fact evaluation
dataset of Google and judgment analysis dataset of Crowd-
Flower. We obtain more than 90% accuracy in both the cases
and show that further improvements can be achieved through
a recursive process.



Related Works
The utility of Amazon Mechanical Turk, a crowd-powered
platform, has only recently been highlighted as a tool for an-
notating NLP tasks involving non-experts (Snow et al. 2008;
Sorokin and Forsyth 2008). This has motivated the prob-
lem of predicting correct (gold) annotations from the noisy
crowd annotations (opinions). This problem can be ad-
dressed from different perspectives – quantifying the anno-
tators, identifying the spammers, making a better consen-
sus, etc. However by action, these models either adopt su-
pervised (Snow et al. 2008) or unsupervised learning (Hovy
et al. 2013). The approaches differ in prioritizing the an-
notation process and categorizing the annotation task they
model. Existing unsupervised approaches are mainly based
on item-response models.

How the annotators and annotations can be quantified is
one of the way of addressing this problem of opinion en-
sembling. Many earlier methods had explicit focus over the
annotator bias along with annotator competence (Dawid and
Skene 1979; Smyth et al. 1995). Recently, Expectation Max-
imization (EM) has been used to simultaneously estimate
annotations and the annotators’ reliability (Demartini, Di-
fallah, and Cudré-Mauroux 2012). The purpose is to ratio-
nally quantify the opinions. Very recently, Multi-Annotator
Competence Estimation (MACE), an unsupervised method
for identifying the trustworthy annotators in Amazon Me-
chanical Turk, has also been developed (Hovy et al. 2013).
This approach helps to predict the correct underlying labels
accounting annotator bias based on the probabilistic identi-
fication of spammers (Hovy et al. 2013).

Some of the earlier approaches identify which ques-
tions are hard by modeling the power of instance difficulty
(Whitehill and Movellan 2009). The model by Whitehill et
al. considers only a single parameter per worker (denoting
the expertise). In later attempts, complex features have been
defined by pairing annotators and opinions together (Welin-
der et al. ). But such approaches apply only to computer vi-
sion problems and are rather difficult to define for the cat-
egorical problems common to NLP. Additionally, many of
the methods are explicit to annotation tasks thereby limiting
their applicability in NLP (Steyvers et al. 2009). So, they be-
come problem-specific. Another recent approach had a goal
to identify and filter out annotators whose annotations are
not correlated with the gold label (Raykar and Yu 2012).
They proposed a Bayesian model to add annotator specific
priors for each opinion type. In the case of binary labels,
each annotator is modeled to have bias toward the positive
class (sensitivity) and toward the negative class (specificity).
A Beta prior is assumed for each parameter. In contrast, a
recent approach by Hovy et al. uses simple priors (Hovy et
al. 2013), but incorporate a model parameter that explicitly
represents the probability that an annotator is spamming.

Recently, the attempts towards benchmarking of crowd
consensus have also been started with the development
of Statistical QUality Assurance Robustness Evaluation
(SQUARE) tool (Sheshadri and Lease 2013). The first ver-
sion of SQUARE includes 10 datasets most of which are
from Amazon Mechanical Turk. They did not include on-
line methods and did not consider ordinal regression meth-

ods. There are also many offline consensus algorithms that
predominantly vary by modeling assumptions and complex-
ity (Liu and Wang 2012), as well as degree of supervision.
In this paper, we consider a scenario where the gold labels
are not available, and even if available they are insufficient
for a better prediction model. We propose a novel unsuper-
vised model and validate results based on the datasets from
two new resources.

Methodology
Our proposed method is based on the idea of gaining knowl-
edge from the initial opinions of the crowd itself. We assume
that no gold data is available to us. We first describe a novel
way of semantic majority voting with which we obtain a ro-
bust consensus of the opinions. Based on these judgments,
we obtain a score to quantify the performance of the annota-
tors. This is discussed in the successive part. The final sub-
section includes the proposed algorithm formally.

Semantic Majority Voting
Majority voting is a standard approach of prioritizing op-
tions based on the number of supports (votes) behind them
(Sheshadri and Lease 2013). We propose a novel approach
of incorporating semantic information (about the options) to
derive the consensus results. In a majority voting, ties are
resolved arbitrarily. But it may so happen that the ties have
separate interpretation due to the dependence of the opin-
ions. Consider a scenario of ternary options ‘Yes’. ‘No’ and
‘Not sure’. Then it is easily understandable that a tie be-
tween ‘No’ and ‘Not sure’ should always be resolved as
‘No’. Again, a tie between ‘Yes’ and ‘Not sure’ can be sim-
ilarly resolved as ‘Yes’. In a semantic majority voting, a set
of rules are required to be devised a priori, as a part of the
mechanism design, based on the semantic relations between
the options. They are implemented only for resolving the
ties. This approach is especially effective when the number
of options (per question) is very less and thus the chance of
getting a tie is very high.

Scoring an Annotator
To obtain a better form of opinion ensemble, we quantify
each annotator based on the initial judgment obtained with
semantic majority voting. Let us assume that Opinion(i)
denotes the set of opinions given by a particular annotator i.
Now if Opinion=O(i) denotes the opinions that match with
a given set of opinions O, then the effectiveness score of an
annotator i is given as

SO(i) =
|Opinion=O(i)|
|Opinion(i)|

. (1)

This simply denotes a ratio between the number of opin-
ions that match with the opinions from semantic majority
voting and the total number of opinions provided. The value
of SO(i) ranges between [0, 1].

Proposed Method
We construct the algorithm, formally presented in Algo-
rithm 1, based on the two aforementioned methods. At the



beginning, we obtain an ensemble of the crowd opinions us-
ing the semantic majority voting. This is used to find out the
effectiveness scores of the annotators. Finally, we use these
scores to compute a weighted aggregation of the frequency
counts of the opinions to obtain the final judgment.

Algorithm 1 An algorithm for opinion ensembling
Input: The tuples (qi, ai, oi) where qi ∈ Q, a set of ques-
tions, ai ∈ A, a set of annotators, and oi ∈ O, a set of
opinions.
Output: A set of opinions Õ in one-to-one correspondence
with Q.
Algorithmic Steps:

1: Apply semantic majority voting on O and Q to obtain a
set of opinions O′.

2: for each annotator ai ∈ A do
3: Find the effective score SO′(ai) based on O′.
4: end for
5: Apply semantic majority voting on O and Q by using

the effective scores to compute the weighted frequencies
of opinions.

Empirical Analysis
In this section, we describe the experimental analyses car-
ried out in support of the proposed method. We first detail
on the datasets and then discuss the results received.

Fact Evaluation
The dataset consists of human judgments of relations about
public figures on Wikipedia. It contains 42,623 examples of
“attended or graduated from an institution” example. Each
of these was judged by minimum 5 raters, resulting into a
total of 216,725 fact judgments from the raters who were
pre-trained for this task.

Dataset Details The full version of the dataset contains
relations in the form of a triplet – the relation in question,
called a predicate; the subject of the relation; and the object
of the relation. Subjects and objects are represented by their
Freebase MID’s, and the relation is defined as a Freebase
property. The evidence for the relations is also included in
the form of a URL and an excerpt from the web page that our
raters judged. The files are in JSON format. Each line is a
triple with the following fields: predicate, subject, object, an
array of evidences, the web page from which this evidence
was obtained, short piece of text supporting the triple, an
array of judgements from human annotators, hash code of
the identity of the annotator, and judgement of the annotator
(0/1/2 denoting no/yes/skip respectively). Answers to 576
facts are available as the gold data.

The basic version of the dataset contains two columns –
question id and metadata, which contains a JSON encoded
dictionary containing all the raters’ judgments for this ques-
tion and other pieces of relevant data described below in the
description section. This dataset is licensed by Google Inc.,
under the Creative Commons Attribution-Sharealike 3.0 li-
cense. We work on this dataset. The frequency distribution

Semantic
Dataset Metric Majority Revised

Voting
Fact Accuracy (%) 90.10 90.10

evaluation Avg. accuracy 0.934 0.934
(Google) Avg. recall 0.647 0.647

Table 1: The performance metrics obtained for the fact eval-
uation dataset of Google.

of the raters (per question) and questions (per rater) in this
dataset are shown in Fig. 1.
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Figure 1: Frequency distribution of the (a) number of raters
(µ = 5.08) per question and (b) number of questions judged
(µ = 3802.2) per rater, for the fact evaluation dataset.

Results We have applied the proposed method on the en-
tire dataset and validate the results based on the portion of
gold data made available by the dataset provider. We ob-
tain a very high percentage of accuracy on the fact evalu-
ation dataset after the semantic majority voting, which im-
proves upon the simple majority voting. Further revision of
the opinions with effectiveness score does not improve the
percentage but changes the result. Table 1 shows various per-
formance metrics (accuracy, recall, etc.) in comparison. We
hope that the performance might improve after several itera-
tions of revisions of ensembling with weighted scores. This
is however seen in the second case as described below.

Sentiment Analysis
The sentiment analysis dataset is provided by the crowd-
powered company CrowdFlower. The CrowdFlower senti-
ment data asks the rater to judge the sentiment of a tweet dis-
cussing the weather. The data is comprised of 98,979 tweets.
Each tweet was evaluated by at least 5 raters, for a total of
approximately 569,375 answers.

Dataset Details The full version of the dataset is avail-
able at a large scale with many details. It provides informa-
tion about the question (the question ID), rater (the rater ID),
judgment (the rater’s answer, from 0 through 4), tweet text
(the tweet content itself), country (the country of the rater),
region (the region of the rater), city (the city of the rater),
started at (the timestamp of when the rater started working
on a page of 15 tweets) and created at (the timestamp of
when the rater finished working on a page of 15 tweets).
The possible answers to the opinions are as follows. The ‘0’
denotes Negative, ‘1’ denotes Neutral / author is just shar-
ing information, ‘2’ denotes Positive, ‘3’ denotes Tweet not



Semantic
Dataset Metric Majority Revised

Voting
Sentiment Accuracy (%) 90.00 90.33
analysis Avg. accuracy 0.960 0.961

(CrowdFlower) Avg. recall 0.795 0.797

Table 2: The performance metrics obtained for the sentiment
analysis dataset of CrowdFlower.

related to weather condition and ‘4’ denotes I can’t tell. The
solutions for a total of 300 questions are publicly available
for benchmarking purposes.

We use a basic version of the data for our analysis. It con-
tains three columns providing information about the ques-
tion (the question ID), rater (the rater ID) and the judgment
(the rater’s answer, from 0 through 4). The frequency distri-
bution of the raters (per question) and questions (per rater)
in this dataset are shown in Fig. 2(a-b).
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Figure 2: Frequency distribution of the (a) number of raters
(µ = 5.75) per question and (b) number of questions judged
(µ = 290.49) per rater, for the sentiment analysis dataset.

Results We have applied the proposed method on the en-
tire dataset and validate the results based on the portion of
gold data made available by the dataset provider. We obtain
a very high percentage of accuracy also for the judgment
analysis dataset after the semantic majority voting, which
improves upon the simple majority voting. Further revision
of the opinions with effectiveness score improves the per-
formance and certainly changes the result. The results are
shown in Table 2 in terms of various performance metrics
(accuracy, recall, etc.). We expect an increase of accuracy
and recall with successive calls to the same subroutine. In
that case, final judgment will be used again to compute the
effectiveness score.

Concluding Remarks
In this paper, we present an unsupervised approach to en-
semble the dependent opinions of the crowd. Our approach
works also for the cases where no gold information is avail-
able. The proposed model and results are not specific to
Amazon Mechanical Turk as majorly studied before. We
have analyzed datasets from two different crowdsourcing
environments. We highlight that the proposed method can
be applied recursively to further improve the results. It is in-
teresting to theoretically study further the required number
of raters per question for better results.
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