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Abstract

We will argue that current theory cannot be used to analyze how more data leads
to less work, that in-fact for a broad generic class of convex learning problems
more data does not lead to less work in the worst case, but in practice, actually
more data does lead to less work.

Several years ago, Shalev-Shwartz and Srebro argued that training runtime should decrease rather
then increase as more training data is available [5]. This was supported by both an empirical demon-
stration of the behavior of stochastic gradient descent, and theoretical arguments. The argument for
why runtime should be monotonically non-increasing is clear (after all, we can always ignore addi-
tional data). The intuition we presented for why the runtime can actually decrease is also appealing.
However, the quantitative theoretical analysis we provided was based on comparing a rather ques-
tionable combination of upper bounds.

Focusing on learning low-`2-norm linear predictors, our analysis was based on viewing stochastic
gradient descent (SGD) as minimizing the training error, as a method for converging to the empiri-
cal risk minimizer (ERM). We therefore relied on the stochastic gradient descent analysis to bound
the empirical sub-optimality of training error and combined this with a generalization guarantee on
the ERM. This yielded an upper bound on the generalization error of the output of SGD, that (1)
decreases as more and more epochs (passes over the data) are performed, and (2) shows less work
is needed as more data is available. In retrospect, and after the dust settles, this is contrived and
misleading. A tighter analysis can be obtained by viewing single-pass SGD as directly optimizing
the generalization error, as is standard in online-to-batch analysis. This avoids the need for combin-
ing the SGD bound with the learning guarantee on the ERM, and the resulting generalization error
guarantee is actually the same as the learning guarantee for the exact ERM. That is, after a single
pass over the data, we get the same learning guarantee we could get with infinite computation. This
also implies that more data does not help, as no matter how much data we have, we would not gain
by reusing examples.

It is important to realize that this is not a looseness of the ERM analysis as a worst-case bound.
Up to a very small factor, this analysis is tight. Moreover, this is the best possible guarantee for
any learning algorithm. That is, single-pass SGD (aka online gradient descent with an online-to-
batch conversion) is very close to being an “optimal” learning rule. The implication is that, from a
worst-case perspective (i.e. seeking a guarantee that would hold for any source distribution), more
data does not mean less work: to get some target excess error, some number m of examples are
necessary and need to be accessed, and if at least m examples are available, all we need to do is to
access m examples once—so having additional training data does not help.

Stochastic gradient descent is optimal for `2-regularized linear learning (e.g. SVMs), and estab-
lishes that more data does not mean less work for this learning problem. Similarly, stochastic mirror
descent [3, 1] can be shown to be optimal for other convex learning problems, with different regu-
larizes. In fact, building on and extending work to be presented at NIPS [7], we recently established
that this is the case for a broad range of convex learning problems, including `1-regularized learn-
ing (e.g. LASSO), generic `p regularized learning, and learning based on generic families of group
norms, Schatten norms and other popular matrix norms. In fact, in some sense for any “reasonable”
convex learning problem, stochastic mirror descent is optimal and, in a sense, more data does not
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mean less work (a major caveat here is the implementation of the proximity operation needed for
mirror descent, which in this argument is taken as an atomic operation).

So if stochastic mirror descent is optimal for convex learning, why do we see that more data
does translate to less work in practice? We would argue that although this is not captured by the
worst-case analysis, the ERM does seem to yield better generalization performance than single-pass
stochastic gradient descent (or mirror descent). That is, although for the worst case source distri-
bution, ERM is no better then single-pass SGD, overwhelming empirical evidence shows that for
almost all actual data, the ERM is better. However, we have no understanding of why this happens,
or what properties of actual source distributions help this happen. It should be noted that properties
such as smoothness, small optimal expected loss or being nearly-separable are not helpful in this
regard—although they can yield better worst-case rates, these rates are again matched by the online
approach. The only gap we are aware of between bounds on the ERM and those attainable with a
single-pass online method is for low-dimensional learning with a strongly convex objective, where
the ERM guarantee is better by a logarithmic factor then the best known online guarantee.

We propose that understanding the benefit of ERM over single-pass stochastic mirror descent, is
fundamental in understanding the computational benefit of additional training data. One possible
avenue of exploration is to restrict ourself to specific families of distributions. E.g., where the
expected loss is (mildly) strongly convex, even though individual losses are not, or perhaps very
structured distribution families as is common in statistics. What can be said about the ERM and
about the (expected) rate of online methods under such assumptions?

It should be noted that the above discussion is limited only to convex learning problems, where
learning can be done in polynomial time. It is easy to construct artificial non-convex problems where
additional data is needed in order to make computations tractable, or to reduce the (non-polynomial)
computational complexity of learning [2]. There are also very natural non-convex problems where
this can be seen, although it is harder to rigorously establish a gap: for learning linear separators
with 0/1 error, a better (non-polynomial) upper bound can be obtained by leveraging more data
[4], though we do not know if the additional data is indeed necessary. And for problems such
as Gaussian mixture clustering, additional data seems to allow tractability [6], but this is yet not
understood theoretically. Understanding these behaviors is of course also of great interest, but here
we will focus on the convex case, where more data does seem to allow less work in the typical case,
but this is not yet captured by our theory or even worst-case analysis framework.
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