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Abstract

The goal of non-parametric regression is to estimate an unknown functionf∗

based onn i.i.d. observations of the formyi = f∗(xi) + wi, where{wi}n
i=1 are

additive noise variables. Simply choosing a function to minimize the least-squares
loss 1

2n

∑n
i=1 (yi − f(xi))

2 will lead to “overfitting”, so that various estimators
are based on different types of regularization. Theearly stoppingstrategy is to run
an iterative algorithm such as gradient descent for a fixed but finite number of iter-
ations. Early stopping is known to yield estimates with better prediction accuracy
than those obtained by running the algorithm for an infinite number of iterations.
Although bounds on this prediction error are known for certain function classes
and step size choices, the bias-variance tradeoffs for arbitrary reproducing kernel
Hilbert spaces (RKHSs) and arbitrary choices of step-sizeshave not been well-
understood to date. In this paper, we derive upper bounds on both theL2(Pn)
andL2(P) error for arbitrary RKHSs, and provide an explicit and easily com-
putable data-dependent stopping rule. In particular, it depends only on the sum
of step-sizes and the eigenvalues of the empirical kernel matrix for the RKHS.
For Sobolev spaces and finite-rank kernel classes, we show that our stopping rule
yields estimates that achieve the statistically optimal rates in a minimax sense.

1 Introduction

The phenomenon of overfitting is ubiquitous throughout statistics, and is particularly problematic in
non-parametric problems. For estimating regression functions and other infinite-dimensional quan-
tities, some form of regularization is essential: it prevents overfitting, and thereby improves the
prediction accuracy for future (unseen) samples. The most classical form of regularization is based
on adding a penalty to the objective function, such as the least-squares loss, that measures fit to the
data. An alternative and algorithmic approach to regularization is based onearly stoppingof an
iterative algorithm, such as gradient descent, applied to the loss function. Such approaches are often
referred to as boosting algorithms in the statistics literature. In practice, early stopping of gradient
descent and other iterative algorithms has been found to improve prediction performance for many

∗Use footnote for providing further information about author (webpage, alternative address)—not for ac-
knowledging funding agencies.

1



problems– for instance, see the papers [1, 3, 4, 6, 8, 13, 14] and references therein. Developing the-
oretical bounds for early stopping of iterative methods is beneficial for two reasons. First, iterative
algorithms present quite a natural regularization path indexed by iteration numbert. Second, early
stopping has the potential to yield improvements in both statistical performance (reduced prediction
error) and computational complexity (reduced number of iterations).

In this paper, we study these issues in the context of a standard non-parametric regression model, in
which we make observations of the form

yi = f∗(xi) + wi, for i = 1, 2, . . . , n. (1)

Here{wi}n
i=1 is an i.i.d. sequence of standard normalN (0, 1), and{xi}n

i=1 is a sequence of design
points inX ⊂ R, sampled i.i.d. according to some unknown distributionP. The functionf∗ is
fixed but unknown, and assumed to belong to some reproducing kernel Hilbert spaceH. Our main
contribution is a precise analysis of a simple estimator that runs a form of gradient descent on the
least-squares objective

R̂(f) =
1

2n

n∑

i=1

(yi − f(xi))
2, (2)

and to exploit this analysis to derive a simple data-dependent stopping rule. For various kernel
classes, we show that the function estimate obtained by thisstopping rule has a prediction error that,
with high probability, achieves the statistically optimalrates for non-parametric regression.

In more detail, our main result (Theorem 1) provides probabilistic upper bounds on both the em-
pirical L2(Pn) error and populationL2(P) error for a certain form of gradient descent. Based on
these bounds, we establish a data-dependent stopping ruleT̂ that is easy to compute. In rough terms,
this stopping rule is based on the first time that a running sumof the step sizes in gradient descent
increase above a critical threshold determined by the eigenvalues of the empirical kernel matrix for
the underlying RKHS. For the case of finite-rank kernel classes and Sobolev spaces, we prove that
the function estimatêf bT produced by our stopping rule has a statistical error that iswithin constant
factors of the minimax optimal rates. Consequently, apart from constant factors, the bounds from
our analysis are unimprovable. our bound can Our proof is based on a combination of analytic tech-
niques from past work [3] with methods from empirical process theory (e.g., [11]); this combination
allows us to derive sharp probabilistic upper bounds.

2 Background and problem formulation

In this section, we provide some background on reproducing kernel Hilbert spaces (RKHSs), the
problem of non-parametric regression, and the iterative updates for gradient descent.

2.1 Reproducing kernel Hilbert spaces

Given a subsetX ⊂ R and a probability measureP onX , we consider a Hilbert spaceH ⊂ L2(P),
meaning a family of functionsg : X → R, with ‖g‖L2(P) < ∞, and an associated inner
product〈·, ·〉H under whichH is complete. The spaceH is a reproducing kernel Hilbert space
(RKHS) if there exists a symmetric functionK : X × X → R+ such that: (a) for eachx ∈ X ,
the functionK(·, x) belongs to the Hilbert spaceH, and (b) we have the reproducing relation
f(x) = 〈f, K(·, x)〉H for all f ∈ H. Any such kernel function must be positive semidefinite;
under suitable regularity conditions, Mercer’s theorem [9] guarantees that the kernel has an eigen-
expansion of the form

K(x, x′) =

∞∑

k=1

λkφk(x)φk(x′), (3)

whereλ1 ≥ λ2 ≥ λ3 ≥ . . . ≥ 0 are a non-negative sequence of eigenvalues, and{φk}∞k=1 are the
associated eigenfunctions, taken to be orthonormal inL2(P). The decay rate of the eigenvalues will
play a crucial role in our analysis.

Throughout the paper, assume that all functions are uniformly bounded. That is

‖f‖∞ : = sup
x

|f(x)| ≤ ‖f‖H ≤ 1. (4)
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This boundedness condition (4) is satisfied for Sobolev spaces, as well as Hilbert spaces with eigen-
functions based on trigonometric functions.

2.2 Our gradient descent method on least-squares objective

For i = 1, 2, . . . , n, let (xi, yi) be a collection ofn i.i.d. samples, and consider the empirical least-
squares risk:

R̂(f) : =
1

2n

n∑

i=1

(
yi − f(xi)

)2
. (5)

Furthermore, we define the empirical kernel matrixK̂ ∈ R
n×n with entries

[K̂]ij =
1

n
K(xi, xj).

Using the representer theorem [7], anyf , the gradient step we consider is:

ft+1(X) = ft(X) + αtK̂(Y − ft(X)). (6)

Hence the gradient descent iteration forf(X) depends only on the step-sizeαt and the empirical
kernel matrixK̂. We assume thatf0(X) = 0.

3 Main Result

We are now ready to state our main result, and to derive some ofits consequences for specific cases
of reproducing kernel Hilbert spaces. Our main result provides a stopping rule, or more precisely, a
procedure by which to select an iteration numberT at which the gradient descent procedure should
be halted. The stopping rule depends on the running sum of thestep-sizesηt : =

∑t−1
k=0 αk, as well

as the eigenvalues of the empirical kernel matrix.

Given the functionfT obtained afterT rounds, we provide upper bounds on theL2(Pn) error

‖ft − f∗‖2
n : =

1

n

n∑

i=1

(
ft(xi) − f∗(xi)

)2
,

as well as the error‖ft − f∗‖2
2 = E[(ft(X) − f∗(X))2].

3.1 Data-dependent stopping rule

The empirical kernel complexity is defined in terms of the function

Q̂n(δ,H) : =
1√
n

[ n∑

i=1

min
{
λ̂i, δ

2
}]1/2

,

which depends on the eigenvalues{λ̂j} of the empirical matrix. Note that this matrix (and hence
these eigenvalues) are easily computed from the data. Givena set of positive stepsizes{αk}, we
consider a stopping rule of the form:

T̂ : = max
t>0

{
1

ηt
≥ 1

4
Q̂n((

t∑

k=0

αk)−1/2,H)

}
, (7)

whereηt : =
∑t

k=0 αk is the running sum of the step sizes. Note that the stopping rule (7) is
computable and data-dependent since it depends only on the eigenvalues of the empirical kernel
matrix K̂.

Throughout our analysis, we focus onvalid sequencesof stepsizes, meaning that they are strictly
positive and non-increasing, with initial stepsizeα1 chosen such thatα1K̂ � I , and

∑t
k=0 αk → ∞

ast → ∞.
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3.2 Bounds on squared L2(P) error

In order to relate our bounds to the optimal statistical rates, we define a second function that mea-
sures the complexity of the kernel operator underlying the RKHS. In particular, recalling that the
kernel operator has a non-negative sequence{λk} of eigenvalues, we define the population kernel
complexity

Qn(δ,H) : =
1√
n

[ ∑

k≥1

min{λk, δ2}
]1/2

,

Using this complexity measure, thecritical rate δ2
n is defined via the equation

δ2
n = 256Qn(δn,H). (8)

As will be clarified, for various kernel classes, this quantity corresponds to the statistically optimal
rate.
Theorem 1. Under the observation model(1), suppose that we apply the gradient descent itera-
tion (6) with a valid sequence of stepsizes, starting atf0 = 0. Then there are universal constants
ci, i = 0, 1, 2 such that all of the following events hold with probability at least1 − c1 exp(−c2nδ2

n):
At the stopping timêT , we have

‖f̂ bT − f∗‖2
n ≤ c0 δ2

n, and (9a)

‖f̂ bT − f∗‖2
2 ≤ 4 c0 δ2

n. (9b)

Theorem 1 is a general result that applies to any reproducingkernel Hilbert space. Let us now
illustrate some of its consequences for special choices of RKHSs that are of interest in practice. We
begin with the class of finite-rank kernels, which includes (among other examples) linear functions,
as well as polynomial functions of any fixed degree.

Corollary 1. Consider any kernel classH with finite rankm. Then using the function estimate
obtained by the stopping rule(7),

‖f̂ bT − f∗‖2
2 ≤ c0

m

n
with probability greater than1 − c1 exp(−c2m).

It is worth noting that for a rankm-kernel, the ratemn is minimax optimal in terms of squaredL2(P)
error (e.g., see the paper [10] for details).Next we presenta result for the RKHS’s with infinitely
manyc eigenvalues, but whose eigenvalues decay at a rateλk ≃ (1/k)2ν for some parameter
ν > 1/2. Among other examples, this type of scaling covers the case of Sobolev spaces, say
consisting of functions withν derivatives (e.g., [2, 5]).

Corollary 2. Consider the kernel classH with eigenvalue decayλk ≃ (1/k)2ν for someν > 1/2.
Then the function estimatêf bT obtained by the stopping rule(7) satisfies the bound

‖f̂ bT − f∗‖2
2 ≤ c0

n
2ν

2ν+1

with probability greater than1 − c1 exp(−c2n
1

2ν+1 ).

3.3 Comments on results

For Sobolev kernels with smoothnessν, past work by Yao et al. [13] established upper bounds on the

squaredL2(P) error that scalen−
2ν−1

2ν+2 ) for Sobolev spaces. Note that this is slower than then− 2ν

2ν+1

rate that follows from our analysis. The improvement is likely due to greater care in controlling
the estimation and approximation error terms, using techniques from empirical process theory (see
e.g. [11]).

In both of the previous results, our stopping rule yielded minimax-optimal rates—more specifically,
m
n for m-rank kernel classes andn− 2ν

2ν+1 for Sobolev spaces (see e.g. [12]). Corollary 2 provides
the parallel result in the random design case to the fixed design case in Theorem 3 of Bühlmann and
Yu [3]. Although these are two interesting classes of kernels, it would be interesting to show that the
stopping rule (7) yields minimax optimal rates for general RKHSs with arbitrary eigenvalue decay.
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