
4.3   Stacks and Queues 

 

This section under major construction.  

Stacks and queues. 

In this section, we introduce two closely-related data types for manipulating 

arbitrarily large collections of objects: the stack and the queue. Each is defined by 

two basic operations: insert a new item, and remove an item. When we insert an 

item, our intent is clear. But when we remove an item, which one do we choose? The 

rule used for a queue is to always remove the item that has been in the collection 

the most amount of time. This policy is known as first-in-first-out or FIFO. The rule 

used for a stack is to always remove the item that has been in the collection the 

least amount of time. This policy is known as last-in first-out or LIFO.  

Pushdown stacks. 

A pushdown stack (or just a stack) is a collection that is based on the last-in-first-out 

(LIFO) policy. When you click a hyperlink, your browser displays the new page (and 

inserts it onto a stack). You can keep clicking on hyperlinks to visit new pages. You 

can always revisit the previous page by clicking the back button (remove it from a 

stack). The last-in-first-out policy offered by a pushdown stack provides just the 

behavior that you expect.  

 

By tradition, we name the stack insert method push() and the stack remove 

operation pop(). We also include a method to test whether the stack is empty. The 

following API summarizes the operations:  

 
The asterisk indicates that we will be considering more than one implementation of 

this API.  



Array implementation. 

Representing stacks with arrays is a natural idea. The first problem that you might 

encounter is implementing the constructor ArrayStackOfStrings(). An instance 

variable a[] with an array of strings to hold the stack items is clearly needed, but 

how big should it be? For the moment, We will finesse this problem by having the 

client provide an argument for the constructor that gives the maximum stack size. 

We keep the items in reverse order of their arrival. This policy allows us to add and 

remove items at the end without moving any of the other items in the stack.  

We could hardly hope for a simpler implementation of ArrayStackOfStrings.java: all 

of the methods are one-liners! The instance variables are an array a[] that hold the 

items in the stack and an integer N that counts the number of items in the stack. To 

remove an item, we decrement N and then return a[N]; to insert a new item, we set 

a[N] equal to the new item and then increment N. These operations preserve the 

following properties: the items in the array are in their insertion order the stack is 

empty when the value of N is 0 the top of the stack (if it is nonempty) is at a[N-1]  

 
The primary characteristic of this implementation is that the push and pop operations 

take constant time. The drawback of this implementation is that it requires the client 

to estimate the maximum size of the stack ahead of time and always uses space 

proportional to that maximum, which may be unreasonable in some situations.  

Linked lists. 

For classes such as stacks that implement collections of objects, an important 

objective is to ensure that the amount of space used is always proportional to the 

number of items in the collection. Now we consider the use of a fundamental data 



structure known as a linked list that can provide implementations of collections (and, 

in particular, stacks) that achieves this important objective.  

A linked list is a recursive data structure defined as follows: a linked list is either 

empty (null) or a reference to a node having a reference to a linked list. The node in 

this definition is an abstract entity that might hold any kind of data in addition to the 

node reference that characterizes its role in building linked lists. With object-oriented 

programming, implementing linked lists is not difficult. We start with a simple 

example of a class for the node abstraction:  

class Node {  
   String item; 
   Node next;  
}  
A Node has two instance variables: a String and a Node. The String is a 

placeholder in this example for any data that we might want to structure with a 

linked list (we can use any set of instance variables); the instance variable of type 

Node characterizes the linked nature of the data structure. Now, from the recursive 

definition, we can represent a linked list by a variable of type Node just by ensuring 

that its value is either null or a reference to a Node whose next field is a reference 

to a linked list.  

We create an object of type Node by invoking its (no-argument) constructor. This 

creates a reference to a Node object whose instance variables are both initialized to 

the value null. For example, to build a linked list that contains the items "to", "be", 

and "or", we create a Node for each item:  

Node first  = new Node();  
Node second = new Node();  



Node third  = new Node();  
and set the item field in each of the nodes to the desired item value:  

first.item  = "to"; 
second.item = "be"; 
third.item  = "or"; 
and set the next fields to build the linked list:  

first.next  = second; 
second.next = third;  
third.next  = null; 
When tracing code that uses linked lists and other linked structures, we use a visual 

representation of the changes where we draw a rectangle to represent each object 

we put the values of instance variables within the rectangle we depict references as 

arrows that point to the referenced object This visual representation captures the 

essential characteristic of linked lists and allows us to focus on the links.  

• Insert. Suppose that you want to insert a new node into a linked list. The 

easiest place to do so is at the beginning of the list. For example, to insert the 

string "not" at the beginning of a given linked list whose first node is first, 

we save first in oldfirst, assign to first a new Node, assign its item 

field to "not" and its next field to oldfirst.  

 

• Remove. Suppose that you want to remove the first node from a list. This 

operation is even easier: simply assign to first the value first.next. 

Normally, you would retrieve the value of the item (by assigning it to some 



String variable) before doing this assignment, because once you change the 

value of first, you may not have any access to the node to which it was 

referring. Typically, the node object becomes an orphan, and the memory it 

occupies is eventually reclaimed by the Java memory management system.  

 

These two operations take constant time (independent of the length of the list).  

Implementing stacks with linked lists. 

Program LinkedStackOfStrings.java uses a linked list to implement a stack of strings. 

The implementation is based on a nested class Node like the one we have been using. 

Java allows us to define and use other classes within class implementations in this 

natural way. The class is private because clients do not need to know any of the 

details of the linked lists.  



 

List traversal. 

One of the most common operations we perform on collections is to iterate through 

the items in the collection. For example, we might wish to implement the 

toString() method to facilitate debugging our stack code with traces. For 

ArrayStackOfStrings, this implementation is familiar:  

public String toString() {  
   String s = "";  
   for (int i = 0; i < N; i++) 
      s += a[i] + " ";  
   return s;  
}  



As usual, this solution is intended for use only when N is small - it takes quadratic 

time because string concatenation takes linear time. Our focus now is just on the 

process of examining every item. There is a corresponding idiom for visiting the 

items in a linked list: We initialize a loop index variable x that references the the first 

Node of the linked list. Then, we find the value of the item associated with x by 

accessing x.item, and then update x to refer to the next Node in the linked list 

assigning to it the value of x.next, repeating this process until x is null (which 

indicates that we have reached the end of the linked list). This process is known as 

traversing the list, and is succinctly expressed in this implementation of toString() 

for LinkedStackOfStrings:  

public String toString() {  
   String s = "";  
   for (Node x = first; x != null; x = x.next) 
      s += x.item + " ";  
   return s;  
}  

Array doubling. 

Next, we consider an approach to accommodating arbitrary growth and shrinkage in 

a data structure that is an attractive alternative to linked lists. As with linked lists, 

The idea is to modify the array implementation to dynamically adjust the size of the 

array a[] so that it is (i) both sufficiently large to hold all of the items and (ii) not so 

large as to waste an excessive amount of space. Program 

DoublingStackOfStrings.java is a modification of ArrayStackOfStrings.java that 

achieves these objectives.  

First, in push(), we check whether the array is too small. In particular, we check 

whether there is room for the new item in the array by checking whether the stack 

size N is equal to the array size a.length. If not, we just insert it with a[N++] = 
item as before; if so, we double the size of the array, by creating a new array of 

twice the size, copying the stack items to the new array, and resetting the a[] 

instance variable to reference the new array. Similarly, in pop(), we begin by 

checking whether the array is too large, and we halve its size if that is the case.  



 

Parameterized data types. 

We have developed one stack implementation that allows us to build a stack of one 

particular type (String). In other applications we might need a stack of integers or 

a stack of oranges or a queue of customers.  

• Create a new stack data type for each object type. We could create classes 

StackOfInts.java or StackOfCustomers and so forth to supplement 

StackOfStrings. This approach requires a tremendous amount of duplicated 

code and would make code maintenance a nightmare.  

• Create a stack of Objects. We could develop one stack implementation 

StackOfObjects.java whose elements are of type Object. Using inheritance, 

we can insert an object of any type. However, when we pop it, we must cast 

it back to the appropriate type. This approach can expose us to subtle bugs in 

our programs that cannot be detected until runtime. For example, there is 

nothing to stop a programmer from putting different types of objects on the 

same stack, then encountering a runtime type-checking error, as in the 

following example:  

StackOfObjects stack = new StackOfObjects(); 
Apple  a = new Apple(); 
Orange b = new Orange(); 
stack.push(a); 
stack.push(b); 



a = (Apple)  (stack.pop());   // throws a ClassCastException 
b = (Orange) (stack.pop()); 

This toy example illustrates a basic problem. When we use type casting with 

an implementation such as Stack for different types of items, we are 

assuming that clients will cast objects popped from the stack to the proper 

type. This implicit assumption contradicts our requirement for ADTs that 

operations are to be accessed only through an explicit interface. One reason 

that programmers use precisely defined ADTs is to protect future clients 

against errors that arise from such implicit assumptions. The code cannot be 

type-checked at compile time: there might be an incorrect cast that occurs in 

a complex piece of code that could escape detection until some particular 

runtime circumstance arises. Such an error is to be avoided at all costs 

because it could happen long after an implementation is delivered to a client, 

who would have no way to fix it.  

• Java generics. We use Java generics to limit the objects on a stack or queue 

to all be of the same type within a given application. The primary benefit is to 

discover type mismatch errors at compile-time instead of run-time. This 

involves a small bit of new Java syntax. We name the generic class Stack. It 

is identical to StackOfStrings except that we replace every occurrence of 

String with Item and declare the class as follows:  

public class Stack<Item> 

Program Stack.java implements a generic stack using this approach. The 

client  

Stack<Apple> stack = new Stack<Apple>(); 
Apple  a = new Apple(); 
Orange b = new Orange(); 
stack.push(a); 
stack.push(b);     // compile-time error 

Program DoublingStack.java implements a generic stack using an array. For 

technical reasons, one cast is needed when allocating the array of generics.  

Autoboxing. 

We have designed our stacks so that they can store any generic object type. We now 

describe the Java language feature, known as auto-boxing and auto-unboxing, that 

enables us to reuse the same code with primitive types as well. Associated with each 

primitive type, e.g. int, is a full blown object type, e.g., Integer. When we assign a 



primitive to the corresponding object type (or vice versa), Java automatically 

performs the transformation. This enables us to write code like the following.  

Stack<Integer> stack = new Stack<Integer>(); 
stack.push(17);            // auto-boxing   (converts int to Integer) 
int a = stack.pop();       // auto-unboxing (converts Integer to int) 

The value 17 is automatically cast to be of type Integer when we pass it to the 

push() method. The pop() method returns an Integer, and this value is cast to an 

int when we assign it to the variable a. We should be aware of what is going on 

behind the scenes since this can affect performance.  

Java supplies built-in wrapper types for all of the primitive types: Boolean, Byte, 

Character, Double, Float, Integer, Long, and Short. These classes consist 

primarily of static methods (e.g., Integer.parseInt(), Integer.reverse()), but 

they also include some non-static methods (compareTo(), equals(), 

doubleValue()).  

Queue. 

A queue supports the insert and remove operations using a FIFO discipline. By 

convention, we name the queue insert operation enqueue and the remove operation 

dequeue. Lincoln tunnel. Student has tasks that must be completed. Put on a queue. 

Do the tasks in the same order that they arrive.  

 

public class Queue<Item> { 
   public boolean isEmpty(); 
   public void enqueue(Item item); 
   public Item dequeue(); 
} 

 

• Linked list implementation. Program Queue.java implements a FIFO queue of 

strings using a linked list. Like Stack, we maintain a reference first to the 

least-recently added Node on the queue. For efficiency, we also maintain a 

reference last to the least-recently added Node on the queue.  



 

• Array implementation. Similar to array implementation of stack, but a little 

trickier since need to wrap-around. Program DoublingQueue.java implements 

the queue interface. The array is dynamically resized using repeated doubling.  

Iteration. 

Sometimes the client needs to access all of the items of a collection, one at a time, 

without deleting them. To maintain encapsulation, we do not want to reveal the 

internal representation of the queue (array or linked list) to the client. "Decouple the 

thing that needs to traverse the list from the details of getting each element from it." 

We solve this design challenge by using Java's java.util.Iterator interface:  

public interface Iterator<Item> { 
    boolean hasNext(); 
    Item next(); 
    void remove();      // optional 
} 
That is, any data type that implements the Iterator interface promises to 

implement two methods: hasNext() and next(). The client uses these methods to 

access the list elements one a time using the following idiom.  

Queue<String> queue = new Queue<String>(); 
... 
Iterator<String> i = queue.iterator(); 
while (i.hasNext()) { 



   String s = i.next(); 
   StdOut.println(s); 
} 

• Queue iterator in Java. Queue.java illustrates how to implement an Iterator 

when the items are stored in a linked list.  

public Iterator iterator()  { return new QueueIterator();  } 
 
private class QueueIterator implements Iterator<Item> { 
    Node current = first; 
     
    public boolean hasNext()  { return current != null; } 
 
    public Item next() { 
        Item item = current.item; 
        current = current.next;  
        return item; 
    } 
} 
It relies on a private nested subclass QueueIterator that implements the 

Iterator interface. The method iterator() creates an instance of type 

QueueIterator and returns it as an Iterator. This enforces the iteration 

abstraction since the client will only the items through the hasNext() and 

next() methods. The client has no access to the internals of the Queue or 

even the QueueIterator. It is the client's responsibility to only add elements 

to the list when no iterator is in action.  

• Enhanced for loop. Iteration is such a useful abstraction that Java provides 

compact syntax (known as the enhanced for loop) to iterate over the 

elements of a collection (or array).  

Iterator<String> i = queue.iterator(); 
while (i.hasNext()) { 
   String s = i.next(); 
   StdOut.println(s); 
} 
 
for (String s : queue) 
    StdOut.println(s); 

To take advantage of Java's enhanced foreach syntax, the data type must 

implement Java's Iterable interface.  



public interface Iterable<Item> { 
    Iterator<Item> iterator(); 
} 
That is, the data type must implement a method named iterator() that 

returns an Iterator to the underlying collection. Since our Queue ADT now 

includes such a method, we simply need to declare it as implementing the 

Iterable interface and we are ready to use the foreach notation.  

public class Queue<Item> implements Iterable<Item> 

Stack and queue applications. 

Stacks and queues have numerous useful applications.  

• Queue applications: Computing applications: serving requests of a single 

shared resource (printer, disk, CPU), transferring data asynchronously (data 

not necessarily received at same rate as sent) between two processes (IO 

buffers), e.g., pipes, file IO, sockets. Buffers on MP3 players and portable CD 

players, iPod playlist. Playlist for jukebox - add songs to the end, play from 

the front of the list. Interrupt handling: When programming a real-time 

system that can be interrupted (e.g., by a mouse click or wireless connection), 

it is necessary to attend to the interrupts immediately, before proceeding with 

the current activity. If the interrupts should be handles in the same order 

they arrive, then a FIFO queue is the appropriate data structure.  

• Arithmetic expression evaluation. Program Evaluate.java evaluates a fully 

parenthesized arithmetic expression.  

An important application of stacks is in parsing. For example, a compiler must 

parse arithmetic expressions written using infix notation. For example the 

following infix expression evaluates to 212.  

( 2 + ( ( 3 + 4 ) * ( 5 * 6 ) ) ) 
We break the problem of parsing infix expressions into two stages. First, we 

convert from infix to a different representation called postfix. Then we parse 

the postfix expression, which is a somewhat easier problem than directly 

parsing infix.  

o Evaluating a postfix expression. A postfix expression is....  

2 3 4 + 5 6 * * + 

First, we describe how to parse and evaluate a postfix expression. We 

read the tokens in one at a time. If it is an integer, push it on the 



stack; if it is a binary operator, pop the top two elements from the 

stack, apply the operator to the two elements, and push the result 

back on the stack. Program Postfix.java reads in and evaluates postfix 

expressions using this algorithm.  

o Converting from infix to postfix. Now, we describe how to convert from 

infix to postfix. We read in the tokens one at a time. If it is an operator, 

we push it on the stack; if it is an integer, we print it out; if it is a right 

parentheses, we pop the topmost element from the stack and print it 

out; if it is a left parentheses, we ignore it. Program Infix.java reads in 

an infix expression, and uses a stack to output an equivalent postfix 

expression using the algorithm described above. Relate back to the 

parse tree example in Section 4.3.  

• Function calls. Perhaps the most important application of stacks is to 

implement function calls. Most compilers implement function calls by using a 

stack. This also provides a technique for eliminating recursion from a 

program: instead of calling a function recursively, the programmer uses a 

stack to simulate the function calls in the same way that the compiler would 

have done so. Conversely, we can often use recursion instead of using an 

explicit stack. Some programming languages provide a mechanism for 

recursion, but not for calling functions.  

Programming languages have built in support for stacks (recursion), but no 

analogous mechanism for dealing with queues.  

Postscript and FORTH programming languages are stack based. Java bytecode 

is interpreted on (virtual) stack basded processor. Microsoft Intermediate 

Language (MSIL) that .NET applications are compiled to.  

• M/M/1 queue. The Markov/Markov/Single-Server model is a fundamental 

queueing model in operations research and probability theory. Tasks arrive 

according to a Poisson process at a certain rate •. This means that • 

customers arrive per hour. More specifically, the arrivals follow an exponential 

distribution with mean 1 / •: the probability of k arrivals between time 0 and t 

is (• t)^k e^(-• t) / k!. Tasks are serviced in FIFO order according to a 

Poisson process with rate €. The two M's standard for Markov: it means that 

the system is memoryless: the time between arrivals is independent, and the 

time between departures is indepedent.  

Analysis of M/M/1 model. We are interested in understanding the queueing 

system. If &lambda > € the queue size increases without limit. For simple 

models like M/M/1 we can analyze these quantities analytically using 



probability theory. Assuming € > •, the probability of exactly n customers in 

the system is (• / €)^n (1 - • / &mu).  

o L = average number of customers in the system = • / (€ - •).  

o LQ = average number of customers in the queue = •2 / (€ (€ - •)).  

o W = average time a customer spends in the system = 1 / (€ - •).  

o WQ = average time a customer spends in the queue = W - 1 / €.  

Program MM1Queue.java For more complex models we need to resort to 

simulation like this. Variants: multiple queues, multiple servers, sequential 

multi-stage servers, using a finite queue and measuring number of customers 

that are turned away. Applications: customers in McDonalds, packets in an 

internet router,  

Little's law asserts that the average number of customers in a (stable) 

queueing system equals the average arrival rate times their average time in 

the system. But the variance of customer waiting times satisfies: Var(FIFO) < 

Var(SIRO) < Var(LIFO).  

The distribution of the number of customers in the system does not depend 

on the queueing discipline (so long as it is independent of their service times). 

Same for expected waiting time.  

• M/D/1 queue. Program MD1Queue.java is similar but the service occurs at a 

fixed rate (rather than random).  

• Load balancing. Program LoadBalance.java performs a load-balancing 

simulation.  

Q + A. 

Q. When do I use new with Node?  

A. Just as with any other class, you should only use new when you want to create a 

new Node object (a new element in the linked list). You should not use new to create 

a new reference to an existing Node object. For example, the code  

Node oldfirst = new Node(); 
oldfirst = first;  
creates a new Node object, then immediately loses track of the only reference to it. 

This code does not result in an error, but it is a bit untidy to create orphans for no 

reason.  

Q. Why declare Node as a nested class? Why private?  



A. By declaring the subclass Node to be private we restrict access to methods 

within the enclosing class. One characteristic of a private nested class is that its 

instance variables can be directly accessed from within the enclosing class, but 

nowhere else, so there is no need to declare them public or private. Note : A nested 

class that is not static is known as an inner class, so technically our Node classes are 

inner classes, though the ones that are not generic could be static.  

Q. Why does javac LinkedStackOfStrings.java creates a file 

LinkedStackOfStrings$Node.class as well as LinkedStackOfStrings.class?  

A. That file is for the nested class Node. Java's naming convention is to use $ to 

separate the name of the outer class from the nested class.  

Q. Should a client be allowed to insert null items onto a stack or queue? A. This 

question arises frequently when implementing collections in Java. Our 

implementation (and Java's stack and queue libraries) do permit the insertion of 

null values.  

Q. Are there Java libraries for stacks and queues?  

A. Yes and no. Java has a built in library called java.util.Stack, but you should 

avoid using it when you want a stack. It has several additional operations that are 

not normally associated with a stack, e.g., getting the ith element. It also allows 

adding an element to the bottom of the stack (instead of the top), so it can 

implement a queue! Although having such extra operations may appear to be a 

bonus, it is actually a curse. We use data types not because they provide every 

available operation, but rather because they allow us to precisely specify the 

operations we need. The prime benefit of doing so is that the system can prevent us 

from performing operations that we do not actually want. The java.util.Stack API 

is an example of a wide interface, which we generally strive to avoid.  

Q. I want to use an array representation for a generic stack, but code like the 

following will not compile. What is the problem?  

private Item[] a = new Item[max]; 
oldfirst = first;  

A. Good try. Unfortunately, creating arrays of generics is not allowed in Java 1.5. 

Experts still are vigorously debating this decision. As usual, complaining too loudly 

about a language feature puts you on the slippery slope towards becoming a 

language designer. There is a way out, using a cast: you can write:  

private Item[] a = (Item[]) new Object[max]; 
oldfirst = first;  
The underlying cause is that arrays in Jave are covariant, but generics are not. In 

other words, String[] is a subtype of Object[], but Stack<String> is not a 



subtype of Stack<Object>. To get around this defect, you need to perform an 

unchecked cast as in DoublingStack.java. Many programmers consider covariant 

arrays to be a defect in Java's type system. However, in a world without generics, 

covariant arrays are useful, e.g., to implement Arrays.sort(Comparable[]) and 

have it be callable with an input array of type String[].  

Q. Can I use the foreach construction with arrays?  

A. Yes (even though arrays do not implement the Iterator interface). The following 

prints out the command-line arguments:  

public static void main(String[] args) { 
   for (String s : args) 
      StdOut.println(s); 
}  

Q. Is iterating over a linked list more efficient with a loop or recursion?  

A. An optimizing compiler will likely translate a tail-recursive function into the 

equivalent loop, so there may be no observable performance overhead of using 

recursion.  

Q. How does auto-boxing handle the following code fragment?  

Integer a = null; 
int b = a; 

A. It results in a run-time error. Primitive type can store every value of their 

corresponding wrapper type except null.  

Q. Why does the first group of statements print true, but the second two print 

false?  

Integer a1 = 100; 
Integer a2 = 100; 
System.out.println(a1 == a2);   // true 
 
Integer b1 = new Integer(100); 
Integer b2 = new Integer(100); 
System.out.println(b1 == b2);   // false 
 
Integer c1 = 150; 
Integer c2 = 150; 
System.out.println(c1 == c2);   // false 
 

A. The second prints false because b1 and b2 are references to different Integer 

objects. The first and third code fragments rely on autoboxing. Surprisingly the first 



prints true because values between -128 and 127 appear to refer to the same 

immutable Integer objects (presumably there is a pool of them that are reused), 

while Java creates new objects for each integer outside this range. Lesson: as usual, 

don't use == to compare whether two objects have the same value.  

Q. Are generics solely for auto-casting?  

A. No, but this will be the only thing we use them for. This is known as "pure 

generics" or "concrete parameterized types." Concrete parameterized types work 

almost like normal types with a few exceptions (array creation, exception handling, 

with instanceof, and in a class literal). More advanced uses of generics, including 

"wildcards", are are useful for handling subtypes and inheritance. Here is a generics 

tutorial.  

Q. Why do I get an incompatible types compile-time error with the following 

code?  

Stack stack = new Stack<String>(); 
stack.push("Hello"); 
String s = stack.pop(); 

A. You forgot to specify the concrete type when declaring stack. It should be 

Stack<String>.  

Q. Why do I get a uses unchecked or unsafe operations compile-time warning 

with the following code?  

Stack<String> stack = new Stack(); 
stack.push("Hello"); 
String s = stack.pop(); 

A. You forgot to specify the concrete type when calling the constructor. It should be 

new Stack<String>().  

 

Stack and Queue Exercises 

1. Add a method isFull() to ArrayStackOfStrings.  

2. Give the output printed by java ArrayStackOfStrings 5 for the input  

it was - the best - of times - - - it was - the - -  . 

3. Suppose that a client performs an intermixed sequence of (stack) push and 

pop operations. The push operations put the integers 0 through 9 in order on 



to the stack; the pop operations print out the return value. Which of the 

following sequence(s) could not occur?  

(a)  4 3 2 1 0 9 8 7 6 5 
(b)  4 6 8 7 5 3 2 9 0 1 
(c)  2 5 6 7 4 8 9 3 1 0 
(d)  4 3 2 1 0 5 6 7 8 9 
(e)  1 2 3 4 5 6 9 8 7 0 
(f)  0 4 6 5 3 8 1 7 2 9 
(g)  1 4 7 9 8 6 5 3 0 2 
(h)  2 1 4 3 6 5 8 7 9 0 

4. Write a program Parentheses.java that reads in a text stream from standard 

input and uses a stack to determine whether or not its parentheses are 

properly balanced. For example, your program should print true for 

[()]{}{[()()]()} and false for [(]). Hint : Use a stack.  

5. What does the following code fragment print when N is 50? Give a high level 

description of what the code fragment in the previous exercise does when 

presented with a positive integer N.  

Stack stack = new Stack(); 
while (n > 0) { 
   stack.push(n % 2); 
   n = n / 2; 
} 
while (!stack.isEmpty()) 
    StdOut.print(stack.pop()); 
StdOut.println(); 

Answer: prints the binary representation of N (110010 when N is 50).  

6. What does the following code fragment do to the queue q?  

Stack stack = new Stack(); 
while (!q.isEmpty()) 
   stack.push(q.dequeue()); 
while (!stack.isEmpty()) 
   q.enqueue(stack.pop()); 

7. Add a method peek() to Stack.java that returns the top element on the stack.  

8. Give the contents and size of the array for DoublingStackOfStrings with 

the input  



it was - the best - of times - - - it was - the - -  . 

9. Add a method length() to Queue that returns the number of elements on 

the queue. Hint : Make sure that your method takes constant time by 

maintaining an instance variable N that you initialize to 0, increment in 

enqueue(), decrement in dequeue() and return in length().  

10. Write a program that takes from standard input an expression without left 

parentheses and prints the equivalent infix expression with the parentheses 

inserted. For example, given the input  

 1 + 2 ) * 3 - 4 ) * 5 - 6 ) ) ) 

your program should print  

 ( ( 1 + 2 ) * ( ( 3 - 4 ) * ( 5 - 6 ) ) 

11. Write a program InfixToPostfix.java that converts an arithmetic expression 

from infix to prefix.  

12. Write a program EvaluatePostfix.java that evaluates a postfix expression. 

(Piping the output of your program from the previous exercise to this program 

gives equivalent behavior to Evaluate.java.)  

13. Suppose that a client performs an intermixed sequence of (queue) enqueue 

and dequeue operations. The enqueue operations put the integers 0 through 

9 in order on to the queue; the dequeue operations print out the return value. 

Which of the following sequence(s) could not occur?  

(a)  0 1 2 3 4 5 6 7 8 9 
(b)  4 6 8 7 5 3 2 9 0 1 
(c)  2 5 6 7 4 8 9 3 1 0 
(d)  4 3 2 1 0 5 6 7 8 9 

14. Add a method copy() to ArrayStackOfStrings.java that takes a stack of 

strings as argument and returns a copy of the stack.  

15. Write an iterable Stack client that has a static methods copy() that takes a 

stack of strings as argument and returns a copy of the stack. Note : This 

ability is a prime example of the value of having an iterator, because it allows 

development of such functionality without changing the basic API.  

16. Develop a class ArrayQueueOfStrings that implements the queue 

abstraction with a fixed-size array, then extend your implementation to use 

array doubling to remove the size restriction.  



17. Write a Queue client that prints the kth from the last string found on standard 

input.  

18. (For the mathematically inclined.) Prove that the array in 

DoublingStackOfStrings.java is never less than one-quarter full. Then prove 

that, for any DoublingStackOfStrings client, the total cost of all of the 

stack operations divided by the number of operations is a constant.  

19. Modify MD1Queue.java to make a program MM1Queue that simulates a queue 

for which both arrival and service are Poisson processes. Verify Little's law for 

this model.  

 

Linked List Exercises 

1. Suppose x is a linked list node. What does the following code fragment do?  

x.next = x.next.next; 

2. Write an iterative method delete() that takes an integer parameter k and 

deletes the kth element (assuming it exists).  

3. Suppose that x is a linked list node. What does the following code fragment 

do?  

t.next = x.next; 
x.next = t;      

Answer: inserts node t immediately after x.  

4. Why does the following code fragment not do the same thing as in the 

previous question?  

x.next = t; 
t.next = x.next; 

Answer: when it comes time to update t.next, x.next is no longer the 

original node following x, but is instead t itself!  

5. Write an iterative method max() that takes a null-terminated linked list as 

input, and returns the value of the maximum key in the linked list. Assume all 

keys are positive integers, and return -1 if the list is empty. Repeat, using 

recursion.  



6. Write a recursive method to print the elements in reverse order. Do not 

modify any of the links.  

Creative Exercises 

1. Deque A double-ended queue or deque (pronounced deck) is a combination 

of a stack and and a queue. It stores a parameterized collection of items and 

supports the following API:  

 

Write a data type Deque.java that implements the deque API using a singly 

linked list.  

2. Random queue. Create an abstract data type RandomQueue.java that 

supports the following operations: isEmpty(), insert(), random(), and 

removeRandom(), where the deletion operation deletes and returns a random 

object. Hint: maintain an array of objects. To delete an object, swap a 

random object (indexed 0 through N-1) with the last object (index N-1). Then, 

delete and return the last object.  

 

3. Listing files. A Unix directory is a list of files and directories. Program 

Directory.java takes the name of a directory as a command line parameter 



and prints out all of the files contained in that directory (and any 

subdirectories) in level-order. It uses a queue.  

4. Josephus problem Program Josephus.java uses a queue to solve the 

Josephus problem.  

5. Delete ith element. Create an ADT that supports the following operations: 

isEmpty, insert, and remove(int i), where the deletion operation deletes 

and returns the ith least recently added object on the queue. Do it with an 

array, then do it with a linked list. See Exercise XYZ for a more efficient 

implementation that uses a BST.  

6. Dynamic shrinking. With the array implementations of stack and queue, we 

doubled the size of the array when it wasn't big enough to store the next 

element. If we perform a number of doubling operations, and then delete alot 

of elements, we might end up with an array that is much bigger than 

necessary. Implement the following strategy: whenever the array is 1/4 full 

or less, shrink it to half the size. Explain why we don't shrink it to half the size 

when it is 1/2 full or less.  

7. Ring buffer. A ring buffer or circular queue is a FIFO data structure of a fixed 

size N. It is useful for transferring data between asynchronous processes or 

storing log files. When the buffer is empty, the consumer waits until data is 

deposited; when the buffer is full, the producer waits to deposit data. A ring 

buffer has the following methods: isEmpty(), isFull(), enqueue(), and 

dequeue(). Write an generic data type RingBuffer using an array (with 

circular wrap-around for efficiency).  

8. Merging two sorted queues. Given two queues with strings in ascending 

order, move all of the strings to a third queue so that the third queues ends 

up with the strings in ascending order.  

9. Mergesort. Given N strings, create N queues, each containing one of the 

strings. Create a queue of the N queues. Then repeatedly apply the sorted 

merging operation to the first two queues and reinsert the merged queue at 

the end. Repeat until the queue of queues contains only one queue.  

10. Queue with two stacks. Show how to implement a queue using two stacks. 

Hint: If you push elements onto a stack and then pop them all, they appear in 

reverse order. If you repeat this process, they're now back in order.  

11. Move-to-front. Read in a sequence of characters from standard input and 

maintain the characters in a linked list with no duplicates. When you read in a 

previously unseen character, insert it at the front of the list. When you read in 

a duplicate character, delete it from the list and re-insert it at the beginning. 

Name your program MoveToFront.java. This move-to-front strategy is useful 



for caching and data compression (Burrows-Wheeler) algorithms where items 

that have been recently accessed are more likely to be re-accessed.  

12. Text editor buffer. Implement an ADT for a buffer in a text editor. It should 

support the following operations:  

• insert(c): insert character c at cursor  

• delete(): delete and return the character at the cursor  

• left(): move the cursor one position to the left  

• right(): move the cursor one position to the right  

• get(i): return the ith character in the buffer  

Hint: use two stacks.  

1. Topological sort. You have to sequence the order of N jobs on a processor. 

Some of the jobs must complete before others can begin. Specifically, you are 

given a list of order pairs of jobs (i, j). Find a sequence of the jobs such that 

for each pair (i, j) job i is scheduled before job j. Use the following 

algorithm.... For each node, maintain a list of outgoing arcs using a queue. 

Also, maintain the indegree of each node. Finally, maintain a queue of all 

nodes whose indegree is 0. Repeatedly delete a node with zero indegree, and 

delete all of its outgoing arcs. Write a program TopologicalSorter.java to 

accomplish this.  

Alternate application: prerequisites for graduating in your major. Must take 

COS 126 and COS 217 before COS 341, etc. Can you graduate?  

2. PERT / CPM. Modify the previous exercise to handle weights (i, j, w) means 

job i is scheduled at least w units of time before job j.  

3. Set of integers. Create a data type that represents a set of integers (no 

duplicates) between 0 and N-1. Support add(i), exists(i), remove(i), size(), 

intersect, difference, symmetricDifference, union, isSubset, isSuperSet, and 

isDisjointFrom.  

4. Indexing a book. Write a program that reads in a text file from standard 

input and compiles an alphabetical index of which words appear on which 

lines, as in the following input. Ignore case and puncuation. Similar to 

FrequencyCount, but for each word maintain a list of location on which it 

appears.  

Reverse a linked list. Write a function that takes the first Node in a linked 

list, reverse it, and returns the first Node in the resulting linked list.  



Solution. To accomplish this, we maintain references to three consecutive 

nodes in the linked list, reverse, first, and second. At each iteration we 

extract the node first from the original linked list and insert it at the 

beginning of the reversed list. We maintain the invariant that first is the 

first node of what's left of the original list, second is the second node of 

what's left of the original list, and reverse is the first node of the resulting 

reversed list.  

 

public static Node reverse(Node list) { 
   Node first   = list; 
   Node reverse = null; 
   while (first != null) { 
      Node second = first.next; 
      first.next  = reverse; 
      reverse     = first; 
      first       = second; 
   } 
   return reverse; 
} 

When writing code involving linked lists, we must always be careful to 

properly handle the exceptional cases (when the linked list is empty, when 

the list has only one or two nodes) and the boundary cases (dealing with the 

first or last items). This is usually the trickiest part, as opposed to handling 

the normal cases.  

Recursive solution. Assuming the linked list has N elements, we recursively 

reverse the last N-1 elements, then carefully append the first element to the 

end.  

public Node reverse(Node first) { 
    Node second = first.next; 
    Node rest = reverse(second); 
    second.next = first; 
    first.next  = null; 
    return rest; 
} 



Web Exercises 

1. Write a recursive function that takes as input a queue, and rearranges it so 

that it is in reverse order. Hint: dequeue() the first element, recursively 

reverse the queue, and the enqueue the first element.  

2. Add a method Item[] multiPop(int k) to Stack that pops k elements 

from the stack and returns them as an array of objects.  

3. Add a method Item[] toArray() to Queue that returns all N elements on 

the queue as an array of length N.  

4. What does the following code fragment do?  

IntQueue q = new IntQueue(); 
q.enqueue(0); 
q.enqueue(1); 
for (int i = 0; i < 10; i++) { 
    int a = q.dequeue(); 
    int b = q.dequeue(); 
    q.enqueue(b); 
    q.enqueue(a + b); 
    System.out.println(a); 
} 

Fibonacci  

5. What data type would you choose to implement an "Undo" feature in a word 

processor?  

6. Suppose you have a single array of size N and want to implement two stacks 

so that you won't get overflow until the total number of elements on both 

stacks is N+1. How would you proceed?  

7. Suppose that you implemented push in the linked list implementation of 

StackList with the following code. What is the mistake?  

public void push(Object value) { 
   Node second = first; 
   Node first = new Node(); 
   first.value = value; 
   first.next = second; 
} 

Answer: By redeclaring first, you are create a new local variable named 

first, which is different from the instance variable named first.  



8. Copy a queue. Create a new constructor so that LinkedQueue r = new 
LinkedQueue(q) makes r reference a new and independent queue. Hint: 

delete all of the elements from q and add to both q and this.  

9. Copy a stack. Create a new constructor for the linked list implementation of 

Stack.java so that Stack t = new Stack(s) makes t reference a new 

and independent copy of the stack s. You should be able to push and pop 

from s or t without influencing the other.  

Should it work if argument is null? Recursive solution: create a copy 

constructor for a Node and use this to create the new stack.  

Node(Node x) { 
   item = x.item; 
   if (x.next != null) next = new Node(x.next); 
} 
 
public Stack(Stack s) { first = new Node(s.first); } 

Nonrecursive solution (untested):  

Node(Node x, Node next) { this.x = x; this.next = next; } 
 
public Stack(Stack s) { 
   if (s.first != null) { 
      first = new Node(s.first.value, s.first.next) { 
      for (Node x = first; x.next != null; x = x.next) 
         x.next = new Node(x.next.value, x.next.next); 
   } 
} 

10. Stack with one queue. Show how to implement a stack using one queue. 

Hint: to delete an item, get all of the elements on the queue one at a time, 

and put them at the end, except for the last one which you should delete and 

return.  

11. Listing files with a stack. Write a program that takes the name of a 

directory as a command line argument, and prints out all of the files 

contained in this directory and any subdirectories. Also prints out the file size 

(in bytes) of each file. Use a stack instead of a queue. Repeat using recursion 

and name your program DirectoryR.java. Modify DirectoryR.java so that it 

prints out each subdirectory and its total size. The size of a directory is equal 

to the sum of all of the files it contains or that its subdirectories contain.  

12. Stack + max. Create a data structure that efficiently supports the stack 

operations (pop and push) and also return the maximum element. Assume 



the elements are integers or reals so that you can compare them. Hint: use 

two stacks, one to store all of the elements and a second stack to store the 

maximums.  

13. Tag systems. Write a program that reads in a binary string from the 

command line and applies the following (00, 1101) tag-system: if the first bit 

is 0, delete the first three bits and append 00; if the first bit is 1, delete the 

first three bits and append 1101. Repeat as long as the string has at least 3 

bits. Try to determine whether the following inputs will halt or go into an 

infinite loop: 10010, 100100100100100100. Use a queue.  

14. Reverse. Write a method to read in an arbitrary number of strings from 

standard input and print them in reverse order.  

public static void main(String[] args) { 
   Stack<String> stack = new Stack<String>(); 
   while (!StdIn.isEmpty()) { 
      String s = StdIn.readString(); 
      stack.push(s); 
   } 
   while (!stack.isEmpty()) { 
      String s = stack.pop(); 
      StdOut.println(s); 
   } 
} 

15. Add a method int size() to DoublingStack.java and Stack.java that returns 

the number of elements on the stack.  

16. Add a method reverse() to Queue that reverses the order of the elements 

on the queue.  

 

 

.2   Sorting and Searching 

 

This section under construction.  

 

The sorting problem is to rearrange a set of items in ascending order. One reason 

that it is so useful is that it is much easier to search for something in a sorted list 



than an unsorted one. In this section, we 

will consider in detail two classical 

algorithms for sorting and searching, 

along with several applications where 

their efficiency plays a critical role.  

Binary search. 

In the game of "twenty questions", your 

task is to guess the value of a hidden 

number that is one of the N integers 

between 0 and N-1. (For simplicity, we 

will assume that N is a power of two.) Each time that you make a guess, you are told 

whether your guess is too high or too low. An effective strategy is to maintain an 

interval that contains the hidden number, guess the number in the middle of the 

interval, and then use the answer to halve the interval size. TwentyQuestions.java 

implements this strategy, which is an example of the general problem-solving 

method known as binary search.  

• Correctness proof. First, we have to convince ourselves that the method is 

correct: that it always leads us to the hidden number. We do so by 

establishing the following facts:  

o The interval always contains the hidden number.  

o The interval sizes are the powers of two, decreasing from N.  

The first of these facts is enforced by the code; the second follows by noting 

that if the interval size (hi-lo) is a power of two, then the next interval size is 

(hi-lo)/2, which is the next smaller power of two. These facts are the basis of 

an induction proof that the method operates as intended. Eventually, the 

interval size becomes 1, so we are guaranteed to find the number.  

• Running time analysis. Since the size of the interval decreases by a factor of 2 

at each iteration (and the base case is reached when N = 1), the running time 

of binary search is lg N.  

• Linear-logarithm chasm. The alternative to using binary search is to guess 0, 

then 1, then 2, then 3, and so forth, until hitting the hidden number. We refer 

to such an algorithm as a brute-force algorithm: it seems to get the job done, 

but without much regard to the cost (which might prevent it from actu- ally 

getting the job done for large problems). In this case, the running time of the 

brute-force algorithm is sensitive to the input value, but could be as much as 

N and has expected value N/2 if the input value is chosen at random. 

Meanwhile, binary search is guaranteed to use no more than lg N steps.  



• Binary representation. If you look 

back to Program 1.3.7, you will 

recognize that binary search is 

nearly the same computation as 

converting a number to binary! 

Each guess determines one bit of 

the answer. In our example, the 

information that the number is 

between 0 and 127 says that the 

number of bits in its binary 

representation is 7, the answer to 

the first question (is the number less than 64?) tells us the value of the 

leading bit, the answer to the second question tells us the value of the next 

bit, and so forth. For example, if the number is 77, the sequence of answers 

no yes yes no no yes no immediately yields 1001101, the binary 

representation of 77.  

• Inverting a function. As an example of the utility of binary search in scientific 

computing, we revisit a problem that we consider the problem of inverting an 

increasing function. To fix ideas, we refer to the Gaussian distribution • when 

describing the method. Given a value y, our task is to find a value x such that 

•(x) = y. In this situation, we use real numbers as the endpoints of our 

interval, not integers, but we use the same essential method as for guessing 

a hidden integer: we halve the size of the interval at each step, keeping x in 

the interval, until the interval is sufficiently small that we know the value of x 

to within a desired precision ‚. We start with an interval (lo, hi) known to 

contain x and use the following recursive strategy:  

o Compute m = lo + (hi - lo) / 2  

o Base case: If (hi - lo) is less than ‚, then returm m as an estimate of x  

o Recursive step: otherwise, test whether •(m) < y. If so look for x in 

(lo, m); if not look for x in (m, hi)  

The key to this method is the idea that the function is increasing - for any 

values a and b, knowing that •(a) < &Phi(b) tells us that a < b, and vice 

versa. In this context, binary search is often called bisection search because 

we bisect the interval at each stage.  

• Binary search in a sorted array. During much of the last century people would 

use a publication known as a phone book to look up a person's phone number. 

Entries appears in order, sorted by a key that identifies it (the person's name) 

n both cases). A brute-force solution would be to start at the beginning, 



examine each entry one at a time, and continue until you find the name. No 

one uses that method: instead, you open the book to some interior page and 

look for the name on that page. If it is there, you are done; otherwise, you 

eliminate either the part of the book before the current page or the part of 

the book after the current page from consideration and repeat.  

• Exception filter. We now use binary search to solve the existence problem: is 

a given key in a sorted database of keys? For example, when checking the 

spelling of a word, you need only know whether your word is in the dictionary 

and are not interested in the definition. In a computer search, we keep the 

information in an array, sorted in order of the key. The binary search code in 

BinarySearch.java differs from our other applications in two details. First, the 

file size N need not be a power of two. Second, it has to allow the possibility 

that the item sought is not in the array. The client program implements an 

exception filter: it reads a sorted list of strings from a file (which we refer to 

as the whitelist) and an arbitrary sequence of strings from standard input and 

prints those in the sequence that are not in the whitelist.  

Insertion sort. 

Insertion sort is a brute-force sorting algorithm that is based on a simple method 

that people often use to arrange hands of playing cards. Consider the cards one at a 

time and insert each into its proper place among those already considered (keeping 

them sorted). The following code mimics this process in a Java method that sorts 

strings in an array:  

public static void sort(double[] a) { 
   int N = a.length; 
   for (int i = 0; i < N; i++) 
      for (int j = i; j > 0; j--) 
         if (a[j-1].compareTo(a[j]) > 0) 
             exch(a, j, j-1); 
         else break; 
} 
The outer for loop sorts the first i entries in the array; the inner for loop can 

complete the sort by putting a[i] into its proper position in the array.  



 

 

• Mathematical analysis. The inner loop of the insertion sort code is within a 

double for loop, which suggests that the running time is quadratic, but we 

cannot immediately draw this conclusion because of the break.  

o Best case. When the input array is already in sorted order, the inner 

for loop amounts to nothing more than a comparison (to learn that 

a[j-1] is less than a[j]) and the break, so the total running time is 

linear.  

o Worst case. When the input is reverse sorted, the inner loop fully 

completes without a break, so the frequency of execution of the 

instructions in the inner loop is 1 + 2 + ... + N-1 ~ N^2 and the 

running time is quadratic.  

o Average case. When the input is randomly ordered To understand the 

performance of insertion sort for randomly ordered, we expect that 

each new element to be inserted is equally likely to fall into any 

position, so that element will move halfway to the left on average. 

Thus, we expect the running time to be 1/2 + 2/2 + ... + (N-1)/2 ~ 

N^2 / 2.  

• Sorting other types of data. We want to be able to sort all types of data, not 

just strings. For sorting objects in an array, we need only assume that we can 

compare two elements to see whether the first is bigger than, smaller than, 

or equal to the second. Java provides the Comparable interface for precisely 

this purpose. Simply put, a class that implements the Comparable interface 

promises to implement a method compareTo() for objects of its type so that 

that a.compareTo(b) returns a negative integer if a is less than b, a positive 

integer if a is greater than b, and 0 if a is equal to b. The precise meanings of 

less than, greater than, and equal to are up to the data type, though 

implementations that do not respect the natural laws of mathematics 



surrounding these concepts will yield unpredictable results. With this 

convention, Insertion.java implements insertion sort so that it sorts arrays of 

Comparable objects.  

• Empirical analysis. Program InsertionTest.java tests our hypothesis that 

insertion sort is quadratic for randomly ordered files. It relies on the helper 

data type Stopwatch.java.  

• Sensitivity to input. Note that InsertionTest.java takes a command-line 

parameter M and runs M experiments for each array size, not just one. One 

reason for doing so is that the running time of insertion sort is sensitive to its 

input values. It is not correct to flatly predict that the running time of 

insertion sort will be quadratic, because your application might involve input 

for which the running time is linear.  

Mergesort. 

To develop a faster sorting method, we use a divide-and-conquer approach to 

algorithm design that every programmer needs to understand. This nomenclature 

refers to the idea that one way to solve a problem is to divide it into independent 

parts, conquer them independently, and then use the solutions for the parts to 

develop a solution for the full problem. To sort an array with this strategy, we divide 

it into two halves, sort the two halves independently, and then merge the results to 

sort the full array. This method is known as mergesort. To sort a[lo, hi), we use the 

following recursive strategy:  

• base case: If the subarray size is 0 or 1, it is already sorted.  

• recursive step: Otherwise, compute m = lo + (hi - lo)/2, sort (recursively) the 

two subarrays a[lo, m) and a[m, hi), and merge them to produce a sorted 

result.  

 

Merge.java is an implementation. As usual, the easiest way to understand the merge 

process is to study a trace of the contents of the array during the merge.  



 

• Mathematical analysis. The inner loop of mergesort is centered on the 

auxiliary array. The two for loops involve N iterations (and creating the array 

takes time proportional to N), so the frequency of execution of the 

instructions in the inner loop is proportional to the sum of the subarray sizes 

for all calls to the recursive function. The value of this quantity emerges when 

we arrange the calls on levels according to their size. On the first level, we 

have 1 call for size N, on the second level, we have 2 calls for size N/2, on the 

third level, we have 4 calls for size N/4, and so forth, down to the last level 

with N/2 calls of size 2. There are precisely lg N levels, giving the grand total 

N lg N for the frequency of execution of the instructions in the inner loop of 

mergesort. This equation justifies a hypothesis that the running time of 

mergesort is linearithmic.  

 

• Quadratic-linearithmic chasm. The difference between N^2 and N lg N makes 

a huge difference in practical applications. Understanding the enormousness 

of this difference is another critical step to understanding the importance of 

the design and analysis of algorithms. For a great many important 

computational problems, a speedup from quadratic to linearithmic makes the 



difference between being able to solve a problem involving a huge amount of 

data and not being able to effectively address it at all.  

• Divide-and-conquer algorithms. The same basic approach is effective for 

many important problems, as you will learn if you take a course on algorithm 

design.  

• Reduction to sorting. A problem A reduces to a problem B if we can use a 

solution to B to solve A. Designing a new divide-and-conquer algorithm from 

scratch is sometimes akin to solving a puzzle that requires some experience 

and ingenuity, so you may not feel confident that you can do so at first. But it 

is often the case that a simpler approach is effective: given a new problem 

that lends itself to a quadratic brute-force solution, ask yourself how you 

would solve it if the data were sorted in some way. For example, consider the 

problem of determining whether the elements in an array are all different. 

This problem reduces to sorting because we can sort the array, the make a 

linear pass through the sorted array to check whether any entry is equal to 

the next (if not, the elements are all different.)  

Frequency counts. 

FrequencyCount.java reads a sequence of strings from standard input and then 

prints a table of the distinct values found and the number of times each was found, 

in decreasing order of the frequencies. We accomplish this by two sorts.  

• Computing the frequencies. Our first step is to sort the strings on standard 

input. In this case, we are not so much interested in the fact that the strings 

are put into sorted order, but in the fact that sorting brings equal strings 

together. If the input is  

to be or not to be to 

then the result of the sort is  

be be not or to to to 

with equal strings like the three occurrences of to brought together in the 

array. Now, with equal strings all together in the array, we can make a single 

pass through the array to compute all the frequencies. The Counter.java data 

type that we considered in Section 3.x is the perfect tool for the job.  

• Sorting the frequencies. Next, we sort the Counter objects. We can do so in 

client code without any special arrangements because Counter implements 

the Comparable interface.  



• Zipf's law. The application highlighted in FrequencyCount is elementary 

linguistic analysis: which words appear most frequently in a text? A 

phenomenon known as Zipf's law says that the frequency of the ith most 

frequent word in a text of M distinct words is proportional to 1/i.  

Longest repeated substring. 

Another important computational task that reduces to sorting is the problem of 

finding the longest repeated substring in a given string. This problem is simple to 

state and has many important applications, including computer-assisted music 

analysis, cryptography, and data compression. Think briefly about how you might 

solve it. Could you find the longest repeated substring in a string that has millions of 

characters? Program LRS.java is a clever solution that uses suffix sorting.  

Quicksort. 

Quicksort is a divide-and-conquer method for sorting. It works by partitioning an 

array of elements into two parts, then sorting the parts independently. As we shall 

see, the precise position of the partition depends on the initial order of the elements 

in the input file. The crux of the method is the partitioning process, which rearranges 

the array to make the following three conditions hold:  

• The element a[i] is in its final place in the array for i.  

• None of the elements a[left], ..., a[i-1] is greater than a[i].  

• None of the elements in a[i+1], ..., a[right] is less than a[i].  

We achieve a complete sort by partitioning, then recursively applying the method to 

the subfiles.  

We use the following general strategy to implement partitioning. First, we arbitrarily 

choose a[right] to be the partitioning element - the one that will go into its final 

position. Next, we scan from the left end of the array until we find an element 

greater than the partitioning element, and we scan from the right end of the array 

until we find an element less than the partitioning element. The two elements that 

stopped the scans are obviously out of place in the final partitioned array, so we 

exchange them. Continuing in this way, we ensure that no array elements to the left 

of the left index are greater than the partitioning element, and no array elements to 

the right of the right index are less than the partitioning element, as depicted in the 

following diagram.  

 



When the scan indices cross, all that we need to do to complete the partitioning 

process is to exchange a[right] with the leftmost element of the right subfile (the 

element pointed to by the left index i).  

 

Program QuickSort.java implements this algorithm.  

Q + A 

Q. Why do we need to go to such lengths to prove a program correct?  

A. To spare ourselves considerable pain. Binary search is a notable example. For 

example, you now understand binary search; a classic programming exercise is to 

write a version that uses a while loop instead of recursion. Try solving Exercise 4.2.2 

without looking back at the code in the book. In a famous experiment, J. Bentley 

once asked several professional programmers to do so, and most of their solutions 

were not correct. According to Knuth, the first binary search algorithm was published 

in 1946, but the first published binary search without bugs did not appear until 1962.  

Q. Are there implementations for sorting and searching in the Java libarary?  

A. Yes. The Java library java.util.Arrays contains the methods Arrays.sort() 

and Arrays.binarySearch() that implement mergesort and binary search for 

Comparable types and a sorting implementation for primitive types based on a 

version of the quicksort algorithm, which is faster than mergesort and also sorts an 

array in place (without using any extra space). SystemSort.java illustrates how to 

use Arrays.sort().  

Q. So why not just use them?  

A. Feel free to do so. As with many topics we have studied, you will be able to use 

such tools more effectively if you understand the background behind them.  

Q. Why doesn't the Java library use a randomized version of quicksort?  

A. Good question. At the very least, the library should cutoff to some guaranteed N 

log N algorithm if it "realizes" it is in trouble. Perhaps to avoid side effects. 

Programmers may want their libraries to be deterministic for debugging. But the 

library only uses quicksort for primitive types when stability is not an issue, so the 

programmer probably wouldn't notice the randomness, except in running time.  

Exercises 



1. Develop an implementation of TwentyQuestions.java that takes the maximum 

number N as command-line input. Prove that your implementation is correct 

and that using Program 4.2.1 for the smallest power of two not smaller than 

N uses at most one more question.  

2. Add code to Insertion to produce the trace given in the text.  

3. Add code to Merge to produce the trace given in the text.  

4. Show that binary search in a sorted array is logarithmic as long as it 

eliminates at least a constant fraction of the array at each step.  

5. Analyze mergesort mathematically, as we did for binary search.  

6. Analyze mergesort for the case when N not a power of two.  

7. Give traces of insertion sort and mergesort, in the style, of the traces in the 

text, for the input  

it was the best of times it was. 

8. Write a program Dedup.java that reads a sequence of strings from standard 

input and prints them on standard output with all duplicates removed.  

9. Write a version of compareTo() for comparing two strings that uses lcp(), 

then checks lengths and compares two characters to finish the job.  

10. Add code to LRS.java to make it print indices in the original string where the 

repeated substrings occur.  

11. Write a program that finds the longest common substring of two given strings 

s and t.  

Hint: concatenate a unique character to the end of each string, say '\1' and 

'\2'. Form all suffixes of s and t, suffix sort all of them together, and identify 

the longest prefix in two adjacent suffixes, subject to the condition that one 

suffix comes from s and one from t. You can tell which string a suffix 

corresponds by looking at its last character.  

Hint: Or suffix sort each string. Then merge the two sorted suffixes together, 

keeping track of the consecutive strings that arose from different input strings.  

12. Modify LRS.java to find the longest repeated substring that does not overlap.  

13. Write a program to read in a list of domain names from standard input, and 

print the reverse domains in sorted order. For example, the reverse domain of 

cs.princeton.edu is edu.princeton.cs. This computation is useful for 

web log analysis.  



Algorithm Design Exercises 

This list of exercises is intended to give you experience in developing fast solutions 

to typical problems. Think about using binary search, mergesort, or devising your 

own divide-and-conquer algorithm. Implement and test your algorithm.  

1. Add to StdStats a method that computes in linearithmic time the median of 

a sequence of N integers. Hint : Reduce to sorting.  

2. Add to StdStats a method that computes in linear time the mode (value that 

occurs most frequently) of a sequence of N integers.  

Answer: sort the integers, then count up the number of occurrences of each, 

and return an integer with the maximum number of occurrences.  

3. Write a program to sort in linear time a sequence of N integers that are 

between 0 and 99.  

Hint: populate an array freq[] so that freq[i] stores the number of 

occurrences of the integer i.  

4. Given an array of N real numbers, write a static method to find in linearithmic 

time the pair of integers that are closest in value.  

Hint: sorting brings the closest pair together.  

5. Given an array of N real numbers, write a static method to find in linear time 

the pair of integers that are farthest apart in value.  

Hint: find the maximum and minimum integers.  

6. Write a static method that takes as argument three arrays of strings, 

determines whether there is any string common to all three arrays, and if so, 

returns the first such name, in running time linearithmic in the total number 

of strings.  

Hint: sort each of the three lists, then describe how to do a "3-way" merge.  

7. Write a static method that takes a sorted list of integers and a target integer 

x and determines in linear time whether there are any two that sum to 

exactly x.  

8. An element is a majority if it appears more than N/2 times. Write a static 

method that takes an array of N strings as argument and identifies a majority 

(if it exists) in linear time.  



Web Exercises 

1. Write a non-recurisve version of BinarySearch.search().  

public static int binarySearch(long[] a, long key) { 
   int bot = 0; 
   int top = a.length - 1; 
   while (bot <= top) { 
      int mid = bot + (top - bot) / 2; 
      if      (key < a[mid]) top = mid - 1; 
      else if (key > a[mid]) bot = mid + 1; 
      else return mid; 
   } 
   return -1; 
}  

2. Describe what happens when you binary search in an unsorted array. Would it 

be wise to check whether the array is sorted before each call to binary 

search? Could you check that the elements binary search touches are in 

ascending order?  

3. Given a sorted list of N integers and a target integer x, determine in O(N) 

time whether there are any two that sum to exactly x.  

Hint: maintain an index lo = 0 and hi = N-1 and compute a[lo] + a[hi]. If the 

sum equals x, you are done; if the sum is less than x, decrement hi; if the 

sum is greater than x, increment lo. Be careful if one (or more) of the 

integers are 0.  

4. Let f be a monotonically increasing function with f(0) < 0 and f(N) > 0. Find 

the smallest integer i such that f(i) > 0. Devise an algorithm that makes 

O(log N) calls to f().  

Hint: assuming we know N, maintaing an interval [lo, hi] such that f[lo] < 0 

and f[hi] > 0 and apply binary search. If we don't know N, repeatedly 

compute f(1), f(2), f(4), f(8), f(16), and so on until you find a value of N such 

that f(N) > 0.  

5. Let a[] be an array that starts out increasing, reaches a maximum, and then 

decreases. Design an O(log N) algorithm to find the index of the maximum 

value.  

Hint: divide the interval into three equal size pieces and devise a way to 

safely throw away one of the thirds.  



6. Give an O(N log N) algorithm for computing the median of a sequence of N 

integers.  

Answer: sort and return element N/2.  

7. Given two sorted lists of size N1 and N2, find the median of all elements in 

O(log N) time where N = N1 + N2.  

Hint: design a more general algorithm that finds the kth largest element for 

any k. Compute the median element in the large of the two lists and; throw 

away at least 1/4 of the elements and recur.  

8. Given an array of N integers, the 2-sum problem is to find a pair of integers 

whose sum is closest to zero. Describe an O(N log N) algorithm for the 

problem.  

Solution. Sort by absolute value - the best pair is now adjacent.  

9. Give an array of N long integers, devise an O(N log N) algorithm to determine 

if any two are equal.  

Hint: sorting brings equal values together.  

10. Give a sorted array of N elements, possibly with duplicates, find the index of 

the first and last occurrence of k in O(log N) time.  

Hint: modify binary search.  

11. Give a sorted array of N elements, possibly with duplicates, find the number 

of occurrences of element k in O(log N) time.  

Hint: see the previous exercise.  

12. Given an array of N integers, the 3-sum problem is to determine find three 

integers whose sum is closest to zero. Design an algorithm that uses O(N2 log 

N) time and O(N) space. Hint: sort and binary search.  

13. Design an algorithm for the 3-sum problem that runs in O(N2) time and O(N) 

space. Hint: sort and clever search.  

Creative Exercises 

1. Floor and ceiling. Given a set of comparable elements, the ceiling of x is the 

smallest element in the set greater than or equal to x, and the floor is the 

largest element less than or equal to x. Suppose you have an array of N 



elements in ascending order. Give an O(log N) algorithm to find the floor and 

ceiling of x.  

2. Union of intervals. Given N intervals on the real line, determine the length 

of their union in O(N log N) time. For example the union of the four intervals 

[1, 3], [2, 4.5], [6, 9], and [7, 8] is 6.5.  

3. Coffee can problem. (David Gries). Suppose you have a coffee can which 

contains an unknown number of black beans and an unknown number of 

white beans. Repeat the following process until exactly one bean remains: 

Select two beans from the can at random. If they are both the same color, 

throw them both out, but insert another black bean. If they are different 

colors, throw the black one away, but return the white one. Prove that this 

process terminates with exactly one bean left. What can you deduce about 

the color of the last bean as a function of the initial number of black and 

white beans? Hint: find a useful invariant maintained by the process.  

4. Spam campaign. To initiate an illegal spam campaign, you have a list of 

email addresses from various domains (the part of the email address that 

follows the @ symbol). To better forge the return addresses, you want to 

send the email from another user at the same domain. For example, you 

might want to forge an email from nobody@princeton.edu to 

somebody@princeton.edu. How would you process the email list to make this 

an efficient task?  

5. Order statistics. Given an array of N elements, not necessarily in ascending 

order, devised an algorithm to find the kth largest one. It should run in O(N) 

time on random inputs.  

6. Kendall's tau distance. Given two permutations, Kendall's tau distance is 

the number of pairs out of position. "Bubblesort metric." Give an O(N log N) 

algorithm to compute the Kendall tau distance between two permutations of 

size N. Useful in top-k lists, social choice and voting theory, comparing genes 

using expression profiles, and ranking search engine results.  

7. Antipodal points. Given N points on a circle, centered at the origin, design 

an algorithm that determines whether there are two points that are antipodal, 

i.e., the line connecting the two points goes through the origin. Your 

algorithm should run in time proportional to N log N.  

8. Antipodal points. Repeat the previous question, but assume the points are 

given in clockwise order. Your algorithm should run in time proportional to N.  

9. Identity. Given an array a of N distinct integers (positive or negative) in 

ascending order. Devise an algorithm to find an index i such that a[i] = i if 

such an index exists. Hint: binary search.  



10. L1 norm. There are N circuit elements in the plane. You need to run a special 

wire (parallel to the x-axis) across the circuit. Each circuit element must be 

connected to the special wire. Where should you put the special wire? Hint: 

median minimizes L1 norm.  

11. Finding common elements. Given two arrays of N 64-bit integers, design 

an algorithm to print out all elements that appear in both lists. The output 

should be in sorted order. Your algorithm should run in N log N. Hint: 

mergesort, mergesort, merge. Remark: not possible to do better than N log N 

in comparison based model.  

12. Finding common elements. Repeat the above exercise but assume the first 

array has M integers and the second has N integers where M is much less 

than N. Give an algorithm that runs in N log M time. Hint: sort and binary 

search.  

13. Prefix free codes. In data compression, a set of binary code words is prefix-

free if no string is a prefix of another. For example, { 01, 10, 0010, 1111 } is 

prefix free, but { 01, 10, 0010, 1010 } is not because 10 is a prefix of 1010. 

Design an efficient algorithm to determine if a set of binary code words is 

prefix-free. Hint: sort.  

14. Sampling from a discrete probability distribution. Binary search of 

cumulative sums.  

15. Anagrams. Design a O(N log N) algorithm to read in a list of words and print 

out all anagrams. For example, the strings "comedian" and "demoniac" are 

anagrams of each other. Assume there are N words and each word contains 

at most 20 letters. Designing a O(N^2) algorithms should not be too difficult, 

but getting it down to O(N log N) requires some cleverness.  

16. Pattern recognition. Given a list of N points in the plane, find all subset of 3 

or more points that are collinear.  

17. Pattern recognition. Given a list of N points in the plane in general position 

(no three are collinear), find a new point p that is not collinear with any pair 

of the N original points.  

18. Search in a sorted, rotated list. Given a sorted list of N integers that has 

been rotated an unknown number of positions, e.g., 15 36 1 7 12 13 14, 

design an O(log N) algorithm to determine if a given integer is in the list.  

19. Counting inversions. Each user ranks N songs in order of preference. Given 

a preference list, find the user with the closest preferences. Measure "closest" 

according to the number of inversions. Devise an N log N algorithm for the 

problem.  



20. Throwing cats from an N-story building. Suppose that you have an N 

story building and a bunch of cats. Suppose also that a cat dies if it is thrown 

off floor F or higher, and lives otherwise. Devise a strategy to determine the 

floor F, while killing O(log N) cats.  

21. Throwing cats from a building. Repeat the previous exercise, but devise a 

strategy that kills O(log F) cats. Hint: repeated doubling and binary search.  

22. Throwing two cats from an N-story building. Repeat the previous 

question, but now assume you only have two cats. Now your goal is to 

minimize the number of throws. Devise a strategy to determine F that 

involves throwing cats O(ƒN) times (before killing them both). This 

application might occur in practice if search hits (cat surviving fall) are much 

cheaper than misses (cat dying).  

23. Throwing two cats from a building. Repeat the previous question, but only 

throw O(ƒF) cats. Reference: ???.  

24. Nearly sorted. Given an array of N elements, each which is at most k 

positions from its target position, devise an algorithm that sorts in O(N log k) 

time.  

Solution 1: divide the file into N/k pieces of size k, and sort each piece in O(k 

log k) time, say using mergesort. Note that this preserves the property that 

no element is more than k elements out of position. Now, merge each blocks 

of k elements with the block to its left.  

Solution 2: insert the first k elements into a binary heap. Insert the next 

element from the array into the heap, and delete the minimum element from 

the heap. Repeat.  

25. Merging k sorted lists. Suppose you have k sorted lists with a total of N 

elements. Give an O(N log k) algorithm to produce a sorted list of all N 

elements.  

26. Dutch national flag problem. Given an array a[] of elements and a 

partitioning element p, rearrange it into three pieces: those with keys less 

than a[p], those with keys equal to a[p], and those with keys greater than 

a[p]. Do it in-place, i.e., with at most a constant amount of extra memory. 

Application: 3-way quicksort. Prove that your algorithm is correct in all cases 

by identifying loop invariants.  

27. Longest common reverse complemented substring. Given two DNA 

strings, find the longest substring that appears in one, and whose reverse 

Watson-Crick complement appears in the other. Two strings s and t are 

reverse complements if t is the reverse of s except with the following 



substitutions A<->T, C<->G. For example ATTTCGG and CCGAAAT are 

reverse complements of each other. Hint: suffix sort.  

28. Circular string linearization. Plasmids contain DNA in a circular molecule 

instead of a linear one. To facilitate search in a database of DNA strings, we 

need a place to break it up to form a linear string. A natural choice is the 

place that leaves the lexicographically smallest string. Devise an algorithm to 

compute this canonical representation of the circular string Hint: suffix sort.  

29. Find all matches. Given a text string, find all matches of the query string. 

Hint: combine suffix sorting and binary search.  

30. Longest repeated substring with less memory. Instead of using an array 

of substrings where suffixes[i] refers to the ith sorted suffix, maintain an 

array of integers so that index[i] refers to the offset of the ith sorted suffix. 

To compare the substrings represented by a = index[i] and b = index[j], 

compare the character s.charAt(a) against s.charAt(b), s.charAt(a+1) 

against s.charAt(b+1), and so forth. How much memory do you save? Is 

your program faster?  

31. Idle time. Suppose that a parallel machine processes n jobs. Job j is 

processed from sj to tj. Given the list of start and finish times, find the largest 

interval where the machine is idle. Find the largest interval where the 

machine is non-idle.  

32. Local minimum of an array. Given an array a of N distinct integers, design 

an O(log N) algorithm to find a local minimum: an index i such that a[i-1] < 

a[i] < a[i+1].  

33. Local minimum of a matrix. Given an N-by-N array a of N2 distinct integers, 

design an O(N) algorithm to find a local minimum: an pair of indices i and j 

such that a[i][j] < a[i+1][j], a[i][j] < a[i][j+1], a[i][j] < a[i-1][j], and a[i][j] 

< a[i][j-1].  

34. Bitonic search. An array is bitonic if it is comprised of an increasing 

sequence of integers followed immediately by a decreasing sequence of 

integers. Given a bitonic array a of N distinct integers, describe how to 

determine whether a given integer is in the array in O(log N) steps. Hint: find 

the local maximum, then binary search in each piece.  

35. Monotone 2d array. Give an n-by-n array of elements such that each row is 

in ascending order and each column is in ascending order, devise an O(n) 

algorithm to determine if a given element x in the array. You may assume all 

elements in the n-by-n array are distinct.  

36. Maxima. Given a set of n points in the plane, point (xi, yi) dominates (xj, yj) 

if xi > xj and yi > yj. A maxima is a point that is not dominated by any other 



point in the set. Devise an O(n log n) algorithm to find all maxima. 

Application: on x-axis is space efficiency, on y-axis is time efficiency. Maxima 

are useful algorithms. Hint: sort in ascending order according to x-coordinate; 

scan from right to left, recording the highest y-value seen so far, and mark 

these as maxima.  

37. Compound words. Read in a list of words from standard input, and print out 

all two-word compound words. If after, thought, and afterthought are in 

the list, then afterthought is a compound word. Note: the components in 

the compound word need not have the same length.  

38. Smith's rule. The following problem arises in supply chain management. You 

have a bunch of jobs to schedule on a single machine. (Give example.) Job j 

requires p[j] units of processing time. Job j has a positive weight w[j] which 

represents its relative importance - think of it as the inventory cost of storing 

the raw materials for job j for 1 unit of time. If job j finishes being processed 

at time t, then it costs t * w[j] dollars. The goal is to sequence the jobs so as 

to minimize the sum of the weighted completion times of each job. Write a 

program SmithsRule.java that reads in a command line parameter N and a 

list of N jobs specified by their processing time p[j] and their weight w[j], and 

output an optimal sequence in which to process their jobs. Hint: Use Smith's 

rule: schedule the jobs in order of their ratio of processing time to weight. 

This greedy rule turns out to be optimal.  

39. Sum of four primes. The Goldbach conjecture says that all positive even 

integers greater than 2 can be expressed as the sum of two primes. Given an 

input parameter N (odd or even), express N as the sum of four primes (not 

necessarily distinct) or report that it is impossible to do so. To make your 

algorithm fast for large N, do the following steps:  

a. Compute all primes less than N using the Sieve of Eratosthenes.  

b. Tabulate a list of sums of two primes.  

c. Sort the list.  

d. Check if there are two numbers in the list that sum to N. If so, print 

out the corresponding four primes.  

1. Typing monkeys and power laws. (Micahel Mitzenmacher) Suppose that a 

typing monkey creates random words by appending each of 26 possible 

lettter with probability p to the current word, and finishes the word with 

probability 1 - 26p. Write a program to estimate the frequency spectrum of 

the words produced.  



2. Typing monkeys and power laws. Repeat the previous exercise, but 

assume that the letters a-z occur proportional to the following probabilities, 

which are typical of English text.  

 

CHAR FREQ   CHAR FREQ   CHAR FREQ   CHAR FREQ   CHAR FREQ 

A 8.04  G 1.96  L 4.14  Q 0.11  V 0.99 

B 1.54  H 5.49  M 2.53  R 6.12  W 1.92 

C 3.06  I 7.26  N 7.09  S 6.54  X 0.19 

D 3.99  J 0.16  O 7.60  T 9.25  Y 1.73 

E 12.51  K 0.67  P 2.00  U 2.71  Z 0.09 

F 2.30  
           

 

3. Binary search. Justify why the following modified version of 

binarySearch() works. Prove that if the key is in the array, it correctly 

returns the smallest index i such that a[i] = key; if the key is not in the array, 

it returns -i where i is the smallest index such that a[i] > key.  

// precondition array a in ascending order 
public static int binarySearch(long[] a, long key) { 
   int bot = -1; 
   int top = a.length; 
   while (top - bot > 1) { 
      int mid = bot + (top - bot) / 2; 
      if (key > a[mid]) bot = mid; 
      else              top = mid; 
   } 
   if (a[top] == key) return  top; 
   else               return -top - 1; 
}  

Answer. The while loop invariant says top >= bot + 2. This implies bot < mid 

< top. Hence length of interval strictly decreases in each iteration. While loop 



also maintains the invariant: a[bot] < key <= a[top], with the contention 

that a[-1] is -infinity and a[N] is +infinity.  

4. Binary search bugs. Joshua Bloch reports Bentley's implementation contains 

a subtle bug. Same bug appears in Sun's Java 1.5 implementation. The 

following line fails if lo + hi overflows a 32-bit int. This can happen if the 

array contains around a billion elements.  

int mid = (lo + hi) / 2; 

Here are two corrected versions.  

int mid = lo + (hi - lo) / 2; 
int mid = (lo + hi) >>> 1; 

5. Range search. Given a database of all tolls collected in NJ road system in 

2006, devise a scheme to answer queries of the form: extract sum of all tolls 

collected in a given time interval. Use a Toll data type that implements the 

Comparable interface, where the key is the time that the toll was collected.  

Hint: sort by time, compute a cumulative sum of the first i tolls, then use 

binary search to find the desired interval.  

6. Rhyming words. For your poetry class, you would like to tabulate a list of 

rhyming words. A crude way to accomplish this task is as follows:  

• Read in a dictionary of words into an array of strings.  

• Reverse the letters in each word, e.g., confound becomes dnuofnoc.  

• Sort the resulting array of words.  

• Reverse the letters in each word back to their original state.  

Now the word confound will be next to words like astound and compound. 

Write a program Rhymer.java that reads in a sequence of words from 

standard input and prints them out in the order specified above.  

Scientific example of sorting. Google display search results in descending order of 

"importance", a spreadsheet displays columns sorted by a particular field, Matlab 

sorts the real eigenvalues of a symmetric matrix in descending order. Sorting also 

arises as a critical subroutine in many applications that appear to have nothing to do 

with sorting at all including: data compression (see the Burrows-Wheeler 

programming assignment), computer graphics (convex hull, closest pair), 

computational biology (longest common substring discussed below), supply chain 

management (schedule jobs to minimize weighted sum of completion times), 



combinatorial optimization (Kruskal's algorithm), social choice and voting (Kendall's 

tau distance), Historically, sorting was most important for commercial applications, 

but sorting also plays a major role in the scientific computing infrastructure. NASA 

and the fluids mechanics community use sorting to study problems in rarefied flow; 

these collision detection problems are especially challenging since they involve ten of 

billions of particles and can only be solved on supercomputers in parallel. Similar 

sorting techniques are used in some fast N-body simulation codes. Another important 

scientific application of sorting is for load balancing the processors of a parallel 

supercomputers. Scientists rely on clever sorting algorithm to perform load-balancing 

on such systems.  

 

 

4.1   Analysis of Algorithms 

 

This section under construction.  

 

In this section, you will learn to respect a principle whenever you program: Pay 

attention to the cost. To study the cost of running them, we study our programs 

themselves via the scientific method, the commonly accepted body of techniques 

universally used by scientists to develop knowledge about the natural world. We also 

apply mathematical analysis to derive concise models of the cost.  

Scientific method. 

Our approach is the scientific method, and it involves the following 5 step approach.  

• Observe some feature of the natural world.  

• Hypothesize a model that is consistent with the observations.  

• Predict events using the hypothesis.  

• Verify the predictions by making further observations.  

• Validate by repeating until the hypothesis and observations agree.  

One of the key tenets of the scientific method is that the experiments we design 

must be reproducible, so that others can convince themselves of the validity of the 

hypothesis. In addition, the hypotheses we formulate must be falsifiable, so that we 

can know for sure when a hypothesis is wrong (and thus needs revision).  



Observations. 

Our first challenge is to make quantitative measurements of the running time of our 

programs. Although measuring the exact running time of our program is difficult, 

usually we are happy with approximate estimates. There are a number of tools 

available to help us make quantitative measurements of the running time of our 

programs. Perhaps the simplest is a physical stopwatch or the Stopwatch.java data 

type (from Section 3.2). We can simply run a program on various inputs, measuring 

the amount of time to process each input.  

Our first qualitative observation about most programs is that there is a problem size 

that characterizes the difficulty of the computational task. Normally, the problem size 

is either the size of the input or the value of a command-line argument. Intuitively, 

the running time should increase with the problem size, but the question of how 

much it increases naturally arises every time we develop and run a program.  

A concrete example. 

To illustrate the approach, we start with ThreeSum.java which counts the number of 

triples in a set of N numbers that sums to 0. What is the relationship between the 

problem size N and running time for ThreeSum?  

• Doubling hypothesis. For a great many programs, we can quickly formulate a 

hypothesis for the following question: What is the effect on the running time 

of doubling the size of the input?  

• Empirical analysis. One simple way to develop a doubling hypothesis is to 

double the size of the input and observe the effect on the running time. 

DoublingTest.java generates a sequence of random input arrays for ThreeSum, 

doubling the array size at each step, and prints the ratio of running times of 

ThreeSum.count() for each input over the previous (which was one-half the 

size). If you run this program, you will find that the elapsed time increases by 

about a factor of eight to print each line. This leads immediately to the 

hypothesis that the running time increases by a factor of eight when the input 

size doubles. We might also plot the running times, either on a standard plot 

(left), which clearly shows that the rate of increase of the running time 

increases with input size, or on a log-log plot. The log-log plot is a straight 

line with slope 3, clearly suggesting the hypothesis that the running time 

satisfies a power law of the form cN^3.  

• Mathematical analysis. The total running time is determined by two primary 

factors:  

o The cost of executing each statement.  

o The frequency of execution of each statement.  



The former is a property of the system, and the latter is a property of the 

algorithm. If we know both for all instructions in the program, we can multiply 

them together and sum for all instructions in the program to get the running 

time. The primary challenge is to determine the frequency of execution of the 

statements. Some statements are easy to analyze: for example, the 

statement that sets cnt to 0 in ThreeSum.count() is executed only once. 

Others require higher-level reasoning: for example, the if statement in 

ThreeSum.count() is executed precisely N(N-1)(N-2)/6 times (See Exercise 

4.1.4).  

Tilde notation. 

We use tilde notation to develop simpler approximate expressions. First, we work 

with the leading term of mathematical expressions by using a mathematical device 

known as the tilde notation. We write ~ f(N) to represent any quantity that, when 

divided by f(N), approaches 1 as N grows. We also write g(N) ~ f(N) to indicate that 

g(N) / f(N) approaches 1 as N grows. With this notation, we can ignore complicated 

parts of an expression that represent small values. For example, the if statement in 

ThreeSum.count() is executed ~ N^3 / 6 times because N(N-1)(N-2) / 6 = N^3/6 

-N^2/2 + N/3, which, when divided by N^3/6, approaches 1 as N grows.  

We focus on the instructions that are executed most frequently, sometimes referred 

to as the inner loop of the program. In this program it is reasonable to assume that 

the time devoted to the instructions outside the inner loop is relatively insignificant.  

Order of growth. 

The key point in analyzing the running time of a program is this: for a great many 

programs, the running time satisfies the relationship T(N) ~ c f(N) where c is a 

constant and f(N) a function known as the order of growth of the running time. For 

typical programs, f(N) is a function such as log N, N, N log N, N^2, or N^3.  

The order of growth of the running time of ThreeSum is N^3. The value of the 

constant c depends both on the cost of executing instructions and on details of the 

frequency analysis, but we normally do not need to work out the value. Knowing the 

order of growth typically leads immediately to a doubling hypothesis. In the case of 

ThreeSum, knowing that the order of growth is N^3 tells us to expect the running 

time to increase by a factor of eight when we double the size of the problem because  

T(2N) /T(N) -> c (2N)^3 / c (N)^3 = 8 



Order of growth classifications. 

We use just a few structural primitives (statements, conditionals, loops, and method 

calls) to build Java programs, so very often the order of growth of our programs is 

one of just a few functions of the problem size, summarized in the table below.  

 

Complexity Description Examples 

1 

Constant algorithm does not depend 

on the input size. Execute one 

instruction a fixed number of times  

Arithmetic operations (+, -, *, /, %)  

Comparison operators (<, >, ==, !=)  

Variable declaration  

Assignment statement  

Invoking a method or function  

log N 

Logarithmic algorithm gets slightly 

slower as N grows. Whenever N 

doubles, the running time increases 

by a constant.  

Bits in binary representation of N 

Binary search 

Insert, delete into heap or BST  

N 

Linear algorithm is optimal if you 

need to process N inputs. Whenever 

N doubles, then so does the running 

time.  

Iterate over N elements  

Allocate array of size N  

Concatenate two string of length N  

N log N 

Linearithmic algorithm scales 

to huge problems. Whenever N 

doubles, the running time more 

(but not much more) than doubles.  

Quicksort  

Mergesort  

FFT  

N2 

Quadratic algorithm practical for use 

only on relatively small problems. 

Whenever N doubles, the running 

time increases fourfold.  

All pairs of N elements  

Allocate N-by-N array  

N3 

Cubic algorithm is practical for use on 

only small problems. Whenever N 

doubles, the running time increases 

eightfold.  

All triples of N elements 

N-by-N matrix multiplication  



2N 

Exponential algorithm is not usually 

appropriate for practical use. Whenever 

N doubles, the running time squares!  

Number of N-bit integers 

All subsets of N elements 

Discs moved in Towers of Hanoi  

N! 

Factorial algorithm is worse than 

exponential. Whenever N increases 

by 1, the running time increases 

by a factor of N  

All permutations of N elements 

Estimating memory usage. 

To pay attention to the cost, you need to be aware of memory usage. You probably 

are aware of limits on memory usage on your computer (even more so than for time) 

because you probably have paid extra money to get more memory. Memory usage is 

well-defined for Java on your computer (every value will require precisely the same 

amount of memory each time that you run your program), but Java is implemented 

on a very wide range of computational devices, and memory consumption is 

implementation-dependent. For primitive types, it is not difficult to estimate memory 

usage: We can count up the number of variables and weight them by the number of 

bytes according to their type.  

 

type bytes 

boolean 1 

byte 1 

char 2 

int 4 

float 4 

long 8 

double 8 
 

     

type bytes 

byte[] 16 + N 

boolean[] 16 + N 

char[] 16 + 2N 

int[] 16 + 4N 

double[] 16 + 8N 

int[][] 4N^2 + 20N + 16 

double[][] 8N^2 + 20N + 16 
 

     

type bytes 

object reference 4 

String 40 + 2N 

Charge 32 

Charge[] 36N + 16 

Complex 24 

Color 12 

   
 



• Primitive types. For example, since the Java int data type is the set of 

integer values between -2,147,483,648 and 2,147,483,647, a grand total of 

2^32 different values, it is reasonable to expect implementations to use 32 

bits to represent int values.  

• Objects. To determine the memory consumption of an object, we add the 

amount of memory used by each instance variable to the overhead associated 

with each object, typically 8 bytes. For example, a Charge.java object uses 32 

bytes (8 bytes of overhead, plus 8 bytes for each of its three double instance 

variables). A reference to an object typically uses 4 bytes of memory. When a 

data type contains a reference to an object, we have to account separately for 

the 4 bytes for the reference and the 8 bytes overhead for each object, plus 

the memory needed for the object's instance variables.  

• Arrays. Arrays in Java are implemented as objects, typically with two instance 

variables (a pointer to the memory location of the first array element and the 

length). For primitive types, an array of N elements uses 16 bytes of header 

information, plus N times the number of bytes needed to store an element.  

• Two-dimensional arrays. A two-dimensional array in Java is an array of arrays. 

For example, the two-dimensional array in Markov.java uses 16 bytes 

(overhead for the array of arrays) plus 4N bytes (references to the row 

arrays) plus N times 16 bytes (overhead from the row arrays) plus N times N 

times 8 bytes (for the N double values in each of the N rows) for a grand total 

of 8N^2 + 20N + 16 ~ 8N^2 bytes.  

• Strings. A String uses a total of 40 + 2N bytes: object overhead (8 bytes), a 

reference to a character array (4 bytes), three int values (4 bytes each), 

plus a character array of size N (16 + 2N bytes). Note that when working with 

substrings, two strings may share the same underlying character array.  

Typically the JVM allocates memory in 8 byte blocks so a string of size 1, 2, 3, or 4 

would consume the same amount of memory (48 bytes). Float and Double each 

use 16 bytes, as would a user-defined data type just containing a single double 

instance variable.  

Perspective. 

Good performance is important. An impossibly slow program is almost as useless as 

an incorrect one. In particular, it is always wise to have some idea of which code 

constitutes the inner loop of your programs. Perhaps the most common mistake 

made in programming is to pay too much attention to performance characteristics. 

Your first priority is to make your code clear and correct. Modifying a program for the 

sole purpose of speeding it up is best left for experts. Indeed, doing so is often 



counterproductive, as it tends to create code that is complicated and difficult to 

understand. C. A. R. Hoare (a leading proponent of writing clear and correct code) 

once summarized this idea by saying that "premature optimization is the root of all 

evil," to which D. Knuth added the qualifier "(or at least most of it) in programming."  

Perhaps the second most common mistake made in developing an algorithm is to 

ignore performance characteristics. Users of a surprising number of computer 

systems lose substantial time waiting for simple quadratic algorithms to finish solving 

a problem, even though linear or linearithmic algorithms are available that are only 

slightly more complicated and could therefore solve the problem in a fraction of the 

time. When we are dealing with huge problem sizes, we often have no choice but to 

seek better algorithms.  

Improving a program to make it clearer, more efficient, and elegant should be your 

goal every time that you work on it. If you pay attention to the cost all the way 

through the development of a program, you will reap the benefits every time you use 

it.  

Q + A 

Q. How do I find out how long it takes to add or multiply two double values on my 

computer?  

A. Run some experiments! The program TimePrimitives.java tests the execution time 

of various arithmetic operations on primitive types. On our system division is slower 

than addition and multiplication and trigonometric operations are substantially slower 

than arithmetic operations. This technique measures the actual elapsed time as 

would be observed on a wall clock. If your system is not running many other 

applications, this can produce accurate results. Also, the JIT compiler needs to get 

warmed up, so we disregard the first bunch of output.  

Q. Q. How much time do functions such as Math.sqrt(), Math.log(), and 

Math.sin() take?  

A. Run some experiments! Stopwatch.java makes it easy to write programs to 

answer questions of this sort for yourself, and you will be able to use your computer 

much more effectively if you get in the habit of doing so.  

Q. How much time do string operations take?  

A. Run some experiments! (Have you gotten the message yet?) The standard 

implementation is written to allow the methods length(), charAt(), and 

substring() to run in constant time. Methods such as toLowerCase() and 

replace() are linear ear in the string size. The methods compareTo(), and 



startsWith() take time proportional to the number of characters needed to resolve 

the answer (constant in the best case and linear in the worst case), but indexOf() 

can be slow. String concatenation takes time proportional to the total number of 

characters in the result.  

Q. Why does allocating an array of size N take time proportional to N?  

A. In Java, all array elements are automatically initialized to default values (0, false, 

or null). In principle, this could be a constant time operation if the system would 

defer initialization of each element until just before the program accesses that 

element for the first time, but most Java implementations go through the whole 

array to initialize each value.  

Q. How do I find out how much memory is available for my Java programs?  

A. Since Java will tell you when it runs out of memory, it is not difficult to run some 

experiments. For example, if you use PrimeSieve.java by typing  

% java PrimeSieve 100000000  
5761455 
 
% java PrimeSieve 1000000000 
Exception in thread "main"  
java.lang.OutOfMemoryError: Java heap space 
then you can figure that you have enough room for an array of 100 million boolean 

values but not for an array of 1 billion boolean values. You can increase the amount 

of memory allotted to Java with command-line flags.  

% java PrimeSieve -Xmx1100m 1000000000 
50847534 
The 1100MB is the amount of memory you are requesting from the system.  

Q. What does it mean when someone says that the running time of an algorithm is 

O(N log N)?  

A. That is an example of a notation known as big-Oh notation. We write f(N) is 

O(g(N)) if there exists a constant c such that f (N) <= cg (N) for all N. We also say 

that the running time of an algorithm is O(g(N)) if the running time is O(g(N)) for all 

possible inputs. This notation is widely used by theoretical computer scientists to 

prove theorems about algorithms, so you are sure to see it if you take a course in 

algorithms and data structures. It provides a worst-case performance guarantee.  

Q. So can I use the fact that the running time of an algorithm is O(N log N) or 

O(N^2) to predict performance?  

A. No, because the actual running time might be much less. Perhaps there is some 

input for which the running time is proportional to the given function, but perhaps 



the that input is not found among those expected in practice. Mathematically, big-Oh 

notation is less precise than the tilde notation we use: if f (N) ~ g (N), then f(N) is 

O(g(N)), but not necessarily vice versa. Consequently, big-Oh notation cannot be 

used to predict performance. For example, knowledge that the running time of one 

algorithm is O(N log N) and the running time of another algorithm is O(N^2) does 

not tell you which will be faster when you run implementations of them. Generally, 

hypotheses that use big-Oh notation are not useful in the context of the scientific 

method because they are not falsifiable.  

Q. Is the loop for (int i = N-1; i >= 0; i--) more efficient than for (int i 
= 0; i < N; i++)?  

A. Some programmers think so (because it simplifies the loop continuation 

expression), but in many cases it is actually less efficient. Don't do it unless you 

have a good reason for doing so.  

Q. Any automated tools for profiling a program?  

A. If you execute with the -Xprof option, you will obtain all kinds of information.  

% java -Xprof TwoSum < input5000.txt 
Flat profile of 3.18 secs (163 total ticks): main 
 
  Interpreted + native   Method                         
  0.6%     0  +     1    sun.misc.URLClassPath$JarLoader.getJarFile 
  0.6%     0  +     1    sun.nio.cs.StreamEncoder$CharsetSE.writeBytes 
  0.6%     0  +     1    sun.misc.Resource.getBytes 
  0.6%     0  +     1    java.util.jar.JarFile.initializeVerifier 
  0.6%     0  +     1    sun.nio.cs.UTF_8.newDecoder 
  0.6%     1  +     0    java.lang.String.toLowerCase 
  3.7%     1  +     5    Total interpreted 
 
     Compiled + native   Method                         
 88.3%   144  +     0    TwoSum.main 
  1.2%     2  +     0    StdIn.readString 
  0.6%     1  +     0    java.lang.String.charAt 
  0.6%     1  +     0    java.io.BufferedInputStream.read 
  0.6%     1  +     0    java.lang.StringBuffer.length 
  0.6%     1  +     0    java.lang.Integer.parseInt 
 92.0%   150  +     0    Total compiled 

For our purposes, the most important piece of information is the number of seconds 

listed in the "flat profile." In this case, the profiler says our program took 3.18 

seconds. Running it a second times may yield an answer of 3.28 or 3.16 since the 

measurement is not perfectly accurate.  



Q. Any peformance tips?  

Q. Here is a huge list of Java performance tips.  

Exercises 

1. Implement the method printAll() for ThreeSum.java, which prints all of 

the triples that sum to zero.  

2. Modify ThreeSum.java to take a command-line argument x and find a triple of 

numbers on standard input whose sum is closest to x.  

3. Write a program FourSum.java that takes an integer N from standard input, 

then reads N long values from standard input, and counts the number of 4-

tuples that sum to zero. Use a quadruple loop. What is the order of growth of 

the running time of your program? Estimate the largest N that your program 

can handle in an hour. Then, run your program to validate your hypothesis.  

4. Prove by induction that the number of distinct pairs of integers between 0 and 

N-1 is N(N-1)/2, and then prove by induction that the number of distinct 

triples of integers between 0 N-1 is N(N-1)(N-2)/6.  

5. Show by approximating with integrals that the number of distinct triples of 

integers between 0 and N is about N^3/6.  

6. What is the value of x after running the following code fragment?  

7. What is the value of x after running the following code fragment?  

int x = 0; 
for (int i = 0; i < N; i++) 
   for (int j = i + 1; j < N; j++) 
      for (int k = j + 1; k < N; k++) 
         x++; 

Answer: N choose 3 = N (N-1) (N-2) / 6.  

8. Use tilde notation to simplify each of the following formulas, and give the 

order of growth of each:  

a. N (N-1) (N-2) (N-3) /24  

b. (N-2) (lg N - 2) (lg N + 2)  

c. N (N+1) - N^2  

d. N (N+1) / 2 + N lg N  

e. ln ( (N-1) (N-2) (N-3) )^2  



1. Determine the order of growth of the running time of the input loop of 

ThreeSum:  

int N = Integer.parseInt(args[0]); 
int[] a = new int[N];  
for (int i = 0; i < N; i++) { 
   a[i] = StdIn.readInt(); 
} 
String s = sb.toString(); 

Answer: Linear. The bottlenecks are the array initialization and the input loop. 

Depending on your system and the implementation, the readInt() 

statement might lead to inconsistent timings for small values of N. The cost of 

an input loop like this might dominate in a linearithmic or even a quadratic 

program with N that is not too large.  

2. Determine whether the following code fragment is linear, quadratic, or cubic 

(as a function of N).  

for (int i = 0; i < N; i++) { 
   for (int j = 0; j < N; j++) { 
      if (i == j) c[i][j] = 1.0; 
      else        c[i][j] = 0.0; 
   } 
} 
String s = sb.toString(); 

3. Suppose the running time of an algorithm on inputs of size one thousand, two 

thousand, three thousand, and four thousand is 5 seconds, 20 seconds, 45 

seconds, 80 seconds, and 125 seconds, respectively. Estimate how long it will 

take to solve a problem of size 5,000. Is the algorithm linear, linearithmic, 

quadratic, cubic, or exponential?  

4. Which would you prefer: a quadratic, linearithmic, or linear algorithm?  

Answer: While it is tempting to make a quick decision based on the order of 

growth, it is very easy to be misled by doing so. You need to have some idea 

of the problem size and of the relative value of the leading coefficients of the 

running time. For example, suppose that the running times are N 2 seconds, 

100 N lg N seconds, and 10000 N seconds. The quadratic algorithm will be 

fastest for N up to about 1000, and the linear algorithm will never be faster 

than the linearithmic one (N would have to be greater than 2100, far too 

large to bother considering).  



5. Apply the scientific method to develop and validate a hypothesis about order 

of growth of the running time of the following code fragment, as a function of 

the input argument n.  

public static int f(int n) {   
    if (n == 0) return 1; 
    return f(n-1) + f(n-1); 
} 

6. Apply the scientific method to develop and validate a hypothesis about order 

of growth of the running time of the Coupon.collect() as a function of the 

input argument N. Note: Doubling is not effective for distinguishing between 

the linear and linearithmic hypotheses - you might try squaring the size of the 

input.  

7. Apply the scientific method to develop and validate a hypothesis about order 

of growth of the running time of Markov.java as a function of the input 

parameters T and N. 4.1.15 Apply the scientific method to develop and 

validate a hypothesis about order of growth of the running time of each of the 

following two code fragments as a function of N.  

String s = "";  
for (int i = 0; i < N; i++) { 
   if (StdRandom.bernoulli(0.5)) s += "0";  
   else                          s += "1";  
} 
  
StringBuilder sb = new StringBuilder();  
for (int i = 0; i < N; i++) { 
   if (StdRandom.bernoulli(0.5)) sb.append("0"); 
   else                          sb.append("1"); 
} 
String s = sb.toString();  

Answer: The first is quadratic; the second is linear.  

8. Each of the four Java functions below returns a string of length N whose 

characters are all x. Determine the order of growth of the running time of 

each function. Recall that concatenating two strings in Java takes time 

proportional to the sum of their lengths.  

public static String method1(int N) {  
   if (N == 0) return "";  
   String temp = method1(N / 2);  



   if (N % 2 == 0) return temp + temp;  
   else            return temp + temp + "x"; 
}  
 
public static String method2(int N) {  
   String s = "";  
   for (int i = 0; i < N; i++)  
      s = s + "x";  
   return s;  
} 
 
public static String method3(int N) {  
   if (N == 0) return "";  
   if (N == 1) return "x";  
   return method3(N/2) + method3(N - N/2);  
}  
 
public static String method4(int N) {  
   char[] temp = new char[N];  
   for (int i = 0; i < N; i++)  
       temp[i] = 'x';  
   return new String(temp);  
}  

9. The following code fragment (adapted from a Java programming book) 

creates a random permutation of the integers from 0 to N-1. Determine the 

order of growth of its running time as a function of N. Compare its order of 

growth with Shuffle.java from Section 1.4.  

int[] a = new int[N];  
boolean[] taken = new boolean[N]; 
int count = 0;  
while (count < N)  
{  
   int r = StdRandom.uniform(N);  
   if (!taken[r])  
   {  
       a[r] = count;  
       taken[r] = true;  
       count++;  
   }  
}  



10. What is order of growth of the running time of the following function, which 

reverses a string s of length N?  

public static String reverse(String s) { 
   int N = s.length(); 
   String reverse = ""; 
   for (int i = 0; i < N; i++) 
      reverse = s.charAt(i) + reverse; 
   return reverse; 
} 

11. What is order of growth of the running time of the following function, which 

reverses a string s of length N?  

public static String reverse(String s) { 
    int N = s.length(); 
    if (N <= 1) return s; 
    String left = s.substring(0, N/2); 
    String right = s.substring(N/2, N); 
    return reverse(right) + reverse(left); 
} 

12. Give a linear algorithm for reversing a string.  

Answer:  

public static String reverse(String s) { 
    int N = s.length(); 
    char[] a = new char[N]; 
    for (int i = 0; i < N; i++) 
       a[i] = s.charAt(N-i-1); 
    String reverse = new String(a); 
    return reverse; 
} 

13. Write a program MooresLaw that takes a command-line argument N and 

outputs the increase in processor speed over a decade if microprocessors 

double every N months. How much will processor speed increase over the 

next decade if speeds double every N = 15 months? 24 months?  

14. Using the model in the text, give the memory requirements for each object of 

the following data types from Chapter 3:  

a. Stopwatch  

b. Turtle  



c. Vector  

d. Body  

e. Universe  

1. Estimate, as a function of the grid size N, the amount of space used by 

Visualize.java with the vertical percolation detection (Program 2.4.2).  

Extra credit: Answer the same question for the case where the recursive 

percolation detection method in Program 2.4.5 is used.  

2. Estimate the size of the biggest two-dimensional array of int values that your 

computer can hold, and then try to allocate such an array.  

3. Estimate, as a function of the number of documents N and the dimension d, 

the amount of space used by CompareAll.java.  

4. Write a version of PrimeSieve.java that uses a byte array instead of a 

boolean array and uses all the bits in each byte, to raise the largest value of 

N that it can handle by a factor of 8.  

5. The following table gives running times for various programs for various 

values of N. Fill in the blanks with estimates that you think are reasonable on 

the basis of the information given.  

program     1,000      10,000         100,000     1,000,000 
   A    .001 seconds .012 seconds   .16 seconds   ? seconds 
   B       1 minute    10 minutes   1.7 hours     ? hours  
   C       1 second   1.7 minutes   2.8 hours     ? days  

Give hypotheses for the order of growth of the running time of each program.  

Creative Exercises 

1. Closest pair. Design a quadratic algorithm that finds the pair of integers that 

are closest to each other. (In the next section you will be asked to find a 

linearithmic algorithm.)  

2. Sum furthest from zero. Design an algorithm that finds the pair of integers 

whose sum is furthest from zero. Can you discover an algorithm that linear 

running time?  

3. The "beck" exploit. In the Apache 1.2 web server, there is a function called 

no2slash whose purpose is to collapse multiple '/'s. For example 

/d1///d2////d3/test.html becomes /d1/d2/d3/test.html. The original 



algorithm was to repeatedly search for a '/' and copy the remainder of the 

string over.  

void no2slash(char *name) { 
   int x, y; 
   for(x = 0; name[x]; ) 
      if(x && (name[x-1] == '/') && (name[x] == '/')) 
         for(y = x+1; name[y-1]; y++) 
            name[y-1] = name[y]; 
      else x++; 
} 

Unfortunately, it's running time is quadratic in the number of '/'s in the 

input. By sending multiple simultaneous requests with large numbers of '/'s, 

you can deluge a server and starve other processes for CPU time, thereby 

creating a denial of service attack. Fix the version of no2slash so that it runs 

in linear time and does not allow for the above attack.  

offset = 0 
for i = 2 to n do 
   if a[i-1] = '/' and a[i] = '/' then 
      offset = offset + 1 
   else 
      a[i-offset] = a[i] 
end for 

4. Young tableaux. Suppose you have in memory an N-by-N grid of integers a 

such that a[i][j] < a[i+1][j] and a[i][j] < a[i][j+1] for all i and j 

like the table below.  

 5  23  54  67  89 
 6  69  73  74  90 
10  71  83  84  91 
60  73  84  86  92 
99  91  92  93  94 

Devise an O(N) time algorithm to determine whether or not a given integer x 

is in a Young tableaux.  

Answer: Start at the upper right corner. If element = x, done. If element > x, 

go left. Otherwise go down. If you reach bottom left corner, then it's not in 

table. O(N) since can go left at most N times and down at most N times.  

5. 3-D searching. Repeat the previous question, but assume the grid is N-by-

N-by-N and a[i][j][k] < a[i+1][j][k], a[i][j][k] < a[i][j+1][k], 



and a[i][j][k] < a[i][j][k+1] for all i, j,and k. Devise an algorithm 

that can determine whether or not a given integer x is in the 3-d table in time 

better than N2 log N. Hint: treat the problem as N independent Young table 

queries.  

6. Moore's Law. This problem investigates the ramifications of exponential 

growth. Moore's Law (named after Intel co-founder Gordon Moore) states that 

microprocessor power doubles every 18 months. See this article which argues 

against this conventional wisdom. Write a program MooresLaw.java that takes 

an integer parameter N and outputs the increase in processor speed over a 

decade if microprocessors double every N months.  

a. How much will processor speed increase over the next decade in 

speeds double every N = 18 months?  

b. The true value may be closer to speeds doubling every two years. 

Repeat (a) with N = 24.  

Subset sum. Write a program Exponential.java that takes a command line 

integer N, reads in N long integer from standard input, and finds the subset 

whose sum is closest to 0. Give the order of growth of your algorithm.  

1. String reversal. Given an array of N elements, give a linear time algorithm 

to reverse its elements. Use at most a constant amount of extra space (array 

indices and array values).  

2. String rotation. Given an array of N elements, give a linear time algorithm 

to rotate the string k positions. That is, if the array contains a1, a2, ..., aN, the 

rotated array is ak, ak+1, ..., aN, a1, ..., ak-1. Use at most a constant amount of 

extra space (array indices and array values). This operation is a primitive in 

some programming languages like APL. Also, arises in the implementation of 

a text editor (Kernighan and Plauger). Hint: reverse three sub-arrays as in 

the previous exercise.  

3. Finding a duplicated integer. Given an array of n integers from 1 to n with 

one integer repeated twice and one missing. Find the missing integer using 

O(n) time and O(1) extra space. No overflow allowed.  

4. Finding a duplicated integer. Given a read-only array of n integers, where 

each integer from 1 to n-1 occurs once and one occurs twice, design an O(n) 

time algorithm to find the duplicated integer. Use only O(1) space.  

5. Finding a duplicated integer. Given a read-only array of n integers 

between 1 and n-1, design an O(n) time algorithm to find a duplicated integer. 

Use only O(1) space. Hint: equivalent to finding a loop in a singly linked 

structure.  



6. Finding the missing integer. (Bentley's Programming Pearls.) Given a list 

of 1 million 20-bit integers, given an efficient algorithm for finding a 20-bit 

integer that is not on the list  

a. given as much random access memory as you like  

b. given as many tapes as you like (but no random access) and a few 

dozen words of memory  

c. (Blum) given only a few dozen words of memory  

Solutions. (a) allocate a boolean array of 220 bits. (b) copy all numbers 

starting with 0 to one tape and 1 to the other. Choose leading bit of missing 

number to be whichever tape has fewer entries (breaking ties arbitrarily). 

Recur on the smaller half. (c) Pick twenty 20-bit integers at random and 

search list sequentially to see if they're missing. There are 48,576 missing 

integers, so you'll have at least a (1 - (1 - 48576/220)20) > 0.5 chance of 

getting one. If you get unlucky, repeat.  

1. Pattern matching. Given an N-by-N array of black (1) and white (0) pixels, 

find the largest contiguous subarray that consists of entirely black pixels. In 

the example below there is a 6-by-2 subarray.  

1 0 1 1 1 0 0 0 
0 0 0 1 0 1 0 0 
0 0 1 1 1 0 0 0 
0 0 1 1 1 0 1 0 
0 0 1 1 1 1 1 1 
0 1 0 1 1 1 1 0 
0 1 0 1 1 1 1 0 
0 0 0 1 1 1 1 0 

2. Factorial. Compute 1000000! as fast as you can. You may use the 

BigInteger class.  

3. Longest increasing subsequence. Given a sequence of N 64-bit integers, 

find the longest strictly increasing subsequence. For example, if the input is 

56, 23, 33, 22, 34, 78, 11, 35, 44, then the longest increasing subsequence is 

23, 33, 34, 35, 44. Your algorithm should run in N log N time.  

4. Maximum sum. Given a sequence of N 64-bit integers, find a sequence of at 

most U consecutive integers that has the highest sum.  

5. Maximum average. Given a sequence of N 64-bit integers, find a sequence 

of at least L consecutive integers that has the highest average. O(N^2) not 

too hard; O(N) possible but much harder. O(NL) follows since there must 

exist an optimal interval between L and 2L. Hint: can compute average from i 



to j in O(1) time with O(N) preprocessing by precomputing prefix[i] = a[0] 

+ ... + a[i] for each i. Then the average of the interval from i to j is (prefix[j] 

- prefix[i]) / (j - i + 1).  

6. Knuth's parking problem. N cars arrive at an initially empty lot with N 

parking space, arranged in a one-way circle. Car i uniformly chooses a spot at 

random, independent of previous cars. If spot j is taken, try j+1, j+2, and so 

on. Write a program to estimate how many tries are made (total 

displacement) as a function of N.  

Answer. N^3/2.  

7. Amdahl's law. Limits how much you can speed up a computation by 

improving one of its two constituent parts.  

8. Sieve of Eratosthenes. Estimate running time of sieve of Eratoshthenes for 

finding all primes less than or equal to N as a function of N.  

Answer: in theory, the answer is proportional to N log log N. Follows from 

Mertens' theorem in number theory.  

Web Exercises 

1. Suppose the running time of an algorithm on inputs of size 1,000, 2,000, 

3,000, and 4,000 is 5 seconds, 20 seconds, 45 seconds, 80 seconds, and 125 

seconds, respectively. Estimate how long it will take to solve a problem of size 

5,000. Is the algorithm have linear, linearithmic, quadratic, cubic, or 

exponential?  

2. Write a program OneSum.java that takes a command-line argument N, reads 

in N integers from standard input, and finds the value that is closest to 0. 

How many instructions are executed in the data processing loop?  

3. Write a program TwoSum.java that takes a command-line argument N, reads 

in N integers from standard input, and finds the pair of values whose sum is 

closest to 0. How many instructions are executed in the data processing loop?  

4. Analyze the following code fragment mathematically and determine whether 

the running time is linear, quadratic, or cubic as a function of N.  

for (int i = 0; i < N; i++) 
   for (int j = 0; j < N; j++) 
      for (int k = 0; k < N; k++) 
         c[i][j] += a[i][k] * b[k][j]; 



5. The following function returns a random string of length N. How long does it 

take?  

public static String random(int N) { 
    if (N == 0) return ""; 
    int r = (int) (26 * Math.random());  // between 0 and 25 
    char c = 'a' + r;                    // between 'a' and 'z' 
    return random(N/2) + c + random(N - N/2 - 1); 
} 

 

7.1   Formal Languages 

 

This section under major construction.  

The theory that we consider in this chapter is based on the following simple abstract 

notions. An alphabet is a set of symbols. A string over an alphabet is a sequence of 

symbols taken from that alphabet. A formal language over an alphabet is a set of 

strings over that alphabet. When addressing theoretical questions, we often use the 

binary alphabet that consists of the two symbols 0 and 1. In practice, we use 

whatever alphabet is suitable to the task at hand: the Roman alphabet for processing 

text; decimal digits for processing numbers, and the characters acgt for processing 

genetic data.  

 

Alphabet Symbols 
Symbol 

Name 

String 

Name 

binary 01 bit bitstring 

Roman 
abcdefghijklmnopqrstuvwxyz 

ABCDEFGHIJKLMNOPQRSTUVWXYZ 
letter word 

decimal 0123456789 digit integer 

special ~!@#$%^&*()_-+={[}]|\:;"'<,>.?/   



keyboard Roman + decimal + special keystroke typescript 

DNA actg gene genome 

monomer ACDEFGHIKLMNPQRSTVWY amino acid protein 

ASCII see Appendix byte String 

UNICODE see Appendix char String 

 

The simplest way to specify a formal language is to enumerate its strings. For 

example, we can enumerate all bitstrings of length 3:  

000 001 010 011 100 101 110 111 

One complication is that languages can be large or infinite. For the moment, we will 

use informal English descriptions to describe (possibly) infinite sets of strings.  

 

Language true false 

Tail(2) 

 

next-to-last bit is 0 

00 

11101 

111111010101 

0 

000010 

11111111111 

Equal 

 

equal number of 0s and 1s 

10 

110010 

000011111100 

0 

11100 

01010101010101010 

 

Why not just work with precise, complete definitions? This is the crux of the matter! 

Our goal is to work with precise, complete definitions. This is known as the 

specification problem for formal languages. How is formal language related to 

computation? Each formal language leads to the precise statement of several specific 

computational problems. Perhaps the most basic is the following: given a language L 

and a bitstring x, determine whether x is in L or not. This task is called the 

recognition problem for formal languages. With suitable interpretations of the 

meaning of the bitstrings, we can define formal languages that relate to nontrivial 

computational problems. For example, we might define Prime to be the set of all 



bitstrings that are the binary representation of a prime number. Solving the 

recognition problem for this language involves understanding some mathematics, 

and probably using a computer.  

Formal languages are very important tools that are widely used in practical 

applications. Natural languages like English, programming languages like Java, and 

genetic codes are all examples of formal languages. Specification, recognition, and 

related problems for these sorts of languages are of critical importance in modern 

computing.  

 
 
 
 

7.2   Regular Expressions 

 

This section under major construction.  

Manipulating text (email, web pages, word processing documents, DNA sequences, 

Java programs) is one of the most basic and important computing tasks.  

Pattern matching. One of the most important text processing problem is pattern 

matching. The simplest version of the problem is to search for one occurrence (or all 

occurrences) of some specific string in a large document. For example, we might 

want to search for the word "needle" in a large word processing document, or we 

might want to search for all occurrences of the string "acgagggtttaccgaagaat" in the 

human genome. The BLAST database from the NCBI is a quintessential searching 

tool for computational molecular biologists. Sometimes we are interested in 

searching for more complex patterns. When validating a web form, we might like to 

check whether or not the email address is syntactically valid, e.g., 

wayne@cs.princeton.edu looks like an email address, but gf!@#$bB does not. A 

simple test for a valid email address might be: a sequence of one or more lowercase 

letters, followed by the @ symbol, followed by another sequence of lowercase letters 

followed by a . followed by another sequence of lowercase letters followed by edu or 

net. In this section, we will explore effective ways for specifying such patterns and 

solving the corresponding pattern matching problem.  

Other applications. Scan for virus signatures, process natural language, search for 

information using Google, access information in digital libraries, access information in 

databases (e.g., Oracle Database 10g, MySQL 3.23) retrieve information from 

Lexis/Nexis, search-and-replace in a word processors, filter text (spam, NetNanny, 

Carnivore, malware), validate data-entry fields (dates, email, URL, credit card). 



Another class of important applications is parsing data files in the natural and social 

sciences. Some computational physics experiments generate terrabytes of output. It 

is hopeless to search for useful information without automated methods. Read in 

data stored in TOY input file format, compile a Java program, crawl and index the 

Web, automatically create Java documentation from Javadoc comments, ...  

Regular expressions. A regular expression is notation for specifying a set of strings, 

e.g., the set of all valid email addresses or the set of all binary strings with an even 

number of 1s. Since the set might contain infinitely many members, we can't simply 

enumerate them. There are five basic operations for creating regular expressions, 

and the table below illustrates them by example.  

Operation Regular Expression Yes No 

Concatenation aabaab aabaab every other string 

Logical OR 

(Alternation) 
aa | baab 

aa 
baab 

every other string 

Replication 

(Kleene closure) 
ab*a 

aa 
aba 
abba 

„ 

ab 
ababa 

Grouping a(a|b)aab 
aaaab 
abaab 

every other string 

Wildcard a..a 
abba 
abaa 

aa 

aaaaa 

• Concatenation: the simplest type of regular expression is formed by 

concatenating a bunch of symbols together, one after the other, like aabaab. 

This regular expression matches only the single string aabaab. We can 

perform simple spell checking by using the concatenation operation. For 

example, we could form the regular expression niether and then for each 

word in a dictionary check whether that word matches the regular expression. 

Presumably no word in the dictionary would match, and we would conclude 

that niether is misspelled.  

• Logical OR: the logical OR operator enables us to choose from one of several 

possibilities. For example, the regular expression aa | baab matches exactly 

two strings aa and baab. Many spam filters (e.g., SpamAssassin) work by 



searching for a long list of common spamming terms. They might form a 

regular expression like AMAZING | GUARANTEE | Viagra. The logical OR 

operator enables us to specify many strings with a single regular expression. 

For example, if our phone number is 734-8527, we might like to know 

whether it spells out any word on the phonepad (2 = abc, 3 = def, 4 = ghi, 5 

= jkl, 6 = mno, 7 = prs, 8 = tuv, 9 = wxy). The following regular expression 

specifies all of the 3^7 possible combinations 

(p|r|s)(d|e|f)(g|h|i)(t|u|v)(j|k|l)(a|b|c)(p|r|s). It turns out 

that the only English word that matches is the word regular. (Replace this 

example with decoding an IM message that uses the "phone code.")  

• Replication: the replication operator enables us to specify infinitely many 

possibilities. For example, the regular expression ab*a matches a, aba, abba, 

abbba, an so forth. Note that 0 replications of b are permitted.  

• Grouping: the grouping operator enables us to specify precedence to the 

various operators. The * operator has the highest precedence, then |, then 

concatenation. If we want to specify the set of strings a, aba, ababa, 

abababa, and so forth, we must write (ab)*a to indicate that the ab pattern 

must be replicated together.  

• Wildcard: the wildcard symbol matches exactly one occurrence of any single 

character.  

Building blocks of Java vs. regular expressions. These building blocks parallel the 

way Java programs are written. Straight-line programs ar sequence of instructions 

executed one after the other. The concatenation operation is formed by combining a 

sequence of regular expressions, one after the other. Branch statements (if-else) 

enable us to execute one of several possible statements. The logical OR operation 

matches one of two possible expressions. Combining several branch statements or 

OR operations enable us to deal with exponentially many possibilities. While loops 

take us into the infinite and allow us to repeat things any number of times. The 

replication operator plays a similar role. Finally, in Java we group statements 

together in blocks by surrounding them with curly braces. With regular expressions, 

we use parentheses. There is one crucial difference between Java programs and 

regular expressions. In Java, we can declare variables and use them to store 

intermediate values in a computation, whereas with regular expressions there is no 

such mechanism to remember state.  

Regular expression examples. The operators described are the building blocks of 

regular expressions. By combining them in clever ways, we can express very 

complicated patterns. One particularly useful regular expression is (a|b)*. This 

means take either the symbol a or the symbol b, zero or more times. This has the 



effect of matching all possible strings of a's and b's. If we want to match all strings 

that contain aacgaagggact as a substring, we can use the regular expression 

(a|c|g|t)*aacgaagggact(a|c|g|t)*. The following table illustrates some 

additional combinations.  

 

Regular Expression Yes No 

a* | (a*ba*ba*ba*)* 

multiple of 3 b's 

„ 

bbb 
aaa 

abbbaaa 
bbbaababbaa 

b 
bb 

abbaaaa 
baabbbaa 

a | a(a|b)*a 

begins and ends with a 

a 
aba 
aa 

abbaabba 

„ 

ab 
ba 

(a|b)*abba(a|b)* 

contains the substring abba 

abba 
bbabbabb 
abbaabba 

„ 
abb 

bbaaba 

 

FMR-1 triplet repeat region. "The human FMR-1 gene sequence contains a triplet 

repeat region in which the sequence CGG is repeated a number of times. The 

number of triplets is highly variable between individuals, and increased copy number 

is associated with fragile X syndrome, a genetic disease that causes mental 

retardation and other symptoms in one out of 2000 children." (Reference: Biological 

Sequence Analysis by Durbin et al). The pattern seems to be bracket by GCGC and 

TG, and we get the regular expression GCG(CGG)*CTG. They give an example from 

GENBANK with 26 copies of CGG, but allow the AGG variant and use the regular 

expression GCG (CGG | AGG)* CTG. It makes a Java program / Mealy machine 

(where we count the number of CGG repeats), and also a nice NFA.  

Using regular expressions. Regular expressions are a standard programmer's tool. 

They are built into most modern languages including Java, Perl, and Python. The 

Unix program grep and the Windows program finstr are indispensable command 

line tools when searching for data (in programs, email, or wherever). History of grep 

and other Unix tools. Developed by Ken Thompson in 1973 to aid McIlroy in reading 

text aloud through a voice synthesizer. Program Validate.java demonstrates how to 



use regular expressions in Java using the string library method matches. The user 

enters the text string and the pattern on the command line, and the program prints 

out true or false, depending on whether or not the text matches the pattern.  

public class Validate {  
    public static void main(String[] args) {  
        String pattern = args[0]; 
        String text    = args[1]; 
        System.out.println(text.matches(pattern)); 
    } 
} 

As a simple example, we might check to see if the text has a multiple of 3 b's.  

% java Validate "a* | (a*ba*ba*ba*)*" abbbaaa 
true 
 
% java Validate "a* | (a*ba*ba*ba*)*" abbaaa 
false 

We note that we must use quotation marks to delimit the pattern, since otherwise 

the operating system would interpret the | and * symbols before passing along the 

string to the Java program.  

The first four operations above (concatenation, logical or, replication, and grouping) 

are the theoretical minimum needed to describe regular expressions. Most 

programming environments support additional operations for convenience (including 

the wildcard operation), and Java is no exception. The table below includes some of 

the highlights.  

 

Operation Java Regular Expression Yes No 

Concatenation hello hello 

Othello 
say hello 
Hello 

Any single character ..oo..oo. 
bloodroot 
spoonfood 

cookbook 
choochoo 

Replication a(bc)*de 

ade 
abcde 

 
abc 



abcbcde 

One or more a(bc)+de 
abcde 

abcbcde 

ade 

abc 

Once or not at all a(bc)?de 
ade 
abcde 

abc 
abcbcde 

Character classes [a-m]* 
blackmail 

imbecile 

above 
below 

Negation of character classes [^aeiou] 
b 
c 

a 
e 

Exactly N times [^aeiou]{6} 
rhythm 

syzygy 

rhythms 

allowed 

Between M and N times [a-z]{4,6} 
spider 
tiger 

jellyfish 
cow 

Whitespace characters [a-z\s]*hello 
hello 

say hello 

Othello 
2hello 

 

Program Grep.java reads in a regular expression from the command line and 

processes standard input one line at a time, printing out any lines contain exact 

matches as substrings.  

 

Here is Sun's guide to using regular expressions in Java 1.4. It includes many more 

operations that we will not explore. Also see the String methods matches(), 

split(), and replaceAll(). These are shorthands for using the Pattern and 

Matcher classes. Here's some common regular expression patterns.  

Regular expression applications. Email addresses, Java identifiers, integers, 

decimal, ....  

Our email address example has been greatly simplified for convenience. Here's a 

library of useful regular expressions that offers industrial grade patterns for email 

addresses, URLs, numbers, dates, and times. Try this regular expression tool.  



Harvester. The method String.matches is useful when we want to search for 

some pattern in a string. To do repeated searches in Java, we specify the pattern 

using a regular expression, preprocess it using Pattern.compile and 

Pattern.matcher, and check for matches using Matcher.find and 

Matcher.group. Program Harvester illustrates this process. It prints out all of the 

email addresses on a given web page. Create a regular expression that matches 

email addresses that start with one or more letters, followed by a @, followed by a 

sequence of letters, then a ., then letters, then a ., and so forth, and finally ending 

with com, edu, or gov. Note: to match a ., we use //. in the Java regular 

expression to escape the .. The variable input is a long string.  

Pattern pattern = Pattern.compile(regexp); 
Matcher matcher = pattern.matcher(input); 
while (matcher.find()) { 
   System.out.println(matcher.group()); 
} 

Ad blocking. Adblock uses regular expressions to block banner adds under the 

Mozilla and Firebird browsers.  

Parsing text files. A more advanced example where we want to extract specific 

pieces of the matching input. This program typifies the process of parsing scientific 

input data. The TOY program input file consists of a sequence of lines. If a line 

begins with two hex digits xy, followed by a colon, followed by a space, followed by 

four hex digits abcd, then we load instruction abcd into memory location xy. 

Otherwise, we ignore the line. We use a Java regular expression to parse each line.  

String filename = args[0]; 
In in = new In(filename); 
String regexp = "([0-9A-Fa-f]{2}):[ \t]*([0-9A-Fa-f]{4}).*"; 
Pattern pattern = Pattern.compile(regexp); 
String line; 
while ((line = in.readLine()) != null) { 
   Matcher matcher = pattern.matcher(line); 
   if (matcher.find()) { 
      int addr = fromHex(matcher.group(1)); 
      int inst = fromHex(matcher.group(2)); 
      mem[addr] = inst; 
   } 
} 

The method call matcher.group(1) returns the substring that matches the portion 

of the regular expression delimited by the first set of parentheses (the two hex 

digits). The method call matcher.group(2) returns the substring that matches the 



portion of the regular expression delimited by the second set of parentheses (the 4 

hex digits). The colon, whitespace, and any comments are ignored.  

PROSITE. PROSITE is the "first and most famous" database of protein families and 

domains. Its main use it to determine the function of uncharacterized proteins 

translated from genomic sequences. Biologists use PROSITE pattern syntax rules to 

search for patterns in biological data. Here is the raw data for CBD FUNGAL 

(accession code PS00562). Each line contains various information. Perhaps the most 

interesting line is the one that begins with PA - it contains the pattern that describes 

the protein motif. Such patterns are useful because they often correspond to 

functional or structural features.  

PA   C-G-G-x(4,7)-G-x(3)-C-x(5)-C-x(3,5)-[NHG]-x-[FYWM]-x(2)-Q-C. 

Each uppercase letter corresponds to one amino acid residue. The alphabet consists 

of uppercase letters corresponding to the 2x amino acids. The - character means 

concatenation. For example, the pattern above begins with CGG (Cys-Gly-Gly). The 

notation x plays the role of a wildcard - it matches any amino acid. This corresponds 

to . in our notation. Parentheses are used to specify repeats: x(2) means exactly 

two amino acids, and x(4,7) means between 4 and 7 amino acids. This corresponds 

to .{2} and .{4,7} in Java notation. Curly braces are used to specify forbidden 

residues: {CG} means any residue other than C or G. The asterisk has its usual 

meaning.  

Could also mention the String library method split() that we used in the Kevin 

Bacon program to parse /-delimited text files. The argument can be a general regular 

expression, instead of just "/" character.  

Wildcards. Specialization of regular expressions. Use symbol * to mean .*, i.e., 

match any number of characters. No parenthesis or logical OR operation. Common 

with operating systems, e.g., to list all files ending in .txt.  

ls *.txt       // Unix, Linux, OS X 
dir *.txt      // Windows 

Also built in to search engines like Google. Find all web pages with the phrase 

premature * is the root of all evil.  

Web crawler. Google indexes the web by starting with a web page and exploring all 

web pages that are directly linked from the first page. Program LinkFinder.java takes 

the name of a web page as a command line input, and prints out all web pages listed 

in the original web page. Use the following approximate rule: starts with http:// 

and is followed by any number of non-whitespace characters except ". This program 

could be used to check a webpage for broken links.  



Program WebCrawler.java expands on LinkFinder.java by recursively finding the links 

on all of the pages that the original page points to, and so on. It maintains a queue 

of web pages that still need to be explored. As a result, the web pages are examined 

in breadth first order, starting from the initial seed page. To avoid visiting a web 

page more than once, we maintain a symbol table of previously visited pages. It is 

somewhat restricted since it only follows absolute web links of a special form, but it's 

a proof-of-concept program. Also, you get error messages for all of the URLs that are 

malformed on unreachable.  

Q + A 

Q. I'm confused why does (a | b)* match all strings of a's and b's, instead of only 

string with all a's or string with all b's?  

A. The * operator replicates the regular expression (and not a fixed string that 

matches the regular expression). So the above is equivalent to „ | (a|b) | (a|b)(a|b) 

| (a|b)(a|b)(a|b) | ....  

Q. History?  

A. In the 1940s, Warren McCulloch and Walter Pitts modeled neurons as finite 

automata to describe the nervous system. In 1956, Steve Kleene invented a 

mathematical abstraction called regular sets to describe these models. 

Representation of events in nerve nets and finite automata. in Automata Studies, 3-

42, Princeton University Press, Princeton, New Jersey 1956.  

Q. Is there an industrial strength way to get all of the hyperlinks on a web page?  

A. Yes, but it's somewhat complicated. Use Java's HTMLEditorKit library. Here's a 

reference.  

Exercises 

1. Write a regular expression for each of the following sets of binary strings. Use 

only the four basic operations.  

a. 0 or 11 or 101  

b. only 0s  

Answers: 0 | 11 | 101, 0*  

1. Write a regular expression for each of the following sets of binary strings. Use 

only the four basic operations.  



a. all binary strings  

b. all binary strings except empty string  

c. begins with 1, ends with 1  

d. ends with 00  

e. contains at least three 1s  

Answers: (0|1)*, (0|1)(0|1)*, 1 | 1(0|1)*1, (0|1)*00, 

(0|1)*1(0|1)*1(0|1)*1(0|1)*  

1. Write a regular expression to describe inputs over the alphabet {a, b, c} that 

are in sorted order. Answer: a*b*c*.  

2. Write a regular expression for each of the following sets of binary strings. Use 

only the four basic operations.  

a. contains at least three consecutive 1s  

b. contains the substring 110  

c. contains the substring 1101100  

d. doesn't contain the substring 110  

Answers: (0|1)*111(0|1)*, (0|1)*110(0|1)*, (0|1)*1101100(0|1)*, 

(0|10)*1*. The last one is by far the trickiest.  

1. Write a regular expression for binary strings with at least two 0s but not 

consecutive 0s.  

2. Write a regular expression for each of the following sets of binary strings. Use 

only the four basic operations.  

a. has at least 3 characters, and the third character is 0  

b. number of 0s is a multiple of 3  

c. starts and ends with the same character  

d. odd length  

e. starts with 0 and has odd length, or starts with 1 and has even length  

f. contains an even number of 0s or exactly two 1s  

g. length is at least 1 and at most 3  

Answers: (0|1)(0|1)0(0|1)*, 1* | (1*01*01*01*), 1(0|1)*1 | 0(0|1)*0 | 0 | 

1, (0|1)((0|1)(0|1))*, 0((0|1)(0|1))* | 1(0|1)((0|1)(0|1))*, (1*01*01*)1* | 

0*10*10*, (0|1) | (0|1)(0|1) | (0|1)(0|1)(0|1).  



1. For each of the following, indicate how many bit strings of length exactly 

1000 are matched by the regular expression: 0(0 | 1)*1, 0*101*, (1 | 
01)*.  

2. Write a regular expression that matches all strings over the alphabet {a, b, c} 

that contain:  

a. starts and ends with a  

b. at most one a  

c. at least two a's  

d. an even number of a's  

e. number of a's plus number of b's is even  

1. Find long words whose letters are in alphabetical order, e.g., almost and 

beefily. Answer: use the regular expression 

'^a*b*c*d*e*f*g*h*i*j*k*l*m*n*o*p*q*r*s*t*u*v*w*x*y*z*$'.  

2. Write a Java regular expression to match phone numbers, with or without 

area codes. The area codes should be of the form (609) 555-1234 or 555-

1234.  

3. Find all English words that end with nym.  

4. Final all English words that contain the trigraph bze. Answer: subzero.  

5. Find all English words that start with g, contain the trigraph pev and end with 

e. Answer: grapevine.  

6. Find all English words that contain the trigraph spb and have at least two r's.  

7. Find the longest English word that can be written with the top row of a 

standard keyboard. Answer: proprietorier.  

8. Find all words that contain the four letters a, s, d, and f, not necessarily in 

that order. Solution: cat words.txt | grep a | grep s | grep d | 
grep f.  

9. Given a string of A, C, T, and G, and X, find a string where X matches any 

single character, e.g., CATGG is contained in ACTGGGXXAXGGTTT.  

10. Write a Java regular expression, for use with Validate.java, that validates 

Social Security numbers of the form 123-45-6789. Hint: use \d to represent 

any digit. Answer: [0-9]{3}-[0-9]{2}-[0-9]{4}.  

11. Modify the previous exercise to make the - optional, so that 123456789 is 

considered a legal input.  



12. Write a Java regular expression to match all strings that contain exactly five 

vowels and the vowels are in alphabetical order. Answer: 
[^aeiou]*a[^aeiou]*e[^aeiou]*i[^aeiou]*o[^aeiou]*u[^aeiou]*  

13. Write a Java regular expression to match valid Windows XP file names. Such a 

file name consists of any sequence of characters other than  

/ \ : * ? " < > | 

Additionally, it cannot begin with a space or period.  

14. Write a Java regular expression to match valid OS X file names. Such a file 

name consists of any sequence of characters other than a colon. Additionally, 

it cannot begin with a period.  

15. Given a string s that represents the name of an IP address in dotted quad 

notation, break it up into its constituent pieces, e.g., 255.125.33.222. Make 

sure that the four fields are numeric.  

16. Write a Java regular expression to describe all dates of the form Month DD, 

YYYY where Month consists of any string of upper or lower case letters, the 

date is 1 or 2 digits, and the year is exactly 4 digits. The comma and spaces 

are required.  

17. Write a Java regular expression to describe valid IP addresses of the form 

a.b.c.d where each letter can represent 1, 2, or 3 digits, and the periods are 

required. Yes: 196.26.155.241.  

18. Write a Java regular expression to match license plates that start with 4 digits 

and end with two uppercase letters.  

19. Write a regular expression to extract the coding sequence from a DNA string. 

It starts with the ATG codon and ends with a stop codon (TAA, TAG, or TGA). 

reference  

20. Write a regular expression to check for the sequence rGATCy: that is, does it 

start with A or G, then GATC, and then T or C.  

21. Write a regular expression to check whether a sequence contains two or more 

repeats of the the GATA tetranucleotide.  

22. Modify Validate.java to make the searches case insensitive. Hint: use the 

(?i) embedded flag.  

23. Write a Java regular expression to match various spellings of Libyan dictator 

Moammar Gadhafi's last name using the folling template: (i) starts with K, G, 

Q, (ii) optionally followed by H, (iii) followed by AD, (iv) optionally followed by 

D, (v) optionally followed by H, (vi) optionally followed by AF, (vii) optionally 

followed by F, (vii) ends with I.  



24. Write a Java program that reads in an expression like 

(K|G|Q)[H]AD[D][H]AF[F]I and prints out all matching strings. Here the 

notation [x] means 0 or 1 copy of the letter x.  

25. Why doesn't s.replaceAll("A", "B"); replace all occurrences of the letter 

A with B in the string s?  

Answer: Use s = s.replaceAll("A", "B"); instead The method 

replaceAll returns the resulting string, but does not change s itself. Strings 

are immutable.  

26. Write a program Clean.java that reads in text from standard input and prints 

it back out, removing any trailing whitespace on a line and replacing all tabs 

with 4 spaces.  

Hint: use replaceAll() and the regular expression \s for whitespace.  

27. Write a regular expression to match all of the text between the text a href 
=" and the next ". Answer: href=\"(.*?)\". The ? makes the .* reluctant 

instead of greedy. In Java, use Pattern.compile("href=\\\"(.*?)\\\"", 
Pattern.CASE_INSENSITIVE) to escape the backslash characters.  

28. Use regular expressions to extract all of the text between the tags <title> 

and <\title>. The (?i) is another way to make the match case insensitive. 

The $2 refers to the second captured subsequence, i.e., the stuff between the 

title tags.  

String pattern = "(?i)(<title.*?>)(.+?)(</title>)"; 
String updated =  s.replaceAll(pattern, "$2"); 

29. Write a regular expression to match all of the text between <TD ...> and 

</TD> tags. Answer: <TD[^>]*>([^<]*)</TD>  

Creative Exercises 

1. Text to speech synthesis. Original motivation for grep. "For example, how 

do you cope with the digraph ui, which is pronounced many different ways: 

fruit, guile, guilty, anguish, intuit, beguine?"  

2. Challenging regular expressions. Write a regular expression for each of 

the following sets of binary strings. Use only the four basic operations.  

a. any string except 11 or 111  

b. every odd symbol is a 1  



c. contains at least two 0s and at most one 1  

d. no consecutive 1s  

1. Binary Divisibility. Write a regular expression for each of the following sets 

of binary strings. Use only the four basic operations.  

a. bit string interpreted as binary number is divisible by 3  

b. bit string interpreted as binary number is divisible by 123  

1. Boston accent. Write a program to replace all of the r's with h's to translate 

a sentence like "Park the car in Harvard yard" into the Bostonian version 

"Pahk the cah in Hahvahd yahd".  

2. File extension. Write a program that takes the name of a file as a command 

line argument and prints out its file type extension. The extension is the 

sequence of characters following the last .. For example the file sun.gif has 

the extension gif. Hint: use split("\\."); recall that . is a regular 

expression meta-character, so you need to escape it.  

3. Reverse subdomains. For web log analysis, it is convenient to organize web 

traffic based on subdomains like wayne.faculty.cs.princeton.edu. Write 

a program to read in a domain name and print it out in reverse order like 

edu.princeton.cs.faculty.wayne.  
4. Bank robbery. You just witnessed a bank robbery and got a partial license 

plate of the getaway vehicle. It started with ZD, had a 3 somewhere in the 

middle and ended with V. Help the police officer write regular expression for 

this plate.  

5. Regular expression for permutations. Find the shortest regular expression 

(using only the basic operations) you can for the set of all permutations on N 

elements for N = 5 or 10. For example if N = 3, then the language is abc, acb, 

bac, bca, cab, cba. Answer: difficult. Solution has length exponential in N.  

6. Parsing quoted strings. Read in a text file and print out all quote strings. 

Use a regular expression like "[^"]*", but need to worry about escaping the 

quotation marks.  

7. Parsing HTML. A >, optionally followed by whitespace, followed by a, 

followed by whitespace, followed by href, optionally followed by whitespace, 

followed by =, optionally followed by whitespace, followed by "http://, 

followed by characters until ", optionally followed by whitespace, then a <.  

< \s* a \s+ href \s* = \s* \\"http://[^\\"]* \\" \s* > 



8. Subsequence. Given a string s, determine whether it is a subsequence of 

another string t. For example, abc is a subsequence of achfdbaabgabcaabg. 

Use a regular expression. Now repeat the process without using regular 

expressions. Answer: (a) a.*b.*c.*, (b) use a greedy algorithm.  

9. Huntington's disease diagnostic. The gene that causes Huntington's 

disease is located on chromosome 4, and has a variable number of repeats of 

the CAG trinucleotide repeat. Write a program to determine the number of 

repeats and print will not develop HD If the number of repeats is less 

than 26, offspring at risk if the number is 37-35, at risk if the number 

is between 36 and 39, and will develop HD if the number is greater than or 

equal to 40. This is how Huntington's disease is identified in genetic testing.  

10. Gene finder. A gene is a substring of a genome that starts with the start 

codon (ATG), end with a stop codon (TAG, TAA, TAG, or TGA) and consists of 

a sequence of codons (nucleotide triplets) other than the start or stop codons. 

The gene is the substring in between the start and stop codons.  

11. Repeat finder. Write a program Repeat.java that takes two command line 

arguments, and finds the maximum number of repeats of the first command 

line argument in the file specified by the second command line argument.  

12. Character filter. Given a string t of bad characters, e.g. t = "!@#$%^&*()-
_=+", write a function to read in another string s and return the result of 

removing all of the bad characters.  

String pattern = "[" + t + "]"; 
String result  = s.replaceAll(pattern, ""); 

13. Wildcard pattern matcher. Without using Java's built in regular expressions, 

write a program Wildcard.java to find all words in the dictionary matching a 

given pattern. The special symbol * matches any zero or more characters. So, 

for example the pattern "w*ard" matches the word "ward" and "wildcard". 

The special symbol . matches any one character. Your program should read 

the pattern as a command line parameter and the list of words (separated by 

whitespace) from standard input.  

14. Wildcard pattern matcher. Repeat the previous exercise, but this time use 

Java's built in regular expressions. Warning: in the context of wildcards, * has 

a different meaning than with regular expressions.  

15. Search and replace. Word processors allow you to search for all occurrences 

of a given query string and replace each with another replacement string. 

Write a program SearchAndReplace.java that takes two strings as command 

line inputs, reads in data from standard input, and replaces all occurrences of 



the first string with the second string, and sends the results to standard 

output. Hint: use the method String.replaceAll.  

16. Password validator. Suppose that for security reasons you require all 

passwords to have at least one of the following characters  

~ ! @ # $ % ^ & * | 

Write a regular expression for use with String.matches that returns true if 

and only if the password contains one of the required characters. Answer: 

"^[^~!@#$%^&*|]+$"  

17. Alphanumeric filter. Write a program Filter.java to read in text from 

standard input and eliminate all characters that are not whitespace or alpha-

numeric. Answer here's the key line.  

String output = input.replaceAll("[^\\s0-9a-zA-Z]", ""); 

18. Converting tabs to spaces. Write a program to convert all tabs in a Java 

source file to 4 spaces.  

19. Parsing delimited text files. A popular way to store a database is in a text 

file with one record per line, and each field separated by a special character 

called the delimiter.  

19072/Narberth/PA/Pennsylvania 
08540/Princeton/NJ/New Jersey 

Write a program Tokenizer.java that reads in two command line parameters, 

a delimiter character and the name of the file, and creates an array of tokens.  

20. Parsing delimited text files. Repeat the previous exercise, but use the 

String library method split().  

21. PROSITE to Java regular expression. Write a program to read in a 

PROSITE pattern and print out the corresponding Java regular expression.  

22. Checking a file format.  

23. Misspellings. Write a Java program to verify that this list of common 

misspellings adapted from Wikipedia contains only lines of the form  

misdemenors (misdemeanors) 
mispelling (misspelling) 
tennisplayer (tennis player) 



where the first word is the misspelling and the string in parentheses is a 

possible replacement.  

24. interesting English words  

•  Running time. M = length of expression, N = length of input. Regular expression 

matching algorithm can create NFA in O(M) time and simulate input in O(MN) time. 

Most library implementations of regular expressions use a backtracking algorithm 

that can take an exponential amount of time on some inputs. Such inputs can be 

surprisingly simple. For example, to determine whether a string of length N is 

matched by the regular expression (a|aa)*b can take an amount of time 

exponential in N if the string is chosen carefully. The table below illustrates just how 

spectacularly that the Java 1.4.2 regular expression can fail.  

java Validate "(a|aa)*b" aaaaaaaaaaaaaaaaaaaaaaaaaaaaaac             
1.6 seconds 
java Validate "(a|aa)*b" aaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaac           
3.7 seconds 
java Validate "(a|aa)*b" aaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaac         
9.7 seconds 
java Validate "(a|aa)*b" aaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaac      
23.2 seconds 
java Validate "(a|aa)*b" aaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaac    
62.2 seconds 
java Validate "(a|aa)*b" aaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaac 
161.6 seconds 
java Validate "(a*)*|b*" aaaaaaaaaaaaaaaaaaaaac           1.28 
java Validate "(a*)*|b*" aaaaaaaaaaaaaaaaaaaaaac          2.45 
java Validate "(a*)*|b*" aaaaaaaaaaaaaaaaaaaaaaac         4.54 
java Validate "(a*)*|b*" aaaaaaaaaaaaaaaaaaaaaaaac        8.84 
java Validate "(a*)*|b*" aaaaaaaaaaaaaaaaaaaaaaaaac      17.74 
java Validate "(a*)*|b*" aaaaaaaaaaaaaaaaaaaaaaaaaac     33.77 
java Validate "(a*)*|b*" aaaaaaaaaaaaaaaaaaaaaaaaaaac    67.72 
java Validate "(a*)*|b*" aaaaaaaaaaaaaaaaaaaaaaaaaaaac  134.73 

The above examples are artificial, but they illustrate an alarming defect in most 

regular expression libraries. Bad inputs do occur in practice. According to Crosby and 

Wallach, the following regular expression appears in a version of SpamAssassin, a 

powerful spam filtering program.  

[a-z]+@[a-z]+([a-z\.]+\.)+[a-z]+ 

It attempts to match certain email addresses, but it takes an exponential time to 

match some strings in many regular expression libraries including Sun's Java 1.4.2.  

java Validate "[a-z]+@[a-z]+([a-z\.]+\.)+[a-z]+" 



spammer@x...................... 

This is especially significant because a spammer could use a pathological return 

email addresses to denial-of-service attack a mail server that has SpamAssassin 

running. These deficiencies are not limited to Java's implementation. For example, 

GNU regex-0.12 takes exponential time for matching strings of the form 

aaaaaaaaaaaaaac with the regular expression (a*)*|b*. Sun's Java 1.4.2 is equally 

susceptible to this one. Moreover, Java and Perl regular expressions support back 

references - the regular expression pattern matching problem for such extended 

regular expressions is NP hard, so this exponential blowup appears to be inherent on 

some inputs.  

Here's one I actually wrote to try to find the last word before the string NYSE: regexp 

= "([\\w\\s]+).*NYSE";  

 
 

7.3 Finite State Automata 

 

This section under major construction.  

Abstract machines. Modern computers are capable of performing a wide variety of 

computations. An abstract machine reads in an input string, and, depending on the 

input, outputs true (accept), outputs false (reject), or gets stuck in an infinite loop 

and outputs nothing. We say that a machine recognizes a particular language, if it 

outputs true for any input string in the language and false otherwise. The artificial 

restriction to such decision problems is purely for notational convenience. Virtually all 

computational problems can be recast as language recognition problems. For 

example, to determine whether an integer 97 is prime, we can ask whether 91 is in 

the language consisting of all primes {2, 3, 5, 7, 13, ... } or to determine the 

decimal expansion of the mathematical constant … we can ask whether 7 is the 100th 

digit of … and so on.  

We would like to be able to formally compare different classes of abstract machines 

in order to address questions like Is a Mac more powerful than a PC? Can Java do 

more things than C++? To accomplish this, we define a notion of power. We say that 

machine A is at least as powerful as machine B if machine A can be "programmed'" 

to recognize all of the languages that B can. Machine A is more powerful than B, if in 

addition, it can be programmed to recognize at least one additional language. Two 

machines are equivalent if they can be programmed to recognize precisely the same 

set of languages. Using this definition of power, we will classify several fundamental 

machines. Naturally, we are interested in designing the most powerful computer, i.e., 



the one that can solve the widest range of language recognition problems. Note that 

our notion of power does not say anything about how fast a computation can be 

done. Instead, it reflects a more fundamental notion of whether or not it is even 

possible to perform some computation in a finite number of steps.  

Finite state automata. A deterministic finite state automaton (DFA) is, perhaps, 

the simplest type of machine that is still interesting to study. Many of its important 

properties carry over to more complicated machines. So, before we hope to 

understand these more complicated machines, we first study DFAs. However, it is an 

enormously useful practical abstraction because DFAs still retain sufficient flexibility 

to perform interesting tasks, yet the hardware requirements for building them are 

relatively minimal. DFAs are widely used in text editors for pattern matching, in 

compilers for lexical analysis, in web browsers for html parsing, and in operating 

systems for graphical user interfaces. They also serve as the control unit in many 

physical systems including: vending machines, elevators, automatic traffic signals, 

and computer microprocessors. Also network protocol stacks and old VCR clocks. 

They also play a key role in natural language processing and machine learning.  

A DFA captures the basic elements of an abstract machine: it reads in a string, and 

depending on the input and the way the machine was designed, it outputs true or 

false. A DFA is always is one of N states, which we name label 0 through N-1. Each 

state is labeled true or false. The DFA begins in a distinguished state called the 

start state. As the input characters are read in one at a time, the DFA changes from 

one state to another in a prespecified way. The new state is completely determined 

by the current state and the character just read in. When the input is exhausted, the 

DFA outputs true or false according to the label of the state it is currently in.  

Below is an example of a DFA that accepts binary strings that are multiples of 3. For 

example, the machine rejects 1101 since 1101 in binary is 13 in decimal, which is 

not divisible by 3. On the other hand, the machine accepts 1100 since it is 12 in 

decimal.  

 

Give simpler example of DFA that accepts inputs with a multiple of 3 b's. Program 

DFA.java is a program that simulates the DFA.  



String searching DFAs. One of the most important applications of DFAs is 

searching for patterns in strings. This is at the heart of Web search engines like 

Google. The following DFA gives a simplified example of such a tool over the binary 

alphabet. It accepts all string inputs that contain the pattern aabaaabb as a 

substring.  

 

The DFA works by advancing one state to the right each time it reads in a matching 

character. For example, after reading in aabaa, the DFA is in state 5. If the next 

symbol read is a, it advances to state 6. If the next symbol read is b, it does not go 

all the way back to state 0 because the search pattern might overlap some of the 

input characters read in so far. Instead it goes to state 3 because the last 3 

characters read in (aab) are the first 3 characters of the search pattern.  

The famous Knuth-Pratt-Moore algorithm efficiently solves the problem of searching 

for a pattern in a string using DFAs. It first preprocesses the search pattern and 

creates a DFA like the one above. Then, to determine whether the pattern appears in 

a search string, it uses the search string as input to the DFA. It is also possible to 

support the more general types of search queries known as regular expressions 

using DFA technology. In fact, there is a striking duality between DFAs and regular 

expressions: regular expressions are precisely the types of patterns that DFAs can 

match.  

DFA example. Build machine that recognizes valid email addresses of the form: 

string0@string1.string2.string3.edu. Assume each string is composed of only 

lowercase letters. Use nondeterminism to implement version where each address 

ends with edu, com, or gov. This Perl regular expression validates emails according 

to the grammar defined in the RFC822 standard. It's surprisingly complicated.  

String processing. The program CommentStripper.java reads in a Java (or C++) 

program from standard input, removes all comments, and prints the result to 

standard output. This would be useful as part of a Java compiler. It removes /* */ 

and // style comments using a 5 state finite state automaton. It is meant to 

illustrate the power of DFAs, but to properly strip Java comments, you would need a 



few more states to handle extra cases, e.g., quoted string literals like s = 
"/***//*". The picture below is courtesy of David Eppstein.  

 

Nondeterminism. Instructions like "go down the hallway and turn either left or 

right" are quite different from "go down the hallway and turn left if you see more 

than three people; otherwise turn right." The first instruction can be followed by 

turning left or right, but there is only one way to follow the second instruction. If you 

run a deterministic algorithm with the same input, it was always produce the same 

output. In contrast, under identical conditions, a nondeterministic algorithm may 

make different "choices" each time the algorithm is executed. Most Java programs 

are deterministic. However, the method Math.random is intended to return a 

random sequence of real values each time you run it.  

Philosophical implications. There is a philosophical connection between the theory 

of computation and the theory of the mind. In fact, finite state machines were first 

used by McCulloch and Pitts to model the behavior of neurons in the human brain.  

Q + A 

Q.  

A.  

Exercises 

1. Draw a 4-state DFA that accepts the set of all bitstrings ending with 11. (Each 

state represents whether the input string read in so far ends with 00, 01, 10, 

or 11.) Draw a 3-state DFA that accomplishes the same task.  



2. Draw a DFA for bitstrings with at least one 0 and at least one 1.  

3. Draw an NFA that matches all strings that contain either a multiple of 3 1's or 

a multiple of 5 1's. Hint: Use 3 + 5 + 1 = 9 states and one epsilon transition.  

4. Draw an NFA that recognize the language of all strings that end in aaab.  

5. Draw an NFA that recognize the language of all strings whose 4th to the last 

character is a.  

6. Draw an NFA that recognize the language of all strings whose 5th to the last 

character is a.  

7. Modify CommentStripper.java to:  

a. Remove entirely blank lines.  

b. Properly handle characters within quote strings.  

1. Give a NFA with 5 accept states. Write an equivalent NFA that has exactly one 

accept state.  

2. Give a NFA with „-transitions. Write an equivalent NFA that has no „-

transitions.  

Creative Exercises 

1. Unary Divisibility. Given an DFA that accepts bitstrings with a multiple of 

three 0's and a multiple of five 1's.  

2. Comment stripper. Write a program to remove /* */ style comments from a 

C program according to the C89 standard. Ignore // style comments. 

Comments can span multiple lines but are not nested. Also respect C string 

literals so that if /* appears within quotes, it is treated as part of the string 

instead of a comment. Write your program from scratch (no Java regular 

expressions). Hint: use a finite state automaton to simplify your logic.  

3. Comment stripper. Write a program to remove /* */ and // style comments 

from a Java program. Use Java regular expressions. This site seems overly 

complicated since in Java you should be able to get .* to match end of lines??  

4. Sleep on it. An experiment conducted by German neurologists and 

documented in Nature, volume 427 (2004), p. 352 hypothesizes that students 

who get more sleep are able to solve tricky problems better than students 

who are sleep deprived. The problem they used involves a string consisting of 

the three digits 1, 4, and 9. "Comparing" two digits that are the same yields 

the original digit; comparing two digits that are different yields the missing 

digit. For example f(1, 1) = 1, f(4, 4) = 4, f(1, 4) = 9, f(9, 1) = 4. Compare 



the first two digits of the input string, and then repeatedly compare the 

current result with the next digit in the string. Given a specific string, what 

number do you end up with? For example, if the input is string 11449494, 

you end up with 9.  

1 1 4 4 9 4 9 4 
    1 9 1 4 4 1 9 

5. DFA for permutations. Find the shortest DFA you can for the set of all 

permutations on N elements for N = 5 or 10.  

6. Mealy and Moore machines. Mealy: DFA with output on each transition 

edge. Moore: DFA with output on each state.  

7.4   Turing Machines 

 

This section under major construction.  

Turing machine. 

The Turing machine is one of the most beautiful and intriguing intellectual 

discoveries of the 20th century. Turing machine is a simple and useful abstract 

model of computation (and digital computers) that is general enough to embody any 

computer program. It forms the foundation of theoretical computer science. Because 

of its simple description and behavior, it is amenable to mathematical analysis. This 

analysis has led to a deeper understanding of digital computers and computation, 

including the revelation that there are some computational problems that cannot be 

solved on computers at all, no matter how fast the processor, or how much memory 

is available.  

Turing machine simulator. This is a graphical Turing Machine simulator (Java Web 

Start version) that was written in Java by Tom Ventimiglia under the supervision of 

Bob Sedgewick and Kevin Wayne. Alternatively, here's an executable JAR version. 

You are welcome to inspect and modify the source code for your own use. We 

welcome any interesting .tur files that you develop - email us and we'll include with 

the others.  

Components.  Alan Turing sought to describe the most primitive model of a 

mechanical device that had the same basic capabilities as a human "computer." In 

his epoch making 1936 paper, Alan Turing introduced an abstract machine, which 

would later come to be known as a Turing machine. The machine consists of the 

following components:  



• The ticker-tape stores the input, the intermediate results, and the output. The 

tape is one arbitrarily long strip, divided into cells. Each cell stores one of a 

finite alphabet of symbols. In the example below, we use a 4 character 

alphabet consisting of 0, 1, A, X, and #.  

 

• The tape head of the Turing machine scans the tape one cell at a time. We 

refer to the cell being scanned as the active cell and the symbol it contains as 

the input symbol. At each time step, the tape head reads the input symbol, 

and leaves it either unchanged or overwrites it with a new symbol. At the end 

of each time step, the tape head moves one position to the left or right. We 

highlight the active cell in yellow. In the example below, the A is replaced 

with an X and the tape head moves one cell to the left.  

 

• The control unit is the analog of the CPU in modern day microprocessors. It 

consists of a state transition diagram, which is a finite table of instructions 

that specifies exactly what action the machine takes at each step. Each state 

represents one of the possible configurations of the machine. Depending on 

its current state and input symbol, the Turing machine overwrites the input 

symbol with a new symbol and moves to a new state. Each transition 

connects one state, say s, to another state, say t, and is labeled with two 

symbols, say A and X: this means that if the Turing machine is in state s and 

the input symbol is A, then it overwrite the A with an X and transitions to 

state t. Each state is labeled with one of five designations: L (left), R (right), 

Y (yes), N (no), or H (halt). Upon entering a state, the Turing machine either 

moves its tape head or halts according to the state's designation. Below is an 

illustration of the state transition diagram for a machine with four states.  



 

Execution.  Initially the Turing machine starts in one distinguished state called the 

start state, and the tape head points to one distinguished cell called the start cell. 

There is at most one possible transition corresponding to each combination of state 

and input symbol; thus, the actions of the machine are completely determined in 

advance. (If there is no possible transition from a state with some input symbol, 

then the Turing machine remains in the same state and does not overwrite the input 

symbol.) Each step in a Turing machine proceeds as follows:  

• Read the input symbol from the active cell.  

• Look up the transition rule associated with the current state and input symbol.  

• Overwrite the input symbol with the new symbol.  

• Change the current state according to the transition rule.  

• Shift the tape head one cell to the left or right, according to the new state's 

designation.  

These steps are repeated until the current state is labeled H for halt, Y (in which case 

the machine answers yes) or N (in which case the machine answers no). It is 

possible that the machine runs forever without ever reaching one of these 

terminating states.  

Computation must allow repetitive actions - do action A over and over until a certain 

condition is met. This amounts to staying in a state (and moving the tape head left 

or right) until a certain condition is met. Computation must also allow adaptive 

actions - if a certain condition is met, do action A; otherwise do action B. This is 

captured by state transitions according to the contents of the tape head at a 

particular location.  



An example: unary to binary conversion.   We consider the 4 state Turing 

machine illustrated below. The current state and input symbol are highlighted in 

yellow. We trace its execution.  

 

Since the input symbol is A, the Turing machine follows the appropriate transition 

arrow leaving the current state - the one labeled A : X. The Turing machine 

overwrites the input symbol with an X, changes state to the bottom right state, and 

moves the tape head one position to the left (since the new state is labeled with L). 

The illustration below shows the Turing machine at the end of this first step.  

 

Since the input symbol is now #, the Turing machine follows the appropriate 

transition arrow leaving the current state -- the one labeled # : 1. This overwrites 



the current cell with a 1, changes the state back to the bottom right state, and 

moves the tape head one position to the right (since the new state is labeled with R).  

 
Here are the contents of the tape after the next several steps.  

           

Once all of the As are overwritten with Xs, the Turing machine erases all of the Xs 

(overwriting them with #s).  



           

What it does and why it works.   The Turing machine described above converts 

from unary to binary. That is, if the input consists of n consecutive A's, then the 

Turing machine prints the number n in binary to the left of sequence of A's (and 

overwrites the A's with X's). In the example above, the input consists of 6 A's and 

the Turing machine writes the binary number 110 to the tape.  

To describe how this is accomplished, we first review an algorithm for incrementing a 

binary integer by 1: scan the bits from right to left, changing 1's to 0's until you see 

a 0. Then change the 0 to a 1.  

The Turing machine repeatedly knocks off one A at a time and increments the binary 

number. Our Turing machine mimics this strategy. The initial state seeks out the 

next A, overwrites it with an X, and then transitions to the Increment state. The 

Increment state increments the binary integer by one (leaving the X's alone, 

changing 1's to 0's, until seeing a 0 or #, which it changes to a 1), and then 

transitions back to the Initial state. When all of the A's are overwritten with X's, the 

Cleanup state replaces all of the X's with #'s, and the transitions to the Halt state.  



 

Turing machine implementation in Java. 

We encapsulate each of the main Turing machine components (tape, transition, 

control) using good OOP principles.  

• The tape. Program Tape.java is an ADT that represents an unbounded 

Turing machine tape. It supports the following operations: move tape head 

left, move tape head right, read the symbol in the current cell, and write a 

symbol to the current cell. To implement it, we use two stacks (one to store 

all of the symbols to the left of the tape head, and one to the right). To print 

out the contents of the tape, we print out the reverse of the first stack, the 

current element, then the second stack.  

• The states. Each state has a name and a type (halt, left, right, accept, or 

reject).  

• The transitions. Each transition has the name of the initial state, the name of 

the final state, and the symbol to be written to the tape.  

• The Turing machine. We implement a Turing machine as a tape, a symbol 

table of states, and a symbol table of transitions.  

Non-terminating Turing machines. From a theoretical standpoint, we are 

primarily concerned with machines that perform finite computations and then halt. 

However, many practical applications involve programs that are designed never to 

terminate (operating system, air traffic control system, nuclear reactor control 

system) or produce an infinite amount of output (web browser, program that 

computes the digits of … = 3.1415...). The Turing machine model of computation 

extends to handle such non-terminating situations as well.  

Turing machines connect physics and mathematics (Turing's original motivation, 

thermodynamics of computation).  



Exercises 

1. What does the following Turing machine do when started with the given 

tape ...  

2. Binary adder.  

3. Binary counter.  

4. Binary palindrome.  

5. Unary multiplication.  

6. Equal number of a's and b's.  

7. Multiple of 3 or 7.  

8. Balanced parentheses.  

9. Power-of-2.  

10. String compare.  

11. Unary-to-binary. How many steps does the 3-state unary-to-binary Turing 

machine make to convert N to binary? Answer: proportional to N^2.  

12. Unary-to-binary. Design a 6-state unary-to-binary Turing machine that 

converts the unary number N to binary in time proportional to N log N. Hint: 

cross out every other A. If the number of A's is odd, write a 1; otherwise 

write a 0. Repeat with the uncrossed out A's remaining.  

 

13. Swap two cells on a Turing machine. Use the state to encode the temporary 

symbol.  

14. Hex-to-binary. Design a Turing machine that converts from hexadecimal to 

binary.  



15. Comparator. Create a Turing machine that takes as input two binary 

integers, separate by a # character, and accepts the input if the first string is 

strictly less than the second. How many steps does the Turing machine in the 

previous question take to compare two N-bit integers? (Each step is one move 

of the tape head.)  

16. Efficient comparator. Create a comparator that runs in time polynomial in N.  

17. Bitwise OR. Create a Turing machine that computes the bitwise OR of its two 

binary inputs of length N.  

Creative Exercises 

1. Doubling. Write a Turing machine that transform an input consisting of k 

consecutive 1's to an input that consists of 2k consecutive 1's. (unary 

multiplication by 2) Hint: write two 1's on the left, and delete one 1 on the 

right.  

2. Copying. Write a Turing machine that transform an input consisting of 0's 

and 1's instead two copies of the original input, separated by the symbol #.  

3. Langtons Ant. Write a program LangtonsAnt.java that simulates a two 

dimensional Turing machine known as Langton's Ant, and animate the results 

using Turtle graphics.  

4. Turmites. Create some other two dimensional Turing machines or Turmites 

that produce interesting patterns.  

5. Turing tape. Write a program Tape.java that implement a one-dimensional 

Turing tape. The tape consists of a sequence of cells, each of which stores an 

integer (that is initialized to 0). At any instant, there is a tape head which 

points to one of the cells. Support the following interface methods: 

moveLeft() to move the tape head one cell to the left, moveRight() to 

move the tape head one cell to the right, look() to return the contents of the 

active cell, and write(int a) to change the contents of the active cell to a. 

Hint: use an int for the active cell, and two stacks for the left and right parts 

of the tape.  

6. Turing machine simulator. Write a program TuringMachine.java that 

simulates a Turing machine. Design your program as follows: Tape.java, 

Control.java, and Transition.java.  



7.5   Universality 

 

This section under major construction.  

One of the crowning scientific achievements of the 20th century was formalizing the 

notion of computation. In this section we address the fundamental question of what 

is computable in this Universe. Surprising revelation of 20th century is that a general 

purpose computer is capable of performing any computation that any other computer 

can. Perhaps the most important idea in all of computer science.  

Disruptive technology which ignited the Computer Revolution. Universality helps 

explain the rapid adoption of the World Wide Web. People already used computers 

for number crunching and word processing prior to existence of Web. Universal 

computer was easily adaptable to dealing with Web protocols, MP3 files, and digital 

photos. Once technology become available, people could immediately harness its 

power. (Much slower adoption during Industrial Revolution, etc.) "One could hardly 

imagine an analogue of this process for the television - it would be as though millions 

of Americans had been induced to buy large inert boxes for their living rooms, and a 

decade later someone dreamed up the technology to begin broadcasting pictures to 

them. But this is more or less what happened with the Web." (Kleinberg-

Papadimitriou) We can only imagine what new technologies will emerge in the next 

few decades, but we can be certain that our universal computer will be capable of 

taking full advantage of it. . No need for separate machines for processing images 

and text. One universal machine for all tasks. This is in stark contrast to most other 

areas. For example, there is no all-purpose universal cooking device. Instead we 

have separate pieces of equipment for slicing, blending, mixing, baking, boiling, 

grilling, roasting, toasting, brewing, and radiating. One possible exception in the 

natural sciences: genome (can change a few symbols in the genome and create a 

new organism, much like writing a new computer program).  

Many different types of computational devices: Cray supercomputer, Dell PC, iMac, 

Palm Pilot, XBox, Tivo, Turing machine, TOY machine, Java programming language, 

Microsoft Excel, Java cell phone, quantum computer, Perl programming language. Is 

there any fundamental different between what these things can do and what a 

Gaggia espresso maker can do?  

Turing machines are equivalent in power to TOY and Java. Can simulate any Turing 

machine with a Java program, can simulate TOY with a Turing machine, can simulate, 

Java with a TOY machine. Same idea works for C, C++, C#, Python, Excel, Outlook. 

Also Mac, PC, Cray, ENIAC, Konrad Zuse's Z3 (but not proved until 1998), Palm pilot. 

And TiVo, Xbox, Java cell phone/ But not DFA, Gaggia espresso maker, or this Tinker 

Toy computer that MIT students built to play Tic-Tac-Toe.  



There is an implicit assumption that the TOY machine and the Java programming 

language have an unbounded amount of memory (extensible storage). Otherwise the 

TM is strictly more powerful. Is this assumption reasonable? If infinity scares you, 

you could think of having a service contract. If you need more memory, you just go 

out and order some more over the Internet. We implicitly think of stack/queue as 

infinite, even though memory will eventually run out. The Turing machine is a model 

of computing, not of computers. Thus, we do not restrict the size of the machine's 

tape.  

Informally, an algorithm is a step-by-step procedure for solving a problem. Formally, 

we define an algorithm as a Turing machine. Each Turing machine is capable of 

performing a single algorithm, e.g., testing whether an integer is prime. In this 

sense, Turing machines are analogous to computer programs (software) rather than 

computers (hardware). Knuth: "An algorithm is an abstract concept unrelated to 

physical laws of the universe." This means that we might need to build a separate 

Turing machine for each algorithm that we would like to execute. This is highly 

impractical!  

Universal Turing machine.  A Universal Turing machine is a specific Turing 

machine that can simulate the behavior of any Turing machine (including itself!). 

This enables a Turing machine to answer questions about other Turing machines (or 

itself). Alan Turing described such a machine: its existence means that there is a 

single Turing machine, the UTM, that is capable of running any algorithm. The key 

idea is to think of the description of a Turing machine itself as data. For example, we 

can encode the Turing machine illustrated below  

 

with a table as follows. We label each of the five states 0 to 5. We include a row for 

the index of each state along with its label (left, right, yes, no, or halt). We include a 

row of four symbols for each transition arrow to denote the current state, input 

symbol, next state, and write symbol, respectively.  



0 L 
1 R 
2 R 
3 Y 
4 R 
5 N 
0 1 # # 
2 0 1 x 
4 0 0 x 
1 2 0 x 
1 3 # # 
1 4 1 x 
2 5 # # 
4 5 # # 

Now, we can concatenate the table into a single string over the alphabet {0, 1, 2, 3, 

4, 5, x, #}.  

0 L 1 R 2 R 3 Y 4 R 5 N 0 1 # # 2 0 1 x ... 4 5 # # 

and initialize the tape with this input. Since the original Turing machine itself also 

has an input, e.g., the integer whose primality we want to check, we append this 

input to the end of the Turing machine description, separating it by a new symbol.  

0 L 1 R 2 R 3 Y 4 R 5 N 0 1 # # 2 0 1 x ... 4 5 # # # # 0 0 1 1 1 0 # # 

We might also append the start state and the initial position of the tape head.  

A universal Turing machine takes as input the description of a Turing machine (along 

with the initial tape contents of the Turing machine), and simulates the input on that 

Turing machine. Thus, the UTM can simulate the behavior of any individual TM. In 

modern terms, the UTM is an interpreter - it performs a step-by-step simulation of 

any Turing machine. Program and data are the same thing - a program (Turing 

machine) is nothing more than a sequence of symbols that looks like any other data. 

When input to a UTM, the program "becomes alive" and begins to compute. (similar 

for downloading programs from the Web and email viruses - just data until you 

double-click them and feed them to your operating system for execution).  

Building such a UTM appears to be a daunting task. Alan Turing described the first 

such Turing machine in his 1937 paper. In 1962, Minsky discovered a remarkable 7-

state UTM that executes using a four symbol alphabet, but it is rather complicated to 

describe.  

General purpose computers.   First articulated by Ada Lovelace. She described 

Babbage's Analytic Engine as suited for "developing and tabulating any function 

whatever... the engine [is] the material expression of any indefinite function of any 



degree of generality and complexity." She described its use for to scientific 

computing, including trigonometric functions and Bernoulli numbers. She also 

championed the idea that it could be used to produce music and graphics. General 

purpose computers are analogous to universal Turing machines: they are capable of 

running different algorithms without requiring any hardware modifications. This is 

possible because modern day microprocessors are based upon the von Neumann 

architecture. In this model, computer programs and data are stored in the same 

main memory. This means that the contents of memory can be treated as a machine 

instruction or data, depending on the context. This is exactly analogous to the tape 

contents of the UTM which consists of both a program (the original TM) and its data 

(the tape contents of the original TM). Alan Turing's work on UTM anticipated the 

development of general purpose computers, and can be viewed as the invention of 

software!  

Church-Turing thesis. 

In 1936, Alonzo Church and Alan Turing independently proposed models of 

computation that they believed embodied the notion of computation by a mechanic 

procedure. Church invented the lambda calculus to study notions of computability 

while Turing used his Turing machines. Although both models appear very different 

from one another, Turing later showed that were equivalent in that they each pick 

out the same set of mathematical functions. They arrived at the same conclusion, 

which we express in terms of Turing machines:  

Turing machines can do anything that can be described by a purely mechanical 

process.  

In other words, any process that can be performed by an idealized mathematician 

can be simulated on a Turing machine. This thesis was subsequently extended to 

assert that all (physically harnessable) processes of the universe can be simulated by 

a Turing machine, and this is the version we will consider as the Church-Turing 

thesis. This reduces the study of computation to the study of Turing machines, rather 

than an infinite number of potential computing devices. It means that we don't have 

to seek more powerful machines; our only recourse is to exploit the power of existing 

machines or create new machines that do things faster. The converse of the thesis 

also has profound consequences. It says that if something can't be done on a Turing 

machine, then we can't do it using any purely mechanical process. We will explore 

the consequences in Section XYZ when we discover that there are some problems 

that Turing machines can't solve. Note that the Church-Turing thesis is not a 

mathematical statement, and is not subject to rigorous proof. It is a statement about 

the physically realizable universe. However, like any good scientific theory, the 

Church-Turing thesis is subject to refutation. If someone exhibited a strictly more 



powerful model of computation that was physically harnessable, we would dismiss 

the Church-Turing thesis.  

The thesis is equivalent to saying that any general-purpose programming language is 

sufficient to express any algorithm.  

Universality.  The Church-Turing thesis implies a universality among different 

models of computation. There is ample support suggesting this universality. Adding 

new capabilities to a Turing machine does not make it more powerful.  

 

Modified Turing Machine Description 

Multiple heads Two or more independent tape heads 

Multiple tapes Two or more tapes 

Multidimensional tape Two dimensional tape 

Nondeterministic NFA controls the tape instead of DFA 

Probabilistic 
Can flip fair coins. Accept input if most of 

coin flips lead to accept state 

Editable Can insert and delete symbols on the tape 

 

The definition of a Turing machine is very robust. The following restrictions do not 

affect a Turing machine's power (when applied individually to a standard Turing 

machine).  

 

Modified Turing Machine Description 

One-way infinite Tape is unbounded in one direction only 

Binary Tape alphabet consists of only two symbols 

Two state DFA that controls the tape has two states 



Non-erasing 
Turing machine which can never re-write a symbol 

once it's written to the tape 

Time-reversible 
Previous state can always be uniquely determined 

from the current state and tape contents. 

 

Mathematicians, computer scientists, biologists, and physicists have considered 

numerous other models of computation. The following is a partial list of such models 

that have all been shown to be equivalent in power to the Turing machine, thereby 

providing additional support for the Church-Turing thesis.  

 

Universal Model of 

Computation 
Description 

Post Formal Systems 

Emil Post, 1920s 

String replacement rules designed to prove mathematical 

statements from a set of axioms.  

Untyped Lambda 

Calculus 

Alonzo Church, 1936 

A method to define and manipulate functions. Basis of 

functional programming languages, including Lisp and ML 

Universal Turing 

Machines 

Alan Turing, 1936 

A Turing machine that can simulate the behavior of any other 

Turing machine.  

General Recursive 

Functions 

Herbrand, 1932 

Kurt Godel, 1934 

Functions dealing with computation on the natural numbers. 

Partial Recursive 

Functions 

Alonzo Church, 1932 

Stephen Kleene, 1935 

Functions dealing with computation on the natural numbers. 

Markov Algorithms 

Andrei Markov, 1960 

Apply string replacement rules sequentially in a prespecified 

order. 



Unrestricted Grammars 

Noam Chomsky, 1950s 

Apply string replacement rules sequentially in arbitrary order 

until a certain stopping condition is satisfied. Used by linguists 

to describe natural languages. 

Tag Systems 

Emil Post, 1921, 1935, 

1965 

As long as the string consists of at least k letters: read the first 

letter, delete the first k letters, and append a string to the end 

depending on the first letter. 

Extended L-Systems 

Aristid Lindenmayer, 

1976 

Apply string replacement rules in parallel. Biologists use to 

model the growth of plants. 

Semi-Thue Systems 

Axel Thue, 1910 
Apply string replacement rules in arbitrary order. 

Horn Clause Logic 

Alfred Horn, 1951 

Logic based system for theorem proving. Forms basis of Prolog 

language. 

1D Cellular Automata 

Matthew Cook, 1983 

Stephen Wolfram, 2002 

A one dimensional boolean array of cells whose values change 

according to the state of adjacent cells. Corresponds to finite 

impulse response digital filters. 

2D Cellular Automata 

John von Neumann, 

1952 

John Conway, 1960s 

A two dimensional boolean array of cells whose values change 

according to the state of adjacent cells. The most famous 

example is Conway's Game of Life. 

Post Machines 

Emil Post, 1936 
A DFA plus a queue. 

Two Stack Machines A DFA plus two stacks. 

Two Register Machines 

Shepardson-Sturgis, 

1963 

Marvin Minsky, 1961 

A DFA plus two integer counters which it can increment, 

decrement, and test against zero. 



Programming 

Languages 
Java, C, C++, Perl, Python, PHP, Lisp, PostScript, Excel, ... 

Random Access 

Machines 

Finitely many registers plus memory that can be accessed with 

an integer address. Includes TOY and virtually all modern day 

microprocessors. 

Pointer Machines 
Finitely many registers plus memory that can be accessed as a 

linked list. 

Quantum Computers 

Richard Feynman, 1965 

David Deutsch, 1985 

Computes using the superposition of quantum states. 

Billiard Ball Computer 

Fredkin-Toffoli, 1982 

Indistinguishable billiard balls move in the plane, making elastic 

collisions with each other and internal barriers. 

Particle Machines 
Information is carried through space by particles, and 

computation occurs when particles collide. 

Filter Automata 

Park-Steiglitz-Thurston, 

1985 

Cellular automata that use newly computed values as soon as 

they are available. Corresponds to infinite impulse response 

digital filters. 

Generalized Shift Maps 

Christopher Moore, 

1990 

A single classical particle moving in a 3D potential well made of 

parabolic mirrors. 

DNA Computers 

Len Adleman, 1994 
Compute using biological operations on strands of DNA. 

Shift-like Dynamical 

Systems 

Christopher Moore, 

1981 

Dynamics based computing using chaos theory. 

Dynamical Systems Dynamics based computing using chaos theory. 



Sinha-Ditto, 1998 

Dynamical Systems 
Hybrid systems, piecewise affine systems, saturated linear 

systems.  

Soliton Collision 

Systems 

Ken Steiglitz, 2000 

Time-gated Manakov spatial solitons in a homogeneous 

medium. A gateless computer without spatially fixed gates.  

High-Level Petri Nets 

Carl Petri, 1962 

Generalization of automata for concurrently occurring events. 

Applications to management, manufacturing, communication 

protocols, fault tolerant systems.  

 

Interactive computation. Perhaps the most natural form of computation is as a 

calculator - transforming an input into an output. A Turing machines does not accept 

external input when it computes; this prevents it from directly modeling many 

natural processes. Our computers perform many operations that are not as natural 

to put into this framework. For example, your operating system, user interfaces, 

word processor, video game, soccer-playing robots, networks, sensors. These all 

involve interactions or communications with the program by an external agent (a 

person or another program). Interaction machines are natural generalizations of 

Turing machines that accept synchronous or asynchronous input streams.  

Why doesn't this violate Church-Turing thesis? One could argue that the external 

agents themselves could be simulated by a Turing machine!  

Physics of computation. In their landmark paper Conservative Logic, Fredkin and 

Toffoli argue that computation is a physical process and is ultimately governed by 

physical principles. They propose a number of axioms to which all computational 

process are subjected. Turing's goal was to invent a machine that captured the 

essence of computation, while still being subject to the laws of physics. Fredkin and 

Toffoli discuss how Turing machines implicitly embody these first three axioms.  

• The speed of propagation of information is bounded. In physics, action at a 

distance is limited by the speed of light. With Turing machines, the tape head 

only moves to the left or right one cell at a time. Therefore causality effects 

can only propagate through local interactions.  

• The amount of information which can be encoded in the state of a finite 

system is bounded. In physics, thermodynamical and quantum-physical 

considerations suggest such limitations. For example, the holographic 



principle is a conjecture about quantum thermodynamics that place a limit 

(10^69 bits per square meter) on the amount of information per surface area 

(not volume) of space-time. With Turing machines, each cell only contains 

one of three possible symbols.  

• It is possible to construct macroscopic, dissipative physical devices which 

perform in a recognizable and reliable way the logical functions AND, OR, and 

FAN-OUT. This means that it is possible to fabricate Turing machines out of 

physical parts, and run them reliably.  

Deutsch proposed the Church-Turing Principle that asserts that the Universe is 

capable of containing a universal machine that can simulate the universe itself. This 

connects the notions of computability with physics.  

Zuse-Fredkin thesis. Around 1960 Edward Fredkin first posited the radical notion 

that the Universe is a (universal) cellular automata, a kind of highly parallel 

computing device. In the late 1960, Konrad Zuse independently proposed that the 

Universe is being computed on a computer, possibly a cellular automata. He referred 

to this as Rechnender Raum or Computing Cosmos.. This controversial thesis became 

know as the Zuse-Fredkin thesis. From a physics viewpoint, it is a universal Theory 

of Everything. It is certainly true that many complex systems can be explained by 

simple discrete processes. It remains a fascinating open scientific question as to 

whether it is cellular automata or some other process that is responsible for such 

complexity in nature. Although the Church-Turing thesis has been widely accepted, 

the more far-reaching Zuse-Fredkin thesis has remained in relatively obscurity and 

has not yet been widely accepted. One of the main challenges is reconciling it with 

quantum physics. Also, it is hard to verify, and has not yet proved useful in making 

accurate predictions about the universe that could not be made using traditional 

methods. The Konrad-Zuse thesis is the cornerstone of two emerging disciplines - 

Digital Mechanics and Digital Physics. It has deep philosophical ramifications. For 

example, if the Universe is a CA, then we humans, together with our logical thoughts, 

are algorithms executing in some space-time region of the CA. Following on the work 

of Zuse, Fredkin, and many others, in his book A New Kind of Science, Steve 

Wolfram promotes the theory that the entire universe is a massive computational 

process, and that such physical processes are best understood by investigating 

simple model of computation like cellular automata.  

Digital physics: universe is the output of a deterministic computer.  

Universal limits on computation. The Hawking-Bekenstein bound postulates that 

there is a limit to the amount of information (number of quantum states or number 

of bits that can be encoded) I that a sphere of radius R with a given energy E can 

hold: I &le 2 … E R / (• c ln 2), where • = Plank's constant and c is the speed of light. 



Alternatively, using E = mc2, &le k M R, where M = mass of region and k is 

approximately 2.57686 † 1043 bits / (m kg). The maximum processing speed is 

bounded by the minimum time for a state transition which is bounded by the time for 

light to cross the region of radius R = … E / (• ln 2) bits / sec. The Bekenstein bound 

is based on black hole physics. This implies, that in theory, Turing machines, with 

their arbitrary size tape, only exist in our imagination (if they are to have finite size 

and bounded energy). Though in practice, they serve is an excellent model of reality.  

Q. Suppose a human brain stores 1016 bits, has a mass of 1kg, and is approximately 

spherical with a radius of 10cm. Compare its efficiency to the Bekenstein bound.  

This tighter bound is based on This physics paper by Krauss and Starkmann suggests 

that if the Universe is accelerating, then there is an inherent limit on the total 

amount of information that can be processed, even infinitely far into the future. The 

estimated limit is approximately 10120 bits, so there is no need for immediate 

concern! This Nature paper by Seth Lloyd puts quantitative bounds on the rate at 

which a 1kg computer occupying a volume of 1 liter can compute and how much 

memory it can access.  

Beyond the Church-Turing thesis. Are there any types of computation that cannot 

be done by a Turing machine, but that can be done using some other kind of physical 

or abstract machine? Yes. We consider a few representative examples of so called 

hyper-computation. These are not known to violate the Church-Turing thesis because 

we do not know how to physically harness them.  

• Oracle Turing machines. A Turing machine endowed with an oracle to answer 

questions, e.g., the Post Correspondence Problem. Such models of 

computation are strictly more powerful than a Turing machine, yet we haven't 

the vaguest clue as to how to implement them. As such, they do not violate 

the Church-Turing thesis.  

• Probabilistic Turing machine. A probabilistic Turing machine is like a 

nondeterministic Turing machine, except that it choose its next transition 

uniformly at random from the legal choices. A probabilistic Turing machine is 

equivalent in power to a Turing machine in terms of the languages it can 

decide. However, a probabilistic Turing machine can generate truly random 

bits, a capability not possible on a conventional Turing machine. This type of 

problems falls outside the spectrum of computing functions and deciding 

languages. Nevertheless, there do appear to exist physical processes that 

produce randomness using quantum mechanics or other naturally occurring 

phenomenon. Supporters of the Zuse-Fredkin thesis would argue that nature 

only generates pseudo-random numbers and these could be simulated on a 

deterministic Turing machine.  



• Quantum computers. Computation is a physical process, yet the Turing 

machine ignores quantum-mechanical effects. Deutsch proposed a quantum 

Turing machine that behaves like a Turing machine, but harnesses the power 

of quantum mechanics to perform computations. Although quantum Turing 

machines can only compute the same functions that are computable with 

classical Turing machines, quantum Turing machines open up new modes of 

computation since they can perform tasks other than computing functions and 

deciding languages. One striking example occurs in cryptography. In Section 

XYZ we considered a cryptographic scheme known as one-time pads. To 

make them practical, we need an efficient way to share a key (string of 

random bits) between two parties without it being intercepted by a third party, 

or if it is intercepted the two communicating parties should be able to detect 

it. The problem of unconditional secure key distribution is provably impossible 

using classical computers and physics. However, by exploiting the Heisenberg 

uncertainty principle, Bennett and Brassard (1984) devised a scheme to solve 

the problem. The main thesis of the uncertainty principle is that (i) any 

measurement that extracts information from a physical system will 

necessarily change that system and (ii) any measurement that extracts 

information about a certain quantity will necessarily prevent extracting 

information about a conjugate quantity. Bennett and Brasard's scheme sends 

each qubit (the quantum equivalent of a bit) using a single photon. The 

photon is altered as soon as it is read for the first time, so it cannot be 

intercepted without detection. This method is becoming practical - 

cryptographers have already succeeded in using this scheme to send message 

across 15 kilometers of fiber optical cable.  

• Turing machine with initial inscription. Turing machine that starts with an 

infinite number of symbols already on the tape. Increases power, but uses an 

infinite amount of storage, so may not be physically realizable.  

• Real-valued Turing machines. This is an abstract model of computation in 

which each tape cell stores a real value instead of a discrete symbol. The 

Blum-Shub-Smale model allows each tape cell to store an arbitrary real 

number, possibly transcendental. Intended to capture continuous problems 

from scientific computing, computational geometry, computer algebra, 

continuous optimization. Such machines manipulate real numbers using 

infinite precision. The basic unit-cost computational steps are: arithmetic 

operations (+, -, *, /), arbitrary constants, and comparison operations or (<, 

>, = if over real field). The inputs and outputs are vectors in R^n. If x is in 

R^n, then its size is n. (Can replace reals with another field, e.g., complex 

numbers C, but disallow ordered comparisons. If field is F_2, recover classic 

Turing model.) Undecidable problems exist under this model: given a complex 



number z, is it in the Mandelbrot set? Does Newton's method converge, given 

a starting point x? "NP-complete" problems exist under this model: Knapsack 

problem: given n real numbers, is there a subset that sums to exactly 1? 

Given a degree 4 multivariate polynomial in n variables with real coefficients, 

does it have a real zero? Given a finite set of complex multivariate 

polynomials over n variables, do they have a common zero? However, it is 

unknown whether continuous values truly exist in nature, and if so, whether 

any natural process can harness their power.  

Levin's Tale of One-way Functions is a counterpoint to hyper-computation.  

Exercises 

1. Conway's game of life. Universality. Here's Martin Gardner's article from 

Scientific American in 1970.  

2. Cellular automata. Cellular automata are computer simulations that try to 

emulate the laws of nature. They are used to model biological, chemical, and 

physical processes including: ferromagnetism according to Ising mode, forest 

fire propagation, nonlinear chemical reaction-diffusion systems, turbulent flow, 

biological pigmentation patterns, breaking of materials, growth of crystals, 

and growth of plants and animals. They are also used in image processing, 

computer graphics, design of massively parallel hardware, cryptography, and 

art.  

A one-dimensional cellular automaton is an array of cells that evolves over 

time according to a set of rules based on the state of adjacent cells. At a 

given time t, each cell is either alive or dead. Rule 90 says that cell i is alive 

at time t if exactly one of its neighbors (cell i-1 or cell i+1) is alive at time t-1. 

Program Cellular.java simulates the behavior of this cellular automaton using 

two Boolean arrays. Array element cells[i] is true if cell i is alive in the current 

time t, and false otherwise; array element old[i] is true if cell i is alive in the 

previous time step t-1, and false otherwise.  

3. Cellular automata. Here's a nice review of cellular automata. Here's the 

Cellular Automata FAQ. Give 1d universal automaton.  

4. Firing squad synchronization problem. The firing squad problem was first 

proposed by Mynhill in 1957 and solve by Moore in 1962 in the context of 

finite state machines. You have a 1D cellular automata with 2n identical cells, 

each which can take on one of a finite number of colors. They all run at the 

same speed, and each can only communicate with its immediate neighbors. 

All cells are initially white. Design the machines so that after a "start" signal is 



given to the first machine (the general), all machines (the soldiers) turn a 

special "firing" color for the first time at time t. You don't know the size of the 

array ahead of time, so your solution must not depend on n. Hint: try to find 

the middle cell.  

5. Zebra stripes. Produce a picture of synthetic zebra stripes by simulating a 

2D cellular automaton using turtle graphics.  

a. Start by creating an N-by-N grid of cells, initializing each to black or 

white at random. Then, run 10 phases, where each phase iterates 

through the N-by-N cells one at a time, updating the color (black or 

white) of cell (i, j) as follows:  

i. For each neighboring cell (i', j') that is black such that |i - i'| = 

0 or 1 and |j - j'| <= 3, add 2.0 to a running total.  

ii. For each neighboring cell (i', j') that is black such that |i - i'| = 

2 or 3 and |j - j'| <= 3, subtract 1.2 from the running total.  

iii. If the running total exceeds 1.4, color (i, j) black; otherwise 

color it white.  

Write a program Zebra.java to illustrate the results of the cellular 

automaton.  

b. Experiment with a different weighting function (e.g., 2.0 and -0.4) and 

use the Manhattan distance function |i - i'| + |j - j'| instead of the one 

above.  

6. Paterson worms. Paterson worms are a recreation puzzle discovered by 

John Conway and popularized by Marvin Gardner, much like Conway's Game 

of Life. Write a program PatersonWorm.java that animates Patterson worms 

in Turtle graphics.  

7. Lindenmayer systems. Apply the replacement rule F -> F+F--F+F to the 

initial string F+F--F+F in parallel. For example, after one application the 

string becomes F+F--F+F--F+F--F+F--F+F--F+F. If you interpret F as go 1 

step forward, + as rotate 60 degrees clockwise and - as rotate 60 degrees 

counterclockwise, this sequence of commands draw the Koch snowflake. Write 

a program Lindenmayer.java that takes a command line argument N and 

prints the commands for generating the Koch curve of order N. Hint: use the 

string library method replaceAll.  

8. Lindenmayer system to generate trees. Write a program LSystem.java 

that creates tree-like graphics using the Lindenmayer system: XYZ.  



9. Lindenmayer system interpreter. Write a program that reads in the 

description of a Lindenmayer system and plots the resulting pattern.  

10. Ackermann's function. The Ackermann function A(m, n) is a deceptively 

simple function that plays a crucial role in the analysis of algorithms and 

complexity theory. It's defined recursively as follows:  

A(0, n) = n + 1  

A(m, 0) = A(m - 1, 1)  

A(m, n) = A(m - 1, A(m, n - 1))  

Write a program Ackermann.java that takes two command line parameters M 

and N and computes A(M, N).  

a. What happens when you compute A(3, 9)? Answer: stack overflow 

error.  

b. What is A(5, 5)? Answer: too many digits to ever print out. Here is A(4, 

2). To see how devastatingly fast this function grows, consider the 

following equivalent definition:  

A(0, n) = n + 1  

A(1, n) = 2 + (n + 3) - 3  

A(2, n) = 2 † (n + 3) - 3  

A(3, n) = 2 n + 3 - 3  

A(4, n) = 22...2 - 3        (n + 3 terms in the tower)  

... 

1. Buck's function. Buck's function is defined recursively as:  

f(m, n) = f(m-1, f(m, n-1)) 
f(0, n) = n + 1 
f(1, 0) = 2 
f(2, 0) = 0 
f(m, 0) = 1 for m = 3, 4, ... 

Calculate by hand f(1, n), f(2, n), f(3, n), and f(4, n) as a function of n.  

Answer: 2 + n, 2n, 2n, 222...2 (n terms in the tower).  

2. Cellular automata sand pile. Model sand falling into a pile using a cellular 

automata model.  

3. Schelling segregation model. Investigate the Schelling Segregation Model 

(SSM). "Among first constructive model of a dynamic system capable of self-



organization." Modeled an integrated environment where each agent has a 

slight preference for one's neighbors to be of the same kind could lead to 

segregation. For every colored cell, if greater than 1/3 (or some other 

threshold) of neighbors are a different color, move to a randomly selected cell 

(or have each cell take a random walk). (or perhaps examine all cells within 

some neighborhood, with weight proportional to 1/d). Schelling won the 2005 

Nobel Prize in Economics. Green turtles and red turtles. Preferences ripple 

through a pond. Even if turtles start out wanting only 30% similarity, they 

end up with around 70%. Here's a demo.  

7.6   Computability 

 

This section under major construction.  

In David Hilbert's famous 1900 address to the International Congress of Mathematics, 

he asserted:  

Take any definite unsolved problem, such as the question as to the irrationality of 

the Euler-Mascheroni constant ‡, or the existence of an infinite number of prime 

numbers of the form 2n+1. However, unapproachable these problems may seem to 

us and however helpless we stand before them, we have, nevertheless, the firm 

conviction that their solution must follow by a finite number of purely logical 

processes.  

Now that we have a clear notion of an algorithm (the Turing machine), we will see 

that some computational problems cannot be solved, regardless of the amount of 

resources available. If an algorithm exists to solve a particular problem, that problem 

is said to be solvable; otherwise the problem is unsolvable. We give several natural 

examples of unsolvable problems. Unsolvable problems arise in many areas 

including: cellular automata, chaos theory, combinatorics, operations research, 

statistics, physics, compiler theory, knot theory, logic, set theory, and topology. Note 

that unsolvability is a very strong statement about a problem - it says not only that 

scientists have not discovered an algorithm for the problem, but that such a 

discovery is impossible.  

Halting problem. The halting problem is the most famous of all unsolvable 

problems, and it was the first one classified as such. The input to the halting problem 

is a Turing machine and its input. The goal is to determine whether or not that 

Turing machine will ever reach the halt state. This is more difficult than it appears 

because very simple Turing machines, often referred to as busy beavers, may 

perform remarkably complex actions. An N-state busy beaver is a Turing machine 

defined on N states over the binary alphabet (0 and 1) that when started with an all 



zero tape, leaves as many 1's on the tape as possible before halting. Finding busy 

beavers for even modest size values of N is a surprisingly daunting task. The 

following 8-state Turing machine leaves 4,098 ones on the tape and halts after 

47,176,870 steps.  

 

However, it is not a busy beaver. In fact, Marxen and Buntrock have an 8-state 

Turing machine (when converted to our Minsky style notation) that leaves over 1047 

ones on the tape after more than 1095, and an astonishing 9-state Turing machine 

that leaves over 10865 ones on the tape, and halts after over 101730 steps.  

Halting problem in Java. We can recast the Halting problem in terms of the Java 

programming language. Here, the goal is to write a program, say Halt.java, that 

determines whether or not some static method, say mystery, goes into an infinite 

loop on some specific input x. This would be a powerful debugging tool. We've all 

written programs that go into infinite loops. The possibility of an infinite loop in your 

code usually signifies a bug. An infinite loop in a commercial piece of software could 

lead to angry customers, or worse. It would sure be nice if the Java compiler could 

warn us if our function might go into an infinite loop. To see why this is such a 

daunting task, consider program Perfect.java. It searches for an odd perfect number: 

a number that equals the sum of its proper divisors (e.g., 28 is perfect since 28 = 1 

+ 2 + 4 + 7 + 14). Does the program halt (assuming we never run into overflow 

problems)? If so, how long do we have to wait until we can conclude that it is in an 

infinite loop? We can type in the code and see what happens. If the program 

terminates, we can safely answer yes. The main obstacle is determining when to say 

no. Suppose we do stop the program at some point (Ctrl-c) and answer no. Maybe if 

we had left the program running just a bit longer it would have halted on its own. 

Despite intensive research, no one knows whether Perfect.java terminates. 

Mathematicians have proved that it will not terminate until n is at least 10300. This is 



an extreme example, but it highlights the fact that there is no easy way to tell 

whether a given program will terminate just by looking at it. In contrast, the 

program Cube.java searches for a positive integer-valued solution to 313(a3 + b3) = 

c3. It turns out that Cube.java does halt (assuming we never run into overflow 

problems), but not until c is greater than 101000. Indeed, we could pose mathematical 

problems like Fermat's Last Theorem in the same way (see Exercise XYZ). If the 

halting problem were solvable, then mathematics would be easy.  

The halting problem is unsolvable.   We sketch below a mind-blowing proof that 

no algorithm to solve the halting problem exists or could ever exist. The idea behind 

the proof is inspired by the following paradox. Is the following statement true or 

false? This sentence is false. The essence of this paradox is caused by self-reference. 

The TM "formalizes an old argument about why you can never have perfect 

introspection: because if you could, then you could determine what you were going 

to do ten seconds from now, and then do something else." (Scott Aaronson) The 

crucial idea in our Halting proof is to feed a program itself as input.  

Barber's Paradox. Suppose Barry is a Barber who claims that he shaves all (and 

only those) people in the town who do not shave themselves, and that Barber lives 

in the town and is clean-shaven. Does Barry shave himself? We can prove by 

contradiction that such a barber cannot exist.... We now apply the same logic 

reasoning to Java programs...  

Informal proof. Since the Java programming language is equivalent to Turing 

machines, it suffices to show that we can't write a Java program to solve the halting 

problem. We consider programs that take some arbitrary input (say from stdin). We 

denote the result of a program P run with input x by P(x). We use the mathematical 

technique of proof by contradiction, or reductio ad absurdum. Suppose, for the sake 

of contradiction, that there exists such a halting program Halt(P, x). (We will show 

that this leads to an obvious contradiction, and therefore, we must conclude that no 

such program exists.) It takes two inputs: a program P and its input x. Program 

Halt(P, x) outputs yes if P(x) halts, and no otherwise. Note that by our 

hypothesis, Halt(P, x) itself always halts for any pair of inputs.  

Now, the fun begins. Create a new program Strange(P) that takes as input a single 

program P. This new program calls the halting program with P as both inputs, i.e., 

Halt(P, P). [Refer back to Turing machine that creates a copy of its input.] It may 

seem odd to take a program as input, but this is rather common. Compilers do 

exactly this; they read in a Java program as input, and output a machine language 

program. As Marvin Minsky observes, you don't need to worry much about why we'd 

want to perform such an introverted computation. But, you can gain some intuition 



by considering a computational biologist who wants to create a complete description 

of their own genome! There is nothing at all absurd about this.  

Now, we design the program Strange(P) so that it promptly halts if Halt(P, P) 

outputs no. Otherwise, we make Strange(P) go into an infinite loop. In Java, the 

code for Strange(P) might look like:  

if (Halt(P, P) == true) 
   while (true)    // infinite loop 
      ; 

In summary  

a. If P(P) does not halt, then Strange(P) halts.  

b. If P(P) halts, then Strange(P) does not halt.  

Now, we perform the crucial step: give program Strange(P) itself as input, i.e., set 

P = Strange. Let's see what crazy thing happens. Statements (a) and (b) now 

reduce to:  

a. If Strange(Strange) does not halt, then Strange(Strange) halts.  

b. If Strange(Strange) halts, then Strange(Strange) does not halt.  

Both cases lead to a contradiction. The only thing we can conclude is that our 

hypothesis that program Halt(P, x) exists is impossible. That is, the halting 

problem is unsolvable!  

A poetic proof. 

  Here's a poem that proves the undecidability of the halting problem in verse! In the 

poetic proof, the program Strange() is replaced by Q().  

Diagonalization argument.   This proof is an example of a diagonalization 

argument: we imagine a 2D grid with the rows indexed by programs P, the columns 

indexed by inputs x, and Halt(P, x) is the result of running the halting program on 

P(x). The diagonal entries correspond to Halt(P, P). The essence of the proof is 

determining which row corresponds to the program Strange. The contradiction arises 

because we constructed Strange to differ with each row in the grid (specifically on 

each diagonal entry).  

Consequences.   As part of the correctness proof of any deterministic algorithm, we 

must argue that it terminates after a finite number of steps. There are important 

classes of programs where it's easy to tell, but the undecidability of the halting 

problem precludes a general rule or formula. Each proof of correctness may require 



an entirely new idea (e.g., the odd perfect number program), and there is no way to 

(fully) automate the process.  

Why debugging is hard? The following are undecidable.  

• Self-halting problem. Given a program that takes one input, does it terminate 

when given itself as input?  

• Totality problem. Given a program that takes one input, does it halt on all 

inputs. 3x+1 problem.  

• Program equivalence problem. Given two program that takes one input each, 

do they produce the same result on every input.  

• Dead code elimination. Will a particular piece of code ever get executed?  

• Variable initialization. Is a variable initialized before it is first referenced?  

• Memory management. Will a variable ever be referenced again?  

Other unsolvable problems. Here are some more example of unsolvable 

problems:  

• Rice's theorem.  Meta-theorem that says any nontrivial property of 

input/output of a Turing machine is undecidable. Nontrivial means some 

programs have that property and some don't. Does a Turing machine halt on 

all inputs? For infinitely many inputs? For no inputs? On at least two input 

strings of different lengths? Is set of strings accepted is a regular language? 

Do two Turing machines halt for exactly the same inputs?  

• Chaitin's number.   What is the probability that a Turing machine M will halt 

on a random input?  

• Hilbert's tenth problem.   To gain some historical perspective, we relay the 

famous story of Hilbert's tenth problem. In 1900, David Hilbert addressed the 

International Congress of Mathematicians in Paris and posed 23 problems as a 

challenge for the upcoming century. Hilbert's tenth problem was to devise a 

process according to which it can be determined by a finite number of 

operations whether a given multivariate polynomial has an integral root. For 

example, the polynomial f(x,y,z) = 6x3yz2 + 3xy2 - x3 - 10 has an integral 

root since f(5,3,0) = 0, whereas the polynomial f(x,y) = x2 + y2 - 3 does not 

have one. The problem dates back two thousand years to Diophantine, and it 

arises in diverse areas including: physics, computational biology, operations 

research, and statistics. At the time, there was no rigorous definition of an 

algorithm; consequently the existence of unsolvable problems was not even 

contemplated. In the 1970's Hilbert's 10th problem was resolved in a very 

surprising way: Yuri Matiyasevich proved that it is unsolvable. That is, it is 

impossible to create a program (say, in Java) that will read in an arbitrary 



multivariate polynomial as input, and return the appropriate yes-no answer! 

The problem is decidable if there is only one variable, but is undecidable even 

if there are 13 variables.  

• Roots of a function of one variable.   Hilbert's 10th problem is decidable if it is 

a function of a single variable. However, if we allow trigonometric functions, 

then the problem becomes undecidable again. Given a rational function f(x) of 

a single variable x comprised of polynomial (addition, multiplication, 

composition) and sine terms, does there exist an x* such that f(x*) = 0? 

Richardson's theorem is slightly weaker but more famous and earlier - it 

assumes f(x) is a function built from rational numbers, …, ln 2, the variable x, 

addition, multiplication, composition, sine, exponential, and absolute value 

functions. Reference: Paul Wang.  

• Definite integration.   The root-finding problem can be leveraged to show that 

definite integration is also undecidable. Given a definite integral of a function 

f(x) involving only polynomial and trigometric functions, is the integral of f(x) 

from -ˆ to +ˆ convergent (does the limit exist)? Hence we can't expect a 

symbolic algebra package (Maple or Mathematica) to always tell us the 

answer when we type in a definite integral. Undecidable even f(x) = [(x2 + 

1)g2(x)]-1, where g(x) is a rational function involving polynomials and sine 

terms.  

• Post's correspondence problem.   The following unsolvable puzzle involving 

strings was first analyzed by Emil Post in the 1940's. The input to the problem 

is N different card types. Each card type contains two strings, one on the top, 

one on the bottom. The puzzle is to arrange the cards so that the top and 

bottom strings are the same (a yes instance) or to report that it's impossible 

(a no instance). You are allowed to use an arbitrary number of each card type. 

Here's a yes instance of the problem with 4 card types:  

 

and a corresponding solution that uses cards 1, 3, 0, 2, and a second copy of 

card 1.  

 



The top string and bottom string are each abababababa. Here's a no instance 

with 4 cards:  

 

Why is it a no instance? In a yes instance, the top and bottom leftmost 

characters of the leftmost card in the solution must match. In this example, 

no card's leftmost top and bottom characters match. Hence, there is no 

possible way to line the cards up appropriately. In general, such a simple 

explanation may not exist. Here's a challenging 11 card instance created by 

Andrew Appel.  

Incredibly, it is impossible to write a Java program that reads in a sequence 

of N card types, and is always able to correctly report whether or not such an 

arrangement is possible. Of course, on some inputs (like the two above) the 

program may be able to return the correct answer. But, on some inputs the 

program is doomed to fail. Note that if you were restricted to using only one 

card of each type, then the problem could be solved by trying all possibilities, 

since the number of possibilities would be finite (although very large). 

Solvability refers to whether a computation can be done at all, not how much 

time it would take.  

• Program equivalence problem.   The program equivalence problem is to 

identify whether or not two programs produce identical output, given the 

same input. Clearly a grader in an introductory computer science class would 

appreciate such a program. More significantly, this would be immensely useful 

in testing a new program (e.g., a new, but intricate, sorting algorithm) by 

comparing it to a well-tested and bug-free version (e.g., brute-force search). 

Again, this problem is unsolvable.  

• Uninitialized variables.   The Java compiler sometimes complains that you 

may be accessing a local variable before it has been initialized. The 

programmer can sometimes guarantee that a variable is initialized, but the 

compiler is not "smart" enough to realize it. In the example below, a will be 

initialized to 17 because the length of an array is always nonnegative.  

public static void main(String[] args) { 
    int a; 
    if (args.length >= 0) a = 17; 
    int b = a * a; 
} 



Why can't the compiler figure this out on its own? In this case, it could. But in 

general, determining whether a variable has been initialized in undecidable. 

The compiler acts conservatively, using "sufficient" but not "necessary" tests.  

• Optimizing compilers (Reference: Appel paper). An optimizing compiler is a 

compiler that analyzes your program, removing any useless code and 

variables. Dead-code elimination: does control flow ever reach this point in 

program? Register allocation: starting from this point, can value in register x 

affect the result of the computation? Load/store scheduling: are these two 

references aliased (can they contain pointers to the same memory location)?  

• Data compression.   Given a string s, find the shortest (measured in number 

of characters) program that will output s. This problem is of fundamental 

importance in information theory and data compression. It is a formal 

statement of Occam's Razor -- find the simplest explanation that fits the facts. 

The Mandelbrot set is a beautiful example of a complex picture that can be 

generated with a simple program. It would be nice to have a formal method 

that guarantees to find such a concise description.  

• Virus recognition.  Informally, Fred Cohen defines a computer virus as a 

program that is able to infect other programs by modifying them to include a 

possibly evolved copy of itself. He also provides a rigorous definition involving 

Turing machines, and shows that that determining whether or not a given 

program is a virus is unsolvable.  

• Ambiguity in grammar.   Given a context free grammar, is it ambiguous?  

• Polygonal tilings.   Given a polygon, not necessarily regular or convex, is it 

possible to tile the whole plane with copies of that shape? Yes for rectangle, 

right triangle, or hexagon.  

• Wang tilings.   Given a set of Wang tiles can you arrange copies of the tiles to 

cover the infinite plane?  

• Self-assembly of infinite ribbons.   Self-assembly = "process by which objects 

autonomously come together to form complex structures." Reference. 

Applications to circuit fabrication, DNA computing, nano-robotics. Given a set 

of tiles, can you arrange copies of the tiles to form an infinite ribbon?  

• Group theory.  Testing whether a finitely presented group is commutative an 

undecidable problem. Testing whether it is finite, free, or simple are also 

undecidable problems.  

• Topology.  Testing whether two polyhedra (represented by their 

triangulations) are homeomorphic is undecidable. Testing whether two two n-

Manifolds (using Poincare's and Veblen's definition) are homeomorphic is 

undecidable for n > 3.  



• Queueing theory.  (Gamarnik) Is a homogeneous random walk in dimension d 

stable? Arriving jobs must be processed along some path in a graph. Jobs 

wait in a buffer if the processor is busy. Inter-arrival times and processing 

times are known. Scheduling policy is stable if there is a fixed upper bound on 

the number of parts in the system at all times. Is a generalized priority 

scheduling policy stable?  

• Control theory.  Global asymptotic stability of certain discrete time dynamical 

systems (hybrid systems, piecewise affine systems) in control theory (Blondel, 

Henzinger).  

• Wave equation.  Reference: Pour-El and Richards. The solution u(x, y, z, t) to 

the wave equation in three dimensions is unique determined by the initial 

conditions and du/dt at time t = 0. Even if the initial data are computable 

values, the solution can attain a non-computable value at a computable point 

in space-time. Can't numerically solve some differential equations.  

• Dynamical systems.  Reference: Christopher Moore. Given a generalized shift 

•, is • chaotic?  

Implications.   The existence of unsolvable problems has profound consequences in 

both computation and philosophy. First, it says there are some languages that 

cannot be recognized by any computer. That is, all computers have intrinsic 

limitations. These problems can be of enormous practical significance, including 

Hilbert's 10th problem. We must work within the limitations of computers by 

recognizing and avoiding unsolvable problems. Second, the whole assertion that logic 

can solve any problem is intrinsically false. If the human brain operates equivalently 

to a machine, then according to the Church-Turing thesis, the human brain would be 

no more powerful than a Turing machine. Hence, humans would be incapable of 

solving problems like the Halting problem. Humans may have fundamental 

limitations, just like computers. Others would view this differently. Rosenbloom 

concludes man can never eliminate the necessity of using his own cleverness, no 

matter how cleverly he tries.  

Intuitively, computability tells us that to determine what a program actually does, 

you have to run the program.  

Computable numbers. One of Turing's main interests was in defining computable 

number - those numbers whose digits can be described by a mechanical process. For 

example, it is possible to write a Turing machine that leaves the digits of … (3, 1, 4, 

1, 5, etc) on some designated (write-once) part of the tape. Even though … is 

irrational, after a finite number of steps the first N digits are printed on the special 

part of the tape. Other examples of computable numbers include all integers, all 

rational numbers, sqrt(2), all algebraic numbers, sin(10), and erf(.4), the zeros of 



the Bessel function, etc. This includes pretty much all numbers that arise in scientific 

computing.  

Countable and uncountable numbers. A decision problem is a subset of strings 

over the some alphabet. There are countably many Turing machines (like the 

integers), but uncountably many decision problems (like the real numbers). Hence, 

virtually all decision problems are undecidable. This argument establishes the 

existence of undecidable problems, but does not construct any specific one like our 

proof of the undecidability of the halting problem. Similarly, there are only a 

countably infinite number of computable numbers, but uncountably many irrational 

numbers. Thus, most irrational numbers are not computable. Fortunately, the 

problems and numbers we encounter most often in science and engineering are 

decidable. Of course, this may be because those are exactly the ones with which we 

know how to cope!  

Godel's incompleteness theorem. Turing undecidability result was anticipated by 

one of the most shocking blows that shook the very foundations of mathematics. In 

1931, Kurt Godel proved that the most widely accepted mathematical formalization 

of the natural numbers (Principia Mathematica) was either incomplete (not every 

true statement could be proved true) or was inconsistent (some false statements 

could be proved true). Godel's incompleteness theorem applies to any formal 

mathematical system rich enough to express....  

Negative results. One of the distinguishing features of computer science that sets it 

apart from other sciences is the concept of "lower bounds" and "negative results." 

We see this with undecidability. We will also see it with NP-completeness and its 

derivatives, and lower bounds for sorting. Some of the great achievements in the 

social and physical sciences have dealt with impossibility results. There is 

Heisenberg's uncertainty principle in quantum mechanics, Arrow's impossibility 

theorem in economics, and Carnot's theorem in thermodynamics. In mathematics, 

there is Abel's impossibility theorem for finding the roots of 5th degree polynomials, 

the impossibility of trisecting an angle with a straight-edge and compass, proving 

Euclid's Parallel Postulate and the existence of non-Euclidean geometry, the 

irrationality of the square root of 2, Lindenman's proof that … is transcendental. 

Outside of mathematic logic (e.g, Goedel's theorem), there are few disciplines with 

formal methodologies for proving such negative results.  

Exercises 

Creative Exercises 



1. (Hopcroft, Motwani, and Ullman.) For each of the two instances to the PCP, 

either find a solution or argue why no such solution is possible.  

0   1    2   3        0    1    2     3 
a   aba  b   bb       abb  ba   bab   bbabaa 
ba  ab   ba  b        bb   bab  abb   babaab 

Answer: A solution to the first instance is bababaababb (2-0-2-1-1-3). The 

second instance has no solution. Observe that all cards have at least as many 

b's on the bottom as on the top. We must start with card 1, which has one 

more b on the bottom than on the top.  

2. Solvable instance of PCP. The PCP problem is undecidable even if the only 

allowable symbols are 0 and 1. Devise an algorithm that determines whether 

a PCP problem is a yes instance assuming that the only allowable symbol is 1. 

Hint: requires some number theory.  

3. 3x + 1 function. It is not always easy to tell whether or not a specific 

function terminates on all inputs, even if the function is only a few lines long. 

For example, consider whether or not the following Collatz function 

terminates for input x.  

void mystery(int x) { 
   while (x > 1) { 
      if (x % 2 == 1) x = 3*x + 1; 
      else            x = x / 2;  
   } 
} 

On many inputs, including 8 and 7, the program terminates:  

mystery(8):  8 4 2 1 
mystery(7):  7 22 11 34 17 52 26 13 40 20 10 5 16 8 4 2 1   

At first glance, this appears like a simple problem. To determine whether or 

not a program terminates on any specific input, it is tempting to run the 

program with the given input and see what happens. If the program 

terminates, we can safely answer yes. The main obstacle is deciding when to 

stop and say no. Suppose we do stop the program at some point and answer 

no. Maybe, if we had left the programming running just a bit longer, it would 

have terminated. There is no way to know for sure.  

4. 196 problem. Given a positive integer, reverse the digits and add it to the 

original number. Repeat until you get a palindrome. For example, if we start 

with 5280, the reverse is 825, so the next number is 5280 + 825 = 6105. The 



next number is 6105 + 5016 = 11121. The last number is 11121 + 12111 = 

23232 since it is a palindrome. This reverse and add 

 algorithm terminates quickly for most integers. Nobody knows whether it 
terminates for 196, although it is known not to terminate in the first 9 million 
iterations.  

5. Fermat style problem. Is there a positive integer-valued solution to 313(a3 

+ b3) = c3? Write a program Cube.java that enumerates all integers a, b, and 

c and checks for a solution to the equation. Does the program halt (assuming 

no overflow)? Answer: yes, but don't wait around since the smallest 

counterexample has more than 1,000 digits!  

6. Fermat's last theorem. In 1XYZ Fermat conjectured that that there are no 

positive integers a, b, c, and n such that an + bn = cn for n > 2. Write a 

program Fermat.java to search for a counterexample and terminate if it finds 

one. Enumerate over all tuples a, b, c, and n in increasing order of cn. In 

19XY Andrew Wiles proved Fermat's last theorem, which implies that 

Fermat.java will never terminate, assuming no overflow.  

7. Quine. A quine is a program that when executes prints itself as output. Write 

a Java program Quine.java that is a quine. Reference. Here is a list of quines 

in many languages.  

8. Pangram. Write a computer program to create true sentence of the form 

"This computer-generated pangram contains _ a's, _ b's, ... " where the 

blanks are replaced by English words for the numbers.  

This computer-generated pangram contains six a's, one b, three c's, three d's, 

thirty-seven e's, six f's, three g's, nine h's, twelve i's, one j, one k, two l's, 

three m's, twenty-two n's, thirteen o's, three p's, one q, fourteen r's, twenty-

nine s's, twenty-four t's, five u's, six v's, seven w's, four x's, five y's, and one 

z.  

Reference: here  

9. Self-halting problem. Self-halting problem: given a program that takes one 

input, does it terminate when given itself as input? Prove that this problem is 

undecidable by following a similar argument as for the halting problem.  

10. Totality problem. The totality problem is to decide whether an arbitrary 

Turing machine halts on all inputs. Such a program would enable us 

automatically detect for the possibility of infinite loops in our Java programs. 

Prove that the totality problem is undecidable by showing that you could solve 

the halting problem if you had a program TOTALITY(P) that returns true or 

false depending on whether the Turing machine P halts on all inputs.  



Solution: suppose we want to solve the halting problem, e.g., to know 

whether the Turing machine Q halts on input x. Create a new machine P that 

takes an arbitrary input, ignores it, and runs Q on x. Now, P halts on all 

inputs if and only if Q halts on input x. Thus, we could use P to solve the 

halting problem.  

11. Program equivalence problem. Prove that the program equivalence 

problems in undecidable. Program equivalence problem: given two programs 

P and Q, do they produce the same result for all possible input values. Such a 

program means that an optimizing compiler cannot guarantee to find the 

optimally efficient program since there may be better versions, but the 

compiler can't be sure that they are equivalent.  

Solution: We will restrict attention to Turing machines with no output - either 

they halt or don't halt. We can easily construct a Turing machine Q that 

always halts and outputs nothing. Then PEQ(P, Q) outputs true if and only if P 

halts for all possible input values. Thus, if we had a subroutine PEQ(P, Q) we 

could solve the totality problem, which is undecidable. Hence PEQ(P, Q) is as 

well.  

12. Busy beavers and computability. The busy beaver function B(n) is defined 

to be the maximal number of ones that an n-state Turing machine over the 

binary alphabet can leave on an initially blank tape, while still halting. The 

functions B(n) is not computable: it is not possible to write a computer 

program that will take in an integer n and return B(n). Jeffrey Shallit's 

handout provides a rigorous proof of this statement.  

13. A consequence. Our proof of the undecidability of the Halting problem uses 

a Turing machines whose input is a representation of itself. In fact, the 

Halting problem is undecidable even if the input to the Turing machine is 

blank (all 0's). Such machines are called Blank Tape Turing Machines. 

Furthermore, the problem is undecidable even if we only allow a two symbol 

alphabet (0 and 1). We leverage the non-computability of B(n) to establish 

this fact.  

For the sake of contradiction, let's assume that we can decide whether or not 

any Turing machine M halts when started with a blank tape. Given such a 

decider, we'll show how to compute B(n).  

INPUT:  integer n 
 
FOREACH n-state Turing machine M 
   -  Check whether or not M halts when started with a blank tape 
   -  If it halts, run M until it halts and count how many 1's 



      it leaves on the tape 
 
OUTPUT: the maximum number of 1's left on the tape by any machine 

This procedure will terminate since there are only finitely many n-state Turing 

machines (and we can enumerate them in an orderly manner), and we only 

simulate the actions of those Turing machines that halt. This procedure 

computes B(n) since all n-state Turing machines that halt are considered.  

This construction implies that we have a method for computing B(n). Since 

computing B(n) is undecidable, our original assumption that we could decide 

whether a Turing machine halts must be invalid. Thus, it is impossible to write 

a computer program to decide whether a Turing machine will halt, even if the 

Turing machine begins with an empty tape and it works over the binary 

alphabet.  

14. Amoeba growth. Suppose that you start with one amoeba in a jar. Every 

minute, each amoeba turns into 0 (dies), 1 (does nothing), 2 (splits into two), 

or 3 (splits into three) amoeba with probability 25%. What is the probability 

that the amoeba population eventually goes extinct? Write a Java program to 

simulate this experiment. How do you know when to stop and conclude that 

the population will not die out? Answer: using probability theory, can compute 

that extinction probability = sqrt(2) - 1. Using Java, no easy answer.  

15. 60-minute halting problem. Is it possible to write a program that takes as 

input another program and its input and determines whether or not it will halt 

in less than 60 minutes (say on a machine that performs one machine 

instruction per second)?  

16. Pell's equation. Pell's equation is to find an integer solution (x, y) to the 

equation x^2 - Dy^2 = 1, where D is a positive integer. Find the small 

positive integer solution to x^2 - 991y^2 - 1 = 0. Answer: x = 1, y = 0 is a 

trivial solution, but the smallest positive position is x = 

379516400906811930638014896080, y = 

12055735790331359447442538767.  

17. Archimedes cattle problem. Following problem arose in the solution of 

Archimedes cattle problem, a numerical problem that defied mathematicians 

for over 200 years until advent of the computer age. Find smallest positive 

integral solution to x^2 - 4729494y^2 = 1. Answer: x = 

109931986732829734979866232821433543901088049, y = 

50549485234315033074477819735540408986340.  

 
 



 

7.7   Intractability 

 

This section under major construction.  

 

The goal of complexity theory is to understand the nature of efficient computation. In 

Section 4.1, we learned about analysis of algorithms, which enables us to classify 

algorithms according to the amount of resources they will consume. In this section, 

we will learn about a rich class of problems for which nobody has been able to devise 

an efficient algorithm.  

Computational complexity. 

As digital computers were developed in the 1940s and 1950s, the Turing machine 

served as the theoretical model of computation. In the 1960s Hartmanis and Stearns 

proposed measuring the time and memory needed by a computer as a function of 

the input size. They defined complexity classes in terms of Turing machines and 

proved that some problems have "an inherent complexity that cannot be 

circumvented by clever programming." They also proved a formal version ( time 

hierarchy theorem) of the intuitive idea that if given more time or space, Turing 

machines can compute more things. In other words, no matter how hard a problem 

is (time and space requirements), there are always harder problems.  

Computational complexity is the art and science of determining resource 

requirements for different problems. Computational complexity deals with assertions 

about any conceivable algorithm for a problem. Making such statements is 

significantly more challenging than understanding the running time of one particular 

algorithm for the problem since we must reason about all possible algorithms (even 

those not yet discovered). This makes computational complexity an exciting, yet 

daunting, field of study. We will survey some of its most important ideas and 

practical outgrowths.  

Polynomial-time. 

In Section 4.1, we learned how to analyze the running time of an algorithm as a 

function of its input size. When solving a given problem, we prefer an algorithm that 

takes 8 N log N steps to one that takes 3 N2 steps, since when N is large, the first 

algorithm is significantly faster than the first. The second algorithm will ultimately 

solve the same problem (but it might take hours instead of seconds). In contrast, an 

exponential time algorithm has a different qualitative behavior. For example, a brute 



force algorithm for the TSP might take N! steps. Even if each electron in the universe 

(1079) had the power of today's fastest supercomputer (1012 instructions per second), 

and each worked for the life of the universe (1017 seconds) on solving the problem, it 

would barely make a dent in solving a problem with N = 1,000 since 1000! >> 101000 

>> 1079 * 1012 * 1017. Exponential growth dwarfs technological change. We refer to 

any algorithm whose running time is bounded by a polynomial in the input size (e.g., 

N log N or N^2) as a poly-time algorithm.  

Create log-log scale plot of N, N3, N5, N10, 1.1N, 2N, N! as in Harel p. 74.  

As programmers gained more experience with computation, it became evident that 

poly-time algorithms were useful and exponential-time algorithms were not. In a 

very influential paper, Jack Edmonds referred to polynomial algorithms as "good 

algorithms" and argued that polynomial time is a good surrogate for efficient 

computation. Kurt Godel wrote a letter to von Neumann (p. 9) in 1956 that contains 

the (implicit) notion that polynomiality is a desirable feature. Earlier (1953), von 

Neumann recognized the qualitative difference between polynomial and exponential 

algorithms. The idea of classifying problems according to polynomial and exponential 

time profoundly changed the way people thought about computational problems.  

Search problems. 

Informally we define a search problem as a computational problem where we are 

looking for a solution among a (potentially huge) number of possibilities, but such 

that when we find a solution, we can easily check that it solves our problem. Given 

an instance I of a search problem (some input data specifying the problem), our goal 

is to find a solution S (an entity that meets some pre-specified criterion) or report 

that no such solution exists. To be a search problem, we require that it be easy to 

check that S is indeed a solution. By easy, we mean poly-time in the size of the input 

I. The complexity class NP is the set of all search problems. Here are a few examples.  

• Linear systems of equations. Given a system of linear equations Ax = b, find 

a solution x that satisfies the equations (if one exists). The problem is in NP 

because if we are given a purported solution x, we can check that Ax = b by 

plugging in x and verifying each equation.  

• Linear programming. Given a system of linear inequalities Ax ‰ b, find a 

solution x that satisfies the inequalities (if one exists). The problem is in NP 

because if we are given a purported solution x, we can check that Ax ‰ b by 

plugging in x and verifying each inequality.  

• Integer linear programming. Given a system of linear inequalities Ax ‰ b, find 

a binary (0/1) solution x that satisfies the inequalities (if one exists). The 

problem is in NP because if we are given a purported solution x, we can check 

that Ax ‰ b by plugging in x and verifying each inequality.  



While it is easy to check a proposed solution to all three problems, how difficult is it 

to find a solution from scratch?  

Remark: our definition of NP is slightly non-standard. Historically, complexity classes 

were defined in terms of decision problems (yes-no problems). For example, given a 

matrix A and a vector b, does there exist a solution x such that Ax = b?  

P. 

The complexity class P is the set of all search problems solvable in poly-time (on a 

deterministic Turing machine). As before, we define P in terms of search problems 

(instead of decision problems). It captures most of the problems that we can solve in 

practice on real machines. We list a few examples below:  

 

Problem Description Algorithm Instance Solution 

GCD 
Find the greatest common divisor 

of two integers x and y. 

Euclid's 

algorithm 

(Euclid, 300 

BCE) 

34, 51 17 

STCONN 
Given a graph G and two vertices s 

and t, find a path from s to t.  

BFS or DFS 

(Theseus) 
  

SORT 
Find permutation that puts 

elements in ascending order. 

Mergesort 

(von Neumann, 

1945) 

2.3 8.5 1.2 

9.1 2.2 0.3 

5 2 4 0 1 

3 

PLANARITY 
Given a graph G, draw it in the 

plane so that no two edges cross.  

(Hopcroft-

Tarjan, 1974) 
  

LSOLVE 
Given a matrix A and a vector b, 

find a vector x such Ax = b.  

Gaussian 

elimination 

(Edmonds, 

1967) 

x+y=1 

2x+4y=3 

x = 1/2 

y = 1/2  

LP 
Given a matrix A and a vector b, 

find a vector x such that Ax ‰ b?  

Ellipsoid 

algorithm 

(Khachiyan, 

1979) 

x+y‰1 

2x+4y‰3 

x = 0 

y = 0 



DIOPHANTINE 

Given a (sparse) polynomial of one 

variable with integer coefficients, 

find an integral root? 

(Smale et. al, 

1999) 
x5 - 32 x = 2 

 

Extended Church-Turing Thesis. 

In the mid 1960s Cobham and Edmonds independently observed that the set of 

problems solvable in a polynomial number of steps remains invariant over a very 

wide range of computational models, from deterministic Turing machines to RAM 

machines. The extended Church-Turing thesis asserts that the Turing machine is as 

efficient as any physical computing device. That is, P is the set of search problems 

solvable in poly-time in this universe. If some piece of hardware solves a problem of 

size N in time T(N), the extended Church-Turing thesis asserts that a deterministic 

Turing machine can do it in time T(N)k for some fixed constant k, where k depends 

on the particular problem. Andy Yao expresses the broad implications of this thesis:  

They imply that at least in principle, to make future computers more efficient, one 

only needs to focus on improving the implementation technology of present-day 

computer designs.  

In other words, any reasonable model of computation can be efficiently simulated on 

a (probabilistic) Turing machine. The extended Church-Turing thesis is true for all 

known physical general purpose computers. For random access machines (e.g., your 

PC or Mac) the constant k = 2. So, for example, if a random access machine can 

perform a computation in time N3/2, then a Turing machine can do the same 

computation in time N3.  

Does P = NP? 

One of the most profound scientific questions of our time is whether P = NP. That is, 

can all search problems be solved in polynomial time? Clay Foundation offers a 1 

million dollar millennium prize for solving it. Here are some speculations on when the 

question will be resolved. The overwhelming consensus is that P != NP, but nobody 

has been able to prove it.  

Video of Homer Simpson pontificating over P = NP, with accompanying music Erased 

by Paradise Lost.  

Godel's letter to von Neumann anticipated the P = NP question. He recognized that if 

P = NP (satisfiability is in P), it "would have consequences of the greatest 

importance" since then "the mental work of a mathematician concerning Yes-or-No 



questions could be completely replaced by a machine." He asked for which 

combinatorial problems was there a more efficient alternative to exhaustive search.  

Reduction. 

Reduction or simulation is a powerful idea in computer science.... Problem-solving 

framework that transforms a problem X into a simpler problem Y such that it is easy 

to deduce a solution to the original problem X based on the solution for Y.  

NP-completeness. 

Informally, NP-complete problems are the "hardest" problems in P; they are the ones 

most likely to not be in P. Define: a problem is NP-complete if (i) it is in NP and (ii) 

every problem in NP polynomial reduces to it. Defining the concept of NP-

completeness does not mean that such problems exist. In fact, the existence of NP-

complete problems is an amazing thing. We cannot prove a problem is NP-complete 

by presenting a reduction from each NP problem since there are infinitely many of 

them. In the 1960s, Cook and Levin proved that SAT is NP-complete.  

This is an example of universality: if we can solve any NP-complete, then we can 

solve any problem in NP. Unique scientific discovery giving common explanation to 

all sorts of problems. It is even more amazing that that there exist "natural" 

problems that are NP-complete.  

The impact of NP-completeness on the natural sciences has been undeniable. One 

the first NP-complete problems were discovered, intractability "spread like a 

shockwave through the space of problems", first in computer science, and then to 

other scientific disciplines. Papadimitriou lists 20 diverse scientific disciplines that 

were coping with internal questions. Ultimately, scientists discovered their inherent 

complexity after realizing that their core problems were NP-complete. NP-

completeness is mentioned as a keyword in 6,000 scientific papers per year. 

"Captures vast domains of computational, scientific, mathematical endeavors, and 

seems to roughly delimit what mathematicians and scientists had been aspiring to 

compute feasibly." [Papadimitriou] Few scientific theories have had such a breadth 

and depth of influence.  

Some NP-complete problems. Since the discovery that SAT is NP-complete, tens 

of thousands of problems have been identified as NP-complete. In 1972, Karp 

showed that 21 of the most infamous problem s in discrete mathematics were NP-

complete, including Tsp, Knapsack, 3Color, and Clique. The failure of scientists to 

find an efficient algorithm for these 21 problems, despite being unaware that they 

were NP-complete, was among the first evidence suggesting that P != NP. Below we 

list a sampling of some NP-complete problems. Here are some more NP-complete 

problems. This is only meant to illustrate their diversity and pervasiveness.  



• Bin Packing. You have n items and m bins. Item i weighs w[i] pounds. Each 

bin can hold at most W pounds. Can you pack all n items into the m bins 

without violating the given weight limit?  

This problem has many industrial applications. For example, UPS may need to 

ship a large number of packages (items) from one distribution center to 

another. It wants to put them into trucks (bins), and use as few trucks as 

possible. Other NP-complete variants allow volume requirements: each 3-

dimensional package takes up space and you also have to worry about 

arranging the packages within the truck.  

• Knapsack. You have a set of n items. Item i weighs w[i] pounds and has 

benefit b[i]. Can you select a subset of the items that have total weight less 

than or equal to W and total benefit greater than or equal to B? For example, 

when you go camping, you must select items to bring based on their weight 

and utility. Or, suppose you are burglarizing a home and can only carry W 

pounds of loot in your knapsack. Each item i weighs w[i] pounds has a street 

value of b[i] dollars. Which items should you steal?  

• Subset Sum. Given n integers does there exists a subset of them that sum 

exactly to B? For example, suppose the integers are {4, 5, 8, 13, 15, 24, 33}. 

If B = 36 then the answer is yes (and 4, 8, 24 is a certificate). If B = 14 the 

answer is no.  

• Partition. Given n integers, can you divide them into two subsets so that each 

subset sums to the same number? For example, suppose the integers are {4, 

5, 8, 13, 15, 24, 33}. Then the answer is yes, and {5, 13, 33} is a certificate. 

Load balancing for dual processors.  

• Integer linear programming. Given an integer matrix A and an integer vector 

b, does there exist an integer vector x such that Ax ‰ b? This is a central 

problem in operations research since many optimization problems can be 

formulated in this way. Note the contrast to the linear programming problem 

presented above where we are looking for a rational vector instead of an 

integer vector. The line between problems which are tractable and problems 

which are intractable can be very subtle.  

• SAT. Given n Boolean variables x1, x2, ..., xN and a logical formula, is there an 

assignment of truth variables that makes the formula satisfiable, i.e., true? 

For example, suppose the formula is  

(x1' + x2 + x3) (x1 + x2' + x3) (x2 + x3) (x1' + x2' + x3')  

Then, the answer is yes and (x1, x2, x3) = (true, true, false) is a certificate. 

Many applications to electronic design automation (EDA), including testing 



and verification, logic synthesis, FPGA routing, and path delay analysis. 

Application to AI, including knowledge base deduction and automatic theorem 

proving.  

Exercise: given two circuits C1 and C2, design a new circuit C such that some 

setting of input values makes C output true if and only if C1 and C2 are 

equivalent.  

• 3-SAT. Given n Boolean variables x1, x2, ..., xN and a logical formula in 

conjunction normal form (product-of-sums) with exactly 3 distinct literals per 

clause, is there an assignment of truth variables that makes the formula 

satisfiable?  

• Clique. Given n people and a list of pairwise friendships. Is there a group or 

clique of k people such that every possible pair of people within the group are 

friends? It is convenient to draw the friendship graph, where we include a 

node for each person and an edge connecting each pair of friends. In the 

following example with n = 11 and k = 4, the answer is yes, and {2, 4, 8, 9} 

is a certificate.  

• Longest path. Given a set of nodes and pairwise distances between nodes, 

does there exists a simple path of length at least L connecting some pair of 

nodes?  

• Machine Scheduling. Your goal is to process n jobs on m machines. For 

simplicity, assume each machine can process any one job in 1 time unit. Also, 

there can be precedence constraints: perhaps job j must finish before job k 

can start. Can you schedule all of the jobs to finish in L time units?  

Scheduling problems have a huge number of applications. Jobs and machines 

can be quite abstract: to graduate Princeton you need to take n different 

courses, but are unwilling to take more than m courses in any one semester. 

Also, many courses have prerequisites (you can't take COS 226 or 217 before 

taking 126, but it is fine to take 226 and 217 at the same time). Can you 

graduate in L semesters?  

• Shortest Common Superstring. Given the genetic alphabet { a, t, g, c } and N 

DNA fragments (e.g., ttt, atggtg, gatgg, tgat, atttg) is there a DNA sequence 

with K or fewer characters that contains every DNA fragment? Suppose K = 

11 in the above example; then the answer is yes and atttgatggtg is a 

certificate. Applications to computational biology.  

• Protein folding. Proteins in organism fold in three dimensional dimensional 

space in a very specific way, to their native state. This geometric pattern 

determines the behavior and function of a protein. One of the most widely 



used folding models is the two dimensional hydrophilic-hydrophobic (H-P) 

model. In this model, a protein is a sequence of 0s and 1s, and the problem is 

to embed it into a 2-d lattice such that the number of pairs of adjacent 1s in 

the lattice, but not in the sequence (its energy), is minimized. For example, 

the sequence 011001001110010 is embedded in the figure below in such a 

way that there are 5 new adjacent pairs of 1s (denoted by asterisks).  

0 --- 1 --- 1 --- 0 
      *     *     | 
0 --- 1 --- 1     0 
|     *     |     | 
0 --- 1  *  1  *  1 
      |     |     | 
      0     0 --- 0  

Minimizing the H-P energy of a protein is NP-hard. (Papadimitriou, et al.) It is 

well accept by biologists that proteins fold to minimize their energies. A 

version of Levinthal's paradox asks how it is possible that proteins are able to 

efficiently solve apparently intractable problems.  

• Integration. Given integers a1, a2, ..., aN, does the following integral equal 0?  

 

If you see this integral in your next Physics course, you should not expect to 

be able to solve it. This should not come as a big surprise because in Section 

7.4 we consider a version of integration that is undecidable.  

• Crossword puzzle. Given an integer N, and a list of valid words, is it possible 

to assign letters to the cells of an N-by-N grid so that all horizontal and 

vertical words are valid? No easier if some of the squares are black as in a 

crossword puzzle.  

• Tetris.  

• Minesweeper.  

• Regular expressions. Give two regular expressions over the unary alphabet 

{ 1 }, do they represent different languages? Give two NFAs, do they 

represent different languages? It may not be apparent that either problem is 

even decidable since we don't have an obvious bound on the size of the 

smallest string that is in one language but not the other. [Note that the 

corresponding inequivalence problem for DFAs is polynomial solvable.] The 



reason why we phrase the problem as inequivalence instead of equivalence is 

that it is easy to check that the two entities are non-equivalent by 

demonstrating a string s. In fact, if the two languages are different, then the 

smallest string is polynomial in the size of the input. Thus, we can use the 

efficient algorithms from Section 7.xyz to check whether s is recognized by an 

RE or accepted by an NFA. However, to argue that two REs are equivalent, we 

would need an argument that guarantees that all strings in one are in the 

other, and vice versa. [It is possible to devise an (exponential) algorithm to 

test whether two REs or NFAs are equivalent, although this should not be 

obvious.]  

• Lemmings. Is it possible to guide a tribe of green-haired lemming creatures to 

safety in a level of the game Lemmings?  

• Multinomial minimization over unit hypercube. Given a multinomial of N 

variables, is the minimum <= C, assuming all variables are bounded between 

0 and 1. Classic calculus problem: min f(x) = ax^2 + bx + c over [0, 1]. 

Derivative at x = ?? is 0, but minimum occurs at boundary.  

• Quadratic Diophantine equations. Given positive integers a, b, and c, are 

there positive integers x and y such that ax2 + by = c?  

• Knot theory. Which knots on a 3-dimensional manifold bound a surface of 

genus ‰ g?  

• Bounded Post Correspondence Problem. Given a post correspondence problem 

with N cards and an integer K &le N, is there a solution that uses at most K 

cards? Recall it is undecidable if there is no limit on K.  

• Nash equilibria. Cooperative game theory. Given a 2-player game, find a Nash 

equilibrium that maximizes the payoff to player 1. Do more than one NE 

exist? Is there a NE that is Pareto optimal? NE that maximizes social welfare.  

• Quadratic congruence. Given positive integers a, b, and c, is there a positive 

integer x < c such that x2 = a (mod b)?  

• Ising model in 3d. Simple mathematical model of phase transitions, e.g., 

when water freezes or when cooling iron becomes magnetic. Computing 

lowest energy state is NP-hard. Solvable in polynomial time if graph is planar, 

but 3d lattice is nonplanar. Holy grail of statistical mechanics for 75 years 

before proved NP-hard. Establishing NP-completeness means that physicists 

won't spend another 75 years attempting to solve the unsolvable.  

• Bandwidth minimization. Given an N-by-N matrix A and an integer B, is it 

possible to permute the rows and columns of A such that Aij = 0 if |i - j| > B. 

Useful for numerical linear algebra.  



• Voting and social choice. NP-hard for an individual to manipulate a voting 

scheme known as single transferable vote. NP-hard to determine who has 

won an election in a scheme seriously proposed by Lewis Carroll (Charles 

Dodgson) in 1876. In Carroll's scheme, the winner is the candidate who with 

the fewest pairwise adjacent changes in voters' preference rankings becomes 

the Condercet winner (a candidate who would beat all other candidates in a 

pairwise election). Shapley-Shubik voting power. Computing the Kemeny 

optimal aggregation.  

Coping with intractability. 

The theory of NP-completeness says that unless P = NP, there are some important 

problems for which we can't create an algorithm that simultaneously achieves the 

following three properties:  

• Guarantee to solve the problem in polynomial-time.  

• Guarantee to solve the problem to optimality.  

• Guarantee to solve arbitrary instances of the problem.  

When we encounter an NP-complete problem, we must relax one of the three 

requirements. We will consider solutions to the TSP problem that relax one of the 

three goals.  

Complexity theory deals with worst-case behavior. This leaves open the possibility of 

designing algorithms that run quickly on some instances, but take a prohibitive 

amount of time on others. For example, Chaff is a program that can solve many real-

world SAT instances with 10,000 variables. Remarkably, it was developed by two 

undergraduates at Princeton. The algorithm does not guarantee to run in polynomial 

time, but the instances we're interested in may be "easy."  

Sometimes we may be willing to sacrifice the guarantee on finding the optimal 

solution. Many heuristic techniques (simulating annealing, genetic algorithms, 

Metropolis algorithm) have been designed to find "nearly optimal" solutions to the 

TSP problem. Sometimes it is even possible to prove how good the resulting solution 

will be. For example, Sanjeev Arora designed an approximation algorithm for the 

Euclidean TSP problem that guarantees to find a solution that costs at most, say 1%, 

above the optimum. Designing approximation algorithms is an active area of 

research. Unfortunately, there are also non-approximability results of the form: if 

you can find an approximation algorithm for problem X that guarantees to get within 

a factor of 2 of the optimum, then P = NP. Thus, designing approximation algorithms 

for some NP-complete problems is not possible.  



If we are trying to solve a special class of TSP problems, e.g., where the points lie on 

the boundary of a circle or the vertices of an M-by-N lattice, then we can design 

efficient (and trivial) algorithms to solve the problem.  

Exploiting intractability. Having intractability problems is occasionally a good thing. 

In Section XYZ, we will exploit intractable problems to design cryptographic systems.  

Between P and NP-complete. Most natural problems in NP are now known to be in 

P or NP-complete. If P != NP, then there are provably some NP problems that are 

neither in P or NP-complete. Like "dark matter we have not developed means of 

observing." A few notable unclassified problems in the netherworld: factoring, and 

subgraph isomorphism.  

• Factoring. Best known algorithm is 2^O(n^1/3 polylog(n)) - number field 

sieve. Believed by experts not to be in P.  

• Precedence constrained 3-processor scheduling. Given a set of unit length 

tasks, and a precedence order, find the shortest schedule on 3 parallel 

machines.  

• Turnpike problem. Given N(N-1)/2 positive numbers (not necessarily distinct), 

does there exist a set of N points on the line such that these numbers are the 

pairwise distances of the N points. Intuition: points are exits on I-95. Problem 

first arose in 1930s in the context of x-ray crystallography. Also known as the 

partial digest problem in molecular biology.  

• Boolean formula dualization. Given a monotone CNF formula and a monotone 

DNF formula, are they equivalent? (a + b)(c + d) = ac + ad + bc + bd. 

Naively applying De Morgan's law leads to exponential algorithm because of 

redundancy. Best algorithm O(n^(log n / log log n)).  

• Stochastic games. White, Black and Nature alternate moving a token on the 

edges of a directed graph, starting at the start state s. White's goal is to 

move the token to a goal state t. Black's goal is to prevent the token from 

ever reaching t. Nature moves the tokens at random. Given a digraph, a start 

state s, and a goal state t,, does White have a strategy which will make the 

token reach t with probability Š 1/2? Problem is in NP intersect co-NP, but not 

known to be in P. Believed to be in P, we just haven't found a poly-time 

algorithm.  

Other complexity classes. 

The complexity classes P, NP, and NP-complete are the three most famous 

complexity classes. Scott Aaronson's website The Complexity Zoo contains a 

comprehensive list of other complexity classes that are useful in classifying problems 

according to their computational resources (time, space, parallelizability, use of 



randomness, quantum computing). We describe a few of the most important ones 

below.  

• PSPACE. The complexity class PSPACE = problems solvable by a Turing 

machine using polynomial space. PSPACE-complete = in PSPACE and every 

other problem in PSPACE can be reduced to it in polynomial time.  

o Here is a complexity version of the halting problem. Given a Turing 

machine that is limited to n tape cells, does it halt in at most k steps? 

The problem is PSPACE-complete, where n is encoded in unary. This 

means that unless P = PSPACE, we are unlikely to be able to tell 

whether a given program, running on a computer with n units of 

memory, will terminate before k steps substantially faster than the 

trivial method of running it for k steps and seeing what happens.  

o Bodlaender: given a graph with vertices 1, ..., N, two players alternate 

in labeling the vertices red, green, or blue. The first player to label a 

vertex the same color as one of its neighbors loses. Determining 

whether there is a winning strategy for the first player is PSPACE-

complete.  

o Versions of many conventional games are provably intractable; this 

partially explains their appeal. Also natural generalizations of Othello, 

Hex, Geography, Shanghai, Rush Hour, go-moku, Instant Insanity, and 

Sokoban are PSPACE-complete.  

Eppstein's list of hard games.  

o Is a given string a member of a context sensitive grammar?  

o Do two regular expressions describe different languages? PSPACE-

complete even over the binary alphabet and if one of the regular 

expressions is .*.  

o Another example that can be made rigorous is the problem of moving 

a complicated object (e.g., furniture) with attachments that can move 

and rotate through an irregularly shaped corridor.  

o Another example arises in parallel computing when the challenge is to 

determine whether a deadlock state is possible within a system of 

communicating processors.  

Note PSPACE = NPSPACE (Savitch's theorem).  

• EXPTIME. The complexity class EXPTIME = all decision problem solvable in 

exponential time on deterministic Turing machine. Note P € NP € PSPACE € 

EXPTIME, and, by the time hierarchy theorem, at least one inclusion is strict, 



but unknown which one (or more). It is conjectured that all inclusions are 

strict.  

o Roadblock from Harel p. 85.  

o Natural generalization of chess, checkers, Go (with Japanese style ko 

termination rule), and Shogi are EXPTIME-complete. Given a board 

position, can the first player force a win? Here N is the size of the 

board, and the running time is exponential in N. One reason that these 

problems are harder from a theoretical standpoint than Othello (and 

other PSPACE-complete games) is that they can take an exponential 

number of moves. Checkers (aka English draughts on an N-by-N 

board): player can have an exponential number of moves at a given 

turn because of jump sequences. [pdf] Note: depending on 

termination rules, checkers can either be PSPACE-complete or 

EXPTIME-complete. For EXPTIME-complete, we assume the "forced 

capture rule" where a player must make a jump (or sequence of 

jumps) if available.  

o Here is a complexity version of the halting problem. Given a Turing 

machine, does it halt in at most k steps? Alternatively, given a fixed 

Java program and a fixed input, does it terminate in at most k steps? 

The problem is EXPTIME-complete. Here the running time is 

exponential in the binary representation of k. In fact, no turing 

machine can guarantee to solve it in, say, O(k / log k) steps. Thus, 

brute force simulation is essentially best possible: provably, the 

problem cannot be solved substantially faster than the trivial method 

of running the Turing machine for the first k steps and seeing what 

happens.  

An EXPTIME-complete problem cannot be solved in poly-time on a 

deterministic Turing machine - it does not depend on the P ‹ NP conjecture.  

• EXPSPACE. EXPSPACE-complete: given two "extended" regular expressions, 

do they represent different languages? By extended, we allow a squaring 

operation (two copies of an expression). Stockmeyer and Meyer (1973). Or, 

more simply set intersection (Hunt, 1973). Word problem for Abelian groups 

(Cardoza, Lipton, Meyer, 1976).  

• DOUBLE-EXPTIME. The class DOUBLE-EXPTIME is the set of all decision 

problems solvable in doubly exponential time. A remarkable example is 

determining whether a formula in first order Presburger arithmetic is true. 

Presburger arithmetic consists of statements involving integers with + as the 

only operation (no multiplication or division). It can model statements like the 



following: if x and y are integer such that x &le y + 2, then y + 3 > x. In 

1929 Presburger proved that his system is consistent (can't prove a 

contradiction like 1 > 2) and complete (every statement can be proven true 

or false). In 1974, Fischer and Rabin proved that any algorithm that decides 

the truth of a Presburger formula requires at least 2(2cN) time for some 

constant c, where N is the length of the formula.  

• Non-elementary. More than 2^2^2^...^2^N for any finite tower. Given two 

regular expressions that allow squaring and complementation, do they 

describe different languages?  

Other types of computational problems. 

We focus on search problems since this is a very rich and important class of 

problems for scientists and engineers.  

• Search problems. This is the version we have considered in detail. Technically, 

FP = polynomial-time function problems, FNP = polynomial-time function 

problems on nondeterministic Turing machine. FP problems can have any 

output that can be computed in polynomial time (e.g., multiplying two 

numbers or finding the solution to Ax = b).  

• Decision problems. Traditionally, complexity theory is defined in terms of 

yes/no problems, e.g., Does there exist a solution to Ax &le b? Definition of 

reduction is cleaner (no need to deal with output). Classes P and NP 

traditionally defined in terms of decision problems. Typically the search 

problem reduces to the decision problem (and this is known to be true for all 

NP-complete problems). Such search problems are referred to as self-

reducible. The P = NP question is equivalent to the FP = FNP question.  

• Total functions. Occasionally, a decision problem is easy, while the 

corresponding search problem is (believed to be) hard. For example, there 

may be a theorem asserting that a solution is guaranteed to exist, but the 

theorem does not provide any hint as to how to find one efficiently.  

o subset sum example. Given N numbers, find two (disjoint) subsets of 

these N numbers that sum to exactly the same value. If N = 77 and all 

the numbers are at most twenty-one decimal digits long, then by the 

pigeonhole principle, at least two subsets must sum to the same value. 

This is because there are 2^77 subsets but at most 1 + 77 * 10^21 < 

2^77 possible sums. Or decision = composite, search = factor.  

o John Nash proved that Nash equilibria always exist in a normal form 

game of two or more players with specified utilities. Proof was 

nonconstructive, so unclear how to find such an equilibria. Proved to 



be PPAD-complete - the analog of NP-complete for problems known to 

have solutions.  

o General equilibrium theory is foundation of microeconomics. Given an 

economy with k commodities, each of N agents has an initial 

endowment of the commodities. Each agent also as a utility function 

for each commodity. The Arrow-Debreu theorem asserts that under 

suitable technical conditions (e.g., utility functions are continuous, 

monotonic, and strictly concave) there exist a (unique) set of market 

prices such that each agent sells all their goods and buys the optimal 

bundle using this money (i.e., supply equals demand for every 

commodity). But how does market compute it? The proof relies on a 

deep theorem from topology (Kakutani's fixed point theorem) and no 

efficient algorithm is currently known. Economists assume that the 

market finds the equilibrium prices; Adam Smith used the metaphor of 

the invisible hand to describe this social mechanism.  

o Generalization of 15-slider puzzle. Testing whether solution exists is in 

P, but finding shortest solution is intractable. [Ratner-Warmuth, 1990]  

• Optimization problems. Sometimes we have optimization problems, e.g., TSP. 

Given an NP problem and a cost function on solutions, the goal for a given 

instance is to find the best solution for it (e.g find the shortest TSP tour, the 

minimum energy configuration, etc.) Sometimes hard to formulate as a 

search problem (find the shortest TSP tour) since not clear how to efficiently 

check that you have optimal tour. Instead, we rephrase as: given a length L, 

find a tour of length at most L. Then binary search for optimal L.  

• Counting problems. Given an NP problem, find the number of solutions for it. 

For example, given a CNF formula, how many satisfying assignments does it 

have? Includes many problems in statistical physics and combinatorics. 

Formally, the class of problems is known as #P.  

• Strategic problems. Given a game, find an optimal strategy (or best move) 

for a player. Includes many problems in economics and board games (e.g., 

chess, go).  

Output polynomial-time. 

Some problems involve more output than a single bit of information. For example, 

outputting a solution to the Towers of Hanoi problem requires at least 2^N steps. 

This requirement is not because the solution is inherently hard to compute, but 

rather because there are 2^N symbols of output, and it takes one unit of time to 

write each output symbol. Perhaps a more natural way to measure efficiency is a 

function both of the input size and of the output size. A classic electrical engineering 



problem with DFAs is to build a DFA from a RE that uses the minimum number of 

states. We would like an algorithm that is polynomial in the size of the input RE 

(number of symbols) and also in the size of the output DFA (number of states). 

Unless P = NP, designing such an algorithm is impossible. In fact, it's not even 

possible to design a polynomial algorithm that gets the answer within a constant (or 

even polynomial) number of states! Without the theory of NP-completeness, 

researchers would waste time following unpromising research directions.  

Other lower bounds. 

• Information theoretic. In Section X.Y we saw that insertion uses at most N^2 

compares to sort N items, and mergesort uses at most N log N compares. A 

natural question to ask is whether we can do better, perhaps one that uses at 

most 5N compares or even 1/2 N log N compares. To make the question more 

precise, we must explicitly state our computational model (decision tree). 

Here, we assume that we only access the data through the less() function. 

A remarkable theorem due to X says that no (comparison based) sorting 

algorithm can guarantee to sort every input of N distinct elements in fewer 

than ~ N log N compares. To see why, observe that each compare (call to 

less) provides one bit of information. In order to identify the correct 

permutation, you need log N! bits, and log N! ~ N log N. This tells us that 

mergesort is (asymptotically) the best possible sorting algorithm. No sorting 

algorithm in existence (or even one not yet imagined) will use substantially 

fewer compares.  

• 3-Sum hard. Given a set of N integers, do any three of them sum to 0? 

Quadratic algorithm exists (see exercise xyz), but no subquadratic algorithm 

known. 3-SUM linear reduces to many problems in computational geometry. 

(find whether set of points in the plane have 3 that are collinear, decide 

whether a set of line segments in the plane can be split into two subsets by a 

line, determining whether a set of triangles cover the unit square, can you 

translate a polygon P to be completely inside another polygon Q, robot motion 

planning).  

Brute force TSP takes N! steps. Using dynamic programming, can get it down to 2^N. 

Best lower bound = N. Essence of computational complexity = trying to find 

matching upper and lower bounds.  

Circuit complexity. 

There are other ways to define and measure computational complexity. A Boolean 

circuit of n inputs can compute any Boolean function of n variables. We can associate 

the set of binary strings of size n for which the circuit outputs 1 as the set of strings 



in the language. We need one circuit for each input size n. Shannon (1949) proposed 

the size of the circuit as a measure of complexity. It is known that a language has 

uniformly polynomial circuits if and only if the language is in P.  

Physical and analog computation. 

The P = NP question is a mathematical question regarding the capabilities of Turing 

machines and classical digital computers. We might also wonder whether the same is 

true for analog computers. By analog, we mean any "deterministic physical device 

that uses a fixed number of physical variables to represent each problem variable." 

Internal state represented by continuous variables instead of discrete. E.g., soap 

bubbles, protein folding, quantum computing, gears, time travel, black holes, etc.  

Vergis, Steiglitz, and Dickinson proposed an analog form of the Strong Church-Turing 

thesis:  

Any finite analog computer can be simulated efficiently by a digital computer, in the 

sense that the time required by the digital computer to simulate the analog computer 

is bounded by a polynomial function of the resources used by the analog computer.  

The resources of the analog computer could be time, volume, mass, energy, torque, 

or angular momentum. Reference: The Physics of Analog Computation  

Any reasonable model of computation (e.g., not involving exponential parallelism) 

can be simulated in polynomial time by a Turing machine (supplemented by a 

hardware random number generator).  

Reference: Scott Aaronson. Can yield new insights into physics. One day "the 

presumed intractability of NP-complete problems might be taken as a useful 

constraint in the search for new physical theories" just like the second law of 

thermodynamics. Still can be falsified by experiment, but don't waste time looking...  

• Soap bubbles. Folklore that you can solve Steiner tree problem. In reality, 

only finds a local minimum, and may take a while to do so.  

• Quantum computing. One speculative model of computation - quantum 

computers - might be capable of solving some problems in a polynomial time 

that a deterministic Turing machine cannot do. Peter Shor discovered an N^3 

algorithm for factoring N-digit integers, but the best known algorithm on a 

classical computer takes time exponential in N. Same idea could lead to a 

comparable speedup in simulating quantum mechanical systems. This 

explains the recent excitement in quantum computation, as it could result in a 

paradigm shift for computing. However, quantum computers do not yet 

violate the extended Church-Turing thesis since we don't yet know how to 

build them. (Difficult to harness because much of the quantum information 

seems to be easily destroyed by its interactions with the outside world, i.e., 



decoherence.) Moreover, it is still possible that someone might discover a 

poly-time algorithm for factoring on a classical computer, although most 

experts suspect that this is not possible. Grover's algorithm: search in sqrt(N) 

time instead of N.  

Richard Feynman showed in 1982 that classical computers cannot simulate 

quantum mechanical systems without slowing down exponentially (crux of 

argument is that Turing machines have locality of reference whereas quantum 

mechanics includes "exploit spooky action at a distance"). A quantum 

computer might be able to get around this problem. Feynman quote with 

respect to building a computer to simulate physics...  

"The rule of simulation that I would like to have is that the number of 

computer elements required to simulate a large physical system is only to be 

proportional to the space-time volume of the physical system. I don't want to 

have an explosion."  

Rephrase in terms of modern complexity theory by replacing "proportional to" 

by "bounded by a polynomial function of".  

Deutsch-Jozsa give algorithm that is provably exponentially faster on a 

quantum computer than on a deterministic Turing machine. (Though 

exponential gap does not exist if the Turing machine has access to a 

hardware random number generator and can be wrong with negligible 

probability. Quantum computers can generate true randomness. )  

PRIMES and COMPOSITE. 

It is easy to convince someone that a number is composite by producing a factor. 

Then, the person just has to check (by long division) that you did not lie to them. 

Marin Mersenne conjectured that numbers of the form 2p - 1 are prime for p = 2, 3, 

5, 7, 13, 17, 19, 31, 67, 127 and 257. His conjecture for p = 67 was disproved by F. 

N. Cole over two hundred and fifty years later in 1903. According to E. T. Bell's book 

Mathematics: Queen and Servant of Science  

In the October meeting of the AMS, Cole announced a talk "On the Factorisation of 

Large Numbers". He walked up to the blackboard without saying a word, calculated 

by hand the value of 267, carefully subtracted 1. Then he multiplied two numbers 

(which were 193707721 and 761838257287). Both results written on the blackboard 

were equal. Cole silently walked back to his seat, and this is said to be the first and 

only talk held during an AMS meeting where the audience applauded. There were no 

questions. It took Cole about 3 years, each Sunday, to find this factorization, 

according to what he said.  



For the record 267 - 1 = 193707721 † 761838257287 = 147573952589676412927.  

Q + A 

Q. Are polynomial algorithms always useful?  

A. No, algorithms that take N100 or 10100 N2 steps are as useless in practice as 

exponential ones. The constants that arise in practice are usually sufficiently small 

that poly-time algorithms scale to huge problems, so polynomiality often serves as a 

surrogate for useful in practice.  

Q. Why is the class of all search problems named NP?  

A. The original definition of NP was in terms of nondeterministic Turing machines: NP 

is the set of all decision problems that can be solved in poly-time on a 

nondeterministic Turing machine. Roughly speaking, the difference between a 

deterministic and nondeterministic Turing machine is that the former operates like a 

conventional computer, performing each instruction in sequence, forming a 

computational path; a nondeterministic Turing machine can "branch off" where each 

branch can execute a different statement in parallel, forming a computational tree (If 

any path in the tree leads to a YES, then we accept; if all paths lead to NO, we 

reject.) This is where the N in NP comes from. It turns out the two definitions are 

equivalent, but the certificate one is now more widely used. (Also, Karp's 1972 paper 

uses the poly-time verifiability definition.)  

Q. What is the complexity class NP-hard?  

A. Several competing definitions. We define a problem (decision, search, or 

optimization) problem to be NP-hard if solving it in poly-time would imply P = NP. 

Definition implicitly uses Turing reduction (extended to search problems).  

Q. What's so hard about factoring an integer N in polynomial time - can't I just 

divide all potential factors less than N (or ƒN) into x and see if any have a remainder 

of zero?  

A. The algorithm is correct, but remember it takes only lg N bits to represent the 

integer N. Thus, for an algorithm to be polynomial in the input size, it must be 

polynomial in lg N, and not N.  

Q. How is it possible that checking whether an integer is composite is solvable in 

poly-time, yet finding its factors is not known (or believed) to be?  

A. There are ways to prove a number is composite without getting your hands on 

any of its factors. A famous theorem from number theory (Fermat's little theorem) 



implies that if you have two integers a and p such that (i) a is not a multiple of p and 

(ii) ap-1 != 1 (mod p), then p is not prime.  

Q. Is there a decision problem that is polynomial solvable on a quantum computers, 

but provably not in P?  

A. This is an open research problem. FACTOR is a candidate, but there is no proof 

that FACTOR is not in P, although this is widely believed to be outside P.  

Q. Does NP = EXPTIME?  

A. The experts believe no, but have been unable to prove it.  

Q. Suppose someone proves P = NP. What would be the practical consequences?  

A. It depends on how the question is resolved. Obviously, it would be a remarkable 

theoretical breakthrough. In practice, it might have dramatic significance if the proof 

of P = NP established a fast algorithm for an important NP-complete problem. If the 

proof results in an 2^100 N^117 algorithm for the TSP (and the constant and 

exponent could not be reduced), it would not have little practical impact. It could 

also be that someone proves P = NP by indirect means, thereby yielding no 

algorithm at all!  

Q. Suppose someone proves P != NP. What would be the practical consequences?  

A. It would be a remarkable theoretical breakthrough and solidify the foundation of 

much of computational complexity.  

Q. Suppose P = NP. Does that mean deterministic TM are the same as non-

deterministic TM?  

A. Not quite. For example, even if P = NP, a non-deterministic TM may be able to 

solve a problem in time proportional to N^2, where the best deterministic one would 

take N^3. If P = NP, it just means that the two types of machines solve the same set 

of decision problems in polynomial time, but it says nothing about the degree of the 

polynomial.  

Q. Where can I learn more about NP-completeness?  

A. The authoritative reference remains Garey and Johnson Computers and 

Intractability: A Guide to the Theory of NP-completeness. Many of the most 

important subsequent discoveries are documented in David Johnson's NP-

completeness column.  

Exercises 



1. Which of the following can we infer from the fact that the traveling 

salesperson problem is NP-complete, if we assume that P is not equal to NP?  

a. There does not exist an algorithm that solves arbitrary instances of the TSP 

problem.  

b. There does not exist an algorithm that efficiently solves arbitrary 

instances of the TSP problem.  

c. There exists an algorithm that efficiently solves arbitrary instances of 

the TSP problem, but no one has been able to find it.  

d. The TSP is not in P.  

e. All algorithms that are guaranteed to solve the TSP run in polynomial 

time for some family of input points.  

f. All algorithms that are guaranteed to solve the TSP run in exponential 

time for all families of input points.  

Answer: (b) and (d) only.  

1. Which of the following can we infer from the fact that PRIMALITY is in NP but 

not known to be NP-complete, if we assume that P is not equal to NP?  

a. There exists an algorithm that solves arbitrary instances of PRIMALITY.  

b. There exists an algorithm that efficiently solves arbitrary instances of 

PRIMALITY.  

c. If we found an efficient algorithm for PRIMALITY, we could 

immediately use it as a black box to solve TSP.  

Answer: We can infer only (a) since all problems in P are decidable. If P != NP, 

then there are problems in NP that are neither in P or NP-complete. 

PRIMALITY could be one of them (although this was recently disproved). Part 

(c) cannot be inferred since we don't know if PRIMALITY is NP-complete.  

1. Which of the following are NP-complete?  

a. The brute force TSP algorithm.  

b. The quicksort algorithm for sorting.  

c. The Halting problem.  

d. Hilbert's 10th problem.  

Answer: None. NP-completeness deals with *problems* not specific algorithm 

for problems. The Halting problem and Hilbert's 10th problem are undecidable, 

so they are not in NP (and all NP-complete problems are in NP).  



1. Let X and Y be two decision problems. Suppose we know that X reduces to Y. 

Which of the following can we infer?  

a. If Y is NP-complete then so is X.  

b. If X is NP-complete then so is Y.  

c. If Y is NP-complete and X is in NP then X is NP-complete.  

d. If X is NP-complete and Y is in NP then Y is NP-complete.  

e. X and Y can't both be NP-complete.  

f. If X is in P, then Y is in P.  

g. If Y is in P, then X is in P.  

Answer: (d) and (g) only. X reduces to Y means that if you had a black box to 

solve Y efficiently, you could use it to solve X efficiently. X is no harder than Y.  

1. Suppose that X is NP-complete, X reduces to Y, and Y reduces to X. Is Y 

necessarily NP-complete?  

Answer: No, since Y may not be in NP. For example if X = CIRCUIT-SAT and Y 

= CO-CIRCUIT-SAT then X and Y satisfy the conditions, but it is unknown 

whether Y is in NP.  

2. Show that CIRCUIT-SAT reduces to CIRCUIT-DIFF. Hint: create a circuit with 

N inputs that always outputs 0.  

3. Show that CIRCUIT-DIFF reduces to CIRCUIT-SAT.  

4. Show that DETERMINANT is in NP: given an N-by-N integer matrix A, is 

det(A) = 0?  

Solution: certificate is a nonzero vector x such that Ax = 0.  

5. Show that FULL-RANK is in NP: given an N-by-N integer matrix A, is det(A) ‹ 

0?  

Solution: certificate is an N-by-N inverse matrix B such that AB = I.  

6. Search problems vs. decision problems. We can formulate a search 

problem using a corresponding decision problem. For example, the problem of 

finding the prime factorization of an integer N can be formulate using the 

decision problem: given two integers N and and L, does N have a nontrivial 

factor strictly less than L. The search problem is solvable in polynomial time if 

and only if the corresponding decision problem is. To see why, we can 

efficiently find the smallest factor p of N by using different values of L along 



with binary search. Once we have the factor p, we can repeat the process on 

N/p.  

Usually we can show that the search problem and the decision problem are 

equivalent up to polynomial factors in running time. Papadimitriou (Example 

10.8) gives an interesting counterexample to the rule. Given N positive 

integers such that their sum is less than 2^N - 1, find two subsets whose sum 

is equal. For example, the 10 numbers below sum to 1014 < 1023.  

23 47 59 88 91 100 111 133 157 205  

Since there are more subsets of N integers (2^N) than numbers between 1 

and 1014, there must be two different subsets with the same sum. But 

nobody know a polynomial time algorithm for finding such a subset. On the 

other hand, the natural decision problem is trivial solvable in constant time: 

are there two subsets of numbers that sum to the same value?  

7. Pratt's primality certificate. Show that PRIMES is in NP. Use Lehmer's 

theorem (Fermat's Little Theorem Converse) which asserts that an integer p 

> 1 is prime if and only if there exists an integer x such that xN-1 = 1 (mod p) 

and x(p-1)/d ‹ 1 (mod p) for all prime divisors d of p-1. For example, if N = 

7919, then the prime factorization of p-1 = 7918 = 2 † 37 † 107. Now x = 7 

satisfies 77918 = 1 (mod 7919), but 77918/2 ‹ 1 (mod 7919), 77918/37 ‹ 1 (mod 

7919), 77918/107 ‹ 1 (mod 7919). This proves that 7919 is prime (assuming 

that you recursively certify that 2, 37, and 107 are prime).  

8. Pell's equation. Find all positive integer solutions to Pell's equation: x^2 - 

92y^2 = 1. Solution: (1151, 120), (2649601, 276240), etc. There are 

infinitely many solutions, but each successive one is about 2300 times the 

previous one.  

9. Pell's equation. In 1657, Pierre Fermat challenged his colleagues with the 

following problem: given a positive integer c, find a positive integer y such 

that cy2 is a perfect square. Fermat used c = 109. It turns out the smallest 

solution is (x, y) = (158,070,671,986,249, 15,140,424,455,100). Write a 

program Pell.java that reads in an integer c and finds the smallest solution to 

Pell's equation: x2 - c y2 = 1. Try c = 61. The smallest solution is 

(1,766,319,049, 226,153,980). For c = 313, the smallest solution is 

( 3,218,812,082,913,484,91,819,380,158,564,160). The problem is provably 

unsolvable in a polynomial number of steps (as a function of the number of 

bits in the input c) because the output may require exponentially many bits!  

10. 3-COLOR reduced to 4-COLOR. Show that 3-COLOR polynomial reduces to 

4-COLOR. Hint: given an instance G of 3-COLOR, create an instance G' of 4-



COLOR by adding a special vertex x to G and connecting it to all of the 

vertices in G.  

11. 3-SAT. Show that 3-SAT is self-reducible.  

12. 3-COLOR. Show that 3-COLOR is self-reducible. That is, given an oracle that 

answers whether or not any graph G is 3-colorable, design an algorithm that 

can 3-color a graph (assuming it is 3-colorable). Your algorithm should run in 

poly-time plus a polynomial number of calls to the oracle.  

13. Connectivity. Reduce STCONN (s-t connectivity) to USTCONN (undirected s-t 

connectivity).  

14. LP standard form. A standard form linear program is Ax = b, x Š 0. Show 

how to reduce a general linear program (with ‰, Š, and = constraints) to 

standard form.  

7.8 Cryptography 

 

This section under major construction.  

Cryptology. Cryptology is the science of secret communication. It has two main 

subfields: cryptography is the science of creating secret codes; cryptanalysis is the 

science of breaking codes. There are five pillars of cryptology:  

• Confidentiality: keep communication private.  

• Integrity: detect unauthorized alteration to communication.  

• Authentication: confirm identity of sender.  

• Authorization: establish level of access for trusted parties.  

• Non-repudiation: prove that communication was received.  

We will focus primarily on confidentiality, the most romantic of these endeavors. 

Highly recommended reading for entertainment: The Code Book. Useful Flash demo: 

e-Security history from rsa.com.  

Some applications of crypto. Phil Zimmermann asserts "Cryptography used to be 

an obscure science, of little relevance to everyday life. Historically, it always had a 

special role in military and diplomatic communications. But in the Information Age, 

cryptography is about political power, and in particular, about the power relationship 

between a government and its people. It is about the right to privacy, freedom of 

speech, freedom of political association, freedom of the press, freedom from 

unreasonable search and seizure, freedom to be left alone." (Code Book, p. 296). 

Crypo benefits both ordinary citizens and terrorists. Enables e-commerce. Below is a 



table of activities that we would like to be able to implement digitally and securely. 

We all list a number of everyday analog implementation of each task.  

Task Analog Implementations 

Protect information  Code book, lock and key  

Identification  
Driver's license, Social Security number, password, 

bioinformatics, secret handshake  

Contract  Handwritten signature, notary  

Money transfer  Coin, bill, check, credit card  

Public auction  Sealed envelope  

Public election  Anonymous ballot  

Poker  Cards with concealed backs  

Public lottery  Dice, coins, rock-paper-scissors  

Anonymous 

communication  
Pseudonym, ransom note  

A malicious adversary can sometimes subvert these analog implementations: forgery, 

lock picks, counterfeiters, card cheats, ballot-stuffing, loaded dice.  

Our goal. Our goal is to implement all of these tasks digitally and securely. We 

would also like to implement additional tasks that can't be done with physics! For 

example: play poker variant where dealer wins if no one has an Ace, have an 

anonymous election where everyone learns winner, but nothing else. Is any of this 

possible? If so, how? In the remainder of this section, we will give a flavor of modern 

(digital) cryptography, implement a few of these tasks, and sketch a few technical 

details.  

History. Decryption of Mary Stuart's encrypted letters revealed her intent to 

assassinate Elizabeth I. In the 1800s, Edgar Allen Poe boasted that he could break 

anyone's cypher using frequency analysis. Alan Turing led a team at Bletchley Park 



which cracked the German Enigma cipher. Many historians believe this was the 

turning point of World War II. Here's an Enigma applet.  

Security by obscurity. The Content Scrambling System (CSS) is used by Hollywood 

to encrypt DVDs. Each disc has three 40-bit keys. Each DVD decoder has unique 40-

bit key. In principle it is "not possible" to play back on computer without disc. In 

1999, two Norwegians (Canman and SoupaFrog, 1999) wrote a decryption algorithm 

that cracked the CSS system. CSS was a proprietary algorithm and Hollywood was 

banking on the fact that nobody would discover the algorithm. Moreover, the size of 

the keys was too small, so brute force attacks were possible. Other high profile 

failures due to ad hoc approach: GSM cell phones, Windows XP product activiation, 

RIAA digital music watermarking, VCR+ codes, and Adobe eBooks, Diebold 

AccuVote-TS electronic voting machines, ExxonMobil SpeedPass RFIDs.  

In 1883, The Dutch linguist Auguste Kerckhoffs von Nieuwenhof embodied the 

underlying principle guiding modern cryptography in his paper Cryptographie 

militaire:  

Il faut qu'il n'exige pas le secret, et qu'il puisse sans inconvenient tomber entre les 

mains de l'ennemi.  

The system must not require secrecy and can be stolen by the enemy without 

causing trouble.  

This is now known as Kerckhoffs' Principle. The security of a cryptosystem should not 

depend on keeping the algorithm secret, but only on keeping the numeric key secret. 

There are two primary distinctions between the algorithm and the numeric key. (Ed 

Felten) First, since we generate the numeric key at random, we can accurately model 

and quantify how long it would take an adversary to guess (under general technical 

conditions); in contrast, it is much harder to predict or quantify how long it would 

take an adverary to guess our algorithm. Second, it's easy to use different numeric 

keys for different purposes of people, or to stop using a key that has been 

compromised; it's more difficult to design new algorithms.  

It says that systems based on "security by obscurity" are fatally flawed. This is 

equivalent to Shannon's maxim is "The enemy knows the system." The design of 

secure systems should be left to the experts. Despite this, we can still explore the 

basic ideas of cryptography that the experts use.  

The participants. In keeping with the rich tradition of cryptographers, Alice and 

Bob are the two people trying to communicate securely over an insecure 

communication channel. We will assume that the message is already encoded in 

binary, so we can treat it as a (potentially huge) integer m. We let N denote the 

number of bits in the message m. Alice applies an encryption function E to the 

message, which produces another N bit integer E(m). Bob receives E(m) and applies 



his decryption function D to this. An obvious condition for this to make any sense is 

that D(E(m)) = m. In other words, Bob recovers the original message. Eve is a third 

party who wishes to intercept the message. Eve can observe E(m), so for the 

scheme to be secure, it should be prohibitively difficult for Eve to recover m from 

E(m) alone.  

Private key cryptography. Private key = two parties share a secret key prior to 

their communication. One-time pads (Chapter 1) are provably secure if the bits in 

the key are generated from a truly random source. It is also extremely easy to 

implement. Nevertheless, one-time pads have several mitigating factors that render 

it impractical in most situations. First, it is a challenge to generate truly random bits, 

free of biases and correlations. One must go outside the world of digital computers 

and extract them from some physical source (e.g., time between emission of 

particles due to radioactive decay, sound from a microphone, elapsed time between 

keystrokes). Such sources are often biased and we would need to take great care to 

prevent Eve from observing or tampering with the process. The scheme is called 

one-time since we need new key for each message or part of the message. If we re-

use a one-time pad, then the system is no longer secure. Signature? Non-

repudiation? Perhaps the most limiting factor is key distribution. Alice and Bob must 

know each other and exchange the key sending the secret message. The Kremlin 

and White House used to communicate with each other using this method. A trusted 

courier would be sent across the Atlantic Ocean with a briefcase of one-time pads 

handcuffed to his arm. This method is ridiculously impractical for if Alice wants to 

purchase a product from Bob over the Internet.  

Other private key encryption schemes. Data Encryption Standard (DES). Advanced 

Encryption Standard (AES, Rijndael algorithm). Blowfish. Methods are not provably 

secure like one-time pads, but have withstood the test of time of mathematical 

scrutiny. Efficient. However, these schemes suffer from the same key-distribution 

problem that plagues one-time pads. One emerging solution to the key distribution 

problem is to use quantum mechanics. This is known as Quantum Key Distribution. It 

is an unconditionally secure way for two parties to share a one-time pad. Moreover, 

there is an intrusion detection component so that if Eve observes even one bit, both 

parties will learn about the attempted eavesdropping.  

Modern cryptography. The modern theory of cryptography leverages the theory of 

hard problems. The goal is to show that breaking security system is equivalent to 

solving some of the world's greatest unsolved problems! Bruce Schneier, a noted 

electronic security expert, wrote in Applied Cryptography, "It is insufficient to protect 

ourselves with laws, we need to protect ourselves with mathematics." The 

foundations of modern cryptography hinges on three crucial axioms and one 

important fact.  



• Axiom 1. Players can toss coins. Crypto is impossible without randomness so 

this axiom is essential. In practice we can generate truly random bits by using 

quantum phenomenon or the radioactive decay of particles.  

• Axiom 2. Players are computationally limited. We express this notion formally 

by restricting the participants (communicating parties and malicious 

adversaries) to use only polynomial time algorithms.  

• Axiom 3. Factoring is hard computationally. We assume that it is not possible 

to factor an N-bit integer in time polynomial in N. Given an integer (e.g., 

1541) it appears difficult to find its prime factorization. However, given the 

factors (e.g., 23 * 67) it is easy to multiply them out and obtain the original 

number. This is referred to as a "1-way trapdoor function" since it is easy to 

go one way (from factors to product), but apparently hard to go the other 

way (from product to factors).  

• Fact. Primality testing is easy computationally. Miller-Rabin primality testing 

algorithm. PRIMES in P proved in 2002.  

If the three axioms above are valid, then digital cryptography exists. That is, it is 

possible to do all of the previous tasks digitally.  

Public key cryptography. Public key cryptography is an amazing scheme that 

enables two parties to communicate securely, even if they've never met. It is the 

digital analog of a box with a combination lock. Suppose Alice wants to send Bob a 

message. First, Bob send the box to Alice with the padlock in the open position, 

without revealing the combination to anyone. Alice puts her message in the box, 

closes the combination lock, and sends it back to Bob. Eve may intercept the box in 

transit, but since she doesn't know the combination, she is unable to open it. She 

can try to guess the combination, but there are just too many possibilities. When the 

box arrives, Bob can open it, knowing that nobody else looked inside (unless they 

knew the combination).  

To do this digitally, Bob has two keys (or combinations): his private key d is not 

revealed to anybody, his public key e is published in an Internet phonebook. We 

think of the keys as integers, but they are really just sequences of bits, say 1024. If 

Alice wants to send a message to Bob, she looks up Bob's public key e on the 

Internet. She uses e to encrypt her message and sends it to Bob. Bob uses his 

private key d to decrypt the message.  

The idea of public key cryptography was first published in 1976 by Whitfield Diffie 

and Martin Hellman in their groundbreaking paper New Directions in Cryptography. 

This paper described a public key cryptosystem for the key distribution problem. The 

idea was apparently discovered independently by Ellis, Cocks, and Williamson in the 



UK at the Government Communications Headquarters (GCHQ) in the early 1970s, 

but their work remained a secret for two decades.  

RSA cryptosystem. We will describe the basic mechanics of the RSA cryptosystem, 

a scheme developed by Adleman, Rivest, and Shamir in 1978. Here's the RSA paper. 

RSA is very widely used today for secure Internet communication (browsers, S/MIME, 

SSL, S/WAN, PGP, Microsoft Outlook), operating systems (Sun, Microsoft, Apple, 

Novell) and hardware (cell phones, ATM machines, wireless Ethernet cards, Mondex 

smart cards, Palm Pilots). Then, we will give intuition for why it works and describe 

to implement it efficiently. The RSA cryptosystem involves modular arithmetic. 

Recall .....  

Key generation. To participate in the RSA cryptosystem, Bob must first generate a 

public and private key. He only needs to do this once, even if he plans to use the 

system many times.  

• Select two large prime numbers p and q at random.  

• Compute n = p † q.  

• Select two integers e and d such that (me)d • m (mod n) for all integers m.  

As an example, we might choose the following parameters, although in practice we 

would need to use much larger integers to guarantee security.  

p = 11, q = 29 
n = 11 * 29 = 319 
e = 3 
d = 187 

Encryption. Alice wants to send an N-bit secret message m to Bob. She obtains Bob's 

public key (e, n) from the Internet. Then she encrypts the message m using the 

encryption function E(m) = me (mod n), and sends E(m) to Bob.  

m    = 100 
E(m) = 1003 (mod 319) 
     = 254 

Decryption. Bob receives the encrypted message c from Alice. Bob recalls his private 

key (d, n). Then he decrypts the ciphertext by applying the decryption function D(c) 

= cd (mod n). Since Bob knows d, he can compute this function.  

c    = 254 
D(c) = 254187 (mod 319) = 100 

Correctness. To make sure that Bob receives the original message, we must check 

that D(E(m)) = m. It worked in the example above where m = 100, E(100) = 254, 

D(254) = 100, but we need to be sure it works for all possible messages, and for all 



valid choices of e, d, and n. This follows in a straightforward way from the defintions 

and the way we chose e and d.  

 

We have supressed one important detail - how to choose e and d so that the magic 

property holds.  

Implementing the RSA cryptosystem. Implementing the RSA cryptosystem is a 

formidable engineering challenge. A successful implementation requires many 

ingenious algorithms and knowledge of several theorems in number theory. We will 

describe a bare-bones implemenation, but commercial implementations are more 

sophisticated.  

• Big integers. Can't use built in int or long types since numbers are too big. 

Need to re-implement the laws of arithmetic, e.g., addition, subtraction, 

multiplication, and division. Grade school algorithms are reasonably efficient 

for all of these operations, although there is always opportunity for 

improvement using clever algorithms.  

• Modular exponentation. How to perform modular exponentation: ab (mod c). 

The naive method would be to repeatedly multiply a by itself, b times, and 

then divide by c and return the remainder. When a, b, and c are N-bit 

integers, this fails spectacularly for two reasons. First, the intermediate 

number ab can be monstrously large. The number of digits can be exponential 

in N. When N = 50, this consumes 128TB memory. The second problem is 

that the number of multiplications also takes exponential time. So it will take 

forever.  

A better alternative is to use repeated squaring. This idea dates back to at 

least 200 BCE according to Knuth. Program ModExp.java uses the following 

recurrence to compute ab mod n:  

• if b is zero: 1  

• if b is even: (ab/2 * ab/2) mod n  

• if b is odd: (a * ab/2 * ab/2) mod n  

This is analogous to the following recurrence for multiplication.  

• if b is zero: 1  

• if b is even: (a * b/2) + (a * b/2)  

• if b is odd: (a * b/2) + (a * b/2) + a  



• Computing a random prime. To generate the key, we must have a method for 

generating a random N-bit prime, say N = 1024. One idea is to choose an N-

bit integer at random and check if it is prime. If it is, then stop; otherwise 

repeat until you stumble upon one that is prime.  

REPEAT 
    x = random N-bit integer 
UNTIL (x is prime) 
This simple idea works, but to implement it requires two crucial ideas. First, 

the loop may take a very long time if there are not enough prime numbers. 

Fortunately, the Prime Number Theorem (Hadamard, Vallee Poussin, 1896) 

asserts that the number of primes between 2 and x is approximately x / ln x. 

There are over 10151 primes with 512 bits or fewer. In other words, roughly 1 

out of every ln x x-bit numbers are prime, so we expect to wait only ln x 

steps before stumbling upon a prime number. But how do we check to see if a 

number is prime? Attempting to factor it would be prohibitively expensive. 

Instead, we can use an ingenious algorithm due to Miller-Rabin (or a more 

recent one due to Agarwal-Kayal-Saxena) that checks if an integer is prime in 

a polynomial number of steps.  

• Generating random numbers. (move to one-time pad?) Physical sources of 

randomness. The Java library SecureRandom is a pseudo-random number 

generator that generates cryptographically secure random numbers. This 

means that it is computationally intractable to predict future bits. Unlike a 

LFSR, you can't reverse-engineer it.  

• Computing the private exponent. One final challenge is choosing the public 

and private keys. In practice it is common use e = 65,537 as the public key. 

But this means we need to find a private key that makes the magic property 

hold. This turns out to be a well understood problem in number theory and a 

unqiue d always exists provided gcd(e, (p-1)(q-1)) = 1. We can use an 

extension of Euclid's algorithm (see exercise xyz) for this purpose.  

Easy to do using Java's BigInteger library for manipulating huge integers.  

private final static SecureRandom random = new SecureRandom(); 
BigInteger ONE = new BigInteger("1"); 
BigInteger p   = BigInteger.probablePrime(N/2, random); 
BigInteger q   = BigInteger.probablePrime(N/2, random); 
BigInteger n   = p.multiply(q); 
BigInteger phi = (p.subtract(ONE)).multiply(q.subtract(ONE)); 
BigInteger e   = new BigInteger("65537"); 
BigInteger d   = e.modInverse(phi); 
 



BigInteger rsa(BigInteger a, BigInteger b, BigInteger c) { 
    return a.modPow(b, n); 
} 

RSA Attacks. Cryptanalysis is the science of breaking secret codes. We describe a 

few common attacks to the RSA crpytosystem to give you the flavor of modern 

cryptanalysis.  

• Factoring. The most obvious way to break the RSA cryptosystem is by 

factoring the modulus n. If Eve can factor n = pq, then she has exactly the 

same information as Bob, so she can efficiently compute his private exponent 

given the public one (using exactly the same algorithm that Bob used to 

compute his private exponent in the first place). Using a very sophisticated 

factoring algorithm known as the general number field sieve, researchers 

were recently able to factor RSA-576, a 576-bit (174 decimal digits) 

composite integer offered as a challenge problem by RSA Security. This effort 

required 100 workstations and 3 months of number crunching. The running 

time of this algorithm is super-polynomial but sub-exponential - O(exp(c (log 

n)1/3 (log log n)2/3)).  

• Improper usage. The RSA system can also be broken if it is used improperly. 

For example, if Bob decides to use a small private exponent to lessen his 

computational burden for decryption, then he is sacrificing security. If d < 1/3 

n1/4, then can recover d in polynomial time (Wiener attack). Note that it is 

okay to use a small public exponent e, and 65,537 is common in practice. 

Another mistake is to allow two participants to share the same modulus n 

(even if neither party knows how to factor n). For example, suppose Bob and 

Ben have (d1, e1) and (d2, e2) for their private and public exponents, 

respectively, but they are both using n as their modulus. Then it is possible 

for either party to discover the other's private exponent (Simmon's attack).  

• Side channel attack. Exploit physical information leaked from machine, 

including electromagnetic emanations, power consumption, diffuse visible 

light from CRT displays, and acoustic emanations. For example, in a timing 

attack Eve gleans information about Bob's private key by measuring the 

amount of time it takes for Bob to exponentiate. If Bob is using a highly 

optimized exponentiation routine, then Eve can discover enough information 

to reveal Bob's private key. Recently, Dan Boneh showed how to use this 

technique to break SSL on a LAN.  

It is a long-standing open research question whether or not there is a way to break 

the RSA system without factoring or physical access. There is no guarantee that RSA 

is secure even if factoring is hard. Also, there are currently know guarantees that 



factoring is hard other Also, currently no mathematical guarantee that factoring is 

hard! FACTOR and its complementary problem NON-FACTOR are both in NP. This 

makes it unlikely that FACTOR is NP-complete since this would imply NP = coNP...  

Semantic security. Other stronger notions of security. A public key cryptosystem is 

semantically secure if anything Eve can compute in polynomial time with the 

ciphertext can be computed without the ciphertext. Thus, observing the ciphertext 

provides no useful information. For example, we shouldn't be able to determine if the 

last bit of the plaintext is 0 or 1 or if the plaintext has more 1 bits than 0 bits. The 

RSA system is not semantically secure, and in fact no deterministic scheme can be. 

This is not just a theoretical shortcoming. To see why, suppose that Eve knows Alice 

is going to send Bob either the message ATTACK or RETREAT. Eve can encrypt both 

message using Bob's public key and then compare against the encrypted message 

that Alice sends to Bob. Thus, Alice can learn exactly which message was sent. Naive 

ideas like appending a random sequence of 0's and 1's to the plaintext before 

encrypting do not typically guarantee additional security.  

Provably secure cryptosystems. It is a bit unsatisfying to be using a 

cryptosystem that is not provably as difficult as some hard problem, e.g., factoring. 

Theoretical highground = Blum-Goldwasser (1985). Provably as hard as factoring, 

semantically secure. Based on the probabilistic encryption scheme of Goldwasser and 

Micali. Comparable in speed to RSA.  

Electronic voting. Need a crypto scheme that makes it possible to confirm that 

your vote was correctly counted, without revealing whom the vote was for. Need the 

second condition to prevent someone from "buying" your vote since if they have no 

way to verify for whom you voted, they have no incentive to bribe you.  

Zero knowledge. Alice wants to prove to Bob that a graph G is 3 colorable, but 

doesn't want to reveal any additional information. Example generalizes to many 

other problems since 3Color is NP complete.  

Digital rights management. In the traditonal setting, the Alice, Bob, and Eve who 

are trying to communicate are human beings, and they use a computer to assist with 

the comptuation. An intriguing variant is when Alice and Bob are computers, and Eve 

is a human being. This is exactly the setting that the music industry envisions with 

digital rights management. In this case Alice is your computer, Bob is your speakers, 

and you are Eve. The music industry wants only your computer to be able to play the 

legally purchased music on your computer, but does not want you to be able to 

intercept the raw audio data. We can quickly imagine a world where there are 

restrictions for copying DVDs, runnig software, printing documents, and forwarding 

email. All of these restrictions will be enforced via cryptographic algorithms and 

protocols.  



Goal: transform a program into an obfuscated version that computes the same 

function, but reveals no extra information (e.g., the source code) to a polynomial-

bounded adversary. Obfuscation not possible in general.  

Security. Cryptography is only one part of overall computer security. This survey 

revealed that 70% of people would reveal their computer password in exchange for a 

chocolate bar. One security expert comments "using encryption on the Internet is 

the equilvant of arranging an armored car to deliver credit card information from 

someone living in a cardboard box to someone living on a park bench."  

CAPTCHAs. Completely automated public Turing test to tell computers and humans 

apart. Reverse Turing test where computer is the judge, trying to distinguish 

between a human and a computer. New York Times article.  

Q+A 

Exercises 

1. Write a program to empirically determine the running time of the methods 

methods BigInteger.add, BigInteger.multiply, BigInteger.mod, and 

BigInteger.modExp. Try to model the running time of each operation as c Nk 

seconds for some constants c and k. Use BigInteger.rand to generate 

random input parameters. For add, multiply, and modular exponentiation use 

N-bit integers for all of the arguments; for division, use a N-bit numerator 

and an N/2-bit denominator.  

2. Write a program RandomPrime.java that takes a command-line argument N 

and prints out an N-bit integer that is (probably) prime. Use 

BigInteger.probablePrime for primality testing and SecureRandom to 

generate cryptographically secure pseudorandom numbers.  

3. Estimate the running time of RandomPrime.java as a function of the number 

of bits N.  

4. Suppose that instead of using RandomPrime.java to choose a prime with N 

bits, you used the following strategy: generate all primes with at most N bits, 

and choose a random one. What will happen if N is large, say 512?  

5. Suppose that instead of using reapeated squaring to compute a^b mod c, you 

repeatedly multiply a to itself, b times, modding out by c. Estimate how long 

will it take if a, b, and c are N bit integers.  



6. What is the complexity of the following problem: given an even integer x, 

determine if x has any odd factors greater than one. Answer: polynomial - 

check whether x is a power of 2.  

7. What is the complexity of the following problem: Given an even integer x and 

another integer y, determine whether x has any odd factors between 3 and y. 

Answer: equivalent to factoring problem.  

Creative Exercises 

1. Extended Euclid's algorithm. Extend Euclid's algorithm for computing the 

greatest common divisor of p and q to also compute coefficients a and b 

(possibly zero or negative) such that ap + bq = gcd(p, q). Write a program 

ExtendedEuclid.java that takes two command line parameters p and q and 

outputs gcd(p, q) and a pair of integers a and b as described above.  

EXTENDED-EUCLID(p, q) 
   if q = 0 
      then return (p, 1, 0) 
   (d', a', b') <- EXTENDED-EUCLID(q, p % q) 
   (d,  a,  b)  <- (d', b', a' - (p/q) b') 
   return (d, x, y) 

Hint: since your method needs to return three integers, consider using an 

array of three elements.  

2. Best rectangle. Given area A of a rectangle, find a rectangle with integer 

width and height whose area is A and such that the difference between the 

height and width are as close to each other as possible. For example, if A = 

48, then the best rectangle is 6-by-8 and not 3-by-16 or 4-by-12. Show that 

if you could solve this problem, you could break the RSA cryptosystem.  

3. Buckets of water. Given two buckets of capacity p and q, a receptacle of 

infinite capacity, a water hose, and a drain, devise a method to get exactly k 

liters of water into the receptacle using the following rules:  

• You can fill either of the two buckets with the huse.  

• You can empty either bucket to the drain.  

• You can transfer water between the two buckets or either bucket and 

the receptacle until one is full or ther other is empty.  



Prove that you can solve the problem if and only if k is a multiple of gcd(p, q). 

Hint: use the fact from previous exercise that there exist integers a and b 

such that ap + bq = gcd(p, q).  

1. Multiplicative inverse. Given a positive integer n, a multiplicative inverse 

mod b of an integer k is an integer x such that (k * x) % n = 1. Such an 

inverse exists if and only if gcd(k, n) = 1. Write a program Inverse.java that 

reads in two command line arguments k and n and computes the modular 

inverse if it exists. Hint: use the answer to the previous exercise. See also 

BigInteger.modInverse.  
2. Breaking the RSA cryptosystem. One potential way to break the RSA 

cryptosystem is to compute Œ(n) given n. Recall that if n = pq, then Œ(n) = 

(p-1)(q-1). Show that computing Œ(n) is equivalent to factoring.  

Solution: obviously if you can factor n = pq, then computing Œ(n) = (p-1)(q-

1) is easy. To see the other direction, observer that n + 1 - Œ(n) = pq + 1 - 

(p-1)(q-1) = p + q = n/q + q. Thus q2 - (n + 1 - Œ(n))q + n = 0. Assuming 

we know Œ(n), we can solve the quadratic equation for q and recover one of 

the factor of n. We can recover the other factor p by computing n/q.  

3. Generating public and private RSA keys. Write a program RSA.java to 

generate a key pair for use with the RSA cryptosystem, determine two N/2 bit 

primes p and q. Set e = 65537, compute n = (p-1)(q-1), and find a number d 

such that (e * d) % n == 0. Assuming gcd(e, n) = 1, the inverse d will exist. 

Hint: use the RandomPrime.java to compute p and q, and use Inverse.java to 

compute d.  

4. Sophie Germaine primes. The security of the RSA cryptosystem appears to 

be improved if you use special types of primes for p and q. Specifically, a 

Sophie Germaine prime is a prime number p where (p-1)/2 is also prime. 

Generate a public and private RSA key where p and q are Sophie Germaine 

primes. Investigate how long it takes to find such a prime as a function of the 

number of bits N.  

5. Fermat primality testing. The Fermat primality test is an algorithm that 

takes an odd integer n and reports that it is definitely composite or "likely" 

prime. By "likely", the algorithm is sometimes wrong, but not too often. 

Fermat's theorem says that if p is prime and gcd(a, p) = 1, then ap-1 = 1 

(mod p). A version of the converse is used as a crude primality test in the 

PGP cryptosystem: if 2p-1 = 3p-1 = 5p-1 = 7p-1 = 1 (mod p), then use p as a 

prime. Unfortunately, there are some numbers that satisfy this Fermat test, 

but are not prime (e.g., 29341, 46657, 75361).  



6. Miller-Rabin primality testing. The Miller-Rabin algorithm is a randomized 

algorithm for determining whether an odd integer n is prime. It takes a 

security parameter t and outputs either prime or composite. If it outputs 

composite, then n is definitely composite; if it outputs prime, then n is 

probably prime, but the algorithm could be wrong with probability 2-t.  

boolean isProbablyPrime(BigInteger n, int t) { 
   Compute r and s such that n-1 = 2sr and r is odd 
   Repeat from 1 to t { 
      Choose a random integer a such that 1 < a < n - 1 
      Compute y = ar mod n by repeated squaring 
      If y • 1 and y • n-1 { 
         j = 1  
         while (j < s and y • n-1) 
            y = y2 mod n  
            if (y == 1) return false 
            j = j + 1 
         if y • n-1 return false 
   } 
   return true 
} 
 

7. Factoring. Win $200,000 from RSA Security for factoring a 2048 bit number 

(616 digits). Factor a 64 bit number (32 bit RSA) using Program xyz in under 

a minute. How long to factor a 128 bit number?  

8. Pollard's rho method. Pollard's rho method is a randomized factoring 

algorithm that can factor 128 bit numbers in a reasonable amount of time, 

especially if the numbers have some small factors. It is based on the following 

fact: if d is the smallest nontrivial factor of N and x - y is a nontrivial multiple 

of d then gcd(x-y, N) = d. A naive method would be to generate a bunch of 

random values x[1], x[2], ..., x[m] and compute gcd(x[i]-x[j], N) for all pairs 

i and j. Pollard's rho method is an ingenious method way to find x and y 

without doing all of the pairwise computations. It works as follows: choose a 

and b at random between 1 and N-1, and initialize x = y = a. Repeatedly 

update x = f(x), y = f(f(y)), where f(x) = x2 + b as long as gcd(x-y, N) = 1. 

The gcd is a factor of N, but if you get unlucky, it could be equal to N. By 

randomly choosing a and b each time, we ensure that we never get too 

unlucky. Write a program PollardRho.java that takes a command-line 

argument N and uses the Pollard rho method to compute a prime factorization 

of N. Estimate the running time as a function of N.  



9. Karatsuba multiplication. Write a program Karatsuba.java that multiplies 

two integers using the Karatsuba algorithm. This ingenious algorithm 

computes the product of two 2N-bit integers using only three N-bit 

multiplications (and a linear amount of extra work). To multiply x and y, 

break up x and y into N-bit chunks and use the following identity:  

xy = (a + 2Nb) (c + 2N d) 
   = ac + [(a+b)(c+d) - ac - bd] 2N + bd 22N 

Your recursive algorithm should compute the number of bits N and cutoff to 

the default BigInteger.multiply method when N is small (say 10,000) and 

apply the Karatsuba divide-and-conquer strategy otherwise. Investigate the 

optimal cutoff point and compare its effectiveness against 

BigInteger.multiply when N = 10 million.  

10. Factoring reduces to finding a factor. Given a function factor(N) that 

returns 1 if N is prime, and any nontrivial factor of N otherwise, write a 

function factorize(N) that returns the prime factorization of N.  

11. Perfect power. An integer N is a perfect power if N = pq for two integers p Š 

2 and q Š 2. Design an efficient algorithm (polynomial in the number of bits 

in N) to determine if N is a perfect power, and if so, find its prime 

factorization. Hint: for all q ‰ lg N binary search for p satisfying N = pq.  

12. Euler's conjecture. In 1769 Euler conjectured that there are no positive 

integer solutions to a4 + b4 + c4 = d4. Noam Elkies discovered the first 

counterexample 26824404 + 153656394 + 187967604 = 206156734 over 218 

years later. Write a program Euler.java to disprove Euler's conjecture. The 

brute force solution outlined in Exercise XYZ won't work for two reasons: (i) it 

will take too much time to find the solution using a quadruply nested loop, 

and (ii) computing a4 will overflow a long since the smallest such 

counterexample is 958004 + 2175194 + 4145604 = 4224814.  

a. Use the following idea. Iterate over all integers a and b between 1 and 

N and insert a4 + b4 into a hash table. Then, iterate over all integers c 

and d between 1 and N and search to see if d4 - c4 is in the hash table. 

Use extended precision integers to avoid overflow.  

b. Using extended precision integers can be a significant overhead over 

using primitive types. Instead of inserting a4 + b4 into the hash table, 

insert a4 + b4 modulo p, where p is some big prime, say XYZ. Then, 

iterate over all c and d and search for d4 - c4 modulo p. If there's a 

match, use extended precision arithmetic to check that it isn't just an 



coincidental collision. Hint: to avoid overflow when computing a4 + b4 

modulo p, modulo out multiples of p after each multiplication.  

1. Fingerprinting. Alice and Bob maintain two copies of a large genomics 

database in different locations. For consistency, they want to be ble to 

compare whether the two databases are identical. We interpret the databases 

as N-bit integers, say A and B. Because N is very large, they can't afford to 

transmit the whole database. Instead, consider the following scheme for 

sending a fingerprint of the data that enables Alice and Bob to check if the 

data is inconsistent. Alice generates a random prime number p between 2 and, 

say, N2 and sends p and (A % p). This takes only O(log N) bits. Bob declares 

that A and B are the same if ((A % p) == (B % p)). The probability of having 

a false negative (a no that should have been a yes) from the scheme is zero. 

Show that the probability of having a false positive (a yes that should have 

been a no) goes to 0 as n goes to infinity. Hint: Use the fact that the number 

of primes less than n2 is at least c n2 / log n, for some constant c > 0. How 

many bits are sent?  

2. Flipping a coin over the phone. Alice and Bob are in the midst of a bitter 

divorce. They have decided to flip a coin to see who will get custody of their 

only son Carl. However, they refuse to see each other in person and they 

don't want anyone else to know how the resolved the custody dispute. In 

other, words, we want to devise a method to flip a fair coin over a phone line 

or the Internet so that neither party can cheat. Here is an elegant protocol:  

a. Alice multiplies together two or three large primes to sends the 

product N to Bob.  

b. Bob receives the integer N and responds with the number 2 or 3.  

c. Alice waits for a valid response from Bob and then sends Bob the 

prime factorization of N.  

d. If Bob guesses the correct number of factors, then he gets custody. 

Otherwise, assuming Alice follows the protocol, she wins custody.  

Explain why the system works by answering each of the following questions. 

You may assume that there is no efficient way to determine whether a given 

integer N has at least 3 nontrivial factors (although this is an unresolved 

conjecture).  

e. How can Alice compute N efficiently?  

f. Why can't Bob efficiently determine the true answer on his own?  

g. How can Bob efficiently check that Alice sent him the correct 

factorization of N? In other words, what's to prevent Alice from 



revealing two factors (one of which is not prime) if Bob says 3, even if 

she multiplied three (or more) primes together?  

1. Poker over the phone. Use the bit-commitment scheme described above to 

develop a protocol to play poker over the phone, say between two parties.  

2. Discrete log. Let p be a prime number. The discrete log of a to the base b is 

the unique integer x between 0 and p-1 such that a = bx (mod p). For 

example, if p = 97, b = 5, and a = 35, then log5 35 = 32 since 532 = 35 (mod 

97). Write a program DiscreteLog.java that takes three command line 

inputs a, b, and p, and computes logb a modulo p via brute force search.  

3. Diffie Hellman. Let p be a prime number, and let a and b be two integers. 

Given p, an x, xa (mod p) and xb (mod p), the Diffie-Hellman problem is to 

compute xab (mod p).  

4. Rabin's cryptosystem. Select p, q to be prime such that p = 3 mod 4 and q 

= 3 mod 4. The public key is n = pq and the private key is (p, q). To encrypt, 

compute E(m) = m2 mod n. To decrypt compute D(c) = sqrt(c) mod n. How 

to compute square root: c = x2 mod n? Use extended Euclid's algorithm to 

find a, b such that ap + bq = 1. Compute r = c(p+1)/4 mod p and s = c(q+1)/4 

mod q. Compute m = (aps + bqr) mod n and t = (aps - bqr) mod n. The four 

square roots of c are m, -m mod n, t, and -t mod n.  

5. Analog private-key exchange. You are stranded on an island with a box, a 

padlock with key, and a copy of Introduction to Computer Science. You have 

a friend on another island who also has a box, a padlock with key, but wants 

to borrow your copy of the textbook. You can ship stuff via an unscrupulous 

courier service who will pillage anything inside the box if it is left unlocked. 

How can you get your book to your friend?  

6. Cryptographically secure hash functions. SHA-1 and MD5. Can compute 

it by converting string to bytes, or when reading in bytes 1 at a time.  

import java.security.MessageDigest; 
... 
MessageDigest sha1 = MessageDigest.getInstance("SHA-1"); 
sha1.update(s.getBytes()); 
Byte[] hash = sha1.digest(); 

7. RSA in Java. Built-in functionality for RSA or DSA. Untested code below.  

// key generation 
KeyPairGenerator keygen = KeyPairGenerator.getInstance("DSA"); 
SecureRandom random     = new SecureRandom(); 



keygen.initialize(512, random); 
KeyPair keys     = keygen.generateKeyPair(); 
PublicKey pubkey = keys.getPublic(); 
PrivateKey prikey = keys.getPrivate(); 
 
// digital signing 
Signature signer = Signature.getInstance("DSA"); 
signer.initSign(prikey);  
signer.update(s.getBytes()); 
Byte[] signature = signer.sign(); 
 
// verifying 
Signature verifier = Signature.getInstance("DSA"); 
verifier.initVerify(pubkey);  
verifier.update(t.getBytes()); 
Boolean check = verifier.verify(signature); 

8. Blum-Blum-Shub pseudorandom bit generator. Choose two distinct N-bit 

primes p and q such that p mod 4 = q mod 4 = 3. Set n = pq and choose a 

starting value x0 by selecting a random seed 1 < s < n such that gcd(s, n) = 

1. Form the sequence of integers x0 = s2 mod n and xi+1 = xi xi mod n. Use 

xi % 2 as the sequence of pseudorandom bits. No need to keep n secret. 

Discovering any pattern (in poly time) is provably as hard as factoring n. 

Note: we still need to generate p, q, and s at random, but these have only 

O(N) bits, and we will be able to generate 2^N pseudorandom bits. Can use 

as a one-time pad.  

Can also be used for directly for public-key crypto  

9. VCR Plus decoding. Remote control scheme for recording programs on a 

VCR using special code printed in newspapers. Bad cryptography so easy to 

break. paper  

10. Pascal's triangle. One way to compute the kth row of Pascal's triangle (for k 

> 2) is to compute (2k + 1)k+1 and take its binary representation k bits at a 

time.  

10 = 1    (10 = 1 = 1) 
111 = 1 1    (31 = 3 = 1 1) 
10110 = 01 10 01    (52 = 25 = 1 2 1) 
10111 = 01 11 11 01    (53 = 125 = 1 3 3 1) 
1001100 = 001 100 110 100 001  1 4 6 4 1  (94 = 6561 = 1 4 6 4 1) 
10001101 = 0001 0101 1010 1010 0101 0001   (175 = 1419857) 



11. Bailey-Borwein-Plouffe algorithm. Compute the ith binary digit of … 

without computing the earlier digits using the BBP algorithm which requires 

modular exponentiation.  

12. Secret sharing. Want to distribute a message to N people so that any 3 of 

them can recover the original message, but any 1 or 2 cannot. reference. 

Scientific American puzzle  

13. Mersenne prime. A Mersenne prime is a prime of the form M_p = 2^p - 1, 

where p is an odd prime. To test whether M_p is prime, form the following 

sequence: s_0 = 4, s_i+1 = (s_i)^2 - 2 mod M_p. M_p is prime iff s_(p-2) = 

0 mod M_p. This is method known as the Lucas-Lehmer primality test.  

 


