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1. Introduction

Machine Learning systems for tasks such as fraud de-
tection and surveillance deal with building classifiers
that are deployed within a larger interactive system
with experts in the loop. These applications involve a
limited number of labeled examples with a high cost
of labeling, and a large number of unlabeled exam-
ples, with majority of them being negative (skewed
class distribution). Typically, once the models are
trained, these systems score a large amount of new
data and present the experts with a ranked list of cases
to review. This manual verification is not only ex-
pensive but can also have intra and inter-expert vari-
ability implications. The immediate goal of such in-
teractive systems is to help the experts find relevant
(positive) examples. The commonly used approaches
in such skewed class distribution problems use super-
vised classification and focus on increasing the classi-
fier accuracy (or related metrics). The business goal of
deploying these machine learning systems is not just
to maximize the performance of the classifier but to
make the experts more efficient at performing their
task. Consequently, these approaches must aim to op-
timize multiple criteria including the cost of labeling
an instance, the utility in terms of the relevance (of
highly ranked instances) to the experts (exploitation)
in conjunction with (guarantees on) future utility or
effectiveness (exploration).

Related research in this area has focused on man-
aging one or two of these three factors at a time.
Active learning algorithms (Settles, 2009) seek to
maximize exploration (often at the expense of short-
term exploitation). Traditional supervised learn-
ing algorithms maximize short-term exploitation.
Cost-sensitive variations (Kapoor & Greiner, 2005) of
both of these aim to optimize cost and exploration
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(cost-sensitive active learning (Margineantu, 2005;
Settles et al., 2008)) or cost and exploitation (cost sen-
sitive learning). Reinforcement learning is targeted at
optimizing exploration and exploitation.

In this paper, we propose an extension to the current
interactive learning framework that encompasses all
these related research areas to yield a general frame-
work that takes into account several domain concerns
in addition to the absolute measures of performance.
Broadly, these concerns can be categorized into ex-
ploration, exploitation and labeling or reviewing cost.
Note that these components are general and although
they occur in most domains that fit into an interac-
tive setting, the correct model for each component still
needs to be selected. The learning algorithm would
employ an optimization criterion that takes into ac-
count their respective models and combine them using
a strategy typically guided by the application domain.

We are currently evaluating the efficacy of our pro-
posed framework by applying it in a health insurance
claims domain (Kumar et al., 2010). The goal of the
system deployed in this setting is to minimize payment
errors by predicting which claims are likely candidates
for error, and presenting the highly scored ones to hu-
man auditors so that they can be corrected before be-
ing paid.

2. Interactive Learning Framework

We present a framework for developing practical sys-
tems that can be deployed for interactive classification
systems. The framework takes into account the cost
of labeling or reviewing examples along with the util-
ity of exploration and exploitation as shown in figure
1. We envision that most interactive learning systems
can be mapped to this framework and use it to man-
age the three factors jointly. Our framework consists
of the following components: Exploitation Model,
Exploration Model, Reviewing/Labeling Cost
Model, Utility Metric and Joint Optimization
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Algorithm to optimize the utility metric. The explo-
ration, exploitation and cost model can each have the
following three broad variations: Uniform, Variable,
Markovian. Uniform means that each example gets
the same value from the model. Variable means that
each example can potentially have a different value
that is a function of it’s features. Markovian means
that each example has a variable value which is not
only a function of its features but also a function of
previous (ordered) set of examples that have already
been labeled.

2.1. Choice of Exploitation Model

The exploitation model determines the value of iden-
tifying a positive example. Depending on the task
and domain, the value can be uniform for all pos-
itive examples (minimizing errors where every error
has the same value), variable (minimizing the total
impact of errors where the errors of certain types are
more costly), or markovian (finding the root cause of
errors where once an error with a certain root cause
found, finding more like that has no value, or the idea
of Maximal Marginal Relevance where the incremen-
tal relevance of identifying next relevant document is
dependant on the examples observed so far).

2.2. Choice of Exploration Model

The exploration model determines the value of query-
ing for the label of an example to improve future per-
formance. Similarly to the exploitation model, the ex-
ploration model can be uniform (each example has
the same contribution towards improving future per-
formance - the random sampling strategy in active
learning), variable (certain examples are more use-
ful for the classifier to learn from - density based sam-
pling), or markovian (certain examples are more use-
ful but they change depending on what has already
been labeled - uncertainty based sampling).

In order for it to be comparable with the exploitation
model, we need to calculate the net present value of
this future improvement i.e. given the expected future
improvement, how much more exploitation value is it
going to generate over a future time window.

2.3. Reviewing/Labeling Cost Model

The cost model determines the cost of getting (or re-
viewing) the label of an example. The cost model
can be uniform (each example costs the same time
to label), variable (longer documents may take more
time to label or examples with more features might be
costlier to review), or markovian (the cost of label-

CostCost
(Time of human 

expert)

Exploration
(Future classifier 

performance)

Exploitation
(Relevancy to 

the expert)

Figure 1. Joint consideration of cost, exploration and ex-
ploitation

ing an example is very low if a very similar example
was just labeled). Kumar & Ghani (2010) show that
annotation cost can be reduced if similar claims are
shown to the auditors in sequence reducing the cog-
nitive switching costs (more-like-this). Thus the cost
of labeling a claim is modified based on the previous
claim that has been labeled.

2.4. Utility Metric

The business goal of the deployed interactive system
is to maximize the productivity of the human expert
in accomplishing the business task of finding positive
examples. Thus the metric for evaluating the system
should be tied to this business goal. The net realized
benefit of the system is the exploitation value (total
dollars saved in case of claims rework or fraud) less
the cost of labeling the example. Thus one metric
that matches the business needs is Return on Invest-
ment which is net benefit factored by cost, described
by Haertel et al. (2008) as well. Other utility metrics
which take into account the expected future perfor-
mance along with the current value can be also used
based on the system needs.

2.5. Joint Optimization Algorithm

Depending on which of the above models hold for the
interactive learning task under consideration and the
utility metric that we want to optimize, different op-
timization algorithm should be considered. The algo-
rithm determines how to combine the different factors
together and optimize for the desired utility metric.

3. Summary

We emphasize that for an algorithm to operate effi-
ciently in an interactive setting, multiple criteria need
to be optimized. The existing approaches that focus
on exploration (in isolation or typically in the con-
text of cost) do not optimally tie the business goals
of such systems with the learning strategy. Our gen-
eral framework proposes different types of models for
exploration, exploitation and cost criteria as well as
proposes that an optimization and evaluation needs to
be guided by the application domain based on an apt
integration of these criteria.
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