
An Online Strategy for Safe Active Learning

Zahra Ferdowsi zferdowsi@cdm.depaul.edu

DePaul University, 243 S Wabash Ave, Chicago, IL 60604

Rayid Ghani, Mohit Kumar rayid.ghani,mohit.x.kumar@accenture.com

Accenture Technology Labs, 161 N Clark St, Chicago, IL 60601

Abstract

Many machine learning applications such
as Fraud Detection, Surveillance, Intrusion
Detection involve interactive classification,
where a classifier is being used to improve
the productivity of an expert in the process.
These applications typically have skewed
class distributions, high labeling/reviewing
costs, and require high-precision results while
reviewing only the top few percent of the
scored examples. This setting naturally lends
itself to the pool-based active learning set-
ting. Applying existing instance selection
strategies to our problem setting results in
some surprising results showing that several
techniques can actually hurt the classifier.
This leads us to propose unsupervised met-
rics that track the performance of a sample
selection strategy without wasting data on
validation sets. We use these metrics to de-
velop a safe online active learning strategy
that switches between different sample selec-
tion strategies. We evaluate our algorithm
on a real-world problem of detecting errors
in health insurance claims as well as a pub-
licly available data set on intrusion detection
and show that our online selection strategy
performs ‘safe’ active learning for interactive
classification tasks.

1. Introduction

Many deployed machine learning systems deal with
building classifiers that are part of a larger interactive
system with an expert in the loop. Typically, once the
classifiers are trained, these systems label new incom-
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ing data and present the experts with a ranked list of
examples to review and verify. Fraud Detection, In-
trusion Detection, Information Filtering, and Surveil-
lance are some examples of such problems. All of these
applications have certain characteristics in common.
The experts in these interactive systems are often ex-
pensive, and have limited time and attention. These
problems contain a limited number of labeled exam-
ples, high labeling cost, and a large number of unla-
beled examples, most of them negative (skewed class
distribution).

The work presented in this paper was motivated by the
problem of reducing payment errors in health insur-
ance claims. In our error prediction problem, a team
of claims experts will use our system to identify po-
tential payment errors and then manually review the
high scoring ones. The goal of the system is to make
these experts more efficient at finding errors.

The interactive nature of the domain, scarce and ex-
pensive labeling resources, and the large number of
unlabeled examples available lend this problem well to
the active learning setting. Research on active learning
algorithms has shown that choosing unlabeled exam-
ples to label using active learning strategies can re-
sult in significant cost savings for training a classifier.
Our initial goal was to apply existing pool-based active
learning techniques to our problem that is character-
ized as an imbalanced, interactive, high-precision clas-
sification task. We experiment with density and uncer-
tainty based instance selection strategies and compare
them with some experimental approaches that sam-
ple in the opposite order than density and uncertainty
sampling. These experiments produce surprising out-
comes. We find that commonly used instance selection
strategies do not perform very well whereas certainty
sampling (opposite of uncertainty sampling) and spar-
sity sampling (opposite of density sampling) perform
competitively (and much better than expected). These
results seem counterintuitive at first, and in contract
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with expectations based on published active learning
research.

These results lead us to ask several practical questions.
Which instance selection strategy should be used for
a given problem and data set? Is there a way to de-
tect when a strategy won’t work well for a new prob-
lem? Is there a way for system developers to use an
instance selection strategy that won’t end up degrad-
ing the classifier in the way density-based sampling
did for our problem? In short, is there a practical ap-
proach to perform safe active learning? This paper
aims to answer some of these questions. We first pro-
pose a set of unsupervised metrics (that don’t require
a hold-out labeled data set) that can be used to detect
the stability of a sample selection strategy and pre-
dict it’s performance. We then use these metrics to
design a simple online strategy for switching between
different instance selection learning strategies for safe
active learning. We show that our new, online strat-
egy performs well in performing ‘safe’ active learning
on interactive classification tasks.

2. Related Work

In pool-based active learning, most of the recent re-
search has focused on instance selection strategies.
Density-based methods (Settles & Craven, 2008) are
unsupervised and often tend to perform well when lit-
tle labeled data is available. Uncertainty-based meth-
ods (Settles & Craven, 2008) rely on the classifier to
improve its estimate by sampling from regions where
it’s uncertainty is the highest. (Settles, 2009) provides
a comprehensive survey on recent research in active
learning.

Several papers have discussed approaches to com-
bine the two or more approaches to give better and
robust results (Baram et al., 2004), (Donmez et al.,
2007). (Donmez et al., 2007) combines different sam-
pling strategies by assuming two operating ranges for
pool based active learning, the initial stage where typ-
ically density based techniques are more effective and
the later stage where uncertainty based techniques
are more useful and tries to find the best switch-
ing/crossover point between the two operating regions.
(Baram et al., 2004) develop an online algorithm that
uses a semi-supervised entropy-based metric (CEM)
and a variation of multi-armed bandit algorithm to se-
lect among several active sampling strategies and ap-
ply it to UCI data sets. Our work has similar practical
goals with a few differences. Our metric does not as-
sume a 50-50 positive negative labeling is optimal la-
beling. In fact this balanced labeling is detrimental in
our skewed class distribution setting. We believe that

the performance of a selection strategy is not necessar-
ily a function of the labeling distribution it imposes
on the unlabeled set. In our experiments presented
later, we compare the CEM metric with our proposed
metric and show better results. In addition, our work
applies and evaluates these algorithms for real-world
problems.

3. How do existing active sampling
strategies perform on skewed
classification problems?

This section describes the results of our experiments
when applying commonly used density and uncertainty
based sampling strategies for active learning.

3.1. Instance Selection Strategies

Our initial experiments were focused on evaluating
commonly used instance selection strategies for active
learning on our problem. We chose density sampling,
uncertainty sampling, hybrid (combining density and
uncertainty by multiplying the two scores according
to (Settles & Craven, 2008)) and compare with base-
lines such as random, certainty (opposite of uncer-
tainty that selects examples the classifier is most cer-
tain about), and sparsity sampling (opposite of density
that selects the least dense examples).

3.2. Experimental Setup and Evaluation
Metrics

We used SVMs as the base learning algorithm (im-
plemented using the LibSVM package (Chang & Lin,
2001)). Our primary motivation for this paper is to de-
tect and prevent errors in processing health insurance
claims. We have described our larger system designed
to do that in an earlier paper (Kumar et al., 2010). We
show experiments using the claims data but since we
cannot publicly release that data due to the presence
of confidential health information, we also perform the
same experiments on a publicly available data set that
solves a real-world problem (of detecting network in-
trusions from KDD Cup 1999) and exhibits some of
the same characteristics of having an expert in the
loop, skewed class distribution, high cost of labeling
and large number of unlabeled examples.

For the active learning experiments, we used insurance
claims data spanning 5 months with 70,179 claims. We
create temporally disjoint training and test sets with
66% data in the training set and 33% in the test set (
with 10% positive examples (errors) and 90% negative
examples). The KDD Cup 1999 dataset has multiple
classes of intrusions; we chose to include just one of the
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Figure 1. Precision at k averaged over 5 train-test splits

intrusion classes (‘Probing’) in our dataset to have a
binary classification problem comparable to the claims
dataset. The training set includes 4107 intrusion cases
(4% of the training set) and testing set includes 2377
intrusion cases (3.7% of the testing set).

We initialize the active learning experiments with 100
random examples in the first iteration and then sam-
ple 100 new examples to label in each iteration. For
the claims problem, typical insurance providers have
an audit capacity of 5% a day, that means that they
can audit at most about 5% of the claims that come
into the system daily. Based on this audit capacity
and discussions with domain experts, we need a met-
ric that evaluates performance for the top 1-5% scored
claims to maximize financial benefits. We use Pre-
cision at 1%, 2%, and 5% as our evaluation metrics.
This is similar to the evaluation metric, Precision at
top n documents, popularly used in the Information
Retrieval community for evaluating search results. For
the KDD dataset, we report precision at top 1%, 2%,
and 4% since the ratio of positive cases is close to 4%.

3.3. Results

The results of different active learning techniques are
shown in Figure 1. The results for both datasets show
that Density Sampling, one of the most commonly
used metrics in active learning literature consistently
performs worse than random. Sparsity sampling (op-
posite of density sampling) performs much better than

‘normal’ density sampling, and also better than ran-
dom. Another surprising behavior is that Certainty
Sampling (opposite of uncertainty sampling) is very
competitive, and outperforms all the other methods at
several stages. Even though it hasn’t been reported in
research papers widely, our earlier experience in apply-
ing active learning to real-world problems has shown
similar results.

Overall, we see several surprising outcomes that could
not have been predicted based on active learning liter-
ature. The order of performance of different instance
selection strategies not only varies across the two data
sets but also by the performance metric. Certainty
sampling performs the best for Precision at 1% while
Uncertainty-Density works better for precision at 5%.

The poor performance of density sampling may seem
intuitive at first since the class distribution is imbal-
anced and density would most likely sample from the
majority (negative) class, ignoring the positive class.
This is not always the case. In our experience, density
has performed well in similar problems. Its difficult
to predict the performance without running an exper-
iment (and using valuable labeled data). The rare class
can be dense while the negative class can be a mixture
of disjoint classes that can result in density performing
well.

There is not a clear winner among the different strate-
gies which makes it difficult for developers of real-
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world systems to choose one strategy without hav-
ing a held-out validation set, as pointed out by
(Attenberg & Provost, 2010) as well. Generally, active
learning is used when there is a lack of labeled data and
it’s expensive to get more labeled data which makes it
difficult to have a validation set. Our initial results
also lead us to ask when to use which technique and
if there is a way to detect when an instance selection
approach won’t work well for a new problem? Can we
predict when a sampling strategy might degrade the
performance of the classifier? Is there a way to develop
a safe active learning strategy that does not degrade
the classifier performance over time?

4. Metrics to predict performance of
sampling strategies

To answer the questions raised in the previous section,
most of the earlier research has used a hold-out la-
beled set. In active learning settings, labeled data is
expensive and it’s impractical to have hold out sets
in real-world settings. (Baram et al., 2004) proposed
Classification Entropy Maximization (CEM), a met-
ric that does not require a hold out set and is based
on the class distribution a classifier assigns to the un-
labeled examples. The closer the distribution is to
uniform, the better the predicted accuracy using that
sampling strategy. They also claim that the CEMmet-
ric, although assuming that a uniform distribution is
the best one, performs well on predicting accuracy on
skewed data sets. We evaluate CEM on our problems
and find that it does not perform well for any of our
data sets and performance metrics. We modify the
CEM metric so that it assumes that a 90-10 distribu-
tion is the best one since our data has those priors.
As Figure 3 shows, even that modified metric does not
perform very well. For both datasets, if we order the
strategies based on their performance at different met-
rics (precision at 1%, 2%, 5%), that ordering is not the
same ordering as given by CEM (the original 50-50 and
the modified 90-10).

We hypothesize that the CEM metric may be useful if
the evaluation metric is accuracy but it is not metric
independent and difficult to customize for metrics such
as Precision at k%. Also, there is no good reason to
believe that an instance selection strategy that results
in a classifier labeling the unlabeled data with uniform
class distribution is good for domains with extremely
skewed class distributions (like ours). Given these re-
sults, we propose a new set of unsupervised metrics,
Rank Volatility (RV) and Mean Score (MS), that track
the performance of active learners as shown in Figure
4.

RV(k), at a particular iteration, is calculated by la-
beling (and ranking) all the examples in the entire
unlabeled pool using the current classifier and then
calculating the percentage of data points that are now
in the top k% of this list that were not in the top k%
in the last iteration. The k here is the same as the per-
formance metric Precision at k%. The intuition is that
the higher this percentage, the more changes are hap-
pening that can affect our evaluation metric. When
this percentage is small, the classifier is fairly stable
relative to the examples added.

MS(k) is calculated as the mean score for every ex-
ample (labeled by the classifier) in the top k% of the
pool. The higher the Mean Score, the better the per-
formance of the classifier.
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Figure 2. Percentage of new cases added in the first 30 it-
erations in Certainty, Uncertainty, Sparsity, and Density
strategies

Figure 2, shows that the performance of the classifier
(in terms of precision at 1%) is stable when there is no
change in our metric (new examples in the top 1%).
When there is a change in our metric (based on the un-
labeled set), there is a corresponding change in preci-
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sion (on the test set). This provides empirical evidence
that our unsupervised metric is useful in tracking the
performance of sampling strategies and works across
different methods such as uncertainty, certainty, den-
sity, and sparsity. As the scores stabilize, the precision
also stabilizes and when there is a change in scores (on
the unlabeled set) there is a corresponding change in
precision in the test set as well.
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Figure 3. CEM metric and CEM modified (90-10) on
Claims data

We use our unsupervised metrics to determine which
sampling strategy is more effective at a particular ac-
tive learning iteration. This intuition leads us to de-
sign a new online meta strategy for selecting between
different sampling strategies in order to perform ‘safe’
active learning. We describe this strategy and its em-
pirical performance in the next section.

5. Online Algorithm to Select Sampling
Strategies

This section describes our online strategy that allows
selection of the optimal safe active learning strategy
at each iteration. It is based on the unsupervised met-
rics described in the previous section and operates as
described in Algorithm 1. We initialize the algorithm
by choosing first set of labeled examples randomly. At
every iteration, the current trained model is used to
predict the labels of the remaining examples in the
unlabeled pool. We then determine the potential un-
labeled examples that will be chosen by each of the
candidate sampling strategies. We learn separate (par-
allel) classifiers by retraining the current classifier with
the potential unlabeled examples (and their predicted
labels) for each candidate strategy. We compare these
new models with the current trained model by com-
paring Rank Volatility and Mean Score for the top α%
of the entire active pool dataset. We then select the
sampling strategy that has the highest score as the
sampling technique for this iteration and query for the
labels based on that strategy.

The sample selection strategies we use are Cer-
tainty, Uncertainty, Density, and Hybrid (uncertainty-
density). For the classifier, we use SVMs as the base
learning algorithm (implemented using the LibSVM
package (Chang & Lin, 2001)).
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Figure 4. Precision @k%, RV (k%), MS (k%) on Claims
data

Algorithm 1Online Algorithm for Switching between
Active Learners
Require: Unlabeled Pool U = x1,...,xn

Require: Instance Selection Strategies ISS = S1,...,Sk

Require: Base Learning Algorithm C
Precision = α
Number of instances to label in each iteration=β
Initial Labeled Set L1=x1,...,xβ

Number of Iterations T= |U|
β

for t = 1 → T do
if t = 1 then

Train classifier Ct using L1

Label U using Ct

next
end if
for M = 1 → k do

Bm
t = top β examples from U according to SM

Bm = Lt−1

∪
Bm

t

Train classifier Cm
t using Bm (use labels given by

trained classifier Ct−1)
Label U using Cm

t

Calculate Rank Volatility RVm(α)
Calculate Mean Score MSm(α)

end for
For RV, Selected Strategy = argmaxk RV1,...,RVk

For MS, Selected Strategy = argmaxk MS1,...,MSk

Lt = Lt−1

∪
Bk

t

Train classifier Ct using Lt

U = U −Bk
t

end for

Figure 5 shows the results of using this online ap-
proach for the claims and KDD 1999 datasets. We
compare the performance of the online strategy with
our base strategies (Density, Uncertainty, Certainty,
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Figure 5. Results online active learning compared with
COMB

and Hybrid). Our online strategy based on Mean Score
(MS(1%)) performs as well as Certainty sampling for
Precision at 1% (which was the best individual strat-
egy), giving us a way to perform safe active learning
without wasting expensive labels in the form of a val-
idation set. We also perform much better than the
COMB algorithm proposed by (Baram et al., 2004)
(results also shown in Figure 5) for precision at 1%.

It is important to note that it’s very difficult to se-
lect the optimal sampling strategy. Commonly used
strategies such as Density sampling or hybrid (density-
uncertainty) can result in performance that is worse
than random (as shown earlier in this paper). Even
though the best strategy may vary for different data
sets and for different performance metrics, our online
approach using our change in rank and score metric
is an effective technique if only one technique can be
used. As our results show, our proposed online ap-
proach enables ‘safe’ sampling strategy that can dy-
namically switch amongst different individual sam-
pling strategies.

6. Conclusions and Future Work

This paper has focused on an empirical analysis of ac-
tive learning strategies applied to an important class
of real-world problems that involve interactive classi-
fication with costly labels and a skewed class distri-
bution. Although the work presented in this paper
was motivated by reducing payment errors in health
insurance claims, we also show results using publicly
available data for intrusion detection. We find some
surprising results based on the experiments in this
paper. Commonly used instance selection strategies
(such as density and uncertainty sampling) perform
poorly on our task whereas their opposites, certainty

sampling and sparsity sampling perform surprisingly
well. These counterintuitive results lead us to propose
a new online strategy that predicts the performance of
a sample selection strategy in an unsupervised man-
ner and switches between different sample selection
learning strategies. Our proposed unsupervised met-
rics (Rank Volatility and Mean Score) are based on the
change in the rank and score of the active pool exam-
ples. We use these metrics to develop a simple online
approach for switching between different instance se-
lection learning strategies for active learning. We show
that our online strategy performs well in performing
‘safe’ active learning useful in improving the perfor-
mance of domain experts when labeling and reviewing
the results of the classifier and performing interactive
classification tasks.

Future work includes using a variation of the multi
armed bandit algorithm used in (Baram et al., 2004)
with rank volatility and mean score to perform safe
active learning with more guarantees. We are also ex-
ploring combinations of the two metrics and smoothing
over several iterations to give a more stable and better
metric.
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