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Abstract 
Underwater construction is necessary for dams, bridges, and piping. It falls under dull, 

dangerous, and dirty work. Therefore, it is perfect for robots. Unfortunately, robots are easiest to 
make in one size, but building materials can be any shape or size. With many of the same robots, 
a large variety of materials can be used. 

In this project multiple robots were made for this end. Each robot was meant to find a 
pipe for one robot, pick it up collaboratively, carry, and orient it into position. Although a lot of 
progress was made towards this goal, having limited field-testing and not having distance 
sensors, which nullified our localization technique, caused this project to stop at the searching 
phase. However, much progress was made in simulation. 

The use case accomplished was a single robot starting at a random location in the pool, 
finding the target, and visual servoing into position. This work was first done in simulation to 
develop the behaviors before deploying them in the field. In addition, another simulation was 
made with both robots placing the pipe to a desired location. 
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1. Statement of user/customer needs and/or project description. 
The	   purpose	   of	   our	   project	   is	   to	   demonstrate	   collaboration	   among	   a	   team	   of	  

autonomous	   underwater	   robots.	   The	   teaming	   task	   of	   interest	   for	   us	   is	   the	   cooperative	  
transport	  and	  placement	  of	  objects.	  A	  single	   robot	  may	  not	  be	  capable	  of	  moving	  objects	  
that	   are	   very	   large,	   heavy,	   or	   oddly	   shaped	   alone.	   In	   such	   cases,	   multiple	   robots	   must	  
communicate	   and	   coordinate	  with	   each	   other	   to	   transport	   it.	   This	   complex	   task	   is	  made	  
even	   more	   difficult	   by	   limitations	   on	   the	   rate	   of	   communications	   in	   an	   underwater	  
environment.	  

Our	   goal	   was	   to	   develop	   effective	   methods	   for	   performing	   such	   tasks	   and	   to	  
demonstrate	   our	   solution	   in	   the	   Carnegie	   Mellon	   swimming	   pool,	   using	   robots	   that	   we	  
built.	  Specifically,	  we	  planed	  to	  have	  a	  pair	  of	  robots	  locate	  a	  pipe	  in	  an	  arbitrary	  position	  
on	  the	  bottom	  of	  the	  pool,	  pick	  it	  up,	  and	  move	  it	  to	  a	  marked	  goal	  location	  and	  orientation.	  
We	   also	   planned	   to	   limit	   the	   communication	   between	   the	   robots	   to	   100bps	   and	   to	  
demonstrate	   obstacle	   avoidance	   in	   the	   transport	   process,	   as	   requested	   by	   our	   industry	  
partner	  Lockheed	  Martin.	  

This	  project	   involved	   the	  design	  and	  construction	  of	   capable	  underwater	  vehicles,	  
with	   specific	   mobility,	   sensing,	   processing,	   and	   communication	   capabilities.	   The	   project	  
also	   involved	   the	   creation	   of	   a	   software	   architecture	   that	   would	   allow	   the	   robots	   to	   be	  
controlled	   from	   a	   ground	   station,	   as	  well	   as	   the	   development	   of	   autonomous	   behaviors,	  
such	  as	  searching	  for	  a	  pipe	  underwater.	  

2. Mission/use case scenario description 
 

Each robot starts in a random location somewhere outside the shallow end of the pool, 
floating on the surface, and the pipe is placed in a random location and orientation on the floor of 
the deep end of the pool. The robots have been powered on since they were sealed up, so they are 
ready to begin at this point. We launch the planner software, which kicks off the entire process. 

The robots begin to search the pool. They do this by following straight paths until they 
encounter a wall, turning to a new orientation, and continuing on. During this time, motion 
commands and sensor readings are used to localize each robot within its map of the pool. At 
some point, the pipe will come into view for each robot. Once a robot has observed the pipe, it 
begins to move toward its desired position at one particular end of the pipe. Each robot has 
decided ahead of time, which end to go to, so they will end up at opposite sides. 

When moving into position, the robot attempts to get closer and closer while keeping the 
desired location centered in the images from its camera. The robot also attempts to orient itself 
perpendicular to the pipe in this process. If the robot loses track of the pipe for more than a few 
seconds, it will resurface and begin to search again. Visual servoing can be seen in the figure 
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below. 

 

Figure 1: Seawolf Alpha Visual Servoing to the Target Pipe. 

 
Eventually, the robot converges on the desired position and holds that position. Once both of the 
robots are within the desired two feet from their desired positions, the demonstration is 
terminated. 

3. System-level requirements breakdown to the subsystem level 
The requirements are indented based on the level in the system. The “shall” requirements 

followed by a one are critical and would indicate failure if unsatisfied. The “will” statements 
followed by a 2 or 3 are essential or desirable, respectively. 

3.1 Sensors 
The vehicle shall have the ability to sense its surroundings. 1 
The vehicle shall be able to sense the location of a pipe underwater. 1 
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The sensors shall be able to detect a 4” diameter pipe from 12’ away. 1 
The vehicle shall be able to sense the location of the goal location underwater. 1 
The sensors shall be able to detect the goal markers from 12’ away. 1 
The vehicle shall coordinate with one or more other vehicles to complete a task.  1 
The vehicles shall be able to localize themselves within the target environment. 1 
The sensors shall allow the vehicle to know its location within a range of 10% of the 
pool. 1 

3.2 Mobility 
The vehicle shall have underwater mobility. 1 
The mobility subsystem shall allow the vehicle to move forward and backward. 1 
The mobility subsystem shall allow the vehicle to adjust its pitch. 1 
The mobility subsystem shall allow the vehicle turn. 1 
The vehicle will have the ability to change its depth.2 
The mobility subsystem shall allow the vehicle to move vertically. 1 
The vehicle shall have a waterproof housing for all electronic components.  1 
All electronics in the mobility subsystem shall be in housings that are waterproof to 12’ 
deep. 1 

3.3 Mission Requirements 
The system shall conduct a mission in no more than 30 minutes. 1 

The vehicles shall collaboratively locate the pipe and be positioned to begin 
attaching to the pipe in 10 minutes. 1 

The mobility subsystem shall move the vehicle at a speed of 1 MPH. 1 
The mobility subsystem shall provide sufficient force to turn the vehicle at 

20 degrees/sec. 1 
The vehicles will attach to the pipe within an additional 4 minutes. 2 
The vehicles shall move the pipe from the starting location to the goal location 

and deposit the target the goal location in 16 minutes. 1 

3.4 Processor Requirements 
The vehicle shall have enough processing power to interpret sensor inputs. 1 

The processing subsystem shall have the power to process input from a 
camera and distance sensors. 1 

The vehicle shall coordinate with one or more other vehicles to complete a task.  1 
The processing subsystem shall plan a task based on an overarching mission 
strategy. 1 

3.5 Communications 
The system shall consist of two or more autonomous underwater vehicles. 1 
The vehicle shall coordinate with one or more other vehicles to complete a task.  1 
The vehicle shall be able to communicate with other vehicles. 1 
The vehicles will communicate no faster than 100 bits/second. 2 

The communication subsystem will allow the vehicle to communicate with a 
ground station. 3 

The communication subsystem shall have sufficient throughput to transmit data 
from the onboard sensors to the ground station. 1 
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The communication subsystem will limit communication between vehicles to 100 
bits/sec. 2 

The communication subsystem will handle some bit losses. 3 

3.6 Buoyancy 
The vehicle will have the ability to change its depth. 2 
The buoyancy of the vehicle will be adjustable. 2 
The vehicle shall be able to move objects underwater. 1 

The buoyancy subsystem shall provide at least 10 lbs. of upward force. 1 
The buoyancy subsystem shall be capable of returning to a neutrally buoyant 
state. 1  
 

4. Design concepts and rationale  
The first step to meet our requirements was to build the mobility subsystem. This 

subsystem took the form of tubbot a remote-controlled boat capable of visual servoing on the 
surface. To create this robot, the base station to robot communications had to be complete. The 
wireless communications from the base station to the robot was completed using a modified 
router with a USB port to an arduino. The arduino took serial commands to command the motors 
and send back sensor readings. 

Once the electronics and motors were put into tubbot, the mobility subsystem was tested 
for surface controllability. To meet our requirements, the robot turned in place and went forward 
and backward. Furthermore, to meet our mission requirements, we had it travel in a straight line 
and visual servo on the surface. 

Having completed tubbot, a diving robot was built. This robot, Seawolf Alpha, had to be 
waterproof. Therefore, a pipe hull was used to hold the electronics. In order for the robot to be 
moveable underwater, a frame was constructed. This frame allowed the motors and distance 
sensors to be mounted and could be built out of cheap pvc pipe. The motors, hull, and frame 
were attached using pipe straps. This simple design allowed us to build cheap waterproof parts 
that would not rust. 

Seawolf Alpha had to be moveable in the vertical direction; therefore, it had to be 
positioned such that the motors were in the right direction and strong enough to lower and raise 
the robot. This capability was accomplished by weighing the robot so that it sat upright in the 
water. Two steel plates were attached to the front of the frame to get it passively buoyant sitting 
upright. Then, cement was put inside the frame to add extra weight. The vertical movement 
capability was verified by setting the robot in the water observing that its top was level with the 
surface of the water and that it sank after adding an additional four pounds, the equivalent of the 
thrust that the motors created.  

With Seawolf Alpha below the water, an antenna needed to be placed on the surface of 
the water to meet our robot to ground station communication requirement, because the water 
readily absorbs Wi-Fi frequencies. Therefore, a buoy was created originally out of a swimming 
float and then foam. 
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To meet our mission requirements, behaviors had to be developed for Seawolf Alpha. 
Behaviors were tested out of water via a simulator program. An attractive strategy to achieve 
autonomy is through localization. Localization was meant to be achieved using heading from the 
IMU, distance sensors pointed forward and down, and a particle filter. A heading was calculated 
using a magnetometer’s axes, which follow the waters surface. The motors had a powerful 
magnetic field that would change significantly when moved or powered on. Therefore, Seawolf 
Alpha calibrated its magnetometer at start. It used the vertical gyroscope to determine heading 
when the motors were turned off and centered its heading with the magnetometer every 20 
seconds by turning the motors off. 

 
 

5. System graphical representations 
 
 Figures 2, 3, and 4 show visually what the final system looks like, and how it 

functions to complete its task.  

 

Figure 2: System Graphical Representation 

The graphical representation in Figure 2 shows a single autonomous underwater vehicle 
(AUV). The AUV is just over 3 feet long with a pressure vessel that is 6 inches in diameter. The 
vehicle’s primary sensor is a network camera, which views the operating environment through a 
transparent dome at the front of the vehicle.  
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To allow forward, lateral, and vertical thrust, seven thrusters are attached to the frame of 
the AUV. These thrusters are made by attaching a bilge pump motor to a RC boat propeller, and 
are waterproof depths greater than 12’, which is the limit of the operating environment.  

The AUV has communicates to a base station using an onboard wireless router. Because 
water severely attenuates the 2.4GHz band used by wireless routers, the router’s antenna is 
attached to a floating buoy and a coaxial cable is used to connect the antenna to the router. The 
router itself runs a version of linux, which allows the router to act as a gateway between the 
robot’s onboard processor and the base station.  

 

Figure 3: System of Systems concept 

 Figure 3 shows the entire system, including how simulated communication 
between robots takes place at the on-shore base station. The robots communicate with the base 
station using an onboard wireless router. For our purposes, communication is not restricted 
between the vehicle and the ground station.  



   11 

 

Figure 4: Concept of Operations 

 

6. Functional architecture  

 
The following figure shows the functional architecture of the system.  

System

1.0	  Sensing

2.0	  Processing

4.0	  Communication 3.0	  Mobility

1.0	  Sensing 2.0	  Processing

4.0	  Communication

3.0	  Mobility

1.1	  Collect	  
Localization	  Data

1.2	  Collect	  target	  
Data

2.1	  Avoid	  obstacles 2.2	  Detect	  Target	  
Position

4.1	  AUV	  to	  AUV	  
communication

4.2	  AUV	  to	  Base	  
Station	  

Communication

3.1	  2D	  Positioning 3.4	  Object	  
Manipulation

3.2	  Dive	  and	  Surface
3.3	  Rotational	  

Movement	  (Pitch	  
and	  Yaw)

1.3	  Collect	  Internal	  
Health	  Data 4.1	  Communicate	  to	  

User	  Interface

2.3	  Mission	  Planning 2.4	  Task	  Planning

 

Figure 5: Functional Architecture 
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The top-level functionality, shown in the white box, consists mainly of the sensing, 
processing, and acting components found in all robots. In addition, communication functionality 
is needed for cooperative manipulation ability.  

At a more detailed level, the sensing component of the robot is tasked with collecting 
information that will help determine the robot’s location and allow the robot to find objects of 
interest, such as the object being moved or the goal location of the object.  

Once the data is collected, the processing component of the robot uses it to assess the 
robot’s surroundings. This information, as well as the state of any other active robots, is then 
used by the mission planner and task planner to develop an overarching strategy and to plan tasks 
related to that strategy. Once the robot’s tasks are determined, the motion planner figures out 
how to actuate the robot to accomplish the task.  

The motion planner interfaces with the mobility component of the robot, which is how 
the robot interacts with its surroundings. The robot has the ability to move forward and 
backward, strafe left and right, turn left and right (Yaw), and dive and surface. Using these 
movements, the robot is able to carry out tasks such as searching for the target object, moving 
the target object, and grasp and release the object. 

The final functional component of the robot is communication. In order to cooperatively 
move an object, the robot must be able to communicate with one or more robots that are trying to 
achieve the same goal.  The robot must also communicate with a base station. This base station 
must be capable of communicating the status of the robot and the overall mission to a human 
user.  

The following table shows the inputs, outputs, resources, and constraints of all functional 
components of the system.  

 

Figure 6: Inputs, Outputs, Constrains, and Resources 

Su
bsystem 
Number 

Activity 
Description 

Requir
ed Inputs 

Expec
ted Outputs 

Constr
aints 

Resour
ce 
Requirements 

1.1 Collect 
Localization Data 

Environ
mental 
information 

Informa
tion on the 
robot’s location  

Frequenc
y of readings, 
Data transfer rate 

Data line, 
computation 

1.2 Collect 
Target Data 

Environ
mental 
information 

Informa
tion on the 
environment 

Frequenc
y of readings, 
Data transfer rate 

Data line, 
computation 

1.3 Collect 
Internal Health 
Data 

Internal 
information 

Internal 
Status 
Information 

Frequenc
y of readings, 
Data transfer rate 

Data line, 
computation 

2.1 Localize 
AUV in pool 

Localizat
ion data 

Represe
ntation of the 

Reading 
rate, data storing 

Computati
on 
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Su
bsystem 
Number 

Activity 
Description 

Requir
ed Inputs 

Expec
ted Outputs 

Constr
aints 

Resour
ce 
Requirements 

AUV location capability, 
processor speed 

2.2 Detect 
Target Position 

Target 
data and current 
localization 

Represe
ntation of the 
target position 

Reading 
rate, data storing 
capability, 
processor speed 

Computati
on 

2.3 Detect 
Goal Location 

Current 
localization and 
target data 

Represe
ntation of the 
Goal position 

Reading 
rate, data storing 
capability, 
processor speed 

Computati
on 

2.4 Process 
AUV health 

Internal 
Health Data 

Represe
ntation of the 
AUV’s status 

Compute
r speed 

Computati
on 

2.5 Mission 
Planning 

Localizat
ion, health, target, 
and goal data 

Task 
plan 

Compute
r speed 

Computati
on 

2.6 Task 
Planning 

Localizat
ion, health, target, 
and goal data, and 
mission 

Mobilit
y commands 

Compute
r speed, control 
signals to the 
mobility 
subsystem 

Computati
on 

3.1  2D 
Positioning 

Control 
signals from the 
task planner 

Force 
necessary to 
move on a 2D 
plane 

Amount 
of Force 

Underwat
er physical 
movement 

3.2 Dive and 
Surface 

Control 
signals from the 
task planner 

Force 
necessary to dive 
or surface 

Amount 
of Force 

Underwat
er physical 
movement 

3.3 Rotation 
Movement (Pitch 
and Yaw) 

Control 
signals from the 
task planner 

Force 
necessary to 
rotate yaw 

Amount 
of Force 

Underwat
er physical 
movement 

3.4 Object 
Manipulation 

Forces to 
translate and 
rotate 

Forces 
necessary to 
manipulate an 
object 

Amount 
of Force 

Underwat
er physical 
movement 

4.0 AUV to 
AUV 
communication 

Relevant 
information from 
the robot 

Relevan
t information to 
the robot 

Data 
transfer rate, 
Buffer size 

Means of 
communication 

4.1 AUV to 
Base Station 

Relevant 
Data 

Comma
nds 

Data 
transfer rate, 

Means of 
communication 
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Su
bsystem 
Number 

Activity 
Description 

Requir
ed Inputs 

Expec
ted Outputs 

Constr
aints 

Resour
ce 
Requirements 

Communication Buffer size 

4.3 Communi
cate to user 
interface 

Relevant 
information from 
the AUV 

Visualiz
able data for UI 

Computa
tion speed 

Interface 
with GUI 

 
 

7. Physical architecture 
The following figure shows the physical architecture of the system. The system consists 

of two main components: the underwater robot, and a base station where most of the 
computation for the system takes place. A wireless router onboard the robot allows for 
communication between the two components. Note that communication between the vehicles is 
simulated as a 100 bps communication rate between the base stations. 
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Communication

To	  Wireless	  
Router	  

 

Figure 7: Physical Architecture 
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The robot moves through the water using a number of thrusters. The thrusters are 
controlled by motor controllers, which are connected to the robot’s onboard processor.  

The onboard processor is also connected to a set of sensors. The distance sensors, which 
are waterproofed ultrasonic sensors, are used to detect how far the robot is from obstacles in its 
environment. When used with the inertial measurement sensor, they will give the AUV the 
ability to localize itself within the environment.  Data from these two sensors will be processed 
on the onboard processor before being sent back to the base station as an estimate of the robot’s 
state.  

The robot also uses a camera to search for objects of interest, such as the object being moved or 
the final location for the object. Data from the camera is sent directly to the base station, via the 
onboard wireless router, where it is processed based on factors such as color and shape.  

The base station is a computer on the shore which runs the robot’s mission planning, task 
planning, communication, and user interface software, as shown in the software architecture 
section. The task planner takes the data from the robot and computes what action the robot 
should undertake to complete the task at hand. The task planner then sends mission commands 
back to the robot.  

Back at the robot’s onboard processor, the high-level mission commands, as well as the sensor 
readings, are used to calculate the appropriate signals to send to the robot’s thrusters. 

8. Detailed definition of all components  

Table 1: Components Included in Device 

Component Description 
Developed:    
Robot Body Made out of PVC pipe, the body will house the robot components.  

Power Distribution 
PCB 

The power distribution circuit board will provide the appropriate 
voltages for all components, as well fuses to protect the robot in the event of 
hull failure.  

Ballasts 
The ballasts, which will be made of PVC pipe, give the robot lifting 

force. 

Software 
The software is one of the most important parts of the project; it will 

allow for robots the move and coordinate.  
    
Acquired:   

Camera 
A network camera will be used to observe the robot's surroundings and 

look for targets of interest. 

Microcontroller 

A microcontroller will be used as the onboard processor, interpreting 
sensor data and high-level commands and controlling the robot's motors and 
ballasts. 

Router 
A wireless router will used to communicate between the robot and the 

base station. 
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Component Description 
Inertial Measurement 

Unit 
The inertial measurement unit will be used to estimate the position of 

the robot and provide feedback to help the robot move in the water.  

Ultrasonic Sensors 
Ultrasonic sensors, modified to work underwater, will be used to 

determine the distance between the robot and an object or wall.  

Pressure sensors 
Pressure sensors will be used to determine the robot's depth and 

evaluate the health of the (pressurized) robot body.  

Motor controllers 
Motor controllers will be used to control the thrusters, which allow the 

robot to move.  

Battery 
The battery will provide power to the robot. A smaller battery will be 

used to power the communication buoy 

  

  
Bilge pump motors 

Bilge pumps motors are brushed motors in a waterproof housing, they 
will be used as thrusters for the robot.  

Bilge pump adapters 
Bilge pump adapters will be used to attach propellers to the bilge pump 

motors, creating thrusters.  

Propellers 
Propellers will be added to bilge pump motors, creating the thrusters 

that will power the robot.  

  
Ethernet cable 

Ethernet cable will be used for communication between the robot and 
the wireless router.  

Laptop for control 
The laptop will serve as the base station, which runs the mission 

planner, task planner, and communication software.  
 

9. Subsystem descriptions.   

9.1 Robot Body and Frame 
The body of the robot is a pressure vessel that is made of 6” diameter PVC pipe. At one 

end of the pipe is a camera dome, which allows an onboard camera to look into the pool. The 
other end of the robot is terminated with a threaded end cap, which allows for access to the 
onboard electronics when needed.  

The body of the robot is surrounded by a frame made of 1” diameter PVC pipe. This 
frame provides mounting points for the thrusters and weights. It also serves to protect the robot 
in the event of a crash.  

9.2 Power subsystem 
A 12-volt, 15 amp-hour sealed lead-acid battery, powers the robot. This battery allows 

the robot to operate for the entire half-hour mission.  

A custom-made printed circuit board distributes power to all components of the robot. In 
addition to managing the voltage levels, the printed circuit board has fuses to protect electronic 
components in the event that water enters the vehicle.  
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9.3 Mobility Subsystem 
The mobility subsystem consists of seven thrusters, which allow the robot to move with 5 

degrees of freedom. Two thrusters face forward, two thrusters point to the side, and three 
thrusters point vertically. 

The vehicle’s thrusters consist of a brushed DC motor in a waterproof housing, a 
propeller, and an adapter that allows the propeller to be attached to the motor, as shown in Figure 
6. Each thruster is attached to a motor controller board, which allows that onboard processor to 
control the speed of the motors.  

 

 

Figure 8: Thruster Model 

9.4 Sensing subsystem 
The sensing subsystem consists of three types of sensors: an inertial measurement unit or 

IMU, ultrasonic sensors, and a network camera. These sensors give the robot information about 
its environment and allow it to autonomously complete tasks.  

The first sensor is an IMU. The inertial sensor allows the robot to determine its 
orientation in the world, based on magnetometer and gyro readings. The X and Y axes of the 
magnetometer are used to calculate the heading relative to the world. These values are calibrated 
at the start of each session with the robot. Then, the calibrated values are saved so that the robot 
can be run again without recalibration. Since the motors change the magnetic field while turned 
on, the gyroscope is used to determine the heading when the robot is moving. When the motors 
are on, the robot integrates the gyro and adds that value to the previous heading. After about 
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twenty seconds, the robot has to kill its motors in order to reset the heading using the 
magnetometer values. 

The second sensor is a waterproof ultrasonic sensor. The robot has two of these sensors, 
one facing forward and one pointing down. The distance readings from the ultrasonic sensors, 
when combined with the heading information from the IMU, will allow the robot to localize 
itself in the pool (based on a map), or to avoid obstacles. These readings are filtered such that 
max readings are considered wrong so that a wall can be detected. 

 

Figure 9: Heading and Multiple Distance Readings for a Run Started Facing a Wall, Turning 360° 
Clockwise, Backing off from the same wall and Turning 90° Clockwise. 

 
           The final sensor is a network camera, which relays images of the robot’s environment 
back to the base station for processing. The camera is used to detect objects of interest, such as 
the pipe. It also provides useful feedback for tasks like visual servoing.  
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9.5 Software and Teaming Strategy 

9.5.1 Overall Ground Station Architecture 

 

Figure 10: ROS Architecture. 

The ground station was divided into multiple executable implemented as nodes in ROS. 
As can be seen in the figure above, the nodes are configurable depending on whether the ground 
station is working with the real robot or the simulator. This reconfigurability allows the ground 
station to easily switch between the real and simulated robot without recompiling any code in the 
Planner or Vision node. 

9.5.2 Arduino Node 
Each node has a different responsibility. The Arduino node interfaces with the physical 

robot’s arduino through the router via a socket. It receives high-level commands for velocity, 
dive, and turning rate and converts them into PWM values. It also, receives sensor readings. The 
sensor readings are modified as seen in section 9.4. Then, it sends the forward range, downward 
range, and heading back to the Planner node. The arduino saves both the raw and modified 
sensor readings in a comma separated file for easy analysis. 
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9.5.3 Simulator Node 
The basic idea of the Simulator node is to serve as a substitute for the real system that can 

be tested offline. It accomplishes this task by subscribing to the set of robot commands that 
would otherwise go to each robot and updates a simulated world based on these instructions. It 
then generates a simulated camera image and simulated sensor readings that are returned to the 
planner, just as the microcontroller would do. The world is made up of robots, the pool, and the 
pipe. Each robot has its own position, orientation and corresponding velocities. The robots’ states 
are updated using the commands from the planner and a simple model of the dynamics in the 
water. All of the objects are visualized using OpenGL and a Qt interface. The views from the 
robots’ perspectives in this visualization are published in lieu of images from the network 
camera. The range sensor readings are simulated by doing collision detection between the world 
and a cone shape region that is extended out from sensor reference frames on the robot model. 
Gaussian noise is added to all of the motion updates and sensor readings in order to demonstrate 
robustness to errors in the dynamic model and sensor readings. 

As seen in the figure below, the simulator not only allows for robot view simulation but 
also third-person view. This feature allows for better behavior analysis. 

	  

 

Figure 11: Single Robot Visually Servoing to the Pipe in Simulation 
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9.5.4 Vision Node 
This node is used to take an image from either the camera on a robot or the simulated 

camera viewing the OpenGL world and identify the location and orientation of the various 
colored segments on the pipe. The pipe was colored as shown in the figure below. The following 
process was used to obtain this information. First the image was thresholded to include only low 
valued hues, since most of the background including the black lines, tiles, and grout lines in the 
pool showed up as large (blue) hue values. We extracted closed contours to represent our 
segments and computed features such as size and position. We did Principal Component 
Analysis on the pixel positions inside each contour to compute principal axes and their 
corresponding singular values. We used the ratio of the singular values to identify the shape of 
each segment and used the second singular value (width of the pipe) to identify how far away the 
segment was. For segments near to the robot, the red channel could be used to differentiate 
yellow from green. We treated the first eigenvector as the orientation of the segment. We 
combined all of this information to filter out noise and classify each segment. We classified the 
color of each remaining segment as yellow, green, or ambiguous and the type as middle, end, or 
ambiguous. At this point, the pose of the desired end could either be directly located or inferred 
from the other segments observed. A position, distance, and orientation error is then returned to 
the robot planner for controlling to the desired pose. 

 

Figure 12: Computer Vision Analysis of Pipe: the White Dot Represents the Other Robot’s Target Side, the 
Blue Dot Represents the Middle of the Pipe, and the Red dot Represents This Robot’s Target Side. 
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9.5.5 Planner Node 
The Planner node contains the code that allows the robot to localize itself, search for the 

pipe, and servo to its appropriate end. These tasks are broken down into two basic behaviors, 
with localization and search involving the same motion pattern, and moving to the end of the 
pipe as another. This node executes actions by sending the desired motion to the Simulator or 
Arduino nodes. 
The first behavior starts out by selecting a random angle. The robot then executes a control 
strategy based on this desired angle. The controller causes the robot to turn in place toward the 
desired orientation while it is more than some threshold away. While the robot is inside that 
threshold, the robot moves forward in addition to controlling to the desired angle. For this, We 
use a PI controller. The integral term is necessary to eliminate steady state error, because the 
robot typically will tend to turn quickly to one side if the thrusters are given the same PWM 
signal. Derivative control does not seem useful, since the system has lots of natural damping 
from the drag in the water. As the robot moves forward, it monitors the sensors (which it 
receives from the Arduino or Simulator node) to see if it gets too close to a wall or too shallow. 
We store some number of the most recent readings, and if enough of them are below my 
threshold then the robot stops and selects a new orientation. 

While the robot executes this behavior, it attempts to localize using a particle filter with 
1,000 particles. With each new set of motor commands, the particle positions are updated using a 
simple motion model with some noise. Sensor readings are used to weight each particle based on 
a probability distribution that compares the actual readings to the expected readings for that 
particular position. Getting expected readings for each particle is computationally expensive, so 
these values are precomputed for every pose in the pool (2D pool with 4 inch, 1 degree 
resolution). This allows the node to run at its desired 30 Hz. Periodically, the particles are 
resampled using a form of Importance Resampling. This only occurs if the robot has moved 
sufficiently far since the last resampling. The position of the robot is computed as the weighted 
average of the particle positions. 

The robot localizes itself in the figure below in simulation with a virtual forward and 
downward distance sensor. The box represents the pool with the darker areas correlated to the 
shallow sections and the light sections represent the deep sides. Each of the red dots is a particle 
in the particle filter. The variance represents the uncertainty that the robot feels about its 
position. 
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Figure 13: View of Particle Filter’s Localization in Simulation. 

 
The first behavior is terminated once the robot has localized itself sufficiently well (judged by 
variance on particle positions) and has spotted the pipe. A flag is set once the variance in the 
particle filter crosses below some threshold. At this point it is free to switch to the visual servo 
behavior as soon as the pipe comes into view and is recognized. If at any point the robot loses 
track of the pipe for more than a few seconds, the robot resurfaces and begins to localize and 
execute the first behavior again. Localization is not necessary for finding the pipe itself, only for 
mapping the locations of objects in the pool to be used later by the robots while they are 
maneuvering the pipe. Thus, for the live demo of this, the robot gives up on localizing if enough 
time elapses and it is still unsure of its location. 

We have implemented the visual servo behavior as four independent controllers. The 
vertical error in the image is used for a PID on depth. The horizontal error is used for a PID on 
yaw. The size of the pipe in the image is used for a PID on forward speed. The orientation of the 
pipe in the image is used for a proportional control on lateral thrust which gives the robot a wider 
arc so it approaches the pipe in a more perpendicular direction. Since the downward and forward 
controllers are treated as independent but actually affect both size and vertical position, it was 
necessary to tune the downward controller to react more quickly than the forward. This is in 
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place to prevent the robot from accidentally overshooting its destination from interplay between 
the controllers. 

10. System Modeling, Development & Performance 

10.1 Modeling & Analysis 

10.1.1 Thruster Force Modeling 
Based on the vehicle’s speed requirements, size, and an estimate of the vehicle’s drag 

coefficient, it was determined that the thrusters would be required to put out a total of 2.5 lbs of 
thrust in the forward direction. Based on these findings we proceeded to construct a thruster 
based on a bilge pump motor and test its output. The thruster characteristics, shown in Figure 7, 
shows that the thrusters put out a maximum thrust of 1.5 lbs, which is sufficient to meet the 
speed requirements. The thrusters also have a fairly linear thrust output vs. PWM input, which is 
good for controllability.  

 

 
Figure 7: Thruster Output Vs. PWM Input 

10.1.2 Motion Model 
Once the system was put together, a rough motion model was constructed. A motion 

model is necessary for converting high-level commands like velocity and turning rate into low-
level commands (i.e. PWM motor values). With an accurate model, the robot can be able to use 
its commands in the localization. See section 9.5.5 for more information on the localization 
strategy. 
To create the motion model, the robot was first commanded to go straight at different speeds. 
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Then, the robot was set to turn one direction at different mean PWM values and offsets between 
both forward motors. The robot was set facing away from a wall and the motors were set until it 
returned to the wall. The turning diameter and time to reach the wall was measured. From those 
measurements, a rough estimate of the linear velocity and turning rate was obtained. 

The angular velocity can be converted to PWM values as seen in the figure below. The 
linear fit gives an equation that relates the two. 

 

Figure 14: PWM Offset to Angular Velocity Linear Fitted So That a Desired Angular Velocity Can Be 
Commanded. 

 
10.1.3 2D Simulation of Collaborative Pipe Placement 

A MATLAB simulation of collaborative pipe placement was used to analyze their 
controllability. In the simulation the robots reach a predefined position while knowing only their 
corresponding relative goal location. This information can be acquired on the real robot using a 
camera. Controllability is reached without any communications and within the same motor 
limits. The controller simply sets each of the robots’ motors using the dot product to the each of 
their goal locations times some proportional constant. Since the system is floating, there is nearly 
no drag; therefore, the controller does not require any integral or derivative values. The results 
can be seen in the figure below. 
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Figure 15: Error Resulting in Simulation of Multi-Robot Manipulation 

The simulation was visualized in the figure below. When a robot turns on its motors, it 
creates a moment and linear force on the whole system. This simplified analysis leads us to 
believe that multi robot control may be possible with little to no communication.  
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Figure 16: A Plot of the Robot’s Transporting the Pipe. The Blue Squares are the Robots, the Red Arrows 
are the Applied Forces, and the Red Silhouette Represents the Goal Position. Both Axes Are in Meters. 

10.2 Problems faced leading to innovation 
 
One of the biggest problems we faced was sensor readings. The calibration routine built 

into the IMU didn’t work for us. When we eventually discovered the problem, we were able to 
make our own routine, which worked better.   

Once that was figured out, we still had a problem of not being able to get good readings 
whenever our motors were turned on. To work around this problem, we had to come up with 
clever ways of fusing gyro and magnetometer data so that we could always know our heading.  

We also had a number of small problems with wiring and connectors. Debugging these 
small problems was costing us a lot of evaluation time at the swimming pool.  We incorporated 
lessons learned from these setbacks while building our second robot. The second robot uses 
better connectors between the onboard microcontroller and the motor controller boards, and uses 
unique connectors between the motor controller boards and the motors, so that it isn’t possible to 
plug motors into the wrong controller board.  
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10.3 Performance evaluation. 

Table 2: Performance Metrics for User Case 

Trial Search Times (s) Visual Servo Time (s) Total 
1 n/a 50 n/a 
2 n/a 26 n/a 
3 n/a 23 n/a 
4 n/a 80 n/a 
5 n/a 83 n/a 
6 120 107 227 
7 87 51 138 
8 55 81 136 

Average 87.33333333 62.625 167 
 
Our robot’s use case was tested repeatedly. The results can be seen in the table above. 

The robot was required to get in position to the pipe in 10 minutes. It actually reached the pipe in 
2 minutes and 47 seconds  

11. Conclusions 
 
If we were to do this project again, the only real changes would be in terms of scope. The 

project we initially set out to do simply cannot be done in the amount of time we had.  On that 
same note, having a 4th team member like the rest of the groups would also have been a good 
decision, as it would have allowed us to accomplish more.  

In terms of robot design, there are no significant changes we would recommend. There 
are a couple of small tweaks, like adding a small battery to keep the motor controller boards from 
cutting out under full thrust, and adjusting the buoyancy so that the robot is stable at about 2’ 
underwater, instead of at the surface, which would allow for better sensor readings due to a lack 
of surface effects.  But other than that, the robot we designed gives great performance at a very 
low price.  

We learned a number of valuable lessons from this project. For example, epoxy can seal 
just about anything alone and silicone along usually is not always sufficient to provide a good 
seal. Also, cheap PVC pipes are not designed to precise specs and creating a seal with just pipe 
material requires careful cutting epoxy. Furthermore, ROS was a good way to implement 
threading on the large software components of our project. It allowed us to separate many of the 
base station functionalities into executable that communicate with each other easily. Finally, 
having a communication protocol able to be operated with simple ascii commands was useful, 
because it allowed any computer to command the robot’s motors. Turning on the motors 
individually was essential for testing. 

In terms of difficulty, we consider this to be a very hard problem.  Designing the robot 
wasn’t terribly difficult, as we received good feedback from our industry partners at Lockheed 
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Martin. Implementation of the physical design had some challenges, mostly involving sensors 
and waterproofing, but overall wasn’t too bad.  

What really made this problem difficult was the very limited amount of testing time, and 
the complexity of the software needed to meet our requirements. To give a sense of scale, our 
current software has approximately 7,000 lines of code, which includes visual servoing, reactive 
search, and a simulator. Adding cooperative behavior would have taken significantly more time 
and effort.  

12. Future Work 
As previously mentioned, the biggest changes we would like to see are a second battery 

for the electronics, and some slight changes in buoyancy, which we believe would yield a large 
improvement in sensor data. In addition, we would like to add features like ballasts and propeller 
shrouds, which we didn’t have time to implement.  Finally, the collaborative behavior needs to 
be programmed, and the software should be made robust.  

To make the project into a product that someone would actually buy, we would need to 
make the body of the robot out of something more professional than PVC pipe, and replace the 
lead acid battery with a lithium-ion battery pack to increase performance. In addition, better 
sensors, such as a higher quality IMU, a higher resolution camera, and some type of imaging 
sonar would probably be needed to make our product fit the needs of the customer. Given the 
amount of additional data, some onboard processing would also be required.  


