
 

 

 

 Abstract 
We introduce a new approach towards a more 
accessible Web by means of more accessible knowledge 
acquisition mechanisms. Our strategy is to detect the 
Web designer’s needs for knowledge that can be 
collected from minorities of Web users, and 
subsequently to design mechanisms that allow the 
proper elicitation of such knowledge from Web users. 
We discuss how this scenario places marginal Web 
users in a privileged position that appeals for their 
inclusion. Additionally, we illustrate how this approach 
might help build a more accessible Web, to the benefit 
of visually-impaired knowledge contributors. 
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figure 1. A CAPTCHA in used to distinguish 
humans from computational agents (from 
www.yahoo.com).  

 

Introduction 
People with disabilities still face enormous difficulties 
when navigating the Web. Despite a seemingly general 
awareness of the importance of accessibility [6], recent 
investigations [3,4] have shown that the impaired 
users’ experience with Web sites has actually worsened 
over time. The addition of new technology and the 
positive effects they have on the mainstream 
population led to most Web sites becoming increasingly 
inaccessible to minorities. Although good design alone 
is generally a sufficient condition for accessibility [3], 
this negative scenario is a problem that extends to a 
significant number of Web users, ranging from the 
visually- or hearing-impaired to the elderly and even 
the technology-challenged. Moreover, this is a concern 
not only to those who defend the broad and equal 
dissemination of information across society, but also to 
the many Artificial Intelligence endeavors that attempt 
to take advantage of the Web as a means towards 
knowledge acquisition from a general audience [7]. 

The lack of incentives to Web designers to offer an 
accessible HCI on the Web motivates an investigation 
regarding how one could create an incentive 
mechanism that addresses this shortcoming. We argue 
that such a device would be a significant contribution 
from both an HCI and an AI perspective. While the 
former community would benefit from an improvement 
of accessibility on the Web, the latter would enjoy a 
broader range of potential knowledge contributors, 
qualitatively improving knowledge bases by combining 
different perspectives typical of heterogeneous and 
nonstandard Web users.  

In order to achieve our goal of creating an incentive 
mechanism to promote a more universal design on the 

Web, we choose to take advantage of the Web 
designers’ interest in knowledge that is collectible from 
Web users. This is a need that matches the several 
unrealized efforts of AI which are in detriment of 
services offered on the Web. Examples include the lack 
of advancement in computer vision techniques, which 
severely deteriorates image-searching applications, and 
the low performance of speech recognition systems 
under natural conditions [5], which negatively affects 
the popularity of video-broadcasting services and the 
proliferation of academic lectures on the Web. In other 
words, our premise is that if we deploy a mechanism 
that enables the acquisition of interesting knowledge 
from Web users who share a common feature, then the 
significance of the prospective information will raise 
Web designers’ attention toward users who share this 
referred feature. In particular, if we design a 
mechanism that collects interesting knowledge from 
minorities of Web users (like the elderly or those with 
visual impairments) then this mechanism will lead to 
better accessibility on the Web, will provide a natural 
benefit to knowledge contributors, as well as improve 
the state-of-the-art in the field of knowledge acquisition 
from the Web.  

The KA-CAPTCHA Mechanism 
In order to design a knowledge acquisition mechanism 
that elicits interesting knowledge from Web users, we 
will make use of the KA-CAPTCHA approach [2]. This 
mechanism is an extension of the popular CAPTCHA 
method (Figure 1), which is a protector of Web 
resources that serves to distinguish legitimate human 
users from malicious computational agents [7].  

A CAPTCHA is a test that is generated by a computer 
and is based on an unsolved AI problem. Its success 
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figure 2. The KA-CAPTCHA architecture. 
Elements in black denote the traditional 
CAPTCHA mechanism, while everything blah 
in blue represents the knowledge blah 
acquisition extension.  

figure 3. A KA-CAPTCHA to collect pictorial   
data from Web users. The user must indicate 
which image relates to the label on the left. Bl 
The system knows the correct answer to bla 
every column but one. Once an answer is 
submitted, the selection in every known bl 
column is verified. If the user succeeded on bl 
each known column, the system regards 
whatever selection on the unknown as true bla 
and increases the belief in the respective bla 
label-image relation [2]. 

relies on the assumption that most humans are able to 
solve open AI problems, but current computers are not. 
Consequently, since an agent’s access to a CAPTCHA-
protected Web resource is conditioned on succeeding 
on the CAPTCHA test, those agents who ultimately 
reach the Web resource will hopefully all be humans. 

The KA-CAPTCHA mechanism is a very natural 
extension of CAPTCHA. Its contribution is based on the 
observation that every correct answer submitted by 
humans to the CAPTCHA test in indeed a solution to a 
problem that computers are unable to solve. Therefore, 
since CAPTCHA solvers (humans) are highly interested 
in providing a valid response to the CAPTCHA test 
(because he/she wants to access the protected 
resource), then an efficient knowledge acquisition 
mechanism can be employed by posing not a random 
question to the test taker, but by strategically asking 
for a solution to a particular open problem that is of 
interest to the CAPTCHA designer. Figure 2 illustrates 
the KA-CAPTCHA mechanism, where a response to the 
test is first evaluated by a CAPTCHA agent. If this 
response is correct (i.e. is believed to come from a 
human), then it is forwarded to an Information-
extracting agent for the performance of knowledge 
acquisition. 

Figure 3 depicts a KA-CAPTCHA [3] for pictorial 
knowledge acquisition. In this example, the system 
tries to refine its collection of image-labels with the 
help of the CAPTCHA user. In this test, the user solves 
the CAPTCHA by identifying in each column which 
image is related to the label displayed on the left. The 
system is already aware of the correct answer for every 
column, except for a special one. If the user submits a 
response with the right selection in every column 

whose answer was known, the system will regard 
whatever choice the user made in the unknown column 
as correct and will increase the belief that the current 
label is associated with the selected image (the reader 
is referred to [2] for a more detailed description).  

Why KA-CAPTCHA?  
Our driving force towards accessibility is the alignment 
of the Web designer’s interests and the needs of 
unconventional users. Because we do not want to rely 
on any altruistic behavior, we are forced to search for a 
method whose success will be entirely conditioned on 
high usability for minority users. Fortunately, the KA-
CAPTCHA model provides an ideal framework for this 
quest. In the CAPTCHA test, the security apparatus is 
intrinsically coupled with the Web document it protects. 
Therefore, it is impossible (and also illogical) for a Web 
designer to expect users to undergo the CAPTCHA test 
without experiencing the protected Web site. 
Consequently, for a knowledge acquisition mechanism 
that is embedded in the CAPTCHA procedure to be 
fruitful, it is indispensable that Web users want to 
interact with the respective Web site. As depicted in 
Figure 4a, the accessible content produced by the 
designer stands from his standpoint as a necessary 
overhead that will lead to his real ambitions of more 
diversified contributions to the knowledge acquisition 
mechanism (KA-CAPTCHA). On the other hand, it is 
only natural to expect that accessible Web sites will 
attract the presence of diversified visitors, leading to 
qualitatively better knowledge acquisition. 

The Web user’s perspective (Figure 4b) is analogous to 
that of the designer. Because he/she wants to access 
the accessible Web resource, it is indispensable to 
succeed on the CAPTCHA test. Since the CAPTCHA is  
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figure 4. The Web designer’s perspective (4a, above) 
envisions the knowledge acquisition mechanism (KA-CAPTCHA) 
as the goal, and the accessible content as an overhead that is 
necessary to reach this goal. The Web user’s perspective (4b, 
below) is analogous, seeing the KA-CAPTCHA as an overhead 
necessary to reach the accessible content. 

 

indeed asking for sound information for a knowledge 
acquisition mechanism, the minority Web user 
encounters a great opportunity to commit to 
truthfulness, and therefore finds an opportunity to 
attract the attention of self-interested Web designers. 

In the next Section, we restrict ourselves to the case of 
knowledge acquisition from users with visual 
impairments and design a knowledge acquisition 
mechanism using the KA-CAPTCHA approach. 

A Solution for Users with Visual 
Impairments 
A careful inspection on the Web reveals a robust 
increase in the distribution of audiovisual content like 
personal videos (e.g. www.youtube.com) and university 
lectures or seminars (e.g. mitworld.mit.edu). However, 
a significant percentage of the audience of these 
services needs access to it under circumstances where 
audio resources cannot be relied on (students may 
want to study lectures in libraries) or have little value 
(foreign individuals might be unable to understand the 
spoken language or users with hearing impairments 
won’t be able to understand the content). 
Consequently, this technology will never reach its full 
potential unless textual transcriptions accompany the 
auditory data. Unfortunately, the generation of 
transcriptions is not an easy task because state-of-the-
art speech recognition systems are still less than 
satisfactory in natural conditions ([5] estimates an 
error rate of 40-45%), and the cost of hiring 
professionals to manually transcribe the data would 
make this trend economically infeasible. Therefore, the 
acquisition of transcripts to audio resources seems to 
be of high interest to Web designers and a promising 
ground for our goals. 
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Fortunately, it is noteworthy that users with visual 
impairments could perform this transcription with 
relatively ease. Existing commercial CAPTCHA tests 
(e.g. www.yahoo.com) already challenge blind users to 
perform a similar task. In these CAPTCHAs, the 
computer puts together a sequence of random words 
and then synthesizes them into a noisy audio file asking 
for its transcription from users (i.e. to guess the 
original words). Therefore, this thrown-away effort 
could be efficiently recycled if the CAPTCHA asked users 
to provide transcriptions of real audio files instead of 
meaningless pieces of distorted sound. We could then 
recycle this wasted effort and turn it into an efficient 
knowledge acquisition mechanism. 

The design of our knowledge base assumes that we 
have a database of audio files, and associated with 
each file is a faulty textual transcription (this 
requirement can be satisfied using existing speech 
recognition systems). Therefore, our task becomes to 
incrementally enhance the incomplete speech 
recognition step with transcriptions provided by 
CAPTCHA test takers. In order to do so, we will assign 
to each word in the transcriptions two measures: a 
support and a confidence grade. The support is used to 
indicate how many users have recognized the 
respective word in the audio file. The confidence is the 
ratio between the support of the word over the number 
of users who have analyzed the audio segment.  

In order to interpret the support and confidence of each 
word, we use two scales as depicted in Figure 5. The 
support of each word (Figure 5a) is compared to a 
predefined Support threshold. If the rank falls above 
this threshold, then the confidence measure of the 
word is considered sufficiently matured. Otherwise, the 

confidence is ignored until subsequent evaluations from 
CAPTCHA users. 

The confidence of a word (Figure 5b) is compared to a 
Certainty threshold (CT) and a Suspicion threshold 
(ST). Once its support is high enough, if the confidence 
of a word is above the CT, then the system believes 
that this word belongs to a correct transcription of the 
respective audio file. If the word falls below the ST, 
then the word is removed from the correct transcription 
of the file. Otherwise, the system is confused about the 
pertinence of the word and waits further clarification.  

With these measures, whenever the Web designer 
wants to know the current transcription of an audio 
segment, the system retrieves from the knowledge 
base only those words whose support and confidence 
are respectively above the Support and Confidence 
thresholds. The initial values of the support 
(respectively, confidence) of each word is equal to the 
Support Threshold (Confidence Threshold) if the 
preliminary speech recognition system recognizes the 
word, and zero otherwise. 

The basic KA-CAPTCHA iteration involves a CAPTCHA 
agent retrieving a small and random segment of an 
audio file from its database and asking users for a 
transcription of what can be heard in the segment. 
After the user submits a response, this transcription is 
compared to the set of words that the system is 
confident about (i.e. whose support and confidence are 
above the Support and Confidence Thresholds). If the 
user fails to transcribe any of the words that the 
system is confident about, then access to the protected 
Web resource is denied and the agent is believed to be 
a computer. Otherwise, the knowledge acquisition step 

figure 5. The interpretation of a word’s 
support (5a, above) is dependent on a 
Support threshold. If the rank falls above 
this parameter, the word is considered 
mature. Otherwise, further clarification is still 
needed. If the Confidence of a word (5b, 
below) is above a Certainty threshold, the 
word belongs to a correct transcription of the 
audio segment. If it falls below a Suspicion 
threshold, it does not belong to a correct 
transcription of the segment. 
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is performed by updating the support and confidence of 
all the words present in the user’s transcription. Figure 
6 depicts an illustrative example of our KA-CAPTCHA 
interaction. In this case, we have a Support threshold 
of 2 and a Confidence threshold of ½. The initial faulty 
transcription identifies only a single word What from 
the audio segment. Next, we assume 3 different users 
experience this CAPTCHA test, submitting 3 different 
transcriptions to the audio file. Finally, according to the 
Support and Confidence thresholds, the resulting 
transcription regarded by our system as true changes 
from What to What time is it.  

Related Work 
The strategic manipulation of incentives to improve 
accessibility on the Web is the focus of some related 
work. [8] describes the game Phetch, where players 
are motivated to contribute with complete and accurate 
textual descriptions of images that are available on 
Web pages and are a barrier to traditional screen-
readers. The main contribution of this approach is that 
players are not expected to behave altruistically, and 
they play the game simply because of its entertainment 
value. Consequently, in their approach third-parties are 
to compensate the lack of interest from Web designers 
to offer an accessible content. Their approach is 
different from ours because we are interested in 
convincing the designer himself to eliminate barriers 
from the Web. We believe this is a more natural and 
efficient approach.  

Another related line of research is the field of 
recommender systems [1] and Wikis (e.g. 
www.wikipedia.org). This literature already introduced 
the concept of Web sites adapting to attract user’s 
contribution. 

Conclusions 
We presented a new approach towards usable 
knowledge acquisition mechanism. Our approach is to 
take advantage of Web designer’s interest in knowledge 
from users to promote their accessibility to the Web. 
Therefore, this may lead to a more accessible Web, as 
well as more diverse knowledge bases derived from 
knowledge acquisition methods from the general 
population. We have a complete implementation of the 
system and we are currently performing empirical 
evaluations to validate this approach. 
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figure 6. An illustrative interaction between 
our system and 3 different users. After a 
preliminary speech recognition recognizing 
only the word What, each user experiences 
the KA-CAPTCHA submitting 3 different 
transcriptions. After each iteration, the KA-
CAPTCHA updates the support and confidence 
of each word, resulting in the improved 
transcription of What time is it. 

 


