
Neurocognition of language:
good, bad, and bogus

Bart Geurts

University of Nijmegen

Abstract

A large portion of the extant research on the neurocognition of language
shows various signs of degeneracy: materials and instructions are often
flawed, experimental results are misinterpreted in all sorts of ways, key
theoretical concepts are ill-defined, and in some cases research questions
aren’t even clear. This paper first discusses the most common sins in the
literature on the neurocognition of language, and then proceeds to review
twenty studies that exemplify the poor state of the art. I conclude that the
field suffers from a serious lack of interaction with neighbouring disciplines.

1 Introduction

Although it is not my core business, I have a long-standing interest in lan-
guage processing, which is why I have been keeping an eye on developments
in the neurocognition of language (NCL) for quite a few years now. Frankly,
however, I never did so with much gusto, and a couple of months ago it sud-
denly struck me that, during all these years, there had been only one or two
papers that I read without serious misgivings. I was quick to realise that this
could mean only two things: it had to be the field or me. Either NCL had
failed to live up to its promises or I had failed to appreciate the rich insights
it has given us. Obviously, I had to find out which it was, and I did: it was
the field. Whence this paper.
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I have come to believe that over a decade’s worth of ERP, PET, and
fMRI studies have taught us preciously little about language processing, and
that to a large extent this is because NCL experiments are often ill-conceived,
badly designed, and misinterpreted. In the following pages I will try to justify
this admittedly dim view.

Over the years, brain imaging at large has been criticised in various
ways. For instance, while Coltheart (2006) claims that functional neuroimag-
ing hasn’t taught us anything about the mind as yet, Fodor (1999) and
Page (2006) argue that, as a matter of principle, it will never do so. My
brief in this paper is different, in two respects. On the one hand, it is more
focused, confined as it is to language processing. On the other, whereas pre-
vious critiques never questioned the scientific merit of cognitive neuroscience
(Page is especially explicit about this), that is basically what I will be doing
for NCL.

2 Materials and procedure

Initially, my ambition was to review all the NCL papers I had collected over
the years, but that soon proved to be too much. This being a one-man
project, the target area had to be narrowed down. The two restrictions I
adopted were straightforward. First, I decided to follow my own interests,
and confine myself to the classic triad: syntax, semantics, pragmatics. The
second restriction was to exclude papers published before the current milen-
nium. This left me with 42 papers, mostly fMRI studies.1 These I reread
and covered with comments, wavy lines, question marks, and so forth. When
I drew up the final score, I found that 20 studies were quite seriously flawed.
The bulk of this paper is given over to reviews of these studies (Section 4).

Assuming that my library contains a representative sample of the NCL
literature, about half of this literature is bad, and some of it is downright
bogus, for reasons apparent to me. The qualification is important: since
I know next to nothing of statistics and wouldn’t recognise a left inferior
frontal gyrus if I found one in my plate, the flaws I discovered do not concern
methodology, experimental techniques, or statistical analyses. Rather, my
complaints are about conceptual and theoretical foundations, materials and
instructions, and the interpretation of results. Hence, to say that half of the
literature is bad or bogus is not to imply that the other half is good.

1. It seems that ERP studies have gone out of fashion in the past few years. I deplore
this trend, because the high temporal resolution of ERP data makes them a lot more
interesting, in my opinion, than the dubious brain maps emanating from fMRI studies,
but NCL researchers and the popular press seem to prefer the latter.
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I’m sure that there will be all sorts of objections against these conclu-
sions, and one is bound to be that my sample of the NCL literature is not
representative. It goes without saying that there are more than 42 papers
that meet the constraints mentioned two paragraphs ago, and I have to ad-
mit that there is no guarantee that my sample is representative. I can only
say that, as far as I’m aware, my sampling of the NCL literature, within the
constraints I have mentioned, has been as good as random, and the sample
size seems fair, as well.

One way of putting into perspective the scope of the present paper is
by comparing it to Vigneau et al.’s (2005) meta-analysis. Vigneau et al. di-
vide fMRI experiments into studies concerned with ‘phonology’, ‘semantics’,
and ‘sentence processing’. This terminology is unfortunate for a number or
reasons, for instance, because the second category covers all sorts of exper-
iments that use words for stimuli, while ‘sentence processing’ also includes,
e.g., reasoning studies. Be this as it may, it is Vigneau et al.’s third category
that corresponds best with the target area of my survey, and for this part of
their analysis the authors selected 36 papers spanning a 9-year period, while
I have 42 papers spanning a 7-year period. The comparison is admittedly
rough, but it does suggest that at least the size of my sample isn’t too small.

If it is suggested that I have gone out of my way to seek out the weak
papers, then again I can’t prove that I didn’t, but I can offer the following
observations. The 80th percentile of neuroscience journals in Thomson’s
Journal Citation Reports, ordered by impact factor, is 4.3. Of the 20 papers
to be reviewed below, 15 exceed this value; the mean impact factor of all
papers under review is 6.07, and the median 5.04. Hence, at least the sources
from which I have sampled are thoroughly respectable.

Based on my reviews of twenty papers, I devised a rough-and-ready tax-
onomy of the sins I observed on my tour through the NCL literature:

#1: Flawed materials and/or instructions
#2: Poorly documented materials and/or instructions
#3: Overinterpretation
#4: Anomaly fallacies
#5: Ill-defined concepts
#6: Lack of interest
#7: Other

In the next section, these sins will be discussed in some detail. I’ve decided,
somewhat arbitrarily, that a sin deserves a name of its own only if it is
committed at least four times in the papers under review; otherwise it is
in the ‘Other’ bin. These sins aren’t equally common, nor are they equally
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important. Sin #2 is the most common, but not always critical; the others
are always serious, in my opinion. I’m sure the most controversial accusation
on my list will be #6, which is why I have gone out of my way to avoid
making this charge.

3 Six sins

In the following I will discuss the first six sins; for obvious reasons, ‘Other’
will not be discussed. In most cases the discussion will be brief, but #5
will need some space—in fact, it will have more space than all the others
combined.

Sin #1: Flawed materials and/or instructions

Perhaps the most disturbing finding of my survey is that in so many cases
experimental materials and/or instructions are seriously, and quite often ob-
viously, flawed. Materials are constructed on the basis of an erroneous syn-
tactic analysis (Cooke et al. 2001); they are contaminated by unwanted reg-
ularities (Maguire and Frith 2004, Noppeney and Price 2004); sentences are
presented in such a way that unintended interpretations are bound to arise
(Constable et al. 2004); sentences are, inadvertently, marginally acceptable
or downright infelicitous (Ahrens et al. 2007, Eviatar and Just 2006); materi-
als aren’t properly validated (Friederici et al. 2000, Maguire and Frith 2004);
and so on.

Ill-conceived instructions are less frequent, but they do occur, e.g. in the
studies of Friederici et al. (2000) and Luke et al. (2002).

Sin #2: Poorly documented materials and/or instructions

The impression that NCL researchers are often more concerned with techni-
cal and methodological issues than with the quality of their materials and
instructions is confirmed by the fact that in so many cases the documentation
of the latter is downright shoddy. For example, while the distinction between
abstract and concrete nouns plays a central role in Friederici et al.’s (2000)
study, the ‘materials’ section of their paper doesn’t give a single example
of one or the other, let alone a representative sample. Another clear case
in point is Grossman et al.’s (2002) paper, which is about the distinction
between motion verbs and cognition verbs, and provides, scattered through
the text, four instances of the latter and one of the former (I hope I didn’t
miss any).
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‘Poorly documented’ is a matter of degree of course, but the following
minimum requirement seems not unfair to me: if, for a given experiment,
some combination of factors is illustrated by fewer than two examples, then
the experiment will count as poorly documented. Even by this rather lenient
criterion, 14 of the 20 studies reviewed below are poorly documented.

Sin #3: Overinterpretation

This, too, is a very common defect; I will argue that it occurs in 13 of the
studies under review. The logic of overinterpretation is straightforward: two
types of stimuli are compared on the assumption that they differ only in
dimension A, and then it turns out that, unbeknownst to the authors, they
differ in dimension B as well, and in such a way that the authors’ inferences
are invalidated. As shown by Caplan’s (2007) review, studies purporting to
show the ‘autonomy’ of this or that aspect of syntax are often flawed in this
way, and more examples will be provided below.

Sin #4: Anomaly fallacies

Suppose you want to find out which brain areas are involved in processing
linguistic feature A (e.g., syntactic agreement). In order to do this, you
present your subjects with stimuli that are ill-formed precisely because fea-
ture A gets roughed up (e.g., sentences contain agreement errors). You find
that these stimuli cause brain area BA x to light up, and conclude that BA x
is responsible, possibly together with other areas, for dealing with feature A.

This reasoning is fallacious; it is an instance of what I propose to call the
‘anomaly fallacy’. To see that it is a fallacy, consider the following analogy.
Suppose you want to find out where in a given car factory windshields are
assembled. You bribe the supplier into delivering ‘anomalous input’, i.e.
cracked windshields, and then you monitor activity levels across the factory.
Your conclusion is that ‘Goods and deliveries’ is responsible for assembling
windshields: that’s where your stimuli are inspected before they are returned
to the supplier.

Coming back to the example of the first paragraph, what one can safely
infer is that BA x is involved, possibly together with other areas, in the
processing of A-anomalies. Any further inferences will have to be supported
by extraneous data.

Although strictly speaking the anomaly fallacy is a special instance of
overinterpretation, I will treat it separately, and assume that one sin doesn’t
entail the other. It so happens, however, that all the studies in my sample
that commit the anomaly fallacy are guilty of overinterpretation, as well.
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Sin #5: Ill-defined concepts

The NCL literature is weak on theory. A ‘theory’, in this literature, is rarely
more than a thumbnail sketch, and the conceptual groundwork of many ex-
perimental studies is shaky at best. There are a handful of conceptual dis-
tinctions that are standardly used in NCL research despite the fact that they
are poorly understood and their validity is questionable. It will be obvious
that an experiment which contrasts A- with B-stimuli is pretty much useless
if it is obscure what the difference between A and B is (and if it isn’t obvi-
ous I will belabour this point shortly). Unfortunately, this is precisely what
happens in nearly half of the experimental studies under review here.

There are four dubious distinctions, in particular, which recur in the NCL
literature:

• abstract vs. concrete
• content vs. function words
• semantic vs. episodic memory
• syntactic vs. semantic acceptability

In the following I will discuss each of these in turn.

Abstract vs. concrete: One of the many ill-publicised lessons of phi-
losophy is that the abstract/concrete distinction is fraught with difficulties
(Lewis 1986, Rosen 2001). Neuroscientists don’t read philosophy, it seems.
Here are some of the questions that arise. One: What is this distinction
supposed to distinguish between? Word meanings, concepts, things in the
world? Depending on your answer to this question, you may get very dif-
ferent results. Two: Supposing we want to say that the distinction applies
to meanings (say), is it applicable to all sorts of meanings? Does it make
sense at all to say that the meaning of ‘or’ is concrete or abstract? Does the
distinction apply to sentence meanings? And so on. Three: Is the distinction
between concrete and abstract one of degree or kind? The words ‘concrete’
and ‘abstract’ are gradable: the man and woman in the street are liable to
say that A is more concrete than B. But surely conventions of usage aren’t
necessarily good science.

NCL researchers ignore these issues. Typically, it is assumed without fur-
ther ado that there is a categorical difference between abstract and concrete
words, and it is assumed without argument that, e.g., ‘cut’ and ‘pale’ are
concrete while ‘goal’ and ‘victory’ are abstract (the examples are from Nop-
peney and Price 2004). Occasionally, researchers are slightly more circum-
spect: they appeal to the ‘word norms’ compiled by Toglia and Battig (1978),
among others (e.g. Kiehl et al. 1999). However, as stated by the First Law
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of Scientific Method:

No opinion poll can make up for lack of understanding.

The fact that most people are willing to call ‘cucumber’ a concrete word
means nothing unless you know why, and a brief look at the ratings collected
by Toglia and Battig and others should convince anyone that they must be
the outcome of an unholy interaction between all sorts of factors.2

Function words vs. content words: A popular distinction in the NCL
literature is that between function words (closed-class) and content words
(open-class); it plays a key role in two papers reviewed below: Friederici
et al. (2000) and Yamada and Neville (2007). The following description is
typical of what one finds in the literature:

The category of open-class words contains nouns, verbs, and adjectives.
These words are the main bearers of meaning in the language, providing
the building blocks for the overall sense that is contained in a spoken or
written sentence. The category of closed-class words contains, among oth-
ers, articles, conjunctions, and prepositions. These words are relatively
devoid of meaning—certainly in comparison with the open-class words—
and primarily serve a syntactic role in language understanding, providing
crucial components for the phrase-level grammatical structure that makes
combinations of words interpretable. (Brown et al. 1999: 261)

One stock ingredient in this description is that content words are richer in
semantic content than function words. Unfortunately, however, it is never
explained what this is supposed to mean. I don’t know of any content metric
that could justify the claim that, e.g., ‘triangle’ carries more meaning than

2. In fact, ‘cucumber’ is one of the most concrete English words according to the MRC
Psycholinguistic Database (Coltheart 1981, www.psych.rl.ac.uk), which pools the data
sets of several sources including Toglia and Battig (1978). The MRC database provides
an endless supply of mystery and entertainment. For example, according to it, among
the 14 most concrete English words, no fewer than 8 are food-related, the most concrete
of these being ‘milk’, ‘tomato’, and ‘cucumber’ (in that order). The database also tells
us that ‘we’ is less concrete than traditional abstract nouns such as ‘friendship’, ‘justice’,
or ‘love’, which incidentally are close to the midpoint of the scale, and therefore not
particularly abstract. Unlike ‘we’, ‘I’ is quite concrete, though it ranks slightly lower than
‘undergraduate’, which in its turn is clearly outranked by ‘professor’. ‘Philosophy’ is in
the lower half of the scale, as one should expect, nor is it very remarkable that ‘science’
and ‘psychology’ hover around midpoint. More surprising, perhaps, is the fact that both
‘science’ and ‘psychology’ are outranked by ‘mathematics’, which is itself less concrete
than ‘art’.
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‘maybe’. I’m not even convinced that the claim makes sense at all. Moreover,
in those cases where we can sensibly compare the contents of function words
and content words, it is not invariably the case that the latter are richer than
the former:

false–not, cause–because, precede–before, condition–if

While ‘false’ is an adjective, hence a content word, ‘not’ is standardly classi-
fied as a function word. But to the extent that it is possible to quantify and
compare their respective meanings, it would seem that neither is richer than
the other. The same holds for the other pairs.

Another stock ingredient in the passage cited is that function words ‘pri-
marily serve a syntactic role’. This doesn’t make much sense, either. For
one thing, the notion that words like ‘the’, ‘not’, ‘if’, and ‘maybe’ primarily
have a syntactic function is obviously a non-starter: the difference between
‘The dog is dead’ and ‘The dog is not dead’ is semantic if anything is, and
definitely not ‘primarily syntactic’. For another, for many alleged function
words it is not even clear that they make much of a difference syntactically
speaking (‘the’ and ‘maybe’ are cases in point).

These remarks are not to suggest that the function/content distinction
makes no sense at all. There is one element that seems important to me,
and this the fact that most categories of function words are sparsely popu-
lated: there are relatively few articles, prepositions, conjunctions, and so on.
(Though this doesn’t hold for adverbs, even if they are usually classified as
function words.) Clearly, this may be important from a processing point of
view, but syntactically or semantically speaking it is completely irrelevant.
The problem with the function/content distinction as it is usually employed
is that it conflates several distinctions, some of which make no sense, as I
have tried to show. In particular, it is a bad idea to assimilate this distinction
to the one between syntax and semantics.

Semantic vs. episodic: Since it was introduced by Tulving (1972), the
distinction between episodic and semantic memory has been anything but
stable, and in its current incarnation it is perhaps more elusive than ever,
involving as it does concepts like ‘self’, ‘subjective time’, and ‘autonoetic
consciousness’ (Tulving 2002). So it’s not as if the distinction is cut and
dried.

The episodic/semantic distinction looms large in two of the studies under
review: Maguire and Frith (2004) and Zysset et al. (2002). Neither explain
very well what they mean by it. For example, the closest Zysset et al. come
to an explanation is in the following passage:

Semantic memory retrieval refers to the recovery of encoded information
from long- term memory (Graf et al. 1985). The retrieved information is
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matched against an externally given fact. [. . . ] In episodic retrieval tasks,
the retrieved information is unique to an individual and is tied to a specific
context. (Zysset et al. 2002: 983)

(The reference to Graf et al. 1985 seems to be a red herring.) I may be
overlooking something, but as far as I can tell this is vague at best; the same
goes for Maguire and Frith’s (2004) attempts at definition, though it does
seem that what these authors have in mind is not the same as Zysset et al.

Syntactic vs. semantic acceptability: In several experiments, sub-
jects were asked to judge whether or not sentences presented to them are
grammatical, on the premiss that this task is a purely syntactic one, and
that therefore interpretation doesn’t play a role:

[. . . ] semantic interpretation is not required in grammaticality judgment
tasks and thus syntax can operate in isolation. (Wartenburger et al. 2004:
72-73)

In the same spirit, Luke et al. (2002) presented their subjects with two dif-
ferent tasks: in one condition they had to decide whether expressions were
syntactically acceptable, while in another condition the same stimuli were
judged for semantic acceptability; the assumption being that the former task
requires syntactic but not semantic resources, while for the latter it is the
other way round.

However, the distinction between syntactic and semantic acceptability
is notoriously problematic. Linguistic theories strongly disagree about the
syntax/semantics divide, and what is syntactically ill-formed according to one
theory is a semantic anomaly for another. Furthermore, speakers’ intuitions
about the distinction are anything but robust, and if speakers happen to
agree we don’t know why. The truth of the matter is that there is no known
way of making subjects attend to syntax while ignoring semantics, or vice
versa. If a speaker reports that a sentence is ‘ungrammatical’ or ‘doesn’t
make sense’, then the only thing we know is that this speaker rejects this
sentence for some reason or other. The rest is for theory to decide.

Sin #6: Lack of interest

Call me old-fashioned, but I believe you need at least one good reason for
doing a scientific experiment of any kind, and ‘Let’s see what happens’ does
not count as a good reason in my book. An experiment is ill-motivated if,
given the state of the art in the field, there is no good reason for doing it;
i.e. if it is not seeking to answer a question previous research gives rise to. I
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will argue that the experiments reported by Ahrens et al. (2007) and Lattner
and Friederici (2003) fall into this rubric.

An experiment is poorly motivated if it is unclear what question it is
supposed to settle. The clearest case I know of is Eviatar and Just (2006),
but there are quite a few NCL studies that come dangerously close to being
poorly motivated in this sense. It would appear that ‘Let’s see what happens’
isn’t that uncommon a research question in NCL.

However, it isn’t always so easy to establish beyond any reasonable doubt
that a particular research project is of dubious scientific interest, and there-
fore I have made this charge as sparingly as possible. Therefore, if by the
end of this paper we will have encountered ‘only’ four instances of this sin,
this is bound to be an underestimate.

4 Reviews

The reviews in this section are given in alphabetical order, from Ahrens
et al. (2007) to Zysset et al. (2002).

Ahrens, Liu, Lee, Gong, Fang, and Hsu (2007)

Metaphorical expressions can become conventionalised to such a degree that
it may be hard, if not impossible, to distinguish between metaphorical and
literal senses. For example, the notion that theories can have (or lack) ‘foun-
dations’ is obviously metaphorical in its origins, but is so common that it
may well be one of the established senses of the word ‘foundation’.

Ahrens et al.’s fMRI study purports to show that the brain deals in dif-
ferent ways with conventional and non-conventional metaphors. To this end,
three types of stimuli were constructed (in Mandarin Chinese): ‘literal sen-
tences’, ‘conventional metaphors’, and ‘anomalous metaphors’:

(1) a. He studied in the library the whole day. literal sentence
b. The framework of his theory is very loose. conventional metaphor
c. Their financial capital has a lot of rhythm. anomalous metaphor

The term ‘anomalous metaphor’ may seem unfortunate at first, but it is
entirely appropriate, as we will presently see.

Special care was taken to ensure that the anomalous metaphors were
distinct from the other sentences:

A pre-test was run to select these 108 [experimental] sentences. In this pre-
test, 15 college-age participants determined the interpretability level for
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300 sentences (100 sentences for each type) on a scale of 1 ‘not understand-
able’ to 7 ‘understandable’. Thirty-six sentences were then selected from
each group based on their interpretability ratings. Each sentence in the
conventional metaphor group and the literal sentence group received an in-
terpretability rating of 7.0, while the sentences in the anomalous metaphor
condition had an average rating of 1.76 (range between 1.13 and 2.33).
(p. 165)

Not surprisingly, Ahrens et al. found a very different, and more extensive,
pattern of activation for the anomalous items as opposed to the others, and
no clear differences between literal sentences and conventional metaphors.
(That is to say, such differences as could be detected may have been an
experimental artifact, as the authors note on p. 167.)

It is glaringly evident what the problem with this study is. It is that
Ahrens et al.’s ‘anomalous metaphors’ are precisely that: anomalous. In
fact, as is clear from the passage quoted above, the authors went out of
their way to make sure that the sentences in this category made little sense.
So there is no reason for assuming that these stimuli are any different from
run-of-the-mill nonsense sentences.

Summing up:
• Flawed materials
• Poorly documented materials

Ben-Shachar, Hendler, Kahn, Ben-Bashat, and Grodzinsky (2003)

Ben-Shachar et al. contrasted sentences containing object-relativised clauses
(1a) with sentences containing propositional complements (1b) (original stim-
uli in Hebrew). According to the syntactic analysis adopted by the authors,
in sentence (1a) the constituent ‘the girl’ has been moved leftwards from the
position marked by the ‘gap’ marked [ ]i.

(1) a. I helped [the girl]i that Mary saw [ ]i in the park. movement
b. I told Mary that the girl ran in the park. no movement

Sentences like (2a,b) were used as foils in a grammaticality judgment task;
Ben-Shachar et al. analyse (2a) as involving movement, like (1a):

(2) a. *I helped [the girl]i that Mary ran [ ]i in the park. movement
b. *I told Mary that the girl saw in the park. no movement

Contrasting the movement conditions (1a) and (2a) with the non-movement
conditions (1b) and (2b), Ben-Shachar et al. observed increased activity in
left inferior frontal gyrus and bilateral superior temporal sulcus.
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The results are important because they constitute the first clear-cut imag-
ing evidence for the neural reality of syntactic transformations: The neu-
ral activity evoked by transformational analysis sets this process apart
from other putative sources of computational complexity during sentence
perception. This finding not only confirms classical linguistic claims re-
garding the distinctness of transformational rules, but also provides fine-
grained anatomical information regarding their localization in the brain
[. . . ] (p. 439)

Strong claims, these. In fact, it isn’t hard to see that they are way too
strong. As noted by Caplan (2007), it is less than obvious that ungrammat-
ical sentences like (2a) involve movement at all, and even if they do it is
obvious that there are profound semantic as well as pragmatic differences
between the movement and non-movement sentences. To illustrate the prag-
matic differences, while two of the presuppositions associated with (1a) and
(1b) are the same (i.e. both sentences presuppose that there is a park and
a person called ‘Mary’), they differ markedly in that, whereas (1b) presup-
poses merely that there is a girl, (1a) presupposes that there is a girl seen
by Mary in the park; which is clearly more complex. Hence, the presuppo-
sitions associated with (1a) may have made this sentence harder to process
than (1b).

Summing up:
• Poorly documented materials
• Overinterpretation

Ben-Shachar, Palti, and Grodzinsky (2004)

Ben-Shachar et al.’s (2004) Experiment 1 is an fMRI study in which subjects
read ‘topicalisation’ and ‘dative shift’ sentences (in Hebrew):

(1) a. [To the professor]i John gave [ ]i [the red book]. topicalisation
b. John gave [to the professor] [the red book]. dative shift
c. John gave [the red book] [to the professor]. baseline

Ben-Shachar et al. assume that, if dative shift involves movement at all, it is
of a different kind than what is needed for topicalisation, so for expository
convenience I will assume that dative shift does not involve movement. To
ensure that subjects read the stimuli properly, comprehension questions were
asked at irregular intervals. It was found that processing movement sentences
is associated with the activation in left inferior frontal gyrus, left ventral
precentral sulcus, bilateral Heschl’s complex, and bilateral posterior superior
temporal sulci, while these regions were not sensitive to the dative shift

12



contrast. Ben-Shachar et al. were surprised to find that dative shift activated
right frontal regions: right anterior insula, right ventral precentral sulcus, as
well as (though marginally) right inferior frontal gyrus.

Ben-Shachar’s second experiment was similar to the first. This time sub-
jects read sentences containing wh-constructions, like (2a), which supposedly
involve the same species of syntactic movement as does topicalisation; (2b)
illustrates the baseline condition:

(2) a. The waiter asked [which salad]i the tourist ordered [ ]i for lunch.
b. The waiter asked if the tourist ordered a salad for lunch.

The activation pattern associated with movement in this experiment showed
considerable overlap with the one observed in the first experiment: left in-
ferior frontal gyrus, left ventral precentral sulcus, and bilateral posterior
superior temporal sulcus.

Based on these findings, Ben-Shachar et al. claim to have shown that
the kind of syntactic movement implicated in sentences like (1a) and (2a) is
associated with a consistent pattern of brain activation.

This conclusion is premature. Movement is not just a syntactic operation:
it has a systematic pragmatic effects, as well. Sentence (1a) would typically
be used in a context in which it is already established that John gave (or
maybe did) things to various people, including a professor. Similarly, (2a)
would normally be used in a context in which it is presupposed that the
tourist in question ordered a salad for lunch. Such pragmatic effects are
not systematically associated either with dative shift or with the baseline
conditions in these experiments, so Ben-Shachar are jumping to syntactic
conclusions.

A final remark on dative shift: Whether or not this construction is ac-
ceptable depends largely on the comparative ‘weights’ of the two objects:

(3) a. John gave [to Fred] [the red book he had bought at an auction].
b. ?John gave [to the professor from Oxford] [the red book].
c. *John gave [to the professor from Oxford with the blue tie] [the book].

(3a) is fine, (3c) is awful, and (3b) is marginally acceptable, at best. So
the constraint seems to be that dative shift requires that the indirect object
shouldn’t be disproportionally heavy. Now, since Ben-Shachar et al. use
(3b) to exemplify the stimuli of their first experiment, I believe that, in this
point, their stimuli were flawed. This might explain the unexpected right-
hemispheric activation associated with dative shift in Experiment 1.

For further critical discussion of the experiments by Ben-Shachar et al.
(2003, 2004), see Caplan (2007).
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Summing up:
• Flawed materials
• Poorly documented materials
• Overinterpretation

Constable, Pugh, Berroy, Mencl, Westerveld, Ni, and
Shankweiler (2004)

The purpose of this fMRI study was to investigate the combined effects of
input modality (written vs. speech input) and linguistic complexity. The
complexity factor involved a comparison between subject- and object-relative
clauses:

(1) a. The biologist | who showed the video | studied the snake.
subject-relative clause

b. The biologist | who the video showed | studied the snake.
object-relative clause

The key difference between (1a) and (1b) is that in the former case the
biologist is the agent of the relative clause, while in the latter he is the patient.
It is a well-established fact that subject relatives are easier to process than
object relatives, though it is not exactly clear why (see below).

In the written condition, each sentence was presented in three consecutive
segments, as indicated by the vertical strokes in (1). What Constable et al.
failed to realise, apparently, is that this way of presenting the written stimuli
made it much more likely that the relative clauses they contained received
a non-restrictive interpretation. The difference between non-restrictive and
restrictive relative clauses is illustrated by the following pair of sentences:

(2) a. Men who smell funny are to be avoided. restrictive
b. Men, who smell funny, are to be avoided. non-restrictive

Note the dramatic semantic contrast between the two sentences: while (2b)
is a double insult to men, (2a) need not be insulting in any way. It will be
evident that the way Constable et al. presented their written materials may
well have caused an elevated rate of non-restrictive interpretations. As for
the speech condition, since non-restrive relatives are exceptional and usu-
ally marked by special intonation, we may suppose that the spoken stimuli
received restrictive construals in all cases.

The way Constable et al. presented their materials may have been flawed,
but does it matter? Oddly enough, for Constable et al.’s express purposes it
doesn’t seem to matter much. But this is because the conclusions they draw
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from their data are vague to the point of vacuity, and they even come close
to admitting as much:

Several important findings emerged. Most prominent, perhaps, is the ob-
servation that while the neural networks that serve printed and spoken
sentence processing are not identical, the sites within these systems that
were sensitive to parsing difficulty were largely overlapping, especially in
[inferior frontal gyrus]. On the view that linguistic processing operates at
an abstract level, independent of input modality, we could expect such an
outcome. The major language zones within the left hemisphere [. . . ] and
the inferior parietal lobule, have all long been implicated as essential parts
of the sentence-processing mechanism. (p. 18)

Needless to say, it was vastly unlikely already before Constable et al. con-
ducted their experiment that writing and speech might activate wholly dis-
parate brain areas, and that the classical language zones would not be in-
volved in the processing of both. Constable et al.’s data merely confirm what
was a near-certainty already.

PS: It is often claimed, in the NCL literature, that the key difference between
subject and object relatives is structural; several of the studies reviewed here
take this view, and Constable et al. are partial to it, as well. However, this
premiss is very likely wrong. As early as 1990, Fox and Thompson showed
not only that (a) in natural speech object relatives are more frequent than
subject relatives, but also that (b) the head of an object relative is typically
inanimate and (c) the subject of an object-relative clause typically refers
to an entity that is already given in the discourse. Following up on Fox
and Thompson’s work, experimental studies have shown that, once these
factors are taken into account, object relatives are not harder to process
than subject relatives (Gordon et al. 2001, Mak et al. 2002, 2006, Reali and
Christiansen 2007), and that this holds for children as well as adults (Kidd
et al. 2007). These results are inconsistent with purely structural accounts
of the contrast between subject and object relatives. They also suggest that
the stimuli generally used in experiments based on such accounts may well
be pragmatically infelicitous; Constable et al.’s materials would be cases in
point.

Summing up:
• Flawed materials
• Poorly documented materials
• Lack of interest
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Cooke, Zurif, DeVita, Alsop, Koenig, Detre, Gee, Pinãngo,
Balogh, and Grossman (2001)

This fMRI comprehension study was designed to explore the interaction be-
tween two factors: syntactic complexity and short-term memory demands.
Subjects were presented with sentences containing either a subject- or an
object-relative clause ((1a,b) vs. (1c,d)), whose memory demands were var-
ied, in addition, by manipulating the distance between gaps and their an-
tecedents ((1a,c) vs. (1b,d)). The subjects’ task was to tell whether the action
described in the sentence was performed by a man or a woman. Response
latencies were measured from the the earliest point at which, according to
Cook et al., the question could be answered with certainty; these points are
marked in (1) by asterisks. The following examples are Cooke et al.’s own,
as are the antecedent-gap analyses:

(1) a. [The strange man]i in black who [ ]i adored ∗ Sue was rather sinister
in appearance. subject relative, short gap

b. [The cowboy]i with the bright gold front tooth who [ ]i rescued ∗
Julia was adventurous. subject relative, long gap

c. [The flower girl]i who Andy ∗ punched [ ]i in the arm was five years
old. object relative, short gap

d. [The messy boy]i who Janet ∗ the very popular hairdresser grabbed
[ ]i was extremely hairy. object relative, long gap

There are at least two serious flaws in Cooke et al.’s materials. One is that
their analysis of subject relatives is mistaken. Consider (1a), for example. In
this sentence, the subject is not ‘the strange man’, as Cooke et al. believe,
but rather ‘the strange man in black’, and therefore the correct analysis of
this sentence is (1a′). Similarly, the correct analysis of (1b) is (1b′):

(1) a.′ [The strange man in black]i who [ ]i adored Sue was rather sinister
in appearance.

b.′ [The cowboy with the bright gold front tooth]i who [ ]i rescued Julia
was adventurous.

Hence, the gap sizes in these sentences are the same; what distinguishes them
is the sizes of their subject constituents. (It is somewhat ironical, therefore,
that Ben-Shachar et al. (2004:1334) should single out Cooke et al.’s study
to praise its ‘clean manipulation’ of the distance between gaps and their
antecedents.)

The second flaw in Cooke et al.’s materials concerns phrases like ‘Janet
the very popular hairdresser’. It is not clear how these are to be analysed.
Maybe they were inspired by phrases like ‘John the Baptist’ or ‘Tarzan the
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Ape Man’, but these are (a) highly conventionalised and (b) the noun phrases
they contain are very short. Alternatively, Cooke et al. may have intended
‘the very popular hairdresser’ as a parenthetical insert. Either way, this
construction is so unusual that, in the context of this experiment, it was
probably infelicitous.

Finally, Cooke et al.’s procedure was flawed, too. As mentioned earlier,
they measured response latencies from the earliest point at which it could be
decided whether the agent of the action described in the sentence was male
or female. But by this criterion the asterisks in (1c,d) are misplaced: they
should appear after the verbs ‘punched’ and ‘grabbed’. For, at the point at
which Cooke et al. started their stopwatches, the next verb could still fail to
denote an action, as in the following sentences illustrate:

(1) c.′ [The flower girl]i who Andy was in love with [ ]i kissed ∗ him.
d.′ [The messy boy]i who Janet the very popular hairdresser was in love

with [ ]i kissed ∗ her.

Cooke et al. report the following response latencies (in milliseconds) for
the sentences in (1a-d):

(1a) : 612 (1b) : 608 (1c) : 977 (1d) : 2504

Not surprisingly, the difference between (1a) and (1b) was not statistically
significant; the others were. Note that there is a staggering difference between
(1d) and the other sentences, which was confirmed by

[. . . ] an important interaction effect in our study, where left inferior frontal
cortex was activated during object-relative sentences that featured a long
gap linkage. This region was not recruited during any of the other three
sentence types minus baseline. (pp. 88-89)

It is not difficult to see that all these results may have been due to the flaws
discussed above.

Summing up:
• Flawed materials
• Poorly documented materials
• Other: incorrect analysis of stimuli for measuring response latencies

Embick, Marantz, Miyashita, O’Neil, and Sakai (2000)

In this ingenious fMRI study, subjects had to decide whether the sentences
they were shown contained one or two errors. All critical sentences contained
one or two ungrammaticalities, as in (1), or spelling mistakes, as in (2):
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(1) a. Bill wrote paper a about the discussion of the treaty.
b. Mary asked question a about theorem the in class.

(2) a. Bill wrote a papger about the discussion of the treaty.
b. Mary askepd a question about the theorem in cllass.

Embick et al. found that sentences of the first type caused significantly more
activation across language areas, especially in Broca’s area, and conclude that
their results ‘provide direct evidence of a syntactic specialization for Broca’s
area and establish the existence of distinct modules for our knowledge of
language.’ (p. 6150)

This reasoning is as good an instance as any of what I have called the
‘anomaly fallacy’. Observing that Broca’s area is activated by (what they
take to be) syntactic errors, Embick et al. jump to the conclusion that Broca’s
area is specialised for syntax. But this study is guilty of overinterpretation
in another way, as well. The difference between the sentences in (1) and (2)
isn’t just that the former violate English grammar while the latter misspell
words: all these sentences are intelligible, i.e. they express meanings, and
it is not unlikely that semantic processes are taxed in different ways by the
ungrammatical sentences as opposed to the sentences that contain spelling
errors. For example, one rather glaring difference is that whereas the cor-
rection of spelling mistakes will appeal to lexical semantics, the correction of
a grammatical errors will involve compositional semantics. On the basis of
Embick et al.’s data we cannot conclude that Broca’s area is specialised for
syntax.

Summing up:
• Poorly documented materials
• Overinterpretation
• Anomaly fallacy

Eviatar and Just (2006)

In this broad-brush fMRI study, ironical and metaphorical sentences were
compared with statements that were intended to be taken literally. The
critical sentences were preceded by two sentences that created a context of
interpretation:

(1) a. Larry told Sally that he knew how to cook. He gave her a taste of
his wonderful stew. Sally said, ‘This is heaven.’ metaphor

b. George went to Bettys birthday party. Only two other people came.
He said, ‘It is really crowded here.’ irony

c. Jack was talking on the phone. Sally and Mary came in very quietly.
Jack said, ‘I didnt notice you were here.’ literal
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Each item was followed by a comprehension question, to ensure that subjects
attended to the content of the stimuli.

Eviatar and Just are extremely vague about the aims of their study as
well as about their hypotheses:

We expected to see the effects of the common mechanisms in the compre-
hension of these three types of statements, which should evoke the classical
language areas in the left hemisphere, together with differences, either in
the pattern of left hemisphere activation, or in right hemisphere participa-
tion, resulting from the distinguishing processes for metaphor and irony.
(p. 2350)

Since these predictions are virtually empty it doesn’t come as a surprise that
they were confirmed.

Eviatar and Just’s paper raises a number of issues. First, the metaphors
used in this study were all conventional, as (1a) clearly illustrates. I find this
surprising, not only because I fail to see what is the interest of conventional
metaphors, but also, and more importantly, because I don’t see the point of
comparing non-conventional instances of one figure of speech with conven-
tional instances of another. Eviatar and Just don’t even bother to motivate
this choice.

Secondly, the measures Eviatar and Just took to validate their materials
are clearly inadequate, especially in comparison with other recent studies of
metaphor (e.g., Rapp et al. 2004, Faust and Mashal 2007). The only pretest
they did aimed at validating their tripartite division of literal, ironic, and
metaphorical statements. No attempt was made to justify the assumption
that the metaphors were conventional, nor did Eviatar and Just test their
materials for comprehensibility (cf. my remarks about Ahrens et al. 2007).

Reading through Eviatar and Just’s materials, it seems intuitively clear
that their ironical sentences were more difficult to process than the others.
This may be due in part to the fact that these weren’t conventionalised uses
of irony, but another factor may be that, by its very nature, irony is harder
to interpret. If the speaker says the opposite from what he tries to convey his
intended meaning may, in general, be more difficult to decode than if he uses
expressions whose literal meaning is not immediately related to his message.
(This would be in line with behavioural studies in children and adults, cited
by Eviatar and Just, indicating that metaphors are easier.) This being so,
it wouldn’t be surprising if, in everyday discourse, the use of irony depended
more heavily on intonational cues, which would explain why there is a special
intonation contour for irony and related tropes but not for metaphor.

If these remarks are on the right track, they suggest, first, that the writ-
ten medium employed by Eviatar and Just is ill-suited for its purpose, and
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secondly, that their ironical stimuli are in fact infelicitous, and therefore
flawed.

Summing up:
• Flawed materials
• Lack of interest

Friederici, Opitz, and von Cramon (2000)

Subjects were presentend with nouns and function words (prepositions, con-
junctions, and adverbs) that were either concrete or abstract. In addition,
there were two tasks: a ‘syntactic task’, in which subjects had to decide
whether a given word was a noun or a function word, and a ‘semantic task’,
in which they had to classify words as concrete or abstract. The main conclu-
sion Friederici et al. draw from their fMRI data is that there is ‘a systematic
interaction between word class, concreteness and linguistic task.’ (p. 703)
They go on to argue that their data were shaped to a large extent by differ-
ences between tasks. About the effect of the syntactic task they have this to
say:

Activation specific for the syntactic judgement task was found in the in-
ferior tip of the left fronto-opercular cortex (BA 44) and the cortex lining
the junction of the inferior frontal and the inferior precentral sulcus (BA
44/6). [. . . ] Concerning the functional specification of BA 44 in language
processing, the present data seem to indicate that the inferior tip of this
area supports syntactic processes such as word category classification in-
dependent of the word’s class membership. (ibid.)

There would be quite a lot to say about this study, but I will limit myself
to what I take to be the principal flaws:

• As argued in Section 3, the distinction between function words and con-
tent words is a very moot one, and the same may be said of the con-
crete/abstract distinction. To the extent that this Friederici et al.’s study
relies on these distinctions its conceptual underpinnings are weak at best.

• It should be noted that Friederici et al.’s content words were all nouns, so
their inferences about content words in general are not valid.

• Another worrisome feature of this study are the tasks, especially what the
authors call the ‘syntactic task’, in which subjects had to decide ‘whether
the stimulus seen was a noun or a function word’ (p. 699) First, it seems
quite unlikely that the average participant will have known what a function
word is, and since I don’t see how the concept could be made an operational
one, given the observations made earlier, I conjecture that the question
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really was, or was interpreted as: ‘Is it a noun or not?’ Secondly, regardless
its status in theoretical linguistics, it doesn’t go without saying that for
experimental subjects the notion of ‘noun’ is a syntactic one. Traditional
grammars define the notion in semantic terms (according to the OED, a
noun is ‘a word (other than a pronoun) used to identify any of a class or
people, places, or things’), and this is still being taught in schools. Thirdly,
even if what Friederici et al.’s subjects had conscious access to was a truly
syntactic concept of noun, it cannot be inferred on this basis that what’s
going on in the inferior tip of BA 44 is a syntactic process. In short,
Friederici et al.’s presupposition that this task is a syntactic one may well
be false, and it is doubtful that tasks like this are any use, in the first place.

• Finally, this is a paradigm example of a paper that is hard to assess because
materials and instructions are so poorly documented. Friederici et al. don’t
say how they explained to their subjects the distinctions between nouns
and function words or that between concrete and abstract words, they give
no examples of the concrete/abstract distinction in nouns, and only one
example for each of the functional categories.

Summing up:
• Flawed materials (quite possibly) and instructions (almost certainly)
• Very poorly documented materials and instructions
• Overinterpretation
• Ill-defined concepts

Grossman, Koenig, DeVita, Glosser, Alsop, Detre, and
Gee (2002)

Subjects saw motion verbs (‘fall’) and cognition verbs (‘believe’), and had
to indicate, for each verb, whether or not it was ‘pleasant’. Apart from the
fact that subjects considered cognition verbs to be more pleasant than mo-
tion verbs, it was also found that the two classes of verbs are associated with
different patterns of neural activity: whereas motion verbs show a stronger re-
cruitment of left ventral temporal-occipital cortex, bilateral prefrontal cortex
and caudate, cognition verbs cause left posterolateral temporal activation.

What was the purpose of this experiment?

In the present study, we re-examine the category-specific effect in two do-
mains of verb knowledge. Specifically, we test the generalizeability of the
‘sensory-motor’ account for the neural representation of word meaning by
contrasting motion verbs with verbs of cognition [. . . ] (p. 126)
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Grossman et al. don’t really define what the ‘sensory-motor’ account is, but
the idea seems to be that lexical meaning is represented in that part of the
cortex dedicated to the modality (e.g., visual or motor) most relevant to it.
For instance, names for implements are known to activate visual and mo-
tor regions (e.g., Perani et al. 1995, Damasio et al. 1996, and many many
others). It is entirely plausible that similar effects will be found for mo-
tion verbs, but how likely is it, a priori, that the ‘sensory-motor hypothesis’
holds for cognition verbs, as well? Here’s what I would have guessed: ex-
tremely unlikely. We didn’t need an experiment to find out that whatever
sensory-motor activity is associated with cognition verbs must be accidental
to their semantics, because it is obvious that their meanings aren’t like that.
So, testing whether the ‘sensory-motor hypothesis’ holds for cognition verbs,
which Grossman et al. cite as one of the main motivations for their study, is
a project with a foregone conclusion.

Grossman et al.’s materials are poorly documented even as neuroimag-
ing studies go, so in the following I will have to extrapolate from the few
examples they provide. Based on these cases, then, it seems that verbs like
‘fall’ were contrasted with verbs like ‘believe’, ‘speculate’, etc. One difference
between these two classes is that ‘fall’ is a motion verb whereas ‘believe’ and
‘speculate’ are cognition verbs. This is the difference Grossman et al. fasten
on, but there are others, of course. For example, ‘believe’ and ‘speculate’
take propositional complements (e.g., ‘Vernon believes that it will be rain-
ing ’), which distinguishes them from motion verbs semantically as well as
syntactically, and puts them in a class with many other non-cognition words
(‘Vernon hopes that it will be raining’, ‘It’s a pity that it will be raining’,
etc.) So Grossman et al. are guilty of overinterpretation.

Summing up:
• Poorly documented materials
• Overinterpretation
• Lack of interest

Hagoort, Hald, Bastiaansen, and Petersson (2004)

According to Hagoort et al., psychological theories of interpretation often (a)
make a distinction between semantic knowledge and world knowledge and (b)
claim that in language processing semantic knowledge is used first. (Hagoort
et al. don’t provide references, so I haven’t been able to verify this.) This
view supposedly implies, for example, that whereas (1a) is false as a matter
of fact, (1b) is contradictory, since it follows from the meaning of the word
‘sour’ that it can never apply to trains. Unlike these statements, (1c) is true,
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and in the Netherlands it is a well-known fact that Dutch trains are yellow.
(It is also well known that they are very crowded, but this is irrelevant here.)

(1) a. Dutch trains are white and very crowded. false, world knowledge
b. Dutch trains are sour and very crowded. false, semantic knowledge
c. Dutch trains are yellow and very crowded. true, baseline

In an ERP study, Hagoort et al. observed an N400 for the critical words in
(1a) as well as (1b), and although the amplitude of the latter was significantly
larger (which might be taken as evidence that the difference between world
knowledge and semantic knowledge did play a role), their temporal profiles
were the same.

This finding is strong empirical evidence that lexical semantic knowledge
and general world knowledge are both integrated in the same time frame
during sentence interpretation, starting at ∼300 ms after word onset. [. . . ]
Our results provide evidence against a nonoverlapping two-step interpreta-
tion procedure in which first the meaning of a sentence is determined, and
only then is its meaning verified in relation to our knowledge of the world.
(pp. 439-440)

One minor quibble before I go on to argue that this conclusion doesn’t fol-
low: While in this passage Hagoort et al. say that the integration of semantic
and world knowledge starts at around 300 ms after word onset, the ERPs in
question start at 250 ms. This is the point at which negative-going waves
begin to build up in all conditions, including the baseline condition, which
peak around 400 ms and converge again at around 550 ms. Presumably, the
reason why Hagoort et al. single out the 300 ms mark is that at this point
the N400 associated with the baseline condition begins to level off, while the
others continue going up.

The claim, then, is that between 250 and 550 ms both semantic knowledge
and world knowledge are ‘integrated’. This is not very precise, and Hagoort
et al. don’t explain in any detail how it is supposed to follow that semantic
knowledge and world knowledge are processed at the same time. (‘Integra-
tion’ is a very popular word in the NCL literature, and the reason for this
may well be that it is vague.) This is rather unfortunate, because it is not
at all clear what happens in the time frame associated with the N400, and
some accounts are fully compatible with Hagoort et al.’s data as well as the
sequential models they argue against. For example, for all I know, whatever
is being tracked by the N400 may be a relatively shallow form of processing,
based on spreading activation between words rather than meanings, which
precedes semantic and pragmatic interpretation in the proper sense of the

23



word. I’m not claiming that this is how it goes, but it seems to make sense,
it would explain why the onset of the N400 is so early and why its temporal
profile is always the same, and it is consistent with Hagoort et al.’s data as
well as the assumption that semantic information is evaluated before world
knowledge.3

Hagoort et al. also conducted an fMRI experiment using the same ma-
terials. The fMRI data showed an increase in activation in the left inferior
prefrontal cortex (LIPC), as compared to the baseline condition, for both
types of deviant statement:

Our study provides the first evidence for a role of the LIPC in the inte-
gration of world knowledge that is represented in long-term memory, next
to the integration of lexical semantic knowledge. Both word meaning and
world knowledge are recruited and integrated very rapidly, within some 400
ms, during online sentence comprehension. The LIPC seems to be critical
both in the computation of meaning and in the verification of linguistic
expressions. (p. 440)

This is an instance of the anomaly fallacy.

PS: Hagoort et al.’s battle against two-step models is continued by Hagoort
and van Berkum (2007). It should be noted, however, that as a general model
of language interpretation Hagoort et al.’s ‘one-step model’ is a no-hoper.
Consider, for example, the contrast between definite and indefinite noun
phrases. ‘The apple’ prompts a search for a contextually salient apple, while
‘an apple’ serves to introduce a new apple into the discourse. It is evident that
in the case of ‘the apple’ at least some semantic interpretation will have to
precede the search for a suitable referent. Many aspects of interpretation are
like this. Cases in point are presupposition (Geurts 1999), implicatures (Bott
and Noveck 2004, Breheny et al. 2006), at least some (non-conventionalised)
figures of speech, etc.

3. This view has more to recommend it. For example, it offers a straightforward explanation
for Fischler et al.’s (1983) finding that the critical word in a true negative sentence like (i)
is associated with a stronger N400 than a false negative like (ii):

(i) A sparrow is not a vehicle.
(ii) A sparrow is not a bird.

This and related facts reported by Fischler et al. are hard to explain on the assumption
that the N400 is a reflex of deep semantic and/or pragmatic processing.

There are alternative ways of construing the N400, of course, and at least some of them
will serve to make the same as I’m making here with the shallow model.
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Summing up:
• Overinterpretation
• Anomaly fallacy

Heim, Opitz, and Friederici (2002)

In an fMRI production study, Heim et al. (2002) presented German subjects
with drawings representing individuals whose kind names had either mascu-
line or feminine gender. In one condition subjects had to name the picture;
in another they had to produce the right determiner. Since in German de-
terminers but not nouns are marked for gender, the latter condition forced
subjects to select the correct gender, while the former did not. Heim et al.’s
main finding was that

[. . . ] there is one single focus of activation for gender selection which is
located in the superior portion of BA 44/45, i.e. the anterior-superior part
of Broca’s area. (p. 103)

This is a patent overinterpretation of the data. What distinguished the
‘gender’ condition from the naming condition was that subjects had to select
a definite article, which in German has, among other things, gender features,
but apart from being definite, obviously, is also marked for case and number.
There is nothing in their experimental design that proves the point Heim et
al. want to make.

PS: More recent developments in the field of fMRI gender studies may be
construed as corroborating the conclusions drawn in the paper under discus-
sion. The reason why I’m being cautious is that I can make little sense of
the results presented by Heim and his colleagues in more recent work (Heim
et al. 2005), where it is shown that there are two different strategies for gen-
der selection (in the lab). In this study, subjects had to decide, for a series
of nouns, whether they were masculine or neuter. In post mortem interviews
half of the subjects (the ‘verbalisers’) reported that they had silently gen-
erated the right definite determiner in order to facilitate their decision; the
other half (the ‘non-verbalisers’) didn’t report doing this. Subsequent analy-
ses showed that the verbalisers were faster at the experimental task than the
non-verbalisers, and that different patterns of activation in the left inferior
frontal gyrus were associated with the two strategies.

I find these results deeply puzzling. First, although it makes intuitive
sense that the verbalisers consistently generated definite rather than indef-
inite articles, I don’t really understand why they should do so. Secondly,
generating the appropriate definite article presumably involves, inter alia,
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making a decision about the gender of the head noun. But then why is the
verbal strategy faster? Thirdly, what do these results tell us about gender
selection in naturam? (How likely is that, in order to select an indefinite de-
terminer, a native speaker of German will first generate a definite determiner
under his breath?)

Be all this as it may, these newer results don’t alter the fact that Heim
et al. (2002) overinterpreted their data.

Summing up:
• Poorly documented materials
• Overinterpretation

Lattner and Friederici (2003)

Subjects heard sentences whose content was ‘incongruent’ with the speaker’s
gender; for example, a male voice would say:

(1) I like wearing lipstick.

Lattner and Friederici report that they observed a P600 associated with the
last, and critical, word in sentences like (1).

What is the purpose of this study? This is how Lattner and Friederici
introduce their experiment:

The aim of the present experiment was to investigate how this information
[about the speaker] influences the interpretation of an utterance. (p. 191)

But surely there is no reason to expect that the interpretation of (1) is
affected by the realisation that the speaker is male? The sentence’s meaning
is the same in either case; the point is just that, if the speaker is male, the
conveyed information is unexpected to some degree. Later on, Lattner and
Friederici try to make their objectives more precise:

The questions in the focus of the present study were: (1) Does speaker
information establish a semantic/pragmatic context, and does a violation
of the stereotypical information established by this context lead to a dis-
tinct event-related potential?; (2) If so, does the incongruity of the speaker
context and stereotypical beliefs lead to a distinct response at the earlier
time range of the ERP (e.g. an N400) or later time range (e.g. a P600)?
(pp. 191-192)

Let’s get a few things straight. First, it is obvious that hearers use informa-
tion about the speaker that can be deduced from his/her voice. (You can
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try this at home: call a close relative or friend on the phone, just say ‘Hi,
it’s me’, and see what happens.) Secondly, it is equally obvious that hearers
will notice if there is a mismatch between salient properties of the speaker
and stereotypical expectations generated by his/her utterance. But I don’t
see what is the special interest of asking (a) how long this realisation takes
and (b) whether it is accompanied by a distinctive ERP.

Like it or nor, our expectations are frustrated all the time; every working
day will yield a rash of ‘incongruences’, and I suppose that Lattner and
Friederici don’t intend to collect ERP data on all of them. But then what is
so special about theirs?

None of this is to deny that it is mildly interesting that Lattner and
Friederici observed a P600 rather than an N400 (say). The exact interpreta-
tion of the P600 is anything but clear and we shouldn’t rule out the possibility
that, in the fullness of time, Lattner and Friederici’s data will help to clear
up that issue. But this is hardly a compelling motive for conducting an ex-
periment, and besides it is not the issue Lattner and Friederici set out to
solve.

PS: Lattner and Friederici’s results are contradicted by (as yet unpublished)
data discussed by Hagoort and van Berkum (2007), who performed the same
experiment with sentences like (2), spoken in an upper-class accent:

(2) I have a large tattoo on my back.

Unlike Lattner and Friederici, Hagoort and van Berkum did find an N400
associated with the critical word. The inference they draw from this result
is in the same vein as Lattner and Friederici’s statement cited above, and
equally puzzling:

According to our ERP results, the brain integrates message content and
speaker information within some 200-300 ms after the acoustic onset of a
relevant word [. . . ] These findings therefore demonstrate again that lin-
guistic meaning depends on the pragmatics of the communicative situation
right from the start. (Hagoort and van Berkum 2007: 806)

Again, I completely fail to see that the meaning of (2) depends on information
extracted from the speaker’s voice.

Summing up:
• Poorly documented materials
• Lack of interest
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Luke, Liu, Wai, Wan, and Tan (2002)

A priori, it is not at all unlikely that different languages may impose dif-
ferent processing requirements on their users, especially when the languages
in question aren’t closely related. Mandarin Chinese is very different from
English. It has next to no grammatical inflections (no tense, number, voice,
etc.), and it relies on syntax rather than morphology to a greater extent than
even English does (which among the Indo-European languages is noted for
its rudimentary morphology).

According to Luke et al., syntax and semantics ‘are not as clearly sep-
arated’ (p. 134) in Mandarin Chinese (henceforth ‘Chinese’) as they are in
English, and the aim of their fMRI study is to show that speakers’ brains
reflect this difference.

Luke et al.’s description of their materials is contradictory. They start
out claiming that they had four types of experimental stimuli:

The experimental stimuli used in this study consisted of 15 syntactically
plausible Chinese phrases, 15 syntactically plausible English phrases, 15 se-
mantically plausible Chinese phrases, and 15 semantically plausible English
phrases. (p. 136)

But then it turns out that there were actually six types. The Chinese phrases
that varied on the syntactic dimension were pairs of verbs and adverbs like
the following:

(1) a. congcong likai (‘quickly left’)
b. *likai congcong (‘left quickly’)

Since in Chinese the verb must precede the adverb, (1b) is infelicitous, though
still interpretable. Next, Luke et al. introduce a third class of Chinese stimuli:

For Chinese semantically unacceptable phrases, we used a verb that was
preceded or followed by an adverb but the combination of the verb and the
adverb was meaningless (e.g., ‘shangle men’, hurt the door; ‘changle zi’,
sang a character; ‘nianle qiche’, read a car). (ibid.)

This is evidently incoherent: while this passage describes the kind of stimuli
that should have been used, it doesn’t fit the examples given in brackets.4

Moreover, we are now left with three types of Chinese stimuli rather than
two. For English, too, three types of expressions were used:

4. After this was written, I was informed by K. Luke that the examples in brackets are a
‘typo’, and that, consequently, my construal of this study is not entirely correct. I decided
to let it stand nonetheless, because I still feel it is a fair interpretation of Luke et al.’s
text, and my main points of criticism are not affected by this.
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(a) normal (e.g., ‘grew plants’); (b) syntactically unacceptable (‘forgot
made’); and (c) semantically anomalous (‘heard shirts’).

Note that the (b)-phrase is semantically as well as syntactically ill-formed:
it is ungrammatical and it fails to make sense.

To summarise, as far as can be inferred from the examples given by Luke
et al., the following six types of stimuli were used (the question mark and
the asterisk signify semantic and syntactic ill-formedness, respectively):

Chinese English
adverb-verb verb-noun
∗ verb-adverb ∗? verb-verb
? verb-noun ? verb-noun

It will be clear that Chinese and English materials are mismatched in more
than one way.

These phrases were presented to native speakers of Chinese who had
started to learn English after age 10. In order to gauge subjects’ proficiency
in Chinese and English, a questionnaire was administered, which showed
that they all had least 10 years of formal English education and considered
themselves at least reasonably fluent in both languages. This was the only
way subjects’ language skills were assessed.

Finally, there were two experimental tasks. In one condition, subjects
had to decide whether a given phrase was ‘semantically acceptable’, while in
the other they had to give a ‘syntactic plausibility judgment’. Luke et al.
don’t say how this distinction was explained.

I’m sure that even this partial summary will speak for itself. There is
only one point I would like to stress. As discussed above (Section 3), the
distinction between syntactic and semantic acceptability is quite problem-
atic. In Luke et al.’s study, this problem is compounded by the fact that
subjects had to apply the distinction to phrases rather than sentences. Luke
et al.’s task presupposes that their subjects knew what phrases are, which is
quite unrealistic. For instance, how likely is it that they knew the difference
between a grammatical phrase and a possible sequence of words?

Summing up:
• Flawed materials
• Very poorly documented materials
• Ill-defined concepts
• Other: ill-considered tasks
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Maguire and Frith (2004)

Although Maguire and Frith (2004) present their fMRI study against the
background of distinction between semantic and episodic memory (cf. Sec-
tion 3), it isn’t clear how exactly their experiment relates to it. Subjects
were presented with two types of sentences. One type was supposed to ex-
press ‘novel general factual information’; this information was taken from the
Bumper Quiz Book. The other type of sentences were controls ‘that described
novel situations involving unfamiliar people’ (p. 172). Examples are given in
(1) and (2), respectively:

(1) a. A bee has five eyes.
b. The Athol Highlanders are Britain’s only private army.
c. Billie Holliday’s real name was Eleanora Fagan.

(2) a. Opening the car, her purse fell out.
b. The milk was too hot for the baby to drink.
c. Julianne sewed the tear in the dress.

The task was to listen and decide if a sentence contained a person’s name.

We found that compared with a baseline task, successful acquisition of
new facts activated an extended left cortical network that included the
left hippocampus. By contrast, successful encoding of control stimuli was
associated with a more circumscribed system involving left dorsal and ven-
trolateral prefrontal cortices. Direct comparison between the two stimulus
types revealed greater activity for acquiring fact knowledge in frontal, tem-
poral and thalamic areas, and, just below threshold, the left hippocampus.
(p. 175)

Subjects found ‘fact sentences’ more interesting, their recall (as measured
by a surprise memory test) was better, and the authors speculate that ‘it
is possible that the differences observed between fact and control sentences
reflect deeper and more elaborative encoding for the fact sentences.’ (p. 175)
This would be due, they go on to speculate, to the fact that the information
provided by these sentences is more useful.

Semantically, ‘fact sentences’ are a mixed bag, as are the control sen-
tences. Some are generic, e.g. (1a), others are not, e.g. (1b,c). It is doubtful
that sentences like (1b,c) express general information in any relevant sense
of the word, nor is it clear how this relates to the semantic/episodic distinc-
tion. To illustrate, I suspect that if the subject of (1c) had been ‘Julianne’
instead of ‘Billie Holliday’, Maguire and Frith would have classified it as a
control sentence (unless it occurs in the Bumper Quiz Book, of course, which
I haven’t been able to check). In short, it looks as if Maguire and Frith made
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up two lists of examples without having any clear idea what the differences
are, or why they should matter.

What Maguire and Frith seem to have overlooked is the fact that there
is a systematic pragmatic difference between the two types of sentences: in
most cases the information conveyed by Maguire and Frith’s ‘fact sentences’
can easily be integrated into the world knowledge commonly available to
British subjects: (1a) gives information about bees, (1b) about the Athol
Highlanders (though I’m not sure how familiar they were to Maguire and
Frith’s subjects), and (1c) about Billie Holliday. Therefore these sentences
make sense even when produced ‘out of the blue’, as they were in Maguire
and Frith’s experiment. Not so for the control sentences: since it wasn’t
made clear who ‘Julianne’ is, which car was being referred to by ‘the car’,
and so on, these sentences are pragmatically infelicitous.

Summing up:
• Flawed materials
• Ill-defined concepts
• Other: misinterpretation (if one can speak of interpretation at all)

Ni, Constable, Mencl, Pugh, Fulbright, Shaywitz, Shaywitz,
Gore, and Shankweiler (2000)

This paper presents two fMRI experiments purporting to show that the brain
treats syntax separately from semantics. Subjects listened to sentences that
were either well-formed or syntactically or semantically anomalous:

(1) a. Trees can grew. syntactically anomalous
b. Trees can eat. semantically anomalous
c. Trees can grow. well-formed

In the first experiment, subjects had to decide whether the sentences were
syntactically or semantically acceptable; in the second experiment, the task
was to judge, for each sentence, whether it referred to a living individual.
In both experiments syntactic and semantic anomalies were associated with
overlapping as well as disparate areas of activation, the latter more so in the
second experiment than the first.

The results confirm that linguistic operations in sentence processing can
be isolated from nonlinguistic operations and support the hypothesis of a
specialization for syntactic processing. (p. 120)

Like most researchers in the field, Ni et al. seem to be unaware of the
fact that the distinction between syntactic and semantic ill-formedness is
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anything but clear (cf. Section 3). Consider Ni et al.’s example (1a), which
they consider syntactically anomalous. Suppose they are right about this.
Then what is the meaning of the sentence? As far as I can see, there are two
possible answers to this question. One: the sentence doesn’t have a meaning.
Two: it does have a meaning, perhaps something like, ‘Trees have the ability
to grow in the past’, but then its meaning fails to make sense. Either way,
the sentence is semantically as well as syntactically anomalous.

I could go further and argue that (1a) isn’t syntactically anomalous, to
begin with. For, as we have just seen, the sentence is semantically anomalous
no matter how you look at it, which is enough to explain why native speakers
of English dislike it. Hence, there is no good reason for believing that it is
syntactically anomalous, to boot. Though this view has its attractions, I will
not pursue it here, for my main point is just that the distinction between
syntax and semantics is every bit as problematic as that between semantics
and pragmatics, although for some reason the former doesn’t seem to have
such a bad name as the latter.

Surprisingly enough, Ni et al. say that (1a) is ‘meaningful’ (p. 130). They
don’t explain what they mean by this, but I suspect their idea is that (1a)
may be construed as synonymous with (1c), provided we ignore the fact
that it gets the tense of ‘grow’ wrong. I will resist the temptation to argue
against this, and just point out that this confirms my point: there is no
syntax/semantics division that can be taken for granted.

It may be objected that, in practice, this is not a problem because exper-
imental evidence shows substantial agreement between subjects on what is
syntactically or semantically deviant. In fact, Ni et al. collected behavioural
data in their first experiment, which showed that about 90% of the time
subjects agreed with the experimenters’ judgments. But this doesn’t prove
anything: consensus is not necessarily supported by fact, and the viability of
scientific distinctions is not decided by popular vote.

Summing up, the syntax/semantics distinction, which is central to Ni et
al.’s project, is ill-founded at best. Consequently, their conclusion that ‘syn-
tactic parsing is encapsulated from the processes of semantic interpretation’
is not justified. Furthermore, it follows that the task requirements of Ni et
al.’s first experiment are ill-considered.

Summing up:
• Poorly documented materials
• Overinterpretation
• Anomaly fallacy
• Ill-defined concepts
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Noppeney and Price (2004)

This is an fMRI study on the neuropsychology of the distinction between con-
crete and abstract words. Subjects were shown triads of words (one above,
two below) and had to decide which of the two words below was ‘more sim-
ilar’ to the one above. The words were either concrete or abstract, and the
concrete ones fell into three groups: ‘visual’, ‘sound’, and ‘hand movements’.
Here are two examples from each category:

(1) a. aim–goal–cause success–victory–impact abstract
b. convex–arc–angle green–pink–red visual
c. music–drone–din loud–ticking–clicking sound
d. knit–draw–scrawl hold–wipe–polish hand movements

Unlike previous studies, Noppeney and Price did not find that subjects were
slower or less accurate with abstract words than with concrete ones. What
they did find was that, relative to concrete words, abstract words increased
activation in the left frontotemporal area. They suggest that this is in line
with the fact that, while concrete words have a ‘sensory-based semantics’, the
meanings of abstract words are defined by the roles they play in language.

Unfortunately, Noppeney and Price’s materials are contaminated in var-
ious ways:

• For reasons that aren’t explained, and that I can’t explain either, gerunds
were used in one third of the concrete items but never in the abstract items.
Furthermore, with one exception only, whenever this happened not all the
words in a triad were gerunds; e.g. ‘humming–buzzing–howl’ or ‘crushing–
screw–nailing’. Clearly, this may have affected subjects performance on
the concrete items.

• Word categories were unevenly distributed over items. Whereas abstract
words were mostly nouns, adjectives made up more than half of the ‘visual’
words, and verbs predominated in the ‘hand movement’ category.

• More than half of the abstract triads contained pairs of synonyms or near-
synonyms; e.g. ‘aim–goal–cause’, ‘esteem–respect–smug’, ‘renown–fame–
success’. This almost never was the case in the concrete triads, and there-
fore may have contributed to making the abstract tasks easier than they
might otherwise have been.

• On the other hand, in a considerable number of concrete triads, the words
that (presumably) had to be paired together weren’t similar in meaning
at all (recall that subjects had to decide which of two words were more
similar to a designated target). Examples are ‘voice–chime–gong’, ‘convex–
arc–angle’, ‘chime–howl–siren’. This may have contributed to making the
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concrete tasks harder than they might otherwise have been.

It is not unlikely, therefore, that Noppeney and Price’s finding that concrete
words aren’t easier than abstract ones is an artificact of their contaminated
materials, and of course their imaging results may have been affected by this,
as well.

Summing up:
• Flawed materials
• Overinterpretation
• Ill-defined concepts

Scott, Leff, and Wise (2003)

Subjects read nouns in three different conditions; in the critical one (the ‘Sem
condition’) they had to decide whether each noun could apply to a human
being. One of the main findings was that this task caused greater activity
in the left superior frontal gyrus (SFG). Scott et al.’s interpretation of this
result is puzzling:

The Sem task was both novel, maximizing the executive component in this
task (Spelke et al., 1976), and ambiguous: there is no categorical distinction
between human and nonhuman nouns, as the semantic relatedness of a
word to the concept of ‘human’ is closer for some words than others and
is rarely context-independent. To perform this task the subjects had to
generate, over time, the possible interpretations of each word and decide if
any related to ‘humanness.’ [. . . ] Therefore, the responses in the left SFG
(both RT-dependent and from the direct contrast) during the Sem task
are consistent with the hypothesis that the left SFG is the local neural
system responsible for the context-dependent representation of, and choice
between, alternative lexical semantic interpretations. (p. 872)

As Scott et al. say in the opening sentence of their paper, ‘context can
alter the meaning of a word.’ I have added emphasis here, because Scott et
al. seem to infer from this that the interpretation of a word always involves
selecting amongst alternative interpretations, based on contextual informa-
tion. As far as I can tell, this is plainly false, nor do Scott et al. give us any
reason to believe that it might be true. Consider some of the nouns they
used in their experiment:

(1) a. artist, athlete, driver, officer, seaman, socialist
b. ambulance, cable, cigar, handkerchief, microscope
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Scott et al. classify these as ‘human words’ and ‘nonhuman words’, respec-
tively, and this seems right to me. But I find it very hard to believe that, in
order to decide that the words in (1a) apply to humans, or that the ones in
(1b) don’t, I first have to go through a process of meaning selection guided by
the context. As far as I’m aware, words like ‘socialist’ or ‘handkerchief’ aren’t
ambiguous, and don’t have to be disambiguated before deciding whether they
apply to human beings.

Scott et al. simply take it for granted that the words in (1) are all am-
biguous; they don’t bother to show that this is in fact the case. But suppose,
contrary to fact, that the word ‘cigar’ is ambiguous. One should expect that
Scott et al. would explain how, in the context of their experiment, subjects
went about selecting this or that interpretation. But they don’t, either for
‘cigar’ or for any other word. Let’s say this is an instance of overinterpreta-
tion.

Summing up:
• Overinterpretation
• Ill-defined concepts

Wartenburger, Heekeren, Burchert, Heinemann, de Bleser,
and Villringer (2004)

The aim of this study was to investigate the role of Broca’s region in move-
ment sentences like (1a,b), while controlling for stimulus complexity.

(1) a. Weni

who
pflegt
nurses

die
the

gütige
kind

Nichte
niece

im
in-the

Altenheim [ ]i ?
nursing-home

(‘Who is being nursed by the kind niece in the nursing home?’)
b. Es

it
scheint,
seems

die
the

Formeli
formula

ist
is

leicht
easy

abzuleiten
to-deduce

[ ]i.

These sentences were contrasted with non-movement sentences like the fol-
lowing:

(2) a. Es
it

ist
is

leicht,
easy

den
the

Kastanienbaum
chestnut-tree

zu
to

fällen.
fell

(‘It is easy to fell the chestnut tree.’)
b. Der

the
gefährliche
dangerous

Bär
bear

droht
threatens

der
the

braunen
brown

Katze.
cat

There were two types of ill-formed sentences, as well. Subjects had to decide
whether or not the sentences presented to them were grammatical.
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Wartenburger et al.’s fMRI data did not show an effect of movement as
opposed to non-movement in Broca’s area, but the authors did find an effect
in bilateral temporal regions.

Because there were no differences in reaction times and accuracy between
the conditions, difficulty was comparable in all sentence conditions. Both
theoretical considerations and experimental evidence indicate that process-
ing of [movement] sentences requires more working memory (Gibson 1998).
The observed main effect of [movement] in bilateral temporal regions thus
could be attributed to greater working memory demands: the antecedent-
gap relation has to be represented and maintained in the working memory
buffer.

There are two problems with Wartenburger et al.’s materials. First, there
are reasons to doubt that they managed to adequately control for stimulus
complexity. For one thing, the fact that the levels of accuracy were in the
95-100% range for both tasks suggests that accuracy may not have been a
reliable measure of complexity. For another, movement sentences like (1b)
are evidently more complex, for reasons unrelated to movement, than their
non-movement counterparts, exemplified here by (2a). This is perhaps easier
to see in the following minimal pair:

(3) a. It seems the chestnut treei is easy to fell [ ]i . movement
b. It is easy to fell the chestnut tree. no movement

Apart from the fact that (3a) involves movement while (3b) does not, the
former sentence is more complex for other reasons as well. I believe that
already from a syntactic point of view it may be argued that (3a) is more
complex, but I’m not going to press this point here, and I don’t have to, for
it is evident that semantically the two sentences aren’t equally complex: the
proposition expressed by (3b) is contained in the proposition expressed by
(3a).

The second problem with Wartenburger et al.’s materials is caused by a
grammatical difference between English and German that they must have
overlooked. To explain, consider the following English sentence (simplified
from (1a)):

(4) Whomi does the niece nurse [ ]i ?

The standard way of explaining why this kind of construction is compara-
tively difficult to process is that the wh-expression has to be stored in mem-
ory until it can be assigned a thematic role with the right verb; this is what
Warterburger et al. say, too, in the passage quoted above. The problem is
that this reasoning doesn’t apply to German:
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(5) Weni

whom
pflegt
nurses

die
the

Nichte
niece

[ ]i ?

In German, the verb appears right after the wh-constituent, which is marked
for case, so it is immediately clear that ‘whom’ is the direct object of ‘nurses’.

Summing up:
• Flawed materials
• Poorly documented materials
• Overinterpretation

Yamada and Neville (2007)

If you take an English sentence and replace the content words with nonsense
words, you get a ‘Jabberwocky sentence’, and if the English sentence is un-
grammatical, your Jabberwocky sentence will be ungrammatical as well (the
words at which the (b) sentences become ungrammatical are italicised):

(1) a. Mommy can cut the meat with that knife.
b. *Mommy can cut the meat with her that knife.

(2) a. Minno can kogg the mibe with that nove.
b. *Minno can kogg the mibe with her that nove.

Jabberwocky sentences have been used for teasing apart syntactic from se-
mantic processes. The logic underlying these experiments is the following.
Since Jabberwocky sentences lack semantic content, we may assume that, if
the same neuronal bleep is caused by the italicised words in (1b) and (2b),
that bleep must be associated with syntactic processing. If on the other
hand, the bleeps are different (or one condition doesn’t produce a bleep at
all), then semantic processing must be involved.

This is the logic of Yamada and Neville’s design, too. In an ERP study,
they presented subjects with grammatical and ungrammatical sentences of
English, as well as Jabberwocky variants, and then compared ERPs in three
timeframes (two early and one late). In each frame they found grammatical-
ity effects (of negative polarity in the first two and positive in the third), but
their distribution was significantly different for English sentences as com-
pared to their Jabberwocky counterparts. From these data, Yamada and
Neville draw conclusions like the following:

These results suggest that, although early (< 300 ms) syntactic processes
are executed in the absence of semantic context, semantic information, or
a lack thereof, affects how the processes are carried out. Therefore, the
present findings cast doubts to [sic] the validity of strict serial, syntax-first
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models of sentence comprehension and provide evidence for a more inter-
active view of sentence comprehension in which previous semantic context
could affect early syntactic processes. (p. 175)

I don’t understand all of this, and it looks to me as if the first sentence denies
what is affirmed by the last, but the general drift of the argument seems clear
enough. On reflection, however, the argument isn’t so clear at all.

To explain, we turn to the semantics of Jabberwocky sentences. What
do these sentences mean? On this issue, Yamada and Neville equivocate a
bit. They say that the meaning of sentences like (2a,b) is ‘impoverished’
(p. 168) or ‘reduced’ (ibid.), but then they also say that such sentences ‘lack
semantic content’ (ibid.) or that ‘semantic information is absent’ (p. 169) in
these cases. However, it is evident that the logic of their experimental design,
as explained above, requires the stronger view. But this is clearly false:
Jabberwocky sentences aren’t meaningless. After all, we can paraphrase
them and draw inferences from them. For example, (2a) implies that Minno
can kogg something, that it is false that nobody can kogg the mibe, and so
on. Hence, the sentence must have some sort of meaning.

Can we say, then, that the meaning of (2a), such as it is, is ‘reduced’
vis-á-vis (1a)? No. For if (2a) was semantically weaker than (1a), then the
latter would entail the former, which it doesn’t: it is clearly not the case that
(2a) must be true if (1a) is.

The upshot of these observations is the following: although Jabberwocky
sentences do seem to have a semantics, it is totally obscure what it might be.
By the same token, it is quite simply a mystery what semantic processes are
doing when their owners are presented with Jabberwocky sentences. As long
as this ignorance persists, the interpretation of Jabberwocky experiments like
Yamada and Neville’s is entirely open.

One last remark: in the passage I have quoted, Yamada and Neville say
that, according to their data, early syntactic processes are affected by ‘se-
mantic information, or a lack thereof.’ Consider (1b) again. Yamada and
Neville seem to hold that the way ‘that’ is processed is affected by the pres-
ence of meaningful content words upstream, i.e. ‘cut’ and ‘meat’. But how
can the information carried by these words play a role in determining that
‘that’ makes the sentence ungrammatical? It can’t, for the ungrammatical-
ity of the sentence is a strictly local problem: English doesn’t allow for noun
phrases beginning with ‘her that’. The fact that the sentence is about cut-
ting meat is irrelevant as far as its anomaly is concerned. But then it is hard
to see how the effect observed by Yamada and Neville could have anything
to do with information integration. The use of non-words must have had an
effect in another way. It may be, for example, that Jabberwocky sentences
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make subjects less motivated or more nervous than they would have been
otherwise, and that this affects the way they deal with ungrammatical se-
quences, and if this were so, it would be fully compatible with syntax-first
models of language processing.

Summing up:
• Overinterpretation
• Anomaly fallacy
• Ill-defined concepts

Zysset, Huber, Ferstl, and von Cramon (2002)

In this fMRI study, subjects had to evaluate three different kinds of sen-
tences: evaluative judgments (‘I like Leipzig’), statements whose verification
involves episodic memory (‘I was in Leipzig’), and statements whose verifi-
cation involves semantic memory (‘Leipzig is the capital of Germany’). The
main finding of the study is that each of these tasks activated a different part
of the brain.

One problem with Zysset et al.’s study is that it is based on an ill-defined
distinction between episodic and semantic memory (Section 3). The key
concept of ‘evaluative judgment’ isn’t made very precise, either:

[Evaluative judgments] are closely linked to a person’s value system, mo-
tives, internal goals, and objectives. In contrast to memory retrieval in gen-
eral, many evaluative judgments are self-referential [. . . ] (Zysset et al. 2002:
983)

In other words, evalutative judgments are subjective. However, towards the
end of the paper, the meaning of ‘evaluative’ seems to have changed:

Whereas in the semantic and episodic condition the number of competing
alternatives is limited to 2 (e.g., have been there vs have not been there),
in the evaluative condition the alternatives are not that clearly defined
and responses are more ambiguous. There are also only two possible an-
swers (Yes or No), but the discrimination is more gradual. The statement
‘I like Leipzig’ is evaluated on a scale with more than two levels, proba-
bly a continuum from ‘very much’ to ‘not at all’, rather than assigned a
simple ‘Yes’ or ‘No’ response. Furthermore, it seems plausible that in the
evaluative condition, connections between a multitude of retrieved items
are activated, thus leading to a greater semantic processing load. In other
words, we argue that more information processing is necessary in the eval-
uative condition, leading to a stronger hemodynamic response. (Zysset
et al. 2002: 988)
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It is not clear to me why the evaluative condition alone should cause ac-
tivation of ‘connections between a multitude of retrieved items’. What is
clearer is that, in this passage, the key concept is that evaluative judgments
are based on degrees. But this distinction is orthogonal to the ones made
earlier. ‘Elvis is my God’ is subjective but not degree-based; ‘Monaco is a
small country’ is degree-based but not subjective.

Judging from the few examples provided by Zysset et al., all their ‘eval-
uative judgments’ were degree-based and subjective, while the remainder of
their materials were neither. Hence, their conclusions overinterpret the data.

Summing up:
• Poorly documented materials
• Overinterpretation
• Ill-defined concepts

5 Summary of results

Table 1 summarises the main results of the reviews of the last section. There
are two main trends. One is a lack of interest in analytical and conceptual
precision: overinterpretation is a common vice, obscure concepts are used
without scruples, and in some cases it is not even clear what the relevance of
a given study is. The other is a neglect of materials and instructions. NCL
researchers seem to be so preoccupied with the technicalities of their experi-
ments that the rest of the job becomes of secondary importance. This is also
what the standard format of their papers suggest: experimental procedure
and results are documented in lavish detail, while theory and materials are
dealt with almost perfunctorily, as if they were just an excuse for firing up
the scanner.

An important part of the problems documented in this paper is that stud-
ies on the neurocognition of language aren’t much concerned with language
at all. The last column of Table 1 tries to quantify this lack of concern by
giving, for each study s, its value on an index i which is the ratio between
(a) the total number of publications cited by s and (b) the number of pub-
lications cited by s that address language-related topics but not processing
issues. It turns out that i ’s values range from 0 to .24, and while the latter
is an outlier, the former is not: the mean value of i is .05; the median is .02.

What to do?

In theory, it’s not so difficult. What the field needs is an increased awareness
of the intricacies and subtleties of language, of the fact that linguistic expla-
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1 2 3 4 5 6 7 i
Ahrens et al. (2007) Brain and language • • .09

Ben-Shachar et al. (2003) Psychological science • • .12
Ben-Shachar et al. (2004) NeuroImage • • • .17

Constable et al. (2004) NeuroImage • • • .00
Cooke et al. (2001) Human brain mapping • • • .01

Embick et al. (2000) Proc. Nat. Acad. of Sc. • • • .00
Eviatar and Just (2006) Neuropsychologia • • .11

Friederici et al. (2000) Cerebral cortex • • • • .00
Grossman et al. (2002) Human brain mapping • • • .04

Hagoort et al. (2004) Science • • .24
Heim et al. (2002) Neuroscience letters • • .00

Lattner and Friederici (2003) Neuroscience letters • • .00
Luke et al. (2002) Human brain mapping • • • • .07

Maguire and Frith (2004) NeuroImage • • • .00
Ni et al. (2000) Journal of cog. neurosc. • • • • .02

Noppeney and Price (2004) NeuroImage • • • .02
Scott et al. (2003) NeuroImage • • .00

Wartenburger et al. (2004) Human brain mapping • • • .05
Yamada and Neville (2007) Brain research • • • • .03

Zysset et al. (2002) NeuroImage • • • .00
Table 1: Overview of the main results of the reviews of Section 4. Legend: 1: Flawed
materials and/or instructions; 2: Poorly documented materials and/or instructions; 3: Over-
interpretation; 4: Anomaly fallacies; 5: Ill-defined concepts; 6: Lack of interest; 7: Other;
i : Language awareness index.

nations are seldom simple, that there is more to language than syntax, that
interpretation is fickle, and so on. A nodding acquaintance with linguistic
theory will help, too.

Things are going to be a lot harder in practice, though. Hiring more
linguists may improve the situation, but will not be enough, as several of the
papers I have reviewed illustrate. (For example, if the linguist you hire is a
confirmed syntactician, he or she may find it difficult to see language through
non-syntactic lenses.) The heart of the matter, I believe, is that NCL should
adopt a more interdisciplinary approach to language processing, and inter-
disciplinary research is tough, requiring as it does dedicated and concerted
efforts from many very different parties: researchers with disparate back-
grounds, of course, but also journal editors, reviewers, and funding agencies.
No wonder, then, that although many people and institutions claim to be
engaged in it, truly interdisciplinary research is actually quite rare. Still, it
is what the field should be aiming for if it is to make any progress.
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