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CS6302 – Database Management Systems 
 

UNIT – I 

INTRODUCTION TO DBMS 

1.1 INTRODUCTION 

Data:   Known facts that can be recorded that have implicit meaning. 

E.g. Student roll no, names, address etc 

Database:  Collection of inter-related data stored in a secondary storage device, 

organized meaningfully for a specific purpose. 

DBMS:  DBMS is a collection of interrelated data and a set of program to access 

those data. 

Database System: Database and DBMS collectively known as database system. 

1.1.1 Characteristics of data in a database 

 Persistence – Data in a database exist permanently 

 Validity / Integrity / Correctness – Data should be correct with respect to the 

real world entity that they represent. 

 Security – Data should be protected from an unauthorized access 

 Consistency – The values should be consistent with respect to the relationship. 

 Non-redundancy –No two data items in a database should represent the same real 

world entity. 

 Independence – the schema at one level should not affect the other levels. 

1.1.2 Advantages of Database 

Data base is a way to combine and control the operational data centrally. The 

advantages of having a centralized control of data are: 

1. Redundancy can be reduced 

In non-database systems, each application or department has its own 

private files resulting in considerable amount of redundancy of the stored data. 

Thus storage space is wasted. By having a centralized database most of this can be 

avoided. 

2. Inconsistency can be avoided 

If the redundancy of same data is removed, chances of having inconsistent 

data are also removed. 

3. The data can be shared 

The data stored from one application, can be used for another application. 

Thus, the data of database stored for one application can be shared with new 

applications. 
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4. Standards can be enforced 

With central control of the database, the DBA can ensure that all 

applicable standards are observed in the representation of the data. 

5. Security can be enforced 

DBA can define the access paths for accessing the data stored in database 

and he can define authorization checks whenever access to sensitive data is 

attempted. 

6. Integrity can be maintained 

Integrity means that the data in the database is accurate. Centralized 

control of the data helps in permitting the administrator to define integrity 

constraints to the data in the database. 

 

1.1.3 Database Management System (DBMS) 

 A database management system (DBMS) is a collection of interrelated and 

persistent data and a set of programs to access those data. 

 Database is a collection of data that contains information relevant to an enterprise. 

Databases are actually designed to manage large bodies of information. 

 Management of data involves both defining structures for storage of information 

and providing mechanisms for manipulation of information. 

 The primary goal of a DBMS is to provide an environment to store and retrieve 

database information that is both convenient and efficient. 

 

1.1.4 Why DBMS? 

 A database system provides the organization of large information that interrelated 

with centralized control on it. 

 A DBMS provides a secure and survivable medium for the storage and retrieval of 

data. 

 If that data is shared, if it is persistent, if the users want it to be secure and easy to 

access and manipulate then a DBMS is the perfect solution. 

 

1.1.5 Functions of a DBMS 

 Data storage, retrieval and update 

 Concurrency control | Multi-user Access Control 

 Backup and Recovery Management 

 Transaction Management 

 Data Integrity Management 

 Security Management 

 Services to promote data independence 

 Data Transformation and Presentation 



CS6302 – DATABASE MANAGEMENT SYSTEMS 

3 
R. Mohan Kumar, M.E., / AP / CSE – SARANATHAN COLLEGE OF ENGINEERING 

1.1.6 Advantages and disadvantages of DBMS 

 Advantages: 

1. Improved security 

Database security is the protection of the database from an unauthorized access. 

2. Improved data integrity 

Database integrity refers to the validity and consistency of stored data. Integrity is 

expressed in terms of constraints, which are consistency rules that the database is 

not permitted to violate. 

3. Data consistency 

If a data item is stored more than once and the system is aware of this, the system 

can ensure that all copies of the item are kept consistent. 

4. Improved data accessibility and responsiveness 

Many DBMSs provide query language that allows users to enquire questions and 

to obtain the required information at their terminals, without any need of separate 

software.  

5. Increased concurrency 

Many DBMSs manage concurrent database access and ensure the data in the 

database is consistent and valid. 

6. Improved backup and recovery services 

Modern DBMSs provide facilities to minimize the amount of processing that is 

lost following a failure. 

 

Disadvantages: 

1. Cost of DBMSs 

The cost of DBMSs varies significantly, depending on the environment and 

functionality provided 

2. Complexity and Size 

The provision of the functionality makes DBMS an extremely complex piece of 

software. Failure to understand the system can lead to bad design decisions. 

3. Higher impact of a failure 

The centralization of resources increases the vulnerability of the system. Since all 

users and applications rely on the availability of the DBMS, the failure of any 

component can bring operations to a halt.  

4. Cost of conversion 

The cost of converting existing applications to run on the new DBMS and 

hardware includes the cost of training staff to use these new systems and running 

of the system. 

5. Performance 

The DBMS is written to be more general in order to support applications in all 

domains. The effect is that some applications may not run as they used to. 
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1.1.7 Database-system applications 

 Databases are widely used in all application domains such as, 

 Banking: For customer information, accounts, loans and banking transactions. 

 Airlines: For reservations and schedule information. 

 Universities: For student information, course registrations and mark systems. 

 Credit card transactions: For purchases on credit cards and generation of 

monthly statements 

 Sales and Online retailers: For customer, product and purchase information. 

For online order tracking, generation of recommendation lists and maintenance 

of on-line product evaluations. 

 Telecommunications: for keeping records of calls made, generating monthly 

bills, maintaining balances on prepaid calling cards and storing information 

about the communication networks.  

 Finance: For storing information about holdings, sales and purchases of 

financial instruments such as stocks and bonds. 

 

1.2 Purpose of DBMS / Disadvantages of Conventional File-Processing System 

In traditional file processing, each user defines and implements the files needed 

for a specific application. This typical file processing system is supported by a 

conventional operating system. The system store permanent records in various files and it 

needs different application programs to extract records/ information from the file system. 

  Keeping organizational information in a conventional file-processing system has a 

number of major disadvantages: 

 Data redundancy and inconsistency 

In file processing, every user group maintains its own files for handling its 

data-processing applications. Storing the same data multiple times is called 

data redundancy. This redundancy leads to several problems such as storage 

space is wasted; need to perform a single logical operation like insertion, 

updation and deletion more than one times which may lead to data 

inconsistency problem. 

For Example: The address and phone number of particular customer may 

appear in a file that consists of personal information and in saving account 

records file also. This redundancy leads to data consistency that is, the various 

copies of the same data may no longer agree. 

 Difficulty in accessing data 

File processing environments do not allow needed data to be retrieved in a 

convenient and efficient manner. 

For Example: Suppose that bank officer needs to find out the names of all 

customers who live within the city‘s 411027 zip code. The bank officer has 

now two choices: Either get the list of customers and extract the needed 
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information manually, or ask the data processing department to have a system 

programmer write the necessary application program. Both alternatives are 

unsatisfactory. 

 

 Data isolation 

Because data are scattered in various files and files may be in different 

formats, writing new application programs to retrieve the appropriate data is 

difficult. 

 

 Integrity problems 

The data values stored in database must satisfy certain types of consistency 

constraints. Developers enforce those constraints in the system by adding 

appropriate code in the various application programs. 

When new constraints are added, it is difficult to change the programs to 

enforce them. The problem is compounded when constraints involve several 

data items from different files. 

For Example: The balance of a bank account may never fall below a 

prescribed amount (say $100).These constraints are enforced in the system by 

adding appropriate code in the various application programs. 

 

 Atomicity problems 

Atomic means the transaction must happen in it’s entirely or not at all. It is 

difficult to ensure atomicity in a conventional file-processing system. 

A computer system is subject to failure. It is crucial that if a failure occurs, 

the data be restored to the consistent state that existed prior to the failure. 

For Example: Failure during transfer of fund from system A to A. It will 

be debited from A but not credited to B leading to wrong transaction. 

 

 Concurrent-access anomalies 

Many systems allow multiple users to update the data simultaneously to 

provide overall performance of the system and faster response. The result of 

the concurrent access may leave the account in an account in an incorrect 

state. 

For Example: Consider bank account A, containing $500. If two customers 

withdraw funds say $50 and $100 respectively) from account A at about the 

same time, the result of the concurrent executions may leave the account in an 

incorrect (or inconsistent) state. Balance will be $400 instead of $350. To 

protect against this possibility, the system must maintain some form of 

supervision. 

 

 

\ 
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 Security problems 

Enforcing security constraints in an ad hoc manner to the file processing 

system is difficult. Not every user of the database system should be able to 

access all the data. 

For Example: In a banking system, pay roll personnel should be only given 

authority to see the part of the database that has information about the various 

bank employees. They do not need access to information about customer 

accounts. 

 

1.3 View of Data 

A major purpose of a database system is to provide users with an abstract view of 

the data i.e. the system hides certain details of how the data stored and maintained. 

 Views have several benefits as follows: 

 Views provide a level of security. Views can be setup to exclude data that 

some users should not see. 

 Views provide a mechanism to customize the appearance of the database. 

 A view can present a consistent, unchanging picture of the structure of the 

database, even if the underlying database is changed. 

1.3.1 Data Abstraction 

For the system to be usable, it must retrieve data efficiently. The need for 

efficiency has led designers to use complex data structures to represent data in the 

database. Since many users are not computer trained, developers hide the complexity from 

users through several levels of abstraction to simplify users’ interactions with the system. 

 

View level 

 View 1  View 2 …… View n  

       

 

Logical 

Level 

 

Physical 

Level 

 

Figure 1.1 The three levels of data abstraction 

The objective of the three-level architecture is to separate each user’s view of the 

database from the way the database is physically represented. 

 Physical / Internal Level: 

The lowest level of abstraction describes how the data are actually stored. 

This level describes complex low-level data structures in details. 
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 Logical Level: 

The next-higher level of abstraction describes what data are stored in the 

database and what relationships exist among those data, although 

implementation of the simple structures at the logical level does not need to be 

aware of this complexity. 

Database administrators, who must decide what information to keep in the 

database, use the logical level of abstraction. 

 View Level: 

The highest level of abstraction describes only part of the entire database. 

Even though the logical level uses simpler structures, complexity remains 

because of the variety of information stored in a large database. 

 

1.3.2 Data Independence 

The ability to modify a scheme definition in one level without affecting a schema 

definition in the next higher level is called data independence. There are two levels of data 

independence: 

1. Physical data independence is the ability to modify the physical schema 

without causing application programs to be rewritten. Modifications at the 

physical level are occasionally necessary in order to improve performance. 

2. Logical data independence is the ability to modify the conceptual schema 

without causing application programs to be rewritten. Modifications at the 

conceptual level are necessary whenever the logical structure of the 

database is altered. 

1.3.3 Schemas, Mappings and Instances 

The collection of information stored in the database at a particular moment is 

called an instance of the database. The overall description of the database is called the 

database schema. A database schema corresponds to the variables declarations in a 

program.  

Database systems have several schemas, partitioned according to the levels of 

abstraction. There are three types of schema exist such as, 

1. Physical schema –It describes the database design at the physical level. 

2. Logical schema –It describes the database design at the logical level. 

The physical schema is hidden beneath the logical schema. 

3. View schema / Subschema: A database may also have several schemas 

at the view level called as sub-schemas that describe different views of 

the database. 

1.3.4 Data Models 

The data model is a collection of conceptual tools for describing data, data 

relationships, data semantics and consistency constraints. A data model provides a way to 

describe of a database at the physical, logical and view level. 
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The purpose of a data model is to represent data and to make the data 

understandable. 

Different types of data models are, 

1. Relational Model 

2. The Entity-Relationship Model 

3. Object-Based Data Model 

4. Semi-Structured  Data Model 

5. Network Data Model 

6. Hierarchical Data Model 

 

According to the types of concepts used to describe the database structure, there are three 

data models: 

1. An External data model: to represent each user’s view of the organization. 

2. A Conceptual data model: to represent the logical view that is DBMS 

independent. 

3. An Internal data model: to represent the conceptual schema in such a way that 

it can be understood by the DBMS. 

Hierarchical Data model 

 

Network Data Model 

 

Relational Data Model 

 

Entity-Relational Data Model 

 

Semantic Data Model 

 

Object-Oriented 

Data Model 
 

Extended 

Relational 

Data Model 

Figure 1.2  The development of data model 

Relational Model 

 The relational model uses a collection of tables to represent both data and the 

relationships among those data. It is based on the concept of mathematical relations. 

 Relational model stores data in the form of a table. Each table corresponds to en 

entity and each row represents an instance of that entity. Table are also called relations, 

related to each other through the sharing of a common entity characteristic. 

 The relational data model is widely used data model and a vast majority of current 

database systems are based on the relational model e.g.Relational DBMS - DB2, MS SQL 

Server. 
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 Advantages: 

 Structural independence is promoted by the use of independence of 

tables. 

 Changes in a table’s structure do not affect data access. 

 Ad hoc query capability is based on SQL. 

Disadvantages: 

 The RDBMS requires substantial hardware and software overhead. 

 Isolation of Information will prevent the information integration. 

 Ease of design may lead to bad database schema design. 

 

Entity-Relational Model 

The ER Model is based on two components namely entity and relationships. An 

entity is a collection of basic real time objects and an entity is described by a set of 

attributes that describes associations among data. 

A relationship describes associations among these objects/ data. There are three 

types of relationships exist such as One-to-One, One-to-Many and Many-to-Many.  

 Advantages: 

 Visual presentation makes it an effective communication tools. 

 It is integrated with dominant relation model. 

 Visual modelling produces exceptional conceptual simplicity.  

Disadvantages: 

 Limited constraint representation. 

 Limited relationship representation. 

 Lose of information content occurs when attributes are removed from 

entities. 

Object-Based Data Model 

 In the object-oriented data model (OODM) both data and their relationships are 

contained in a single structure known as an object. 

The object-oriented data model can be seen extending the ER model with notions 

of encapsulation, methods and object identity. It combines features of the object-oriented 

data model and relational data model. The OODM is said to be a semantic data model 

because semantic indicates meaning. 

The OODM is based on the following components: 

 An object is an abstraction of a real-world entity. 

 Attributes describe the properties of an object. 

 A class is a collection of similar objects with shared structure and 

behaviour. Classes are organized in a class hierarchy. 

 Inheritance is the ability of an object within the class hierarchy. 
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Advantages: 

 Semantic content is added. 

 Inheritance promotes data integrity. 

Disadvantages: 

 High system overhead which may slow down the transaction processing. 

 Difficult to maintain the model structure. 

Semi-structured Data Model 

 This model permits the specification of data where individual data items of the 

same type may have different sets of attributes. This is in contrast to all above data 

models. The eXtensible Markup Language (XML) is widely used to represent semi-

structured data. 

 

1.4 Database Languages 

Once the design of a database is completed and a DBMS is chosen to implement 

the database, there are two languages are used to specify conceptual and internal schemas 

for the database. A database system provides a data-definition language to specify the 

database schema and a data-manipulation language to express database queries and 

updates.  

 The data definition language (DDL) is used by the Database Administrator 

(DBA) to define the conceptual and internal schema of the particular database. 

 The data manipulation language (DML) is used to perform a set of 

operations which includes insertion, retrieval, modification and deletion of the 

data. 

 

1.4.1 Data Definition Language (DDL) 

A database schema is specified by a set of definitions expressed by a special 

language called a data definition language (DDL). This DDL is also used to specify 

additional properties of the data. 

One DBA can specify the storage structure and access methods used by the 

database system by a set of statements in a special type of DDL called a data storage and 

definition language (SDL).  

DDL gets as input some instructions, generates some output and it will be stored 

in the data dictionary. A database system consults the data dictionary before reading or 

modifying actual data. 

The data values stored in the database must satisfy certain consistency constraints 

such as domain constraints, referential integrity, assertions and authorization. The 

database system checks these constraints every time the database is updated.  
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The four categories of the database constraints are,  

 Domain Constraints 

o A domain of possible values must be associated with every attributes e.g. 

integer type, number type, date/time type. Declaring an attribute to be a 

particular domain acts as a constraint on the values. 

o Domain constraints are tested by the system whenever a new data item is 

entered into the database. 

 Referential Integrity 

o There are some cases a value that appears in one relation for a given set of 

attributes needs to appear also in some other relation. Database 

modifications can cause violations of referential integrity and when it is 

violated, the normal procedure is to reject the action that caused the 

violation. 

 Assertions 

o An assertion is any condition that the database must always satisfy. 

Domain constraints and referential integrity are the special forms of 

assertions. 

o When an assertion is created, the system tests it for validity and if it valid 

then any future modification to the database is allowed only if it does not 

cause that assertion to be violated. 

 Authorization 

o In order to provide different types of privileges to database users, 

authorization is the only key term which is used to provide the required 

privileges. The most common authorizations are as follows: 

1. READ Authorization: which allows reading but modification of data is 

not permitted. 

2. INSERT Authorization:  which allows reading of existing data and 

insertion of new data but modification of existing data is not allowed. 

3. UPDATE Authorization:  which allows insertion, reading and updation 

of existing data but deletion is not permitted. 

4. DELETE Authorization: which allows modification of existing data 

including the deletion operation. 

 

1.4.2 Data Manipulation Language (DML) 

A data manipulation language (DML) is a language that enables users to access or 

manipulate data. It provides a set of operations to support the basic data manipulation 

operations on the data held in the database. Some of data manipulation operations are, 

 Insertion of new data into the database 

 Modification of data stored in the database 

 Retrieval of data stored in the database 

 Deletion of data from the database. 
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There are two types of DML exist namely. 

 Procedural DMLsrequire a user to specify whatdata are needed and how to 

get those data. 

 Declarative / Non-Procedural DMLsrequire a user to specify what data are 

needed without specifying how to get those data. It is easier to learn and use 

than procedural DMLs. 

A query is a statement requesting the retrieval of information. The portion of a 

DML that involves information retrieval is called a query language. The DML queries 

are processed by the query processor into sequences of actions at the physical level of the 

database system. 

The levels of abstraction apply not only to defining of structuring data, but also to 

manipulating data.  

 

1.5 Relational Databases 

 A relational database is based on the relational model and uses a collection of 

tables to represent both data and the relationships among those data. It also 

includes a DML and DDL statements. 

 The relational model is an example of a record-based model. Record-based 

models are so named because the database is structured in fixed-format records 

of several types 

Tables 

 Each table has multiple columns and each column has a unique name.  

 Each table contains records of a particular type. Each record type defines a 

fixed number of fields, or attributes. The columns of the table correspond to 

the attributes of the record type. 

Table 1.1 The Instructor Table 

ID NAME DEPT_NAME SALARY 

22222 Kim Physics $ 95,000 

16452 Ku wang Physics 45,000 

84525 Kendy CSE 75,000 

 

First Table: 

The first table, the instructor table, shows, for example, that an instructor named 

Kim with ID 22222 is a member of the Physics department and has an annual salary of 

$95,000.  

Table 1.2 The Department Table 

DEPT_NAME BUILDING BUDGET 

PHYSICS TAYLOR 10,00,000 

CSE PACKARD 9,50,000 

Biology Watson 9,00,000 
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Second table: 

The second table, department, shows, for example, that the Biology department is 

located in the Watson building and has a budget of $9,00,000. Of course, a real-world 

university would have many more departments and instructors. We use small tables in the 

text to illustrate concepts. A larger example for the same schema is available online. 

 

DDL Query:  

For creating a department table with following columns: Department name, building 

and budget 

Create table department(dept_name char(30), Building char(30), Budget 

number(12,2)); 

 

DML Query:  

For retrieving list of names who are all in physics dept. from instructor table  

 Select instructor.namefrom instructorwhere instructor.dept_name=’physics’; 

  

1.6 Database System Architecture 

The architecture of a database system is greatly influenced by the underlying 

computer system on which the database system runs. Database systems can be centralized, 

or client-server, where one server machine executes work on behalf of multiple client 

machines.  

The issues in designing a database include, 

 how to store data, 

 how to ensure atomicity of transactions that execute at multiple sites 

(concurrency control), 

 how to provide high availability in the presence of failures. 

 

1.6.1 2-tier and 3-tier Architecture 

Database applications are usually partitioned into two or three parts as follows, 

a. Two-tier Architecture 

 In two-tier architecture, the application is partitioned into a component 

that resides at the client machine, which invokes database system 

functionality at the server machine through query language statement. 

 Application program interface standards like ODBC and JDBC are 

used for interaction between the client and the server. 
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Figure 1.3 Two-tier and three tier DBS Architecture 

b. Three-tier Architecture 

 In three-tier architecture, the client machine acts as merely a front end 

and does not contain any direct database calls. 

 The client end communicates with an application server, usually 

through a forms interface. The application server in turn communicates 

with a database system to access data. 

 The business logic of the application, which says what actions to carry 

out under what conditions, is embedded in the application server, 

instead of being distributed across multiple clients. 

 Three-tier applications are more appropriate for large applications, and 

for applications that run on the World Wide Web. 

 

1.6.2 Database System Architecture 

A database system is partitioned into modules that deal with each of the 

responsibilities of the overall system. The functional components of a database system 

can be broadly divided into 

 Storage Manager 

 Query Processor 

Storage Manager 

 A storage manager is a program module that provides the interface between the 

low level data stored in the database and the application programs and queries 

submitted to the system. 

 The storage manager is responsible for the interaction with the file manager. The 

storage manager translates the various DML statements into low-level file system 

commands. 

 The storage manager is responsible for storing, retrieving, and updating data in the 

database. 
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Figure 1.4 Database System Architecture 

Components of the storage manager are: 

1. Authorization and integrity manager 

It tests for satisfaction of various integrity constraints and checks the authority of 

users accessing the data. 

2. Transaction manager 

It ensures that the database remains in a consistent state despite system failures, 

and concurrent executions proceed without conflicting. 

3. File manager 

It manages the allocation of space on disk storage and the data structures used to 

represent information stored on disk. 

4. Buffer manager: 

It is responsible for fetching data from disk storage into main memory and to 

decide what data to cache in main memory. It enables the database to handle data sizes 

that are much larger than the size of the main memory. The storage manager 

implements several data structures as part of physical system implementation. 

i. Data files: which store the database itself. 

ii. Data dictionary: It contains metadata that is data about data. The schema of 

a table is an example of metadata. A database system consults the data 

dictionary before reading and modifying actual data. 

iii. Indices: Which provide fast access to data items that hold particular values. 
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Query Processor 

The major component of a DBMS is Query Processor that transforms queries into 

a series of low-level instructions directed to the database administrator. 

The query processor is an important part of the database system. It helps the 

database system to simplify and facilitate access to data. The query processor components 

include: 

1. DDL Interpreter 

It interprets DDL statements and records the definitions in the data 

dictionary. 

2. DML Compiler 

 It translates DML statements in a query language into an evaluation plan 

consisting of low-level instructions that the query evaluation engine 

understands. 

 A query can be translates into any number of evaluations plans that all 

give the same result. 

 The DML compiler also performs query optimization, that is, it picks up 

the lowest cost evaluation plan from among the alternatives. 

3. Query Evaluation Engine 

It executes low-level instructions generated by the DML compiler. 

 

1.7 Database Users and Administrators 

 People who work with a database can be categorized as database users or 

database administrators. 

Database Users 

There are four different types of database-system users, differentiated by the way 

they expect to interact with the system. Different types of user interfaces have been 

designed for the different types of users. 

 Naive users: 

o Naive users interact with the system by invoking one of the application 

programs that have been written previously. 

o Naive users are typical users of form interface, where the user can fill in 

appropriate fields of the form. 

o Naive users may also simply read reports generated from the database 

o For Example: A bank teller who needs to transfer Rs. 500 from account A 

to account B invokes a program called transfer. This program asks the 

teller for the amount of money to be transferred, the account from which 

the money is to be transferred and the account to which the money is to be 

transferred. 
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 Application programmers 

o Application programmers are computer professionals who write 

application programs. Application programmers can choose from many 

tools to develop user interfaces. 

o Rapid application development (RAD) tools are tools that enable an 

application programmer to construct forms and reports with minimal 

programming effort. 

o Special types of programming languages that combine control structures 

with data manipulation language. These languages, sometimes called 

fourth-generation languages. 

 Sophisticated users: 

o Sophisticated users interact with the system without writing programs. 

Instead, they form their requests in a database query language. 

o They submit each such query to a query processor that the storage manager 

understands. 

o Online analytical processing (OLAP) tools simplify analysis and data 

mining tools specify certain kinds of patterns in data 

 Specialized users: 

o Specialized users are sophisticated users who write specialized database 

applications that do not fit into the traditional data-processing framework. 

o The applications are computer-aided design systems, knowledge base and 

expert systems, systems that store data with complex data types 

 

Database Administrators 

One of the main reasons for using DBMSs is to have central control of both the 

data and the programs that access those data. A person who has such central control over 

the system is called a database administrator (DBA). 
 

The functions of a DBA include: 

 Schema definition 

The DBA creates the original database schema by executing a set of data 

definitions in the DDL statements. 

 Storage structure and access-method definition. 

 Schema and physical-organization modification 

The DBA carries out changes to the schema and physical organization to 

reflect the changing needs of the organization, or to alter the physical 

organization to improve performance. 
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 Granting of authorization for data access 

By granting different types of authorization, the database administrator can 

regulate which parts of the database various users can access. The 

authorization information is kept in a special system structure that the database 

system consults whenever someoneattempts to access the data in the system. 

 Routine maintenance 

Examples of the database administrator’s routine maintenance activities 

are: 

 Periodically backing up the database, either onto tapes or onto remote 

servers, to prevent loss of data in case of disasters such as flooding.  

 Disk Space Management: Ensuring that enough free disk space is 

available for normal operations, and upgrading disk space as required. 

 Monitoring jobs running on the database and ensuring that performance 

is not degraded by very expensive tasks submitted by some users. 

 

1.8  RELATIONAL MODEL 

INTRODUCTION 

 The relational model is a database model based on first-order predicate logic, 

which is proposed by Edgar F. Codd in 1970. In the relational model of a 

database, all data is represented in terms of tuples, grouped into relations. 

 A database organized in terms of the relational model is a relational database. 

 The relational model is very simple and elegant; a database is a collection of one 

or more relations, where each relation is a table with rows and columns. 

 The major advantage of the relational model over Network Data Model & 

Hierarchical Data Model) is its simple data representation. 

1.8.1 RELATIONAL DATA MODEL 

 The main construct for representing data in relational data model is a relation. It 

consists of following two things, 

 Relation Schema – describes the column heads for the table 

 Relation Instance  - represents a table  

 The relational model can be regarded as having three parts, 

1. Data Structure 

2. Data Integrity 

3. Data Manipulation 

Relation Schema 

 The relation schema specifies the relation’s name, the name of each field (or 

column or attribute) and the domain of each field. 

 A domain is referred to in a relation schema by the domain name and has a set f 

associated values. 
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 Domain constraints in the schema specify a condition that each and every record 

in the table should satisfy. 

Relation Instance 

 An instance of a relation is a set of tuples, also called records. 

 

 

EMPID EMPNAME JOB SALARY 

    

    

    

    

 

 

Fig 2.1 Degree vs. Cardinality 

Account_no Branch_name Balance 

A-101 CHENNAI 15000 

A-102 MUMBAI 25080 

A-103 CHENNAI 14075 

A-104 BANGALURU 27560 

A-105 TRICHY 38420 

A-106 COIMBATORE 15790 

A-107 TRICHY 36521 
 

Fig 2.2 The Account Relation 

Branch_name Assets 

CHENNAI 71,15,000 

MUMBAI 25,00,800 

BANGALURU 93,27,560 

COIMBATORE 65,79,000 

TRICHY 36,00,521 
 

Fig 2.3 The Branch Relation 

  Account_Schema = { account_no, Branch_name, Balance } 

  Branch_Schema = { Branch_name, Assets } 

Relational Database 

 A collection of relations with distinct relation names. The relational database 

schema is the collection of schemas for the relations in the database. 

 

1.8.2 KEYS 

 A Relation or table in a database has a unique name that identifies its contents. 

One of the most important properties in the table is that rows are ordered. 

 A row in the table cannot be identified by its position in the table. 

 

 

Degree or Arity 

Cardinality 

Primary Key 
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SUPER KEY 

 A set of one or more attributes that allow us to identify uniquely a record in the 

table. 

 The super key should follow the rule that, if K is a super key, then so is any 

superset of K. 

 The minimal super key is called candidate key. A candidate key K for a relation R 

has two properties as follows, 

 Uniqueness – in each tuple of R, the values of K uniquely identify that 

record. 

 Irreducibility – No proper subset of K has the uniqueness property. 

PRIMARY KEY 

 Every table must have unique attribute to identify each row in the table, that 

attribute is called, PRIMARY KEY. 

 The candidate keys that are not selected to be the primary key are called 

ALTERNATE KEYS. 

 Primary keys should be immutable, that is, not changed until the record is 

destroyed. 

In SQL: 

CREATE TABLE EMPLOYEE ( EMPID NUMBER(5) PRIMARY KEY, 

       EMPNAME VARCHAR2(20), 

       JOB VARCHAR2(10), 

       SALARY NUMBER(5,2)); 

EMPID EMPNAME JOB SALARY 

    
 

Fig 2.4 The EMPLOYEE Relation 

FOREIGN KEY 

 An attribute or a set of attributes in one table that matches with the candidate key 

of another relation is called, FOREIGN KEY. 

 In relational database, a foreign key is a field (or collection of fields) in one table 

that uniquely identifies a row of another table. 

 A foreign key is a column or a combination of columns that is used to establish 

and enforce a link between two tables. 

 The table containing the foreign key is called the referencing or child table, and 

the table containing the candidate key is called the referenced or parent table. 

In SQL: 

CREATE TABLE BRANCH ( Branch_name VARCHAR2(10)  PRIMARY KEY, 
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              Assets NUMBER(10,2)); 
 

CREATE TABLE ACCOUNT (Account_no NUMBER(5) PRIMARY KEY, 

Branch_name VARCHAR2(10) REFERENCES 

BRANCH(Branch_name), 

     Balance NUMBER(5,2)); 

 

Differences between Primary Key and Unique Key 

Table 2.1 Difference between Primary and Unique Key 

S No. PRIMARY KEY UNIQUE KEY 

1 A primary key cannot allow null values A unique key can allow null values. 

2 
Each table can have at most one 

primary key. 

Each table can have multiple unique 

keys. 

3 

On some RDBMS a primary key 

automatically generates a clustered table 

index by default. 

On some RDBMS a unique key 

automatically generates a non-

clustered table index by default. 

 

1.8.3 THE CATALOG 

 The relational DBMS maintains information about every table and index. The 

descriptive information is itself stored in a collection of special table is called, 

“Catalog Table”. 

 The catalog tables are also known as, “Data Dictionary”. 

 In relational database, data are stored using one of several file structure, every file 

contains either tuples in a table or the entries in an index. 

 The catalog is used to store all of the various schemas (internal, conceptual and 

internal) of the database. 

 The catalog contains detailed information regarding the various objects such as 

relvars, indexes, integrity constraints, security constrains and so on. 

Two types of system relvars are, 

1. Table Relvars 

2. Column Relvars 

TABLE RELVARS  

TABNAME COLCOUNT ROWCOUNT --- 

BRANCH 6 110 --- 

EMPLOYEE 10 125 --- 

--- --- --- --- 

 (COLUMN WHERE TABNAME=’BRANCH’) 

 {COLNAME}  

 It will return the list of table column details of the given table. 
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COLUMN RELVARS 

TABNAME COLNAME --- 

BRANCH DID --- 

BRANCH DBRANCHNAME --- 

--- --- --- 

EMPLOYEE EID --- 

EMPLOYEE ENAME --- 

--- --- --- 

 (COLUMN WHERE COLNAME=’DID’) {TABNAME}  

 It will return the list of tables which contains the column “DID” 

 

Information in the Catalog 

 In catalog, system-wide information such as the size of the buffer pool and the 

page size and the following information about the tables and views, 

 For each table: 

- Its table name, the file name, and the file structure of the file in which 

it is stored. 

- The attribute name and type of each attributes. 

- The index name of each index and integrity constraints on the table. 

 

 For each index: 

- The index name and the structure (e.g.: B Tree or B+ Tree) of the 

index. 

- The search key attribute. 

 

 For each view: 

- Its view name and definition. 

 

 Cardinality – The number of tuples NTuples(R) for each table R. 

 Size – The number of pages NPages(R) for each table R. 

 Index Cardinality – The number of distinct key values NKeys(I) for each 

index I. 

 Index Size – The number of pages INPages(I) for each Index I. 

 Index Height – The number of nonleaf levels IHeight(I) for each index I. 

 Index Range – The minimum present key value ILow(I) and the maximum 

present key value IHigh(I) for each index I. 

 

How Catalog is stored 

The system catalog in the RDBMS, is itself stored as a collection of tables. 

Attribute_Cat(attr_name: String, rel_name: String, type: String, 

position: integer) 

e.g.:  

 Employee(eid: integer, ename: string, Job: String, Salary: integer) 



CS6302 – DATABASE MANAGEMENT SYSTEMS 

23 
R. Mohan Kumar, M.E., / AP / CSE – SARANATHAN COLLEGE OF ENGINEERING 

 Branch(DID: integer, Branchname: String, City: String) 

The description of the above tables in the catalog as follows, 

attr_name rel_name Type position 

attr_name Attribute_Cat string 1 

rel_name Attribute_Cat string 2 

type Attribute_Cat string 3 

position Attribute_Cat integer 4 

eid Employee integer 1 

ename Employee string 2 

job Employee string 3 

salary Employee integer 4 

did Branch integer 1 

branchname Branch string 2 

city Branch string 3 

Fig 2.5 An Instance of the Attribute_Cat Relation  

 The choice of catalog tables and their schemas is not unique and is made by the 

implementation of the DBMS. 

 

1.8.4 TYPES 

 The rich variety of data types in RDBMS offers to database designers for a more 

natural or more efficient design. 

 When creating a new table or database, designer should specify the data type or 

domain details or each and every attribute in that table. 

 The type of the attribute may be either pre-defined system data type like 

INTEGER, VARCHAR, BLOB, DATE, TIMESTAMP or User-defined complex 

data types. 

 The designer will be able to create or drop user-defined data types at any time. 

For Type Definition 

TYPE <type_name> <possible_representation> 

For deleting user-defined types 

 DROP TYPE <type_name> 

 Some of basic data types supported by oracle RDBMS are, 

o Number -  INT, NUMBER 

o String  -  CHAR, VARCHAR, VARCHAR2 

o Date - DATE 

o Time - DATE 

o Timestamp- TIMESTAMP 
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1.9 FORMAL QUERY LANGUAGES 

 This chapter presents two formal query languages associated with the relational 

model such as RELATIONAL ALGEBRA and RELATIONAL CALCULUS. Query 

languages are specialized languages for querying the data which is stored in the database. 

1. Relational Algebra 

Queries are composed using a collection of operators and each 

query describes a step-by-step procedure for computing the desired 

answer. 

Queries contain request information to the DBMS about what data 

are needed and how to obtain the data from the database. 

2. Relational Calculus 

Query describes the desired answer without specifying how to 

retrieve the data or how to compute the data from existing data in the 

table. 

1.9.1 RELATIONAL ALGEBRA 

 Relational algebra is the procedural language model and one of the two formal 

query languages, in which query is composed using a collection of operators. 

 A fundamental property is that every operator in the algebra accepts one or two 

relation instances as input and returns only one relation instance as the result. 

 This property makes it easy to compose operators to form a complex query – a 

relational algebra expression is recursively defined to be defined, and a unary 

algebra operator applied to a single expression. 

 Every relational query describes a step-by-step procedure for computing the given 

task, based on the order in which operators are applied in the expression. 

 

1.9.1.1 Fundamental Operations 

The fundamental operations in relational algebra are, 

1. Selection (σ) 

2. Projection (π) 

3. Rename  (ρ) 

4. Cartesian Product or Cross Product (×) 

5. Set Difference (-) 

6. Union (U) 

7. Intersection (∩) 

8. Division (÷) 

9. Assignment (←) 
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SELECTION (σ) 

 Relational algebra includes operators to select rows from a relation and this 

operator allows us to manipulate data in a single relation. 

 The selection operator σ specifies the tuples to retain through a selection 

condition. The selection condition is a Boolean combination or terms that have the form 

attribute op constant or attribute1 op attribute2, where op is one of the comparison 

operators <,<=,>,>=,= or ≠. 

 The selection operation works on a single relation R and defines a relation that 

contains only those tuples of R that satisfy the specified condition / predicate. 

 General Syntax: 

  σ <condition> (<table_name>) 
 

 Example: 

 Find the employees who getting salary more than 15,000. 

  σ salary>15000 (employee) 

PROJECTION (π) 

 The project operator π allows us to extract specific columns or attributes values 

from the given table.  

 The projection operation works on a single relation R and defines a relation that 

contains a vertical subset of R, extracting the values of specified attributes and 

eliminating duplicates. 

 General Syntax: 

  π <column_name 1>, <column_name 2> ,…., <column_name n> (<table_name>) 

 Example: 

 Find the name and employee id of all employees. 

  π eid,ename (employee) 

  

Find the name and employee id and city of the employee who getting salary more 

than 15,000. 

π eid,ename,city (σ salary>15000 (employee)) 
 

RENAME (ρ) 

 To avoid any name conflict while referring more than one relation in the relation 

algebra expression, Rename operator was introduced. 

 In the expression ρ(R(F’),E), 

- E : an arbitrary relational algebra expression 

- R : the expression returns an instance of a new relation 

- F’: renaming list, which is a list of terms having the form  

oldname → newname 
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 As the result of this expression, R contains the same tuples as the result of E and 

has the same schema as E, but some fields are renamed. 

 For ρ to be well-defined references to fields may be ambiguous and no two fields 

in the result may have the same name. 

 Rename operation can rename either the relation name or the attribute name or 

both. 

General Syntax: 

ρ s(B1,B2,….,Bn) (R)      or  ρ s (R)      or    ρ (B1,B2,….,Bn) (R)  

where, 

 R : Input relation 

 S : New relation name 

 B1, B2,….Bn : New attribute name 

 

 CARTESIAN PRODUCT or CROSS PRODUCT (×) 

 R X S returns a relation instance whose schema contains all the fields of R 

followed by all the fields of S. The result of R X S contains one tuple <r,s> (the 

concatenation of tuples r and s) for each pair of tuples r € R, s € S.  

 The fields of R X S inherits names from the corresponding fields of R and S. if 

both relation having same name for fields means, the corresponding field in the result is 

unnamed and it is referred to solely by its position. 

Employee   Job_Assigned  

eid ename  eid did Job 

22 John  22 101 Clerk 

31 Peter  58 102 Manager 

   31 102 Auditor 

 

Employee X Job_Assigned 

(eid) ename (eid) did Job 

22 John 22 101 Clerk 

22 John 58 102 Manager 

22 John 31 102 Auditor 

31 Peter 22 101 Clerk 

31 Peter 58 102 Manager 

31 Peter 31 102 Auditor 
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SET DIFFERENCE (-) 

 R - S returns a relation instance whose schema contains all the tuples that occur in 

R but not in S. The relations R and S must be union-compatible, and the schema of the 

result is defined to be identical to the schema of R. 

R  S 

eid ename  eid ename 

22 John  28 John 

31 Peter  58 Clara 

58 Clara  31 Peter 

49 Joy  44 Lubber 
 

R - S 

eid ename 

22 John 

49 Joy 

  

UNION (U) 

 R U S returns a relation instance containing all tuples that occur in either relation 

instance R or relation instance S or both. R and S must be union-compatible, and the 

schema of the result is defined to be identical to the schema of R. 

 Two relation instances are said to be union-compatible if the following conditions 

hold: 

- They have the same number of the fields 

- Corresponding fields, taken in order from left to right, have the same 

domains. Note that field names are not used in defining union-

compatibility. 

R U S 

eid ename 

22 John 

31 Peter 

58 Clara 

49 Joy 

28 John 

44 Lubber 

  

INTERSECTION (∩) 

 R ∩ S returns a relation instance containing all tuples that occur in both relation 

instance R and relation instance S. R and S must be union-compatible, and the schema of 

the result is defined to be identical to the schema of R. 
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R ∩ S 

eid ename 

31 Peter 

58 Clara 

DIVISION (÷) 

 R ÷ S returns a relation as a set of all X values (in the form of unary tuples) such 

that for every Y value in (a tuple of) S, there is a tuple {X, Y} in A. For relation instances 

R and S, R ÷ S is the largest relation instance Q such that Q X S € R.  

 The division operation defines a relation over the attributes C that consists of the 

set of tuples from R that match the combination of every tuple is S. 

 

ASSIGNMENT (←) 

 Assignment operator is used to write a relational algebra expression by assigning 

parts of it to temporary relation variables. The assignment operation is denoted by ←. 

e.g.: temp ← π eid,ename,city (σ salary>15000 (employee)) 

R1  S1   R1 ÷ S1 

eid ename  eid   ename 

101 John  101   John 

102 Peter  103   Clara 

103 Clara  105   Parker 

104 Winson      

105 Parker      

  S2   R1 ÷ S2 

   eid   ename 

   104   Winson 

   105   Parker 

 

1.9.1.2 Additional Operations 

 Some queries are lengthy and difficult to define and express, in such condition 

join operation is one of the most powerful operations in relational algebra, used to 

combine information from two or more relations.  

 A join can be defined as a cross-product followed by selections and projections. 

There are various forms of join operations as follows, 

1. EQUI JOIN 

2. NATURAL JOIN 

3. RIGHT OUTER JOIN 

4. LEFT OUTER JOIN 

5. FULL OUTER JOIN 
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EQUI JOIN 

 A common special case of join operation R X S is when the join condition consists 

of equality operator of the form R.name1 = S.name2, i.e., equalities between two fields in 

R and S. 

 There is some redundancy in retaining both attributes in the result, so that the join 

operation can be refined by doing an additional projection in which S.name2 is dropped. 

The join operation with this refinement is called equijoin. 

Employee   Job_Assigned  

eid ename  eid did Job 

22 John  22 101 Clerk 

31 Peter  58 102 Manager 

   31 102 Auditor 

 

EMPLOYEE X EMPLOYEE.eid = JOB_ASSIGNED.eid JOB_ASSIGNED 

eid ename eid did Job 

22 John 22 101 Clerk 

31 Peter 31 102 Auditor 

 

π EMPLOYEE.eid, EMPLOYEE.ename, JOB_ASSIGNED.did, JOB_ASSIGNED.job ( 

EMPLOYEE X EMPLOYEE.eid = JOB_ASSIGNED.eid JOB_ASSIGNED ) 

eid ename did Job 

22 John 101 Clerk 

31 Peter 102 Auditor 

 

NATURAL JOIN 

The natural join is an equi join of two relations say R and S over all common 

attribute say X. one occurrence of each common attribute is eliminated from the result. 

If the two relations have no common attribute then R NATURAL JOIN S is 

simply the CROSS PRODUCT of R and S. 

 

EMPLOYEE NATURAL JOIN JOB_ASSIGNED 

eid ename did Job 

22 John 101 Clerk 

31 Peter 102 Auditor 
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OUTER JOIN 

LEFT OUTER JOIN: 

The outer join is a join in which tuples from R that do not have matching values in 

the common attributes of S are also included in the result. The missing values in the 

second relation are set to null. 

    

1.10 Entity-Relationship Model (ER Model) 

 The entity-relationship (ER) data model was developed to assist database design by 

allowing specification of an enterprise schema that represents the overall logical 

structure of a database. 

 The semantic aspect of the model lies in its representation of the meaning of the 

data. The ER model is very useful in mapping the meanings and interactions of real-

world enterprises onto a conceptual schema. 

 The ER data model represents three major components such as entities, attributes, 

relationships and constraints. 

 The overall logical structure (schema) of a database can be expressed graphically by 

an entity-relationship (E-R) diagram. There are several ways in which to draw these 

diagrams. One of the most popular is to use the Unified Modelling Language 

(UML).  

 
Figure 1.5 A Sample E-R Diagram 

 

 Entity sets are represented by a rectangular box with the entity set name in the 

header and the attributes listed below it. 

 Relationship sets are represented by a diamond connecting a pair of related entity 

sets. The name of the relationship is placed inside the diamond. 
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Figure 1.6 An Entity Set: An Instructor and A Student 
 

1.10.1 Entity Sets 

 An entity is a thing or object in the real world that is distinguishable from all other 

objects. 

 An entity set has a set of properties and the values for some set of properties may 

uniquely identify an entity. 

 An entity may be concrete such as a person or a book, or it may be abstract such as 

a loan, a holiday or a concept. 

 An entity set is a set of entities of the same type that share the same properties or 

attributes. 

 An individual entity that constitutes a set are said to be the extension of the entity 

set. 

e.g.: 

 Entity: Each person in an enterprise is entity. 

 Property/Attribute: A person may have a person_ID would uniquely identify one 

particular property whose value uniquely identifies that person. 

 Entity Set:  The set of all persons who are working in the enterprise can be defined 

as the entity set “Worker”. 

 Extension of the entity set:  all the individual employee working in that enterprise 

are the extension of the entity set “Worker”. 

 

1.10.2 Relationship Sets 

 A relationship is an association among several entities. 

 A relationship set is a set of relationships of the same type. 

 The association between entity sets is referred to as participation. 

 A relationship instance in an ER schema represents an association between the 

named entities in the real-world enterprise that is being modeled. 

 A relationship may also have attributes called ‘descriptive attributes’. 

 The number of entity sets that participate in a relationship set is also the ‘degree of 

the relationship set’. 
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e.g.: 

 Relationship:  A relationship that associates customer smith with loan L16, 

specifies that smith is a customer with loan number L16. 

 Relationship set:  The relationship set loan-branch which denotes the association 

between a bank loan and the branch in which that loan is maintained. 

 Relationship instance:  each and every entry in the loan relation is called as a 

relationship instance. 

Strong Entity Types & Weak Entity Types 

 Regular entity types that do have a key attribute are called ‘strong entity types’. 

 Entity types that do not have key attributes of their own are called as ‘weak entity 

types’. 

 

1.10.2.1 Relationship Types 

a. Unary Relationship 

The function that an entity plays in a relationship is called that entity’s 

role. The same entity set participates in a relationship set more than once in 

different roles is called ‘recursive relationship’. Recursive relationships are 

sometimes called ‘unary relationship’. 

  

 

 

Figure 1.7Unary Relationship 

b. Binary Relationship 

The relationship set that involves only two entity sets is called ‘binary 

relationship set’. A binary relationship exists when two entities are associated. 

 

 

 

Figure 1.8 Binary Relationship 
 

c. Ternary Relationship 

A ternary relationship exists when there are three entities associated. The 

entities teacher, subject and student are related using a ternary relationship called 

‘teaches’. 

 

 

 

Figure 1.9 TernaryRelationship 

 

Publisher publishes Books 

Subject 

requires 

Subject teaches Student 

Teacher 
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d. Quaternary Relationship 

  A quaternary relationship exists when there are four entities associated. 

  

 

 

 

 

Figure 1.10 Quaternary Relationship 

 

 This relationship represents a situation where a student taught by a teacher with 

the help of the course material studies a subject. 

A relationship set is a set of relationships of the same type. Formally, it is a 

mathematical relation on n ≥ 2 (possibly non distinct) entity sets. If {E1, E2,. . .En} are 

entity sets, then a relationship set R is a subset of 

 {(e1, e2, . . . , en) | e1 ∈  E1, e2 ∈  E2, . . . , en ∈  En} 

where (e1, e2, . . . , en) is a relationship 

 

Figure 1.11 Relationship Set Advisor 

 

Figure 1.12 Example of Descriptive Attribute Set 

 

Subject studies Student 

Teacher 

Course-material 
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1.10.3 Attributes 

An attribute of an entity set is a function that maps from the entity set into a 

domain. For each attribute, there is a set of permitted values called ‘domain’ or ‘value set’ 

of that attribute. 

An attribute can be characterized by the following attribute types, 

1. Simple and composite attributes. 

2. Single valued and multi-valued attributes. 

3. Derived attribute. 

Simple attribute (also known as atomic attribute) 

 An attribute composed of a single component with an independent existence is 

called ‘simple attribute’. Simple attribute cannot be further subdivided into smaller 

components. 

 e.g.:  gender of a staff entity. 

 

Composite attribute 

 An attribute composed of multiple components each with an independent 

existence is called ‘composite attribute’.  

e.g.:  The ‘address’ attribute of the branch entity, can be subdivided into street, 

city, country and postal code attributes. 

 
Figure 1.13 An Example of Composite Attributes 

Single-valued attribute 

 An attribute that holds a single value for each occurrence of an entity type is called 

‘single-valued attribute’. 

e.g.:  each occurrence of the branch entity type has a single value for the branch 

number (branch no) attribute. For say B003. 

 

Multi-valued attribute 

 An attribute that holds multiple values for each occurrence of an entity type is 

called multi-valued attribute. 

e.g.:  each occurrence of the branch entity type can have multiple values for the 

telNo attribute. For say, branch number B003 has telephone numbers 0141-

339-2178 and 0141-229-2179. 
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Derived attributes 

 An attribute that represents a value that is derivable from the value of a related 

attribute or a set of attributes is called ‘derived attribute. 

e.g.: The value for the age attribute of the worker entity can be calculated from 

the birth date and today’s date. 

 

1.10.4 Constraints 

An ER enterprise schema may define certain constraints, to which the contents of 

a database must conform, 

 Mapping cardinalities, 

 Key constraints, 

 Participation constraints. 
 

 Mapping Cardinalities 

 Mapping cardinalities or cardinality ratio for a binary relationship specifies the 

maximum number of relationship instances that an entity can participate in. 

The appropriate mapping cardinality for a particular relationship set obviously 

depends on the real-world situation that the relationship set is modelling.   

 

For a binary relationship set R between entity sets A and B, the mapping cardinality must 

be one of the following: 

One-to-One 

An entity in A is associated with at most one entity in B and an entity in B is 

associated with at most one entity in A. 

  

 

 
 

 

Figure 1.14 Mapping Cardinalities (a) One-to-One (b) One-to-Many 

 

 

Manager Manages Department 
1 1 
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One-to-Many 

An entity in A is associated with any number of entities in B. But an entity in B 

can be associated with at most one entity in A. 

 

 

 

Many-to-One 

 An entity in A is associated with at most one entity in B. But an entity in B can be 

associated with any number of entities in A. 

  

 

 

 

Many-to-Many 

An entity in A is associated with any number of entities in B and also an entity in 

B can be associated with any number of entities in A. 

 

 

 

 
Figure 1.15 Mapping Cardinalities (a) Many-to-One (b) Many-to-Many 

 

Key Constraints 

 A key allows us to identify a set of attributes that be enough to distinguish entities 

from each other. Keys also help uniquely identify relationships and thus distinguish 

relationships from each other. 

Entity Sets: 

1. Super Key 

 Any attribute or combination of attributes that uniquely identifies a row 

in the table. 

 Example: Roll_No attribute of the entity set “student” table, 

distinguishes one student entity from another. 

Department Has Employees 
1 N 

Member Enrolls in  Book Club 
N 1 

Employee Joins Course 
N N 
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2. Candidate Key 

 The minimal set of attributes that uniquely identifies eachoccurrence of 

an entity type is called as ‘candidate key’. 

 Minimal Superkey. A superkey that does not contain a subset of 

attributes that is itself a superkey. 

 Example: Student_name and Student_street,are sufficient to uniquely 

identify one particular student. 

3. Primary Key 

 The candidate key that is selected to uniquely identify each occurrence 

of an entity type is called ‘primary key’. 

 The candidate key selected to uniquely identify all rows. It should be 

rarely changed and cannot contain null values. 

 Example: Roll_No is a primary set of ‗student‘ entity set. 

4. Foreign Key 

 An attribute (or combination of attributes) in one table that must either 

match the primary key of another table or be null 

 Example: Consider in the staff relation the branch_no attribute exists to 

match staff to the branch office they work in. In the staff relation, 

branch_no is foreign key. 

5. Secondary Key 

 An attribute or combination of attributes used to make data retrieval 

more efficient. 

6. Alternate Key 

 Except primary key, other candidate keys are called as ‘alternate key’. 

7. Composite Key 

• A candidate key that consists of two or more attributes is called 

‘composite key’. 

 

 Participation Constraints 

 Participation constraints determines whether all or only some entity occurrence 

participate in a given relationship. 

 There are two ways an entity can participate in a relationship such as totally 

and partially. 
 

Total Participation 

If each and every entity in the entity set E participates in at least one 

relationship in R is known as total participation. 
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Figure 1.16 Total Participation 

Partial Participation 

If only some entities in the entity set E participate in relationships in R 

is known as partial participation. 

 

E1 

E2 
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E4 
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Figure 1.17 Partial Participation 

 

Limitations of ER Model 

 The basic ER model was able to handle the data modelling of the common 

business problems and no longer sufficient to represent the requirements of the newer and 

complex applications. To overcome this, Enhanced Entity-Relationship (EER) model is 

proposed. 

 

1.10.5 Entity-Relationship Diagram Models 

An E-R diagram can express the overall logical structure of a database 

graphically. E-R diagrams are simple and clear—qualities that may well account in large 

part for the widespread use of the E-R model. 

 

Basic Structure 

An E-R diagram consists of the following major components: 

 Rectangle 

It is basically divided into two parts,represent entity sets. The first 

partcontains the name of the entity set. The second part contains the names 

of all the attributes of the entity set. 

 Diamond represents relationship sets. 

 Undivided rectangle 

It represents the attributes of a relationship set.Attributes that are part of 

the primary key are underlined. 

 Line 

It links entity sets to relationship sets. 
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 Dashed line 

Itlinks attributes of a relationship set to the relationship set. 

 Double line 

Itindicates total participation of an entity in a relationship set. 

 Double diamond 

It represents identifying relationship sets linked to weak entity sets. 

 

 An E-R diagram consists of the following major components: 

Symbol Meaning 

 

Entity Set 

 
Weak Entity Set 

 

Attributes 

 

Multi-valued attributes 

 

Derived Attributes 

 

Relationship Set 
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Identifying Relationship set for weak 

entity set 

 
Many-to-Many 

Relationship Set 

 
One-to-One 

Relationship Set 

 
Many-to-One 

Relationship Set 

 Link attributes to entity sets and 

entity sets to relationship sets 

 
Total Participation of an entity in a 

relationship set 

 

Primary Key Attribute 

 
Discriminating attribute of weak entity 

set 

 

Composite Attribute 
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Total Generalization 

 

ISA 

(Specialization or Generalization) 

 

Disjoint Generalization) 

 
Cardinality Ratio 

1:N for E1:E2 in R 

 
Total participation of entity set in 

relationship 

 

1.10.6 Entity-Relationship Diagrams 

 An E-R Diagram can express the overall logical structure of a database 

graphically. 

 E-R diagrams are simple and easy to understand. 

 

 
Figure 1.18 E-R Diagram Corresponding to Instructor and student 

 

Role Indicator 

Disjoint 
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ISA 

N 1 
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Role name 
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Figure 1.19 E-R Diagram with an Attribute attached to a relationship set 

 

Figure 1.20 Relationships Diagram 

 

The attributes associated with instructor are ID, name, and salary. The attributes 

associated with student are ID, name, and tot credit. In Figure, attributes of an entity set 

that are members of the primary key are underlined. 

If a relationship set has some attributes associated with it, then we enclose the 

attributes in a rectangle and link the rectangle with a dashed line to the diamond 

representing that relationship set. For example, we have the date descriptive attribute 

attached to the relationship set advisor to specify the date on which an instructor became 

the advisor. 

 

Complex Attributes 

Here, a composite attribute name, with component attributes first name, middle 

initial, and last name replaces the simple attribute name of instructor. As another example, 

suppose we were to add an address to the instructor entity-set. The address can be defined 

as the composite attribute address with the attributes 
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Figure 1.21 Cardinality limits on relationship sets 

 

The attribute street is itself a composite attribute whose component attributes are 

street number, street name, and apartment number. Figure also illustrates a multi-valued 

attribute phone number, denoted by “{phone number}”, and a derived attribute age, 

depicted by an “age ( )”. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1.22A Sample E-R Diagram 

Example: E-R Diagram 

 The entity-relationship diagram consists of two entity sets, customer and loan, 

related through a binary relationship set called borrower. 

 The attributes associated with customer are Customer_ID, Customer_Name, 

Customer_Street and Customer_City. The attributes associated with loan are 

Loan_No and Amount.  

 The attributes of an entity set that are members of the primary key are underlined. 

 The relationship set borrower is many-to-many so an undirected line from 

customer to borrower and borrower to customer is drawn. 

 The Borrow_date is descriptive attribute attached to the relationship set borrower 

to specify the date of borrowing the loan amount. 

Phone_No 

Customer Loan Borrower 

Customer_Name 

Customer_ID 

Customer_Street 

Customer_City 

 

Loan_No 

Amount 

Phone_No 

DOB 

Age 

Borrow_Date 

First_Name 

Middle_Name 

Last_Name 
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 The Customer name is composite attribute which has first name, middle name and 

last name as child attributes. 

 The phone number is multi-valued attribute where the customer may have more 

than one phone numbers. 

 The age is derived attribute where it can be manipulated from the date of birth and 

present date. 

 

1.11 Extended E-R Features 

ER model that is supported with the additional semantic concepts is called the 

extended entity relationship model or EER model. EER model deals with 

1. Specialization 

2. Generalization 

3. Aggregation 

4. Attribute Inheritance 

1. Specialization 

 The process of designating sub groupings within an entity set is called 

Specialization. 

 Specialization is a top-down process. 

 Consider an entity set person. A person may be further classified as one of the 

following: Customer or Employee 

 All people have a set of attributes in common with some additional attributes. 

 Specialization is depicted by a triangle component labelled ISA. 

 The label ISA stands for ―is a‖ for example, that a customer ―is a‖ person. 

 The ISA relationship may also be referred to as a super class-subclass 

relationship. 

 

2. Generalization 

 Generalization is a simple inversion of specialization. 

 Generalization is the process of defining a more general entity type from a set 

of more specialized entity types. 

 Generalization is a bottom-up approach. 

 Generalization results in the identification of a generalized super class from 

the original subclasses. 

 

Constraints on Generalizations 

1. One type of constraint determining which entities can be members of a 

lower-level entity set. Such membership may be one of the following: 
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o Condition-defined. In condition-defined the members of lower-level 

entity set is evaluated on the basis of whether or not an entity satisfies 

an explicit condition. 

o User-defined. User defined constraints are defined by user. 

2. A second type of constraint relates to whether or not entities may belong to 

more than one lower-level entity set within a single generalization. The 

lower-level entity sets may be one of the following: 

o Disjoint. A disjointness constraint requires that an entity belong to no 

more than one lower-level entity set. 

o Overlapping. Same entity may belong to more than one lower-level 

entity set within a single generalization. 

3. A final constraint, the completeness constraint specifies whether or not an 

entity in the higher-level entity set must belong to at least one of the lower-

level entity sets .This constraint may be one of the following: 

o Total generalization or specialization. Each higher-level entity must 

belong to a lower-level entity set. It is represented by double line. 

o Partial generalization or specialization. Some higher-level entities 

may not belong to any lower-level entity set. 

3. Aggregation 

 One limitation of the E-R model is that it cannot express relationships among 

relationships. 

 Consider the ternary relationship works-on, between a employee, branch, and 

job. Now, suppose we want to record managers for tasks performed by an 

employee at a branch. There another entity set manager is created. 

 The best way to model such a situation is to use aggregation. 

 Aggregation is an abstraction through which relationships are treated as 

higher-level entities. 
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4. Attribute Inheritance 

 A property of the higher- and lower-level entities created by specialization and 

generalization is attribute inheritance. 

 The attributes of the higher-level entity sets are said to be inherited by the 

lower-level entity sets. For example, customer and employee inherit the 

attributes of person. 

 The outcome of attribute inheritance is 

1. A higher-level entity set with attributes and relationships that apply to 

all of its lower-level entity sets. 

2. Lower-level entity sets with distinctive features that apply only within a 

particular lower-level entity set. 

 If an entity set is involved as a lower-level entity set in only one ISA 

relationship, then the entity set has single inheritance 

 If an entity set is involved as a lower-level entity set in more than one ISA 

relationship, then the entity set has multiple inheritance and the resulting 

structure is said to be a lattice. 

 

1.12 Introduction to relational databases 

 A relational database is a collection of data items organized as a set of formally 

described tables from which data can be accessed easily. A relational database is created 

using the relational model. 

 A Relational Database consists of a collection of tables, each of which is assigned 

a unique name. A row in a table represents among a set of values. A table is an entity set, 

and a row is an entity. The software used in a relational database is called a relational 

database management system (RDBMS). 

Table 1.3 Employee Database 

Emp_ID Emp_Name Dept_No Salary 

E1 John Peter CSE 40,000 

E2 Peter Parker CSE 35,000 

E3 David Brown IT 37,500 

E4 Harry Jones ECE 42,000 

 

 Columns in relations (table) have associated data types. The relation model 

includes an open-ended set of data types. 

 Every relation value has two-pairs 

1. A set of column-name: type-name pairs 

2. A set of rows 

 

Structure of Relational Databases 

 In general, a row in a table represents a relationship among a set of values .Since a 

table is a collection of such relationships, there is a close correspondence between 
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the concept of table and the mathematical concept of relation, from which the 

relational data model takes its name. 

 In mathematical terminology, a tuple is simply a sequence (or list) of values. A 

relationship between n values is represented mathematically by an n-tuple of 

values, i.e., a tuple with n values, which corresponds to a row in a table. 

 Every DBMS must provide a catalog or dictionary function. The catalog is a place 

where all of the various schemas (external, conceptual and internal) and all of the 

corresponding mappings are kept. 

 Datalog is sometimes called as descriptor information and metadata. 

 

Transaction: 

Transaction means execution of a set of SQL statements in order to accomplish a 

given task. Transaction should follow the properties as follows, ATOMICITY, 

CONSISTENCY, INTEGRITY and DURABILITY. 

 
Figure 1.23The Instructor Relation 

 

 
Figure 1.24A Course Relation 
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Figure 1.25 PreReq Relation 

The Relation prereq stores the prerequisite courses for each course. The table has 

two columns, course id and pre req.id. Each row consists of a pair of course identifiers 

such that the second course is a prerequisite for the first course. 

Thus, a row in the prereqtable indicates that two courses are related in the sense 

that one course is a prerequisite for the other. As another example, we consider the table 

instructor, a row in the table can be thought of as representing the relationship between a 

specified ID and the corresponding values for name, dept name, and salary values. 

Thus, in the relational model the term relation is used to refer to a table, while the 

term tuple is used to refer to a row. Similarly, the term attribute refers to a column of a 

table. 

 

1.13 12 Codd’s Rule on Relational Database Systems 

Dr Edgar F. Codd rules can be applied on any database system that manages 

stored data using only its relational capabilities. This is a foundation rule, which acts as a 

base for all the other rules. 
 

Rule 1: Information Rule 

The data stored in a database, may it be user data or metadata, must be a value of 

some table cell. Everything in a database must be stored in a table format. 

 

Rule 2: Guaranteed Access Rule 

Every single data element (value) is guaranteed to be accessible logically with a 

combination of table-name, primary-key (row value), and attribute-name (column value). 

No other means, such as pointers, can be used to access data. 

 

Rule 3: Systematic Treatment of NULL Values 

The NULL values in a database must be given a systematic and uniform treatment. 

This is a very important rule because a NULL can be interpreted as one the following − 

data is missing, data is not known, or data is not applicable. 

 

Rule 4: Active Online Catalog 

The structure description of the entire database must be stored in an online catalog, 

known as data dictionary, which can be accessed by authorized users. Users can use the 

same query language to access the catalog which they use to access the database itself. 
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Rule 5: Comprehensive Data Sub-Language Rule 

A database can only be accessed using a language having linear syntax that 

supports data definition, data manipulation, and transaction management operations. This 

language can be used directly or by means of some application. If the database allows 

access to data without any help of this language, then it is considered as a violation. 

 

Rule 6: View Updating Rule 

All the views of a database, which can theoretically be updated, must also be 

updatable by the system. 

 

Rule 7: High-Level Insert, Update, and Delete Rule 

A database must support high-level insertion, updation, and deletion. This must 

not be limited to a single row, that is, it must also support union, intersection and minus 

operations to yield sets of data records. 

 

Rule 8: Physical Data Independence 

The data stored in a database must be independent of the applications that access 

the database. Any change in the physical structure of a database must not have any impact 

on how the data is being accessed by external applications. 

 

Rule 9: Logical Data Independence 

The logical data in a database must be independent of its user’s view (application). 

Any change in logical data must not affect the applications using it. For example, if two 

tables are merged or one is split into two different tables, there should be no impact or 

change on the user application. This is one of the most difficult rule to apply. 
 

Rule 10: Integrity Independence 

A database must be independent of the application that uses it. All its integrity 

constraints can be independently modified without the need of any change in the 

application. This rule makes a database independent of the front-end application and its 

interface. 

 

Rule 11: Distribution Independence 

The end-user must not be able to see that the data is distributed over various 

locations. Users should always get the impression that the data is located at one site only. 

This rule has been regarded as the foundation of distributed database systems. 

 

Rule 12: Non-Subversion Rule 

If a system has an interface that provides access to low-level records, then the 

interface must not be able to subvert the system and bypass security and integrity 

constraints. 
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1.14  Normalization 

In the process of efficiently storing data, and eliminating redundancy, tables in a 

database are designed and created to be in one of five possible normal forms.  Each 

normal form contains and enforces the rules of the previous form, and, in turn, applies 

some stricter rules on the design of tables. 

A set of tables in a database are initially said to be in 0 normal form. 

First Normal Form: 

A row of data cannot contain repeating group of data i.e. each column must have a 

unique value. Each row of data must have a unique identifier i.e. Primary key. For 

example consider a table which is not in First normal form 

Tables are said to be in first normal form when: 

  - The table has a primary key. 

  - No single attribute (column) has multiple values. 

  - The non-key attributes (columns) depend on the primary key. 

Second Normal Form: 

A table to be normalized to Second Normal Form should meet all the needs of 

First Normal Form and there must not be any partial dependency of any column on 

primary key.  

It means that for a table that has concatenated primary key, each column in the 

table that is not part of the primary key must depend upon the entire concatenated key for 

its existence. If any column depends only on one part of the concatenated key, then the 

table fails Second normal form. 

Tables are said to be in second normal form when: 

  - The tables meet the criteria for first normal form. 

  - If the primary key is a composite of attributes (contains multiple columns), the 

non key attributes (columns) must depend on the whole key. 

Note: Any table with a primary key that is composed of a single attribute (column) is 

automatically in second normal form. 

Third Normal Form: 

Third Normal form applies that every non-prime attribute of table must be 

dependent on primary key. The transitive functional dependency should be removed from 

the table. The table must be in Second Normal form. 

Tables are said to be in third normal form when: 

- The tables meet the criteria for second normal form. 
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- Each non-key attribute in a row does not depend on the entry in another key 

column. 

 

Fourth Normal Form: 

  Tables are said to be in fourth normal form when: 

  - The table meets the criteria for third normal form. 

  - Situations where non-key attributes depend on the key column exclusive of 

other non-key columns are eliminated. 

 

Fifth Normal Form: 

  Tables are said to be in fifth normal form when: 

  - The table meets the criteria for fourth normal form. 

  - The table consists of a key attribute and a non-key attribute only. 

 

Boyce Codd Normal Form (BCNF) 

Boyce and Codd Normal Form is a higher version of the Third Normal form. This 

form deals with certain type of anamoly that is not handled by 3NF. A 3NF table which 

does not have multiple overlapping candidate keys is said to be in BCNF. 


