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Confidence Interval 
and 

Hypothesis Testing 

Parameter estimation

Quantifying how sample statistics vary provides a way to 
estimate the margin of error associated with our point estimate.
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Suppose we randomly sample 1,000 adults from each state in the US. 

Would you expect the sample means of their heights to be the same, 

somewhat different, or very different?

Not the same, but only somewhat different.

But before we get to quantifying the variability among 

samples, let's try to understand how and why point 

estimates vary from sample to sample.

Population

Sample

Sample Statistics #1

Sample

Sample Statistics #2

Sample

Sample Statistics #3

Sample
Sample Statistics #4

Sample 
Distribution

Sampling 
Distribution
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HEIGHT ?

HEIGHT ?
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From Sample to Population …

● So, if we choose a random sample of size S 
from the population distribution D, and 
measure some sample statistics (ex: 
mean), we are dealing with a random 
variable

● Sample mean represents a Point Estimate 
for the true population mean

● How sure are we that the estimated sample 
mean, is near the true population mean?"

Point Estimates are NOT exact!

● They get better as more data become 
available ...
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Sample Point Estimates vs. Population 
Parameters

● Sample point estimates only approximate 
the population parameter

● They vary from one sample to another

● If this variability is small, then that estimate 
is probably very accurate

● If it varies widely from one sample to 
another, then we should not expect our point 
estimate to be very good

Measuring the Variability in Point 
Estimates

● So, If we collect multiple random samples of 
fixed size, say n, from the population then 
we get the sampling distribution of the 
point estimate

Close to ‘True Mean’, i.e. 
the population mean 

The deviation
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Sampling distribution of Point Estimates

● It describes the typical error, or uncertainty 
of the point estimate, and for this reason we 
usually call this standard deviation as the 
standard error (SE) of the point estimate

● So if we have multiple samples then 
estimating the (variability) error is simple

● However, in case of ONLY ONE SAMPLE, 
how to estimate the typical error or 
uncertainty?

Computing the SE of Sample 

● Central Limit Theorem (CLT) comes to 
rescue …

● We use a result from statistics, i.e. the 
standard error can be computed as follows

where, σ represent the ‘true’ standard 
deviation, i.e. SD of the population…
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the mean of many random variables independently 
drawn from the same distribution is distributed 
approximately normally, irrespective of the form of the 
original distribution

● It wasn't a coincidence that the sampling distribution we saw 

earlier was symmetric, and centered at the true population mean.

● We won't go through a detailed proof of why SE = σ / √n, but note 

that as n increases SE decreases. 

o As the sample size increases we would expect samples to 

yield more consistent sample means, hence the variability 

among the sample means would be lower.

The distribution of the sample mean is well approximated by a normal 

model:

Central Limit Theorem (CLT)

where SE is represents standard error, which is defined as the 

standard deviation of the sampling distribution. If σ is unknown, use s.
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Sample size / skew: Either the population distribution is normal, or if 

the population distribution is skewed, the sample size is large.

● the more skewed the population distribution, the larger sample size 

we need for the CLT to apply

● for moderately skewed distributions n > 30 is a widely used rule of 

thumb

This is also difficult to verify for the population, but we can check it 

using the sample data, and assume that the sample mirrors the 

population.

CLT - conditions

Certain conditions must be met for the CLT to apply:

Independence: Sampled observations must be independent. This is 

difficult to verify, but is more likely if

● random sampling / assignment is used, and

● if sampling without replacement, n < 10% of the population.

Confidence Interval (CI)

● A point estimate is rarely perfect for 
population parameter

● Hence, it would be better to provide a 
plausible range of values for the parameter

● In other words, build a confidence interval 
around the point estimate

o Point estimate ± 2*SE for obtaining 95% confidence 
interval
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Computing the SE of Sample 

● Still there is one issue: the population 
standard deviation is typically unknown

● We can use the point estimate of the 
standard deviation from the sample. 

● This estimate tends to be sufficiently good 
when the sample size is at least 30

HEIGHT ?
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HEIGHT ?

HEIGHT ?
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Confidence interval, a general formula

point estimate ± z* x SE

Conditions when the point estimate = x̄

Independence: Observations in the sample must be independent 

random sample/assignment

if sampling without replacement, n < 10% of population

Sample size / skew: n ≥ 30 and population distribution should not 

be extremely skewed

Confidence Interval
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The figure shows this 

process with 25 samples, 

where 24 of the resulting 

confidence intervals 

contain the true average 

number of exclusive 

relationships, and one 

does not.

Suppose we took many samples and built a confidence interval 

from each sample using the equation point estimate ± 2 x SE.

Then about 95% of those intervals would contain the true 

population mean (µ).

What does 95% confident mean?

What we have learned so far in ML…

1. We have to choose a bias toward selecting 
a potential approximate target function

2. Whatever functions we would like to learn 
from training examples are likely to have 
some error with future examples

3. If we try to learn too much from training 
example, may lead to over fitting …

4. So the all important question is - How good 
are the hypotheses learned?
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True Error vs. Sample Error

● An experiment

● What if, we repeat the experiment? For one 
more time …? Many times…?
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Coin tosses vs. Classifying Instances

● Estimating p from coin tosses is (<->) 

equivalent to estimating errorD(h) on a 

random sample of instances having sample 

errorS(h)

● Single toss <-> drawing a single random 

instance from D, and determining whether it 

is misclassified by h

● p <-> errorD(h)

● r heads out of n tosses r/n <-> errorS(h)

Confidence Interval

Here we make a claim that if,
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How to establish this CLAIM?

The ‘Random variable’

● The error is a random variable …

● … and we move to take help from Statistics, 
where we find the distributions of these random 
variables…

● What is the distribution of the error?

● Binomial? Yes
if the following four conditions are satisfied…

o (1) The trials are independent.

o (2) The number of trials, n, is fixed.

o (3) Each trial outcome can be classified as a success or failure, two 
out comes

o (4) The probability of a success, p, is the same for each trial (here it 
is errorD)
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From Sample to Population …

● So, if we choose a random sample of size S 
from the population distribution D, and 
measure errors(h), we are dealing with a 
random variable

● errors(h) represents a Point Estimate for the 
true error (errorD(h))

● How sure are we that the estimated 
errors(h), is near the true population 
errorD(h)?"

Binomial 
Probability 
Distribution
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Computing SE
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Sample SD = 

=

SE = 

Hence, we show that, if 
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Image source: http://web.as.uky.edu/statistics/users/earo227/misc/garfield_weather.gif

If we want to be more certain that we capture the population 

parameter, i.e. increase our confidence level, should we use a 

wider interval or a smaller interval?

A wider interval.

Can you see any drawbacks to using a wider interval? (Accuracy vs. 

Precision)

Width of an interval
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Confidence Interval

CI for the Difference of two Means
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The General Social Survey (GSS) conducted by the Census Bureau 

contains a standard `core' of demographic, behavioral, and attitudinal 

questions, plus topics of special interest. Many of the core questions 

have remained unchanged since 1972 to facilitate time-trend studies 

as well as replication of earlier findings. Below is an excerpt from the 

2010 data set. The variables are number of hours worked per week 

and highest educational attainment.

Degree and hours worked

What can you say about the relationship between educational 

attainment and hours worked per week?

Exploratory analysis
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Exploratory analysis - another look

Parameter and point estimate

We want to construct a 95% confidence interval for the average 

difference between the number of hours worked per week by 

Americans with a college degree and those with a high school degree 

or lower. What are the parameter of interest and the point estimate?

Parameter of interest: Average difference between the number of 

hours worked per week by all Americans with a college degree and 

those with a high school degree or lower.

µcoll - µhs

Point estimate: Average difference between the number of hours 

worked per week by sampled Americans with a college degree and 

those with a high school degree or lower.

x̄coll - x̄hs
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All confidence intervals have the same form:

point estimate ± ME

And all ME = critical value x SE of point estimate

In this case the point estimate is x̄1 - x̄2

Since the sample sizes are large enough, the critical value is z*

So the only new concept is the standard error of the difference 

between two means…

Standard error of the difference between two sample means:

Confidence interval for difference 
between two means

Calculate the standard error of the average difference 

between the number of hours worked per week by college 

graduates and those with a HS degree or lower.

Let's put things in context
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Confidence interval
for the difference (cont.)

Estimate (using a 95% confidence interval) the average 

difference between the number of hours worked per week by 

Americans with a college degree and those with a high 

school degree or lower.


