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The t-Test p Value and Its Relationship to the Effect Size
and P(X > Y)

Richard H. BROWNE

The p value from the two-sample t-test has been disparaged
for its apparent inability to provide a measure for the magni-
tude of the mean effect. However, by knowing the p value and
the sample size, a relationship is shown with Cohen’s effect
size and exact confidence limits on the effect size. These confi-
dence limits can be used to create plots of the normal densities
consonant with the data. Exact confidence limits can also be
easily derived for P(X > Y) and the odds of X being greater
than Y . These latter two statistics can help us express t-test re-
sults in terms of differences between individuals randomly cho-
sen from the two populations, rather than in terms of differences
in population means. The limitations of the commonly reported
“p < 0.05” and “p < 0.0001” are discussed.

KEY WORDS: Confidence limits; Noncentral t ; Noncentrality
parameter; Odds.

1. INTRODUCTION

Any student who has used statistical software has encoun-
tered the p value as part of the output. There has been a long
and stormy debate over the use of p values in the analysis of
research data (Henkel and Morrison 1970; Gibbons and Pratt
1975; Bhandari, Montori, and Schemitsch 2005). Some have
called for the outright banning of p values from scientific liter-
ature (Hunter 1997; Shrout 1997), to be replaced by 95% con-
fidence intervals of the parameter comparisons (Gardner and
Altman 1986; Bulpitt 1987) or by Bayesian methods (Browner
and Newman 1987; Berger and Berry 1988). One reason for
these objections to the p value is that it is not a reliable measure
of the evidence against the null hypothesis, despite its outward
appearance of being so (Bakan 1966; Berger and Sellke 1987;
Hubbard and Bayarri 2003; Bhandari, Montori, and Schemitsch
2005).

Of course, if confidence intervals on the mean difference are
available, then there is little or no need for p values. However,
confidence intervals are not as commonly found in research
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journal articles as one might expect. While one can compute the
confidence limits if the requisite simple statistics are available,
often they are not. More to the point, the abstracts of research
journal articles and papers presented at a meeting rarely contain
confidence intervals, usually due to space limitations. In those
cases, the readers have to decide for themselves whether the p

value justifies the conclusion reported. Given the apparent lack
of guidelines for assessing the message in the p value and sam-
ple size, such an assessment is more likely to be incorrect than
correct. For example, I once asked a well-published medical re-
searcher what p < 0.05 meant to him. He said: “It means that
everyone on X did better than everyone on Y .”

Still, there is a gut feeling among many researchers that p

values must contain some useful information about the size of
the effect. To illustrate, suppose the two-sample t -test com-
paring two treatments yields p < 0.0001, with nX = nY = 10.
Most researchers would be inclined to say that something “big”
had happened, despite warnings to the contrary by mathemat-
ical statisticians that one should only conclude that μX �= μY ,
with 95% confidence.

What is needed is a means of translating a significant t -test
p value and sample size into a form that can more clearly ex-
press the magnitude of the effect in question. For example, few
if any textbooks or articles illustrate the minimum and max-
imum separation of the two normal densities associated with
treatments X and Y that are consonant with the t -test p value
and its sample size. This article provides a way of doing so.

One unexpected benefit of this approach is that we can eas-
ily derive a measure of how often a random subject receiving
treatment X will “outperform” a random subject receiving treat-
ment Y , typically expressed as P(X > Y). While traditional
significance testing usually deals with differences between pop-
ulation means, there is an increasing focus in fields such as
medicine on the probability of one treatment being more suc-
cessful than another on a per-individual basis (Laine and David-
off 1996). By equating the t -test p value and its associated sam-
ple size with P(X > Y) and the odds of X being greater than Y ,
we can achieve that valuable interpretation.

None of the mathematical derivations in this article should be
considered novel, as parts have appeared in numerous articles,
such as that by Zou (2007). However, it appears that no one
has “connected the dots” between the pertinent relationships in
a way that provides alternative ways of assessing the message
contained in p values. Such material could be of use when the
topic of statistical significance and p values arises in the class-
room. Deriving and illustrating those relationships is the goal
of this article.
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2. CONVERTING p VALUES AND SAMPLES SIZES
INTO EFFECT SIZES

2.1 Finding Exact 95% Confidence Intervals

The first step is to convert the p value and associated sample
sizes into the estimate δ̂ of the effect size δ = (μX − μY )/σ , as
defined by Cohen (1969).

Let {x1, x2, . . . , xn} and {y1, y2, . . . , ym} be random samples
of size n and m from two independent normal distributions
with means μx and μy , respectively, and a common standard
deviation σ . The observed t statistic with n + m − 2 degrees
of freedom (df ) is tobs = (x̄ − ȳ)/(s

√
1/n + 1/m), with x̄, ȳ,

and s having the usual definitions. The two-tailed p value is
p = 2(1−T(n+m−2,0)(|tobs|)), where T(n+m−2,λ)(·) is the distri-
bution function of a random variable with a noncentral t distrib-
ution having n+m−2 df and noncentrality parameter λ. There-
fore, |tobs| = T −1

(n+m−2,0)(1 − p/2), where T −1
(n+m−2,λ)[q] is the

q-quantile of a noncentral t random variable with n + m − 2
df and noncentrality parameter λ. For sake of simplicity in this
presentation, we will assume that x̄ ≥ ȳ, so that tobs ≥ 0.

Since δ̂ = (x̄ − ȳ)/s, we have tobs = δ̂/
√

1/n + 1/m, so tobs
has a noncentral t distribution with n + m − 2 df and non-
centrality parameter λ = δ/

√
1/n + 1/m. Using the approach

of Venables (1975) and Zou (2007), exact 95% confidence in-
tervals on δ are had by first finding the exact 95% confidence
limits on λ. The exact lower 95% confidence limit λL is the
value of λ satisfying T(n+m−2,λ)(tobs) = 0.975. Substituting
T −1

(n+m−2,0)(1 − p/2) for tobs, λL is the value of λ satisfying

T(n+m−2,λ)

(
T −1

(n+m−2,0)(1 − p/2)
) = 0.975

making λL a function of p, n, and m. Using that result, the exact
lower 95% confidence limit on δ is

δL=λL

√
1/n + 1/m.

Likewise, T(n+m−2,λ)(T
−1
(n+m−2,0)(1 − p/2)) = 0.025 yields

the exact upper 95% confidence limit λU , so that δU =
λU

√
1/n + 1/m.

Let W = P(X > Y). It is well known that for normal distrib-
utions, W = �(δ/

√
2), where �(·) is the standard normal dis-

tribution function. Substituting the upper and lower confidence
limits for δ in that expression, the exact 95% lower and upper
confidence limits are WL = �(δL/

√
2) and WU = �(δU/

√
2),

respectively. The odds of X being greater than Y (denoted
by �) are � = P(X > Y)/(1 − P(X > Y)) = W/(1 − W).
Since � is an increasing function of W , the upper and lower
confidence limits on � are had by substituting the lower and up-
per confidence limits of W into the expression for � , so that the
upper and lower confidence limits of � are �L = WL/(1−WL)

and �U = WU/(1 − WU), respectively.

3. RESULTS

3.1 Separation of N(δ,1) Densities for Particular Values
of δ

In order to usefully apply the derivations of Section 2, we
need to consider the amount of separation between two normal
densities for given values of μ. Figure 1(a) shows the positions

(a)

(b)

Figure 1. Plots of these N(δ,1) densities illustrate the separation of
densities for various values of Cohen’s δ. (a) The values of δ > 0 cor-
respond to small, medium, and large effect sizes, as defined by Cohen.
Note that even a “large effect size” still allows for substantial over-
lap with the density having δ = 0 (i.e., μX = μY ). (b) Densities for
three large values of Cohen’s δ are plotted. Only for δ = 3.92 is there
near-total separation of that density from the density for δ = 0.

of N(δ,1) densities for δ = 0.2,0.5, and 0.8, compared to the
N(0,1) density which corresponds to the case of δ = 0.0. Co-
hen defined δ = 0.2,0.5, and 0.8 as values for small, medium,
and large effect sizes, respectively, and these values are often
used today in sample size estimation. In addition, δ = 0.2,0.5,
and 0.8 correspond to values of P(X > Y) = 0.56,0.64, and
0.71, respectively. Expressed as the odds of X being greater
than Y , they are 1.25 : 1, 1.76 : 1, and 2.5 : 1, respectively. Fig-
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Figure 2. Relationship between odds of X > Y and δ. Note that the
odds only reach 5 : 1 for a relatively large δ value of 1.38. The odds
increase almost exponentially for δ > 1.38.

ure 1(b) illustrates the separation of densities and the δ values
needed to have odds of X > Y of 10 : 1 and 20 : 1 (δ = 1.89
and 2.36, respectively). I suspect these are much larger values
of δ than many would have expected for these odds. For the
two densities to be essentially separate (only 5% overlapping),
you would need δ = 3.92, with P(X > Y) = 0.997 or odds of
358 : 1.

The relationship of δ to the odds of X > Y is plotted in Fig-
ure 2. Note that the odds increase very slowly for values of δ

below about 1.5, reaching odds of 5 : 1 only when δ = 1.38,
a value much above Cohen’s choice of δ = 0.8 for a large ef-
fect.

3.2 Further Applications of the 95% Confidence Limits
on δ

The exact lower and upper 95% confidence limits on δ as
a function of a common sample size N(N = n = m) are plotted
in Figure 3, (a) and (b), respectively, for a selection of p values.
The range of N is limited to 100 so that more detail can be
shown in the figure.

Note that in Figure 3, (a) and (b), a given p value can be
associated with a very wide range of upper and lower 95% con-
fidence limit values, if the sample size is ignored. This demon-
strates why exact, or at least approximate, sample size values
are crucial to assessing the relative importance of a given p

value, and why a p value by itself is of little use, other than
allowing the conclusion that δ �= 0 when p < 0.05.

To illustrate the use of Figure 3, (a) and (b), suppose a hypo-
thetical study comparing two treatments reported p = 0.0005
with n = m = 10. By substituting into δ̂ = T −1

(n+m−2,0)(1 −
p/2)

√
1/n + 1/m, we find that δ̂ = 1.26. The 95% confi-

dence limits for δ from Figure 3, (a) and (b), are (0.81,2.95).
Densities with those values of δ for μ are shown in Fig-
ure 4.

In Figure 4 we see how large the hypothetical study’s effect
is by comparing the density when δ = 0 to the density when
δ̂ = 1.26. Note that the confidence limits on δ are not sym-
metric about δ̂, and so the density for δ = δ̂ is much closer

(a)

(b)

Figure 3. 95% confidence limits on the effect size δ for several p

values as a function of common sample size N . (a) Plots of the lower
confidence limits include horizontal dashed lines that correspond to
“small,” “medium,” and “large” effect sizes, per Cohen. For a given p

value, as N increases, the lower limit on δ decreases. The lower limit
for p = 0.05 is zero for all N , and is labeled in this figure. (b) Plots
of the upper confidence limits. For a given p value, as the sample size
increases, the upper limit on δ decreases dramatically as N approaches
50, but then decreases much more slowly for higher values of N .

to the density for δ = δL than for δ = δU . Parenthetically, the
point estimate and 95% confidence limits for P(X > Y) are
0.91 (0.72,0.98) and for the odds are 10.1 : 1 (2.5 : 1,52.7 : 1).
The broad range of values within the odds confidence interval
tells us that the difference between the two treatments may be
anything from interesting (2.5 : 1) to stunning (52.7 : 1).
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Figure 4. Plots of N(δ,1) densities for δ = 0, and for δ = δ̂, δ = δL,
and δ = δU (the point estimate of δ, the upper, and the lower 95%
confidence limits of δ) when p = 0.0005 and n = m = 10. Note that
the density for δ = δL is much closer to the density for δ = δ̂ than it is
to the density for δ = δU .

3.3 Unequal Sample Sizes

A comprehensive presentation of the effects when m �= n

would be quite voluminous. In exploratory work not shown,
we have found that Figure 3, (a) and (b), provides satisfac-
tory estimates of the correct values if the harmonic mean Nh =
2nm/(n + m) is used as an approximation for N .

4. DISCUSSION

This article has shown that the two-sample t -test p value,
along with the associated sample sizes, can be converted into
useful alternative expressions of the results. These include the
upper and lower 95% confidence limits on the Cohen effect
size, P(X > Y), and the odds of X being greater than Y . The
latter two statistics can be of help in translating results from the
usual comparison of two population means into the comparative
effects of two treatments on individual subjects. This material
could be useful in any classroom discussion of how p values
should and should not be used and interpreted.

This article did not show results for the paired t -test, which
are easily derived using the techniques in this article. Let the p

value for the paired-t be p∗ and the p value for the two-sample t

be p∗∗, with sample sizes of n pairs and n = m, respectively.
It is readily shown that the same value for a lower confidence
limit on δ for the two-sample and paired-sample cases can be
had with p∗ > p∗∗. In other words, the paired-t p value would
not be as “significant” as the two-sample p value.

Obviously, reporting “p < 0.05” provides little useful infor-
mation about effect size, other than δ > 0. This study reinforces

the need for exact p values to be reported in journal articles,
along with the sample sizes, as opposed to “p < 0.05” which
is still quite common in many journals. At the other extreme,
many software packages today report a p value smaller than
0.0001 as simply “p < 0.0001.” Referring to Figures 2 and 3,
this denies us valuable information that could come from us-
ing the available curves for p values less than 0.0001. Suppose
N = 40 and the output says p < 0.0001. Figure 3(a) says that
we can say nothing more than that the lower confidence limit
on the odds is at least 1.6 : 1. If the actual p value was 10−10

the lower confidence limit would be about 3.8 : 1. Likewise,
p < 0.0001 says the upper confidence limit is at least 5 : 1, but
p = 10−10 tells us that the upper confidence limit is actually
about 15 : 1. It would be very helpful if future software also
included the value of p in scientific notation if it is less than
0.0001. Alternatively, if you have access to the value of tobs

you may be able to use other software to compute the actual p

value.

[Received November 2008. Revised October 2009.]
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