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Abstract

We present a robust, real-time 3-D face tracking and
modeling system providing accurate 6 degree-of-freedom
head pose in the presence of large out-of-plane motion,
strong expression changes, and partial occlusions. In this
paper, we have extended the previous 3-D face tracking and
modeling framework [10] with automatic initialization, re-
acquisition, and automatic pose correction. Our system first
generates a 3-D face model from a single frontal image. We
then extract uniformly distributed random points and track
them in 2-D. Given these correspondences, the 3-D head
pose is robustly estimated using a RANSAC-PnP process.
As the head moves, we dynamically add new feature points
to handle a large range of poses. A measure of the accu-
mulated error over time allows an auto-correction mech-
anism to recover from drift when necessary. If the tracker
gets lost, due to motion blur or strong occlusions, the system
re-initializes. We present live demo results, which shows ex-
cellent tracking under large motion (roll: 360◦, yaw: ±90◦,
pitch: -60◦ to +90◦), fast movement, occlusion and facial
expression variations. The system runs at 14 fps on a lap-
top CPU. By experiments on different datasets, our method
shows state of the art results.

1. Introduction
We focus on 3-D face tracking, a fundamental problem

in human computer interaction. Given a video sequence ac-
quired by a low-cost webcam, the desired system needs to
track three rotation angles and three translations of a face (6
degrees of freedom), with respect to the camera coordinate
frame, in the presence of facial expression changes, wide
pose variations, and partial occlusions.

3-D Face Tracker [10] is one of the state of the art works.
By modeling a users 3-D face and using it as a reference to
track 2-D & 3-D correspondences, the research proposes
an effective solution for 3-D head pose estimation. For
tracking, it extracts SURF [9] keypoints, infers those 3-
D coordinates, and automatically updates points through

Figure 1. Overview of the proposed framework. In this paper, we
describe main modules: initialization with the 3-D face modeling,
the 3-D pose estimation & validation and the re-acquisition

frames. It also supports re-acquisition to recover the track-
ing from failure. However, the tracker still has many weak-
nesses such as biased tracking points, expensive hardware
requirements, weak re-acquisition, low error-tolerance, and
no auto-correct mechanism.

In this paper, we propose an advanced version of 3-D
Face Tracker called 3DFT. By adapting a dynamic random
points strategy, 3DFT is more robust and durable than the
previous work. It also supports new abilities such as auto-
matic initialization, fast recovery, and auto-correct mecha-
nism. Finally, Advanced RANSAC-PnP algorithm is used
as an error-tolerant technique. Thus, the new system is more
accurate and effective to deal with face tracking challenges.

As illustrated in Fig. 1, our 3DFT system is composed
of three main modules: initialization with 3-D face mod-
eling, 3-D head pose estimation and re-acquisition. It also
requires the use of a generic 3-D face model from Face-
Gen [4], which is morphed to fit with the observation to get
an accurate 3-D model for the tracking stage.

The contributions of this paper are summarized below:

• Our system surpasses all the state-of-the-art trackers in
terms of range of pose coverage.



• An automatic initialization infers a 3-D face model
from a generic 3-D model and a single keyframe with
2-D landmarks. This 3-D model significantly improves
3-D pose estimation.

• A robust tracking-adding-recovery framework tracks a
list of 2-D features extracted from previous frames, up-
dates this list at each tracking iteration, and performs
recovery in case of tracking failure. Such a mechanism
allows coverage of a wide range of pose variations, up
to 90° profile view.

• An auto-correct mechanism validates and refines the
head estimation when necessary in near frontal views.

• A fusion framework to integrate detection and track-
ing makes use of the Dempster-Shafer theory. Instead
of setting empirical coefficients for an arbitrary cost
function, we define a probabilistic density function per
module, convert it as a belief function, and find a com-
bined result using the Dempster’s rule [12, 25, 26, 24].
This provides a physical meaning to the parameters
and the option to upgrade each module independently.

In the following sections, we first review the state of the
art, the previous system, then describe the details of the pro-
posed modifications, and provide results.

2. Related work
We now present an overview of face tracking methods.

A prior knowledge of expected 3-D face structure can be
leveraged to improve head tracking accuracy [15, 28, 17,
27, 21, 22]. Fua et al. [28] uses a generic 3-D face mesh
and the tracker minimizes the re-projection error of a set of
2-D and 3-D points matched between frames. The tracker
requires an additional initialization step and cannot recover
track from failure cases. In [19], a generic 3-D face mesh
is scaled by three detected facial feature points including
two eyes and the center of the mouth. Then, the motion is
computed based on a bundle adjustment technique. Since
they do not consider outliers, the estimation results are eas-
ily distorted by mismatched points. In [17], a hybrid tracker
for robust 3-D face tracking is proposed, which integrates
feature correspondences and brightness constraints within
a nonlinear optimization framework. Neither drifting nor
recovery is considered in this work [17].

Morency et al. [21] present the Adaptive View-based Ap-
pearance Model (AVAM) for head tracking from stereo im-
ages which integrates differential (computing relative mo-
tion between two frames) and keyframe tracking paradigms.
GAVAM [22], for Generalized Adaptive View-based Ap-
pearance Model, generalizes the AVAM [21] by integrat-
ing additional approaches, automatic initialization and user-
independent pose estimation. GAVAM+CLM [8] is an ex-
tended version of GAVAM by combining with a Constraint

Local Model [11], which shows better performance and be-
comes one of the state of the art techniques. However, it is
still weak with profile views and partial occlusions.

There are a few commercial software products available.
FaceAPI [6] has been in development for many years inside
the company. It shows good performance on many aspects
including automatic initialization and recovery from track-
ing failure. However, its rotation coverage is limited and the
accuracy is poor in case of near profile views.

3. Previous work

We first review the previous work of 3-D Face
Tracker [10]. The process includes three main steps: ini-
tialization, tracking, and re-acquisition.

3.1. Initialization with 3-D face modeling

In the initialization, the program requires user to pick
a frame with a frontal face. The program first detects
the eye positions and sends them to Active Shape Model
(ASM) [20, 29] to find 2-D face landmarks. Then, it aligns
these landmarks with the corresponding 3-D ones in the
generic model to get the initial pose. Finally, it morphs the
generic 3-D mesh to fit with the input face and stores the
reconstructed 3D face.

3.2. Robust tracking using 2-D tracking points

In the tracking step, the module extracts a collection of 2-
D Speeded Up Robust Features (SURF) keypoints [9] from
the input image and infers their 3-D coordinates from the 3-
D model. In each frame, those points are tracked by Lucas-
Kanade (LKT) feature tracker [18] to calculate the user head
pose RANSAC-PnP method [14, 16]. To cope with key-
points lost by occlusion, the program also adds keypoints
newly extracted from a new frame. By these methods, the
tracker becomes more robust, stable, and capable to work
with large rotation angles.

3.3. Re-acquisition

Since the tracking can fail for many reasons such as to-
tal occlusion or fast motion, 3-D Face Tracker provides a
mechanism to recover it. After failure, the system matches
each frame with the initial frame by using stored SURF key-
points until the number of matches is large enough (greater
than 10). Then, it computes the pose and switches back to
the tracking mode.

4. Proposed modifications

We describe proposed modifications including automatic
initialization, dynamic random points strategy, improved re-
acquisition, and advanced RANSAC-PnP algorithm.



Figure 2. Automatic initialization with 3-D modeling

4.1. Automatic initialization

The previous work was semi-automatic; it requires a user
to choose the initial frame manually. The new program
needs to be fully-automatic with the ability of evaluating
frames and picking a suitable one to model.

A good initial frame must include the user’s frontal face
with small rotation in yaw, pitch and roll. To verify that
condition, we use information from Active Shape Model
(ASM) [20, 29]. The model allows us to fit a generic
mask of 2-D landmarks to the face in the image. Based
on those points, the program evaluates the frontal condition
and picks the frame if satisfied.

Since ASM fails to get a stable fit on pitched faces, we
can skip that rotation and focus on no roll and no yaw condi-
tions. They can be simply checked by calculating the land-
marks’ symmetry. Landmarks are grouped in pairs of a left-
side and the corresponding right-side point (2 eyes, 2 eye-
brows, 2 sides of the nose, 2 sides of the mouth and 2 sides
of the face boundary). First, we find those midpoints and
the least squares axis of symmetry. Then, we reflect each
left-side point to the right side (through the axis of symme-
try) and compute the average distance to the corresponding

(a) SURF points strategy

(b) Dynamic random points strategy

Figure 3. Comparison between SURF and dynamic random points
strategy

right-side point as the symmetric error. Finally, we normal-
ize the distances based on the distance between two eyes. If
the error is smaller than a threshold (τ = 0.1), the face is
considered as not frontal. A good face must be up-right (no
roll) and symmetric (no yaw).

esym =
1

b

√
1

N

∑
i=1

N ||qi − p′i||2 (1)

with

b : the distance between two eyes (baseline),
N : the number of pairs (34),
qi : position of the right-side point,
p′i : position of the reflection of the left-side point.

After finding a frontal view, the program automatically
initializes as in section 3.1. The updated process is shown
in Fig. 2.

4.2. Dynamic random points strategy

In [10], the authors use Speeded Up Robust Features
(SURF) keypoints [9] because they are informative. How-
ever, this approach has many weaknesses. First, the num-
ber of SURF keypoints is small, which reduces the tracking
performance. Second, they are not equally distributed on
the whole face, but located in some small areas. Thus, the
estimation can easily be biased. Finally, SURF is a compu-
tationally expensive method. The program has to integrate
with a CUDA library [5, 3] and an external graphic hard-
ware for real-time running.

Instead, we add new points from two sets: an equal
grid and a number of uniformly distributed random points



(a) recovery mechanism

(b) auto-correct mechanism

Figure 4. Re-acquisition techniques

(12x12 and 150 points in implementation). It is a sim-
ple way to manage the number and distribution of tracked
points. Though each random point is weak for tracking, a
large number of random points, coupled with a robust esti-
mator, provide reliable results.

Fig. 3 shows a comparison of SURF points and random
points strategy. On one hand, SURF points (Fig. 3.a) are
sparely distributed on the face. Thus, tracking may be bi-
ased. On the other hand, random points strategy (Fig. 3.b)
can fill a large amount of points on the whole face at every
frame. Thus, the result is stable and much more accurate.

4.3. Re-acquisition

We improve the re-acquisition module to have a strong
recovery mechanism and extend it to refine the estimation
when needed.

4.3.1 Recovery mechanism

After failure, the system needs to re-match the current frame
with the initial one to recover tracking. Since SURF match-
ing is weak, we need a better way to re-match the face. A
simple way is to use ASM fit as in the initialization step.
However, while the initialization requires a upright, frontal
face to get a good 3-D model, re-acquisition should be more
flexible. In fact, it calculates the face direction from eye po-
sitions and the symmetric error in that direction to approxi-
mate the roll and yaw.

When the roll angle is in [−30◦, 30◦], the symmetric er-
ror is less than 0.1 (small yaw) and the ASM is stable (small
pitch), the frame is matched with the model to recover track-
ing. The head pose is computed based on ASM points.
Then, we project the 3-D mesh to the images. 150 vertices
of the mesh are picked up randomly as tracking points. The

rendered face is also generated. Finally, we switch back to
the tracking mode. This process is illustrated in Fig. 4.a.

4.3.2 Auto-correct mechanism from near frontal views

Although the tracking algorithm is robust, it cannot deal
with all errors. After a long time, the accumulated error
becomes significant, and the pose needs to be corrected. A
simple way would consist in processing the recovery tech-
nique for near frontal faces. However, modifying all frontal
views leads to a unstable result and also reduces the per-
formance. To get a smooth output, we should modify the
estimation only when the pose error is large.

To estimate the error in real-time, we need a fast valida-
tion. A simple way is to compare with the result of a facial
landmarks detector (e.g. SHORE engine [23]). Although
such a detector is weak when working with rotated or
occluded faces, it provides quite accurate results in near
frontal cases, particularly for eyes and nose-top detection.
Thus, we compute the differences between its output and
our estimate as approximations for the error:

el = ||p̂left eye − ṗleft eye||
er = ||p̂right eye − ṗright eye||
en = ||p̂nose − ṗnose||

(2)

with

el, er, en : errors for the left eye, right eye and the nose-
top position respectively,

p̂ : the computed position from RANSAC-PnP,
ṗ : the computed position from facial landmarks

detector.

When any error is larger than a threshold (5 for the eyes
and 8 for the nose-top), a correction procedure with the
same algorithm as in recovery step is run. The effect of
this mechanism is illustrated in Fig. 4.b.

4.4. Advanced RANSAC-PnP

As described before, when adding new tracking points,
we first select a number of 2-D points and then use the
estimated pose to calculate their corresponding 3-D coor-
dinates. These correspondences are used as the input of
RANSAC-PnP procedure in the next frame. If the estimated
pose contains error, these correspondences corrupt the result
of RANSAC-PnP and introduce some drift.

To reduce this effect, in RANSAC-PnP loops, instead of
using a pure tracking technique, we also combine it with
facial landmarks detection. We pick the estimation which
has not only the most agreements from correspondences but
also a small error according to the detection result.

We use Dempster-Shafer theory [12, 25, 26, 24] as the
framework of our fusion problem. It is a mathematical the-
ory to combine available “evidences” and to compute the



Table 1. Belief table in a single evidence case
Hypothesis Mass Belief Plausibility
∅ 0 0 0
(T ) κ κ κ
(¬T ) 1− κ 1− κ 1− κ
(T,¬T ) 0 1 1

joint degree of belief for a given hypothesis. The theory in-
troduces 3 terms: Mass (degree of belief), Belief (amount
of belief that supports the hypothesis at least in part), and
Plausibility (amount of belief that does not contradict the
hypothesis). For example, with only an evidence E for an
event T , we have the belief table as in Table 1, where κ =
P (T | E). Note that the hypothesis (T,¬T ) is “indetermi-
nate”, meaning that T could either appear or not.

When more evidence is introduced, Dempster’s rule of
combination can be applied. Given 2 evidences E1, E2, the
corresponding mass functions m1, m2, and a hypothesis A
in the hypothesis space Ω, the combination mass is:

m12(A) =

∑
B⊆Ω,C⊆Ω,B∩C=Am1(B)m2(C)

1−
∑

B⊆Ω,C⊆Ω,B∩C=∅m1(B)m2(C)
. (3)

In our system, we use the ratio of inliers (I), the detec-
tion error (el, er and en - see equation (2)) as evidences,
and the expected event T corresponding to the mean ab-
solute rotation error being smaller than 5°. We also run a
statistical test on the ICT dataset (see section 5.1) to esti-
mate the probability model κE(x) = P (T | E = x) for
each evidence E.

When evaluating each estimation, the system computes
the probability κE of each separate evidenceE and converts
it to the mass value. Then, Dempster’s rule (see equation 3)
is applied to formulate the combination mass. Finally, the
estimation with highest mass is picked up as the output of
the RANSAC-PnP procedure.

This algorithm has both advantages of the tracking and
the detection techniques. On one hand, by using tracking
information, it can follow face in critical cases such as pro-
file views or partial occlusions. It also reduces the effects
of false detection results, particularly when the rotation is
large. On the other hand, by combining with facial land-
marks detection, it can prevent error accumulation and we
can maintain tracking. We discuss the effect of this modifi-
cation in the validation test (section 5.1).

5. Experimental results

In this section, we present some experiments to evalu-
ate the proposed 3DFT. First, the modifications are assessed
using a validation dataset. Then, the program is tested on
some ground truth datasets, recorded videos in critical cases
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Figure 5. Evaluation for proposed techniques in the validation test
with ICT-3DHP dataset

Table 2. Experiment results on ICT-3DHP dataset
Pitch Yaw Roll Average

CLM [11] 5.90 4.63 5.53 5.35
GAVAM [22] 7.69 5.65 3.59 5.64
GAVAM+CLM [8] 6.30 4.94 3.58 4.94
3DFT 6.23 4.46 3.52 4.74

(offline mode), and tested on real-time tracking with a cam-
era (online mode). We also show comparative results to the
state of the art techniques.

5.1. Validation experiments

In this part, we use the ICT 3-D Headpose [2] as the vali-
dation set to evaluate the modifications. ICT 3-D Headpose
consists of 10 videos (800-1600 frames per video) for 10
different subjects. The ground truth data of translations and
rotations are provided by a magnetic sensor named “Flock
of Birds” [7]. This dataset is chosen since it contains videos
with a wide range of motions, distracting background, and
facial expression changes.

First, the program is initiated with only basic tasks
of auto-initialization, modeling and tracking (sections 3
and 4.1). Since SURF points strategy fails to work on
videos with small faces, we apply directly the dynamic ran-
dom point strategy (section 4.2). Then, each advanced fea-
ture (sections 4.3 and 4.4) is sequentially added. Because
the rotation is more important and difficult to estimate, we
skip the translation result.

Fig. 5 shows the overall testing results. Each proposed
technique has a positive effect on performance. First, the
recovery mechanism reduces much the failure rate from
∼19% to ∼4%. By dealing with many challenging frames
at the end of each video, the system, however, provides



Table 3. Experiment results on BU dataset
Pitch Yaw Roll Average

CLM [11] 3.33 4.32 2.49 3.38
GAVAM [22] 3.98 4.58 2.17 3.58
GAVAM+CLM [8] 2.61 3.66 1.94 2.74
3DFT 3.51 3.74 2.24 3.16

a higher average error. Then, the auto-correct mechanism
shows a large improvement while reducing the lost rate to
0% and the average error to ∼7.5°. Finally, the Advanced
RANSAC-PnP technique continues lowering the error to
∼4.7°.

Note that there is no delay in tracking. The 0% lost rate
is true for this dataset only since the ICT-3DHP dataset con-
tains head motion within a limited range. The lost frames
from the basic modules (left-most result in Fig. 5) are due
to drift of the tracker. The auto-correction reduces drift dra-
matically. Of course, we may observe lost frames and track-
ing failure in other datasets as shown in section 5.3.

To have a comprehensive view, we compare our result
with the output of some state of the art techniques. As can
be seen in Table 2, 3DFT provides the smallest errors, about
4.7◦ on average. Certainly, since the ICT 3-D Headpose is
our training dataset, this comparison is only a reference.

5.2. Experiments with ground truth datasets

After optimization, we need to test on ground truth
datasets and compare to the state of the art techniques such
as GAVAM, CLM and GAVAM+CLM [22, 11, 8]. In this
section, we conduct experiments on BU and Biwi dataset.

5.2.1 BU dataset

BU head tracking dataset [1] is a common ground truth
dataset. It consists of 45 videos on 5 subjects. Each video
has 200 frames with different head motions.

The comparison result is shown in Table 3. Since the
videos are short and simple, all programs present very good
results. 3DFT and GAVAM+CLM are the best methods
with only about 3◦ error for each rotation. 3DFT is slightly
worse due to the quality of the rough 3-D model, but the
difference is not statistically significant.

5.2.2 Biwi dataset

Biwi head pose dataset [13] was introduced by Fanelliet et
al. It is a set of 24 videos including depth information from
20 subjects. It is an extremely difficult dataset because in
each video, the user rotates the face around profile views
(±75◦ for yaw and ±60◦ for pitch) for a long time without
coming back to frontal views. It is a challenge for both
detection and tracking techniques.

Table 4. Experiment results on Biwi dataset

Pitch Yaw Roll Average
CLM [11] 20.94 8.73 14.31 14.65
GAVAM [22] 19.00 9.74 13.45 14.06
GAVAM+CLM [8] 17.52 7.81 12.33 12.55
3DFT 13.86 8.53 8.49 10.30
Regression forests
(depth images) [13] 9.2 8.5 8.0 8.6

Since our purpose is to track the face with an RGB cam-
era only, we removed the depth information and run the test
on each program. To get a comprehensive view, we also
include the original work of Fanelliet et al. (using depth
information), named Regression forests, for comparison.

The proposed method surpassed all other methods on the
RGB videos only as shown in Table 4. Without depth data,
its error still approaches the error of Regression forests,
which is one of the state of the art techniques for depth im-
ages, with only ∼1.7◦ bigger on average.

5.3. Experiments with recorded videos

In this part, we conducted tests to quantify the range
of tracking coverage. We also evaluate the system in crit-
ical cases such as facial expressions, partial occlusions
and complete occlusions. Thus, some recorded videos in
those conditions are used. We also repeat the tests with
GAVAM+CLM to get a comparative result.

5.3.1 Range of rotation coverage

Range of rotation coverage is one of the main advantages
of our system. While most of other works limit their esti-
mation around frontal views, our program can track the face
up to profile views. To verify it, we conducted the experi-
ments of full rotation in each direction (Fig. 6). As can be
observed, GAVAM+CLM lose estimation when the rotation
is large. On the contrary, 3DFT supports full 360° roll (a),
[-90°, 90°] yaw (b) and [-60°, 90°] pitch (c). Our system
can track almost all visible views, except highly negative
pitched ones.

5.3.2 Experiments on facial expression changes and
occlusions

Facial expression changes and partial occlusions are also
challenges for the head pose estimation problem. To evalu-
ate our system in these cases, we created some test videos
and present typical results in Fig. 7.

In video (a), the user shows different expressions as
smile or surprise along with head motions. Overall, both
GAVAM+CLM and 3DFT work well. However, while



(a) roll in [-180°, 180°] (b) yaw in [-90°, 90°] (c) pitch in [-60°, 90°]

Figure 6. Experiments on recorded videos by GAVAM+CLM (top) and 3-D Face Tracker (bottom) (1)

(a) facial expression changes

(c) complete occlusions and recovery

(b) partial occlusions

(d) other person

Figure 7. Experiments on recorded videos by GAVAM+CLM (top) and 3-D Face Tracker (bottom) (2)

GAVAM+CLM (the top figure) sometimes shows a small
drift due to detection error, 3DFT (the bottom figure) show
more persistent results.

The video (b) is more challenging since the mouth or
one eye is covered (the coverage is <50% of the face).
Since many landmarks are mislocated, face detection meth-
ods fail. Hence, GAVAM+CLM showed a very poor result
with wrong estimations for both head position and head di-
rection. Conversely, 3DFT interprets well the head pose
when the face is partially occluded.

In video (c), we tested for the complete occlusion case.
GAVAM+CLM is misled and comes up with meaningless
results. On the contrary, 3DFT promptly stops tracking
when the face is fully covered. It also rapidly recovers when
the occlusion is removed.

We also repeated the combined tests on different people.
The last figure illustrates the result from a video of a man
with glasses. Although the generated 3-D model was not
perfect, 3DFT outperforms the baseline methods.

Table 5. Speed of 3-D Face Tracker in real-time tracking mode

Mode Speed (fps)
Initialization 20.76± 1.85
Tracking 14.27 ± 1.21
Recovery 20.79± 8.07

5.4. Experiments with real-time tracking

Since the tracker is designed for real-time tracking, the
last experiments were conducted in online mode with a sin-
gle webcam. We run the tests on a laptop (Levono Y580
with Intel Core i7 @2.30GHz, 6GB Memory RAM). The
video resolution is 640 × 480. Table 5 shows the perfor-
mance of the program on each step. As can be seen, our
tracker is real-time with the tracking speed at >14 fps.

Fig. 8 shows the experiment result when working with
real-time tracking in critical cases (profile views, partial
occlusions and facial expressions). Our tracker is still
functioning for all cases, the same as when working with
recorded videos.



Figure 8. Results of 3-D face tracking in real-time mode

6. Conclusion
We have proposed an advanced version of a 3-D face

tracking framework. By supporting automatic initialization,
dynamic random points strategy, strong re-acquisition and
error-tolerant mechanisms, the new method is more accu-
rate and effective to deal with challenges of the face track-
ing problem including large head motion (up to 90° profile
views), partial occlusions, and facial expressions.

Future work includes updating the 3-D face models
through frames to get a more accurate result.
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