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Will the frequentists ever learn? The answer is
‘no’. They will never learn.

That sounds like an insult, doesn’t it? I’m imply-
ing that they are idiots who are incapable of learning
anything. But the truth is much more interesting.
Frequentists don’t actually ‘learn’ anything about the
truth of any hypothesis - they are happy with this and
it doesn’t stop them doing useful work.

There are many different viewpoints in the phi-
losophy of statistics. But humans like to oversim-
plify and divide conflicts into just two sides - Us and
Them. I will contrast my own understanding of two
approaches, the Bayesian approach and the frequen-
tist approach of Neyman and Pearson. I’m not go-
ing to discuss Fisher’s p-values here - I’m becoming
convinced that p-values are neither frequentist nor
Bayesian and are simply rubbish! But that’s a de-
bate for another day. And I don’t think Maximum
Likelihood Estimation is very frequentist either.

The two approaches don’t actually disagree with
one another. You might be surprised at this, given
all the arguing that has happened. They do not pro-
vide different answers to the same question. Instead
the provide answers to different questions. Bayesians
are more interested in the past, frequentists in the
future. The two approaches are therefore very com-
plementary.

Of course, you might well debate which of the two
approaches asks the ‘right’ questions. That is a valid
debate, but I’m going to try to stay quiet on that
topic. The purpose of this document is to help the
newbie to understand that the technical issues are
much more straightforward than is commonly be-
lieved.

∗aaronmcdaid@gmail.com

1 A medical test

We have some patients. Each patient is either healthy
(H) or sick (S). We have a blood test which will be
performed at most once on each patient. The blood
test gives one of two results, positive (+) or nega-
tive (-).

If the patient is healthy, the test will give a negative
result 95% of the time. If the patient is sick, the test
will give a positive result 95% of the time.

P(−|H) = 0.95

P(+|H) = 0.05

P(+|S) = 0.95

P(−|S) = 0.05

(1)

Let’s say the test was correct (C) if it gave a pos-
itive result for a sick patient or a negative result for
a healthy patient.

C ≡ (+, S) or (−, H)

This means we can rewrite eq. (1) as

P(C|H) = 0.95

P(C|S) = 0.95

Regardless of whether the patient is healthy or
sick, the probability of the test being correct is 95%.
Everybody is either healthy or sick, but not both.
Therefore, we can just say “the probability of the
test being correct is 95%”.

P(C|H ∨ S) = 0.95

P(C) = 0.95
(2)
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2 The Future

We have five patients, and one will be tested each
day. On Wednesday evening, we stop and review our
results so far and try to consider the future experi-
ments also. See Table 1.

Day Healthy? Test result P(Correct)
Monday ? + ?
Tuesday ? + ?
Wednesday ? - ?
Thursday ? ? 95%
Friday ? ? 95%

Table 1: The results from the first three days.

Monday’s patient had a positive test (+) result, as
did Tuesday’s patient. Wednesday’s patient had a
negative test (-) result.

But before we speculate about what, if anything,
we have learned about the first three patients, we will
focus on the future experiments.

For example, looking at the row for Thursday we
have a patient of unknown health status and un-
known test result. We can ask “what is the prob-
ability that an unknown test result will match the
unknown health status?” This is exactly the ques-
tion that is answered by eq. (2). We still know noth-
ing about Thursdays’s patient, because their test is
in the future. But we do know that the probability
that the test will be correct is 95%.

There is nothing controversial about eq. (2). Ev-
eryone agrees that it correctly describes the proba-
bility of future experiments being correct. There is a
particular name for this sort of unconditional, before-
the-experiment, probability; it’s call the confidence.

3 The Past

Consider Monday’s patient. The test result was pos-
itive. What, if anything, does this tell us about the
health or sickness of the patient? It tells us nothing.

A (true) frequentist will say that the patient is ei-
ther healthy or sick, but we will never know anything
about that, and that no amount of testing will change
our minds, except of course if we find a test with 100%

accuracy. (By the way, be careful if somebody tries to
say that the ‘healthy hypothesis’ has been ‘rejected’
with 95% confidence. The term ‘reject’ is a piece of
jargon that doesn’t mean what you think it means.)

Given a large set of people who have tested posi-
tive, it is natural to ask how many of them are sick
and how many are healthy. This is P(H|+), and
it represents our question about Monday’s patient.
In the light of the positive test result, what do we
now know about whether they are healthy or sick?
A Bayesian would be happy to provide an answer,
provided that we have some idea (before the exper-
iment) of the probability of being healthy, P(H), or
sick, P(S). You can call this a prior. Before the
experiment, the Bayesian had some idea about the
relative merits of the two hypotheses, and computes
the extent to which the belief has been updated by
the result:

P(H|+)

P(S|+)
=

P(H)

P(S)

P(+|H)

P(+|S)

=
P(H)

P(S)

5%

95%

=
P(H)

P(S)

1
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You might think that this is the point at which
frequentism and Bayesianism come into conflict, but
this isn’t really true. They agree with each other
regarding future experiments. Regarding past exper-
iments, the Bayesian is willing to provide an answer,
if a prior is specified. The frequentist does not pro-
vide an answer about the past, instead they stick
rigorously to ‘no comment’. The frequentist agrees
that the question about the past cannot be answered
without a prior. The difference is that, while the
Bayesian is happy to proceed with the prior, the fre-
quentist will simply halt any research into the past.
In particular, the frequentist does not supply a an-
swer that conflicts with the Bayesian answer.

3.1 Frequentist ‘interpretation’, and
learning.

Beware of the so-called frequentist ‘interpretation’ of
an experimental result. For example, a 95% confi-
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dence interval might be described as “An interval
in which the same statistic calculated from repli-
cations of the experiment using independent data.”
This statement, like so many statistical statements,
is true but open to wild misinterpretation. It does not
mean that, once you have calculated the interval, the
parameter is within the calculated range with 95%
(conditional) probability. In our context, it does not
mean that 95% of patients with a positive test score
are sick. In fact, it doesn’t ‘mean’ anything.

The important word is ‘independent’. The fre-
quentist interpretation never applies to past exper-
iments. Instead, they imagine going back to time to
before the experiment was done, thereby discarding
any knowledge of the result of the medical test, and
then proceed to discuss the probability of the test
being correct. But this is just a rehashing of eq. (2),
the probability of a future experiment begin correct.

This is why I say that the frequentist never ‘learns’
anything. The remain ignorant of the status of an
individual patient’s health, and are happy to remain
ignorant.

4 Random variables

The future experiments can be analyzed with tra-
ditional random variables and without priors. A
prior isn’t a traditional random variable, because the
health status of the patient has already been decided
and we just don’t know about it. There’s a tendency
for some people to get very excited about this phi-
losophy, and to believe they can reject Bayesianism
because of the subjectivity in the prior. Don’t listen
to frequentists who say “I don’t use priors, this is be-
cause I know they are the work of Satan” – these are
ideologues. Instead, the more useful statement is “I
am only interested analyzing in future experiments,
and we agree that priors are often not necessary or
useful for such analyses.”

5 Making decisions

This ignorance would seem to render frequentism use-
less. To be honest, this was my first thought when

I understood frequentism. Why do an experiment if
the result teaches us nothing?

The Bayesian approach to decision making involves
two stages. The first stage is a passive step, where the
experiment is performed and the data is analyzed in
order to learn more about the world. This first step is
‘inference’ or ‘learning’. Second, decisions are made
about how to interact with the world, based on those
inferences. An example of the decision is whether or
not to treat the patient - perhaps the treatment has
side effects and you don’t wish to administer it to
healthy patients.

The frequentists skips over the inference step, link-
ing the experimental result directly with a decision.
Their goal is not to minimize the rate of mistaken in-
ferences – the frequentist doesn’t attempt inference
at any time. Instead, their goal is to minimize the
rate of mistaken decisions. Assume, for simplicity,
that the damage done by treating a healthy patient
is the same as that done by releasing a sick patient
without treatment. In such a case, we will use the
test that has the lowest error rate. If there is another
test with 96% accuracy, they’ll use that instead. See
how we are able to decide which test to use without
having to ask ourselves for a prior on the sickness
levels in the general population.

These frequentist tests never tell us anything about
the individual patient. Nor do they tell us anything
about the group of patients that got a positive test
result, nor the group of patients that got a negative
test results. But they are still useful tests.

Prediction is very difficult, especially about
the future.

(unknown origin)

The strange thing about this quote is that it has
got it back to front. Prediction about the future is ac-
tually easier because it is less reliant on assumptions
such as priors. Making ‘predictions’ about whether
past experiments were correct is more difficult.
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