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Differences in speaking style are associated with more or less spectral variability, as well as different
modulation characteristics. The greater variation in some styles �e.g., spontaneous speech and
infant-directed speech� poses challenges for recognition but possibly also opportunities for learning
more robust models, as evidenced by prior work and motivated by child language acquisition
studies. In order to investigate this possibility, this work proposes a new method for characterizing
speaking style �the modulation spectrum�, examines spontaneous, read, adult-directed, and
infant-directed styles in this space, and conducts pilot experiments in style detection and sampling
for improved speech recognizer training. Speaking style classification is improved by using the
modulation spectrum in combination with standard pitch and energy variation. Speech recognition
experiments on a small vocabulary conversational speech recognition task show that sampling
methods for training with a small amount of data benefit from the new features.
© 2009 Acoustical Society of America. �DOI: 10.1121/1.3183593�
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I. INTRODUCTION

It is well known that spoken language varies with dif-
ferent situations, including the formality or informality of the
situation, the familiarity of speakers with their conversa-
tional partners and relative seniority, whether or not the lis-
tener is a language learner, the noise level of the environ-
ment, etc. Both the word choices and the speaking style can
vary, where by speaking style the authors mean the quality of
articulation as well as prosodic characteristics, including in-
tonation, timing, and energy patterns associated with empha-
sis and phrasing. Both have an effect on speech recognition
performance, but in this paper the authors will focus on
acoustic characteristics of speaking style, particularly in
terms of situational context.

Speaking style reflects, in part, the speaker’s effort to be
understood. For example, a news announcer or someone giv-
ing a speech will tend to articulate more clearly than some-
one engaged in casual conversation, and people hyperarticu-
late in a situation where they think they have been
misunderstood. Hyperarticulation also appears in language
learning contexts, both in speech of second-language teach-
ers and in adults talking to children. Studies on infant-
directed speech suggest that its prosodic features attract and
hold infant attention and that the phonetic cues are exagger-
ated and more acoustically distinct,1,2 though another study
finds that the vowel space is expanded only for pitch-
accented words.3 Further, researchers have found a correla-
tion between the clarity of mothers’ speech and infants’ dis-
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crimination capabilities.4 Overemphasized phonetic contrasts
also appear to be useful in second-language learning.5

In terms of recognition accuracy, human listeners are
relatively insensitive to the change in the speaking styles as
they do not experience special difficulties in listening
whether it is read or conversational speech. In fact, the word
error rate �WER� by human listeners for the switchboard
conversational telephone speech �CTS� corpus was 4%,6

which was not very different from the error rates of 2.6% for
the read utterances in the Wall Street Journal corpus.7 On the
other hand, the recognition performance of automatic speech
recognition �ASR� systems is significantly affected by the
difference in the speaking styles, and the error rates often
become one or more orders of magnitude higher than that of
human.8

When a recognizer that has not been trained with hyper-
articulated speech has to recognize it, performance degrades.
However, even in matched train/test conditions, style impacts
performance. ASR systems designed for conversational
speech typically perform much worse than similar systems
trained and tested on news recordings, even though the con-
versational speech task is “simpler” in the sense of language
models having lower perplexity. In a study by researchers at
SRI,9 the language model is factored out by collecting spon-
taneous conversational speech and then having the same
speakers come back and read their transcripts. The read
speech had a lower recognition error, even though the words
spoken were the same. These findings were confirmed in a
subsequent study on pronunciation modeling using the same
data.10 Studies using the same recognition technology on dif-
ferent genres show that broadcast news tends to be easier to
recognize than conversational speech genres �talk shows,

telephone conversations, and meetings� and that even within
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news broadcasts, professional announcers tend to be associ-
ated with lower WERs. Another contrast in speaking styles is
adult-directed vs infant-directed speech. Analogous to the
above results for spontaneous speech, Kirchhoff and Schim-
mel found that infant-directed speech has a higher recogni-
tion error rate than adult-directed speech in matched training
conditions.3 In these studies, both conversational and infant-
directed speech are shown to have more variability than their
counterpart in terms of the spectral realization of phonemes.
In addition, they are more dynamic prosodically in terms of
fundamental frequency �F0� and speaking rate variation,
which may be helpful to human listeners.

While variability is problematic for recognition, it can
be useful for robust training, i.e., for cases where the ASR
system may need to recognize speech in a style that it was
not trained on. In an experiment of using Japanese Sponta-
neous speech corpus11 and Japanese newspaper article sen-
tences corpus,12 the authors observed that training on the
spontaneous speech and testing on the read speech gave
similar performances to the matched training condition for
the read speech, but the reverse led to significant degradation
in performance. More precisely, the experiments were per-
formed using spontaneous and read speech models trained,
respectively, from 52 h of gender balanced training data from
the corpora and using standard test sets associated with the
corpora. The WER for the read speech by the spontaneous
speech model was 9.5%, and this was similar to 8.7% by the
read speech model. On the other hand, the WER for the
spontaneous speech by the read speech model was 38.2%,
which was significantly higher than 25.0% by the spontane-
ous speech model. Similarly, the mismatched train/test con-
dition for adult- and infant-directed speech has greater deg-
radation in performance relative to the matched condition for
the case using adult-directed training compared to using
infant-directed training.

One of the possible hypotheses for this is that the more
careful types of speech lead to models with tighter variances,
which are less able to handle cases in the overlap regions
associated with less careful speech. Variability in training is
leveraged even for matched training conditions in the sense
that it has been proposed to put a greater weight on “difficult
cases,” either through sampling13 or boosting.14 However,
many studies of human language acquisition suggest that
infant-directed speech might be useful in providing better
prototypes for different speech sounds, assuming that chil-
dren are focusing on the emphasized examples. These sug-
gest very different methods for sampling speech in learning:
bringing in hyperarticulated examples as outliers later in
training vs initializing with exaggerated examples.

The prior work thus suggests two possible reasons for
recognizing speech style: detecting different styles in order
to adjust the recognition models and selecting or weighting
speech for training. As a first step in exploring these ideas,
this paper proposes a new method for characterizing speak-
ing style, examines spontaneous, read, adult-directed, and
infant-directed styles in this space, and conducts pilot experi-
ments in style detection and sampling for improved ASR
training. In particular, the authors propose the use of the

modulation spectrum to characterize the acoustics of speak-
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ing style, with the idea of representing the greater variation
that they anecdotally perceive in spontaneous �vs read� and
infant-directed �vs adult-directed� speech.

In the sections that follow, the authors begin by motivat-
ing the modulation approach to speech analysis and intro-
duce the basic mathematical framework in Sec. II. In Sec. III,
they provide analyses of speaking styles in terms of acoustic
dynamics using the modulation spectrum as well as tradi-
tional F0 and energy measures. Section IV presents results of
style recognition experiments with some of these features. In
Sec. V, several sampling methods and training strategies are
investigated for ASR. Finally, a summary and conclusions
are given in Sec. VI.

II. MODULATION ANALYSIS OF SPEECH

There is substantial evidence that many natural signals
can be represented as low frequency modulators, which
modulate higher frequency carriers. Many researchers have
observed that this concept, loosely called “modulation fre-
quency,” is useful for describing, representing, and modify-
ing broadband acoustic signals such as speech and music.
Modulation frequency representations usually consist of a
transform of a one-dimensional broadband signal into a two-
dimensional joint frequency representation, where one di-
mension is a standard Fourier frequency and the other di-
mension is a modulation frequency.

In 1939, Dudley concluded his now famous paper on
speech analysis15 with

… the basic nature of speech as composed of au-
dible sound streams on which the intelligence con-
tent is impressed of the true message-bearing waves
which, however, by themselves are inaudible.
In other words, he observed that speech and other audio

signals, such as music, are actually low bandwidth processes
that modulate higher bandwidth carriers. Over the years, re-
search in auditory science has supported this idea, including
findings that two-dimensional spectro-temporal modulation
transfer functions can model many of the observed effects of
auditory sensitivity to amplitude modulation16 and that fre-
quency and modulation periodicity are represented via or-
thogonal maps in the human auditory cortex.17

In signal processing, the modulation spectrum is a rep-
resentation of speech that gives both acoustic and modula-
tion frequency information.18 In its simplest form, the modu-
lation spectrum can be considered to be a Fourier transform
�in time� of each row of the magnitude of the short-time
Fourier transform �STFT� or the magnitude spectrogram. In
general, modulation spectral analysis involves a base trans-
form on short-term windows of speech, followed by a non-
linear detection operation, and then a second transform.

In the specific implementation used here, the modulation
spectrum is obtained by first generating a STFT vector se-
quence, taking the magnitude of the result for each frequency
bin, and then applying a second Fourier transform magnitude
to each time series corresponding to a frequency bin. The
result is a two-dimensional matrix with frequency and modu-
lation axes. The parameters for modulation spectral analysis

consists of those for the base STFT �e.g., window, overlap,
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and fast Fourier transform �FFT� order�, the length of the
STFT sequence, and the parameters of the second Fourier
transform.

Figure 1 shows an example of a spectrogram and its
modulation spectrum, where the base analysis window
length and overlap were 16 ms and 75%, respectively, and
the second modulation window size was equal to the length
of the spectrogram. The speech segment is an instance of an
adult female pronouncing the word “socks” sampled at 16
kHz. As the figure illustrates, the second Fourier transform
was performed on time sequences of subband energies, e.g.,
along the arrows overlaid on the spectrogram, to obtain the
modulation spectrum.

Note that there are other versions of modulation spectral
analysis and filtering that use either Hilbert transform19 or
coherent and distortion-free methods20 to modify the modu-
lation spectrum and then produce a new signal with filtered
modulations. For this paper, the authors focus only on an
energetic interpretation of the modulation spectrum, where,
much as with a standard power spectral density estimate,
there is no intent to modify the modulation content of a
signal. The authors also use only the magnitude after the
second Fourier transform—the modulation spectrum
magnitude—leaving the phase of the modulation spectrum,
which is also known to potentially have importance,21 for
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FIG. 1. A spectrogram of the word “socks” and its modulation spectrum.
Modulation spectrum is obtained from a sequence of STFT vectors.
future studies.
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III. ACOUSTIC ANALYSIS

In this section, acoustic analyses on speaking styles are
performed based on features extracted from utterances. Two
different corpora are used, as described next, in order to have
a variety of styles and to investigate analogies between the
read/spontaneous and adult-directed/infant-directed con-
trasts.

A. Corpora

The Multi-Register speech corpus �MULTI-REG�,
which was collected at SRI, includes spontaneous speech and
a read version of its transcription pronounced in a dictation
manner.9,10 The speech was recorded over telephone and
high quality head mounted microphone channels. The tele-
phone channel data were stored in 8 kHz u-law format, and
the high quality channel was recorded with 16 kHz pulse
code modulation �PCM� data. In the following experiments,
a subset of the corpus was used that has consistent transcrip-
tion across the speech types. It consisted of nine female
speakers with 557 speech segments, where the authors re-
strict the analysis to female speech to match the second cor-
pus which has only female speakers. Due to this constraint,
the findings in this paper are biased to female speakers.
Compared to male voice, the most prominent characteristics
of female voice is higher fundamental frequency. It makes it,
for example, difficult to accurately estimate formant fre-
quency due to wider spacing of pitch harmonics.22

The Motherese corpus has infant-directed and adult-
directed utterances provided by the Institute for Learning and
Brain Sciences at the University of Washington. The infant-
directed and adult-directed utterances are extracted from
conversations that a mother has with her infant and with an
adult experimenter, respectively. The authors’ work used a
subset of the data taken from the set used in the Kirchhoff–
Schimmel study;3 further details about the data are included
therein. Specifically, 12k utterances �6.9k infant-directed ut-
terances and 5.5k adult-directed utterances� from 32 female
speakers were used. The data were designed to elicit key-
words from the mothers, but the authors’ analyses used com-
plete utterances rather than just these keywords. The speech
in this corpus was recorded with 16 kHz sampling and 16 bit
PCM format using a far-field microphone. In the following
experiments, wave forms with 8 kHz sampling frequency
were made by down-sampling the original 16 kHz version
with high cutoff frequency of 3.8 kHz.

B. F0 analysis

F0 contours were first estimated for each 10 ms frame
using the getf0 command23 from the ESPS package. Then, to
reduce estimation error, a mixture model is used to charac-
terize doubling and halving so as to more accurately deter-
mine F0, and the contour was stylized using the GRAPH-

TRACK program.24 It is typical to normalize F0 to account for
speaker variability, but it is important to use the same nor-
malization factors for both styles recorded for a speaker. For
the experiments here, the authors chose frame-wise mean
and standard deviation as the normalization factors based on

spontaneous or adult-directed utterances depending on the
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corpora. The F0 features of both genres from a speaker were
normalized by subtracting the mean and dividing by the stan-
dard deviation.

After the normalization, the mean and standard devia-
tion within a segment were used as the features of that seg-
ment, excluding frames in unvoiced regions. Figure 2 shows
F0 mean and standard deviation for each of the speech types
that are averaged over the speakers in the corpus. It is ob-
served that infant-directed utterances have a much higher F0
mean and variance than all other conditions, as expected.
The differences between the other three cases are small in
comparison.

C. Modulation spectrum analysis

As described in Sec. II, the modulation spectrum is ob-
tained by applying the Fourier transform to a slice over time
of the STFT, resulting in a two-dimensional matrix with
acoustic frequency and modulation frequency axes. The di-
mensions of the matrix are the number of acoustic frequency
bins �half the size of the first Fourier transform� and the
number of modulation frequency bins �half the number of
time frames in the second Fourier transform�. In the studies
presented here, the STFT base window width and overlap
were 16 ms and 75%, respectively, and the FFT size was 128
or 256 depending on 8 and 16 kHz sampling rates, respec-
tively. The modulation window size was equal to the length
of the input STFT sequence, which varies with the signal
being analyzed. In Figs. 3 and 4, for example, the sampling
rate was 16 kHz and the length was 2.0 s, so the resulting
modulation spectrum is a 128�256 array.

Figure 3 shows the difference of the modulation spectra
for infant-directed and adult-directed speech. The figure was
made by subtracting the log of averaged magnitude modula-
tion spectrum of adult-directed speech from that of infant-
directed speech using 1500 segments for each of the speech
type. Similarly, Fig. 4 shows the difference of averaged
modulation spectrum of the read and spontaneous speech
given by female speakers from the MULTI-REG speech cor-
pus using 700 segments for each of the speech type. The
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FIG. 2. �Color online� Normalized F0 statistics estimated for the MULTI-
REG corpus �“Dict” and “Spon” are dictation and spontaneous speech, re-
spectively� and the motherese corpus �“ID” and “AD” are infant-directed
and adult-directed speech, respectively�.
analysis indicates that both infant-directed and read speech
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have more energy than their counterparts at higher modula-
tion frequencies for high acoustic frequencies, which the au-
thors hypothesize to be due to a tendency to have more
clearly articulated consonants in these genres. The analysis
indicates that infant-directed speech tends to have more en-
ergy at low modulation frequencies in the low formant re-
gions, particularly in the region of F0. This phenomenon is
explored further in Sec. III D. In addition, for the read vs
spontaneous contrast, a difference is observed at high modu-
lation frequencies in the low acoustic frequency region. The
authors have as yet no explanation for this difference.

D. Spectrogram analysis

To better understand the modulation spectrum differ-
ences for the adult- and infant-directed speech, the authors
inspected several of the target words �covering the vowels
/iy/, /uw/, and /aa/�. They found that the mother’s fundamen-
tal frequency frequently aligns with the first formant of the
vowel in infant-directed speech, as illustrated in Figs. 5 and
6, which show spectrograms and a spectral slice for adult-
directed and infant-directed speech segments. All spectro-
grams were made from speech segments with 8 kHz sam-
pling, and the transformation window width was 32 ms. The
vertical line in the spectrogram corresponds to the time po-
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FIG. 3. Difference of averaged modulation spectrum of infant-directed ut-
terances from adult-directed utterances.
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infan
sition of the spectrum section. The peaks of the spectrum
envelope are the formants caused by acoustic resonance of
the vocal tract. It is known that most of the discriminative
information between vowels is encoded in the lowest two
formants F1 and F2. The finer peaks of the spectrogram cor-
respond to the vibration of vocal folds whose fundamental
frequency is referred to as F0.

Usually, the formant frequencies are much higher than
F0, as can be seen in the adult-directed speech in Figs. 5�b�
and 6�b�. However, the authors found that F0 takes approxi-
mately the same frequency as F1 in highly exaggerated
infant-directed utterances, as can be observed in Figs. 5�d�
and 6�d�. This phenomenon may be associated with a mother
trying to draw her infant’s attention to something. The mean-
ing of the pitch-formant matching for infants is not known.
Perhaps, it helps infants to learn how to discriminate vowels
by giving simpler examples of the spectrum shapes. The au-
thors conjecture that this phenomenon might be peculiar to
female speakers because speaking F0 of adult male speakers
is usually much lower than F1,25 though the answer is not
known yet since the Motherese corpus does not include male
speakers.

E. MDS analysis

Multidimensional scaling �MDS� is a technique to ar-
range data points in a space that has lower dimension than
the original data space.26 The arrangement is determined so
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FIG. 5. �Color online� Spectrograms and their sections of “shoes” sound. In
as to keep the distances between the data points as close as
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possible to the original space. In the MDS analysis, only the
distances between points have meanings. Therefore, transfor-
mations that do not change distance, such as rotation, give an
equivalent disposition in terms of MDS analysis, and the
axes are arbitrary.

The MDS analysis was performed on a distance matrix
of speakers defined by Euclidean distances of modulation-
spectrum-based feature vectors. The feature vectors were
made by first computing modulation spectrum for each utter-
ance from the 8 kHz sampled wave form, reducing it to 5
�5 matrix, and re-ordering the matrix to form a 25-
dimensional vector. For the reduction operation, element
�i , j� in the original modulation spectrum matrix was as-
signed to block ��5�i−1� /128�+1, �5�j−1� /128�+1�, and an
average in the block was used as the element of the new
matrix. The utterance-level feature vectors were then aver-
aged to make a speaker-level feature vector, and Euclidean
distances were computed for all the pairs of speakers, both
within and across corpora. Instances of the same speaker in
different genres are included as well as cross-speaker pairs.

In the modulation spectrum estimation, the authors in-
troduced a channel normalization to compensate for corpus-
level recording effects, so that a comparison across corpora
made sense. The proposed normalization algorithm works in
the complex spectral domain as follows:

Ŝi��� =
Yi���
C���

�
Yi���

exp��log�Yi�����n�
, �1�
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infa
where Ŝi��� is the estimated normalized signal associated
with the ith time frame, Yi��� is the corresponding observed
signal, and C��� is the unknown constant channel effect
which is approximated using an averaging operation � · �1

n on
the observed n-length sequence of spectral vectors. �The
same result is derived by applying cepstral mean
normalization27 with complex cepstra and inverting it to log
spectrum domain. Since the cosine transformation from log
spectrum to cepstrum is a linear transformation, it is can-
celed in the inversion.� The normalization is inserted be-
tween the first and the second Fourier transform of the
modulation spectrum.

Figure 7 shows the two-dimensional MDS representa-
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FIG. 6. �Color online� Spectrograms and their sections of “sheep” sound. In

FIG. 7. �Color online� MDS representation of modulation spectrum features
of speakers associated with dictated �Dict�, spontaneous �Spon�, infant-

directed �ID�, and adult-directed �AD� speech.
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tion of the different speakers for each genre: Each point rep-
resents a speaker-genre combination, i.e., the transformation
of the speaker’s average modulation spectrum vector for ei-
ther infant-directed/adult-directed or dictation/spontaneous
manner. As can be seen, the spontaneous and adult-directed
samples are arranged close to each other showing similarity
of the styles. The dictated and infant-directed samples are on
opposite sides of these two, representing different extremes
of the range of styles examined here. The authors had ex-
pected some similarities between read speech and infant-
directed speech, assuming that both would have more in-
stances of well-articulated phonemes, but presumed that the
difference was because of hyperarticulation that tended to be
frequent in infant-directed speech but less so in read speech.
The authors conjecture that the MDS dimensions capture the
variability of the speech, with dictated �read� speech being
the least variable and infant-directed speech being the most
variable. The result is consistent with the F0 analysis in that
the infant-directed speech is at one extreme, but the different
genres seem better separated by the MDS analysis.

MDS is also used in an analysis of speaking style where
distances between speakers are in terms of hidden Markov
model state distribution parameters.28 In that study, all of the
speech is read, so it is difficult to make a comparison to the
findings here. Further, the approach in that study requires
transcribed speech, whereas that of the authors is strictly
based on acoustic observations. An important difference be-
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important dimension in the Shozakai and Nagino study,28 but
in the authors’ study the two slow rate cases �read speech and
motherese� are at opposite ends of their distribution.

IV. AUTOMATIC CLASSIFICATION OF SPEAKING
STYLES

The above analysis suggests that the modulation spec-
trum should provide useful features for recognizing speaking
style, but the findings are based on averages of multiple ut-
terances from a speaker, and classification might be better
aimed at the utterance level. In this section, the authors com-
pare the performance of different features used in automatic
classification of speaking style, with the primary aim of as-
sessing the relative utility of different features and second-
arily to assess the performance that can be achieved with
acoustic cues alone. The following three kinds of features
and their combinations were used in the analysis.

�1� F0: average F0. Before the features are calculated for
utterances, the F0 is normalized for each speaker by sub-
tracting mean that is estimated using both genres. Only
voiced segments are used.

�2� EN: average log energy. Before the features are calcu-
lated for utterances, the energy is normalized for each
speaker by subtracting mean and dividing by standard
deviation that are estimated using both genres.

�3� MS: modulation spectrum feature vector. The modula-
tion spectrum matrix is first averaged and decimated to
obtain a fixed, low-dimension �5�5� matrix represented
as a 25-dimensional vector.

These features were calculated from utterance wave forms
with 8 kHz sampling.

A linear discriminant function was used in a binary clas-
sification task: identifying adult- vs infant-directed speech in
the Motherese corpus. The simple linear function was chosen
because the training set size was not large and because the
speaker-level data suggested that it would be effective. �In
genre detection where more labeled data are available, it may
be interesting to investigate more complex methods.� The
parameters of the linear discriminant functions were esti-
mated, and style classification performance was evaluated
using tenfold cross-validation.

Table I shows the classification error rates. For compari-
son, guessing based on priors has an error rate of 49%.
Among the three single features, F0 gave the lowest error
rate of 22.7%, consistent with prior work showing high av-

TABLE I. Utterance features and associated classification error rates.

Feature Error

F0 22.7
EN 40.3
MS 23.7
F0+EN 21.1
F0+MS 18.7
EN+MS 23.0
F0+EN+MS 17.9
erage F0 associated with infant-directed speech. �When F0
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was normalized by both mean and standard deviation, the
error rate was 22.9%, which was similar but slightly higher
than the error rate of 22.7% when only the mean was nor-
malized. This was probably because of the difficulty in esti-
mating the normalization factor since infant-directed side has
much larger variance than the adult-directed side.� The MS
features gave a result slightly higher than that for F0. �The
authors also looked at reduced dimension versions of the MS
feature, but this led to increased error.� Using energy alone
gave the highest error rate, which is partly because of the
difficulty in removing channel effects from a far-field micro-
phone recording. The lowest error rate �17.9%� was obtained
by combining F0, energy, and modulation spectrum features.

V. SAMPLING FOR ASR TRAINING

While it is widely accepted that more data lead to im-
proved speech recognition performance, it is also important
to have data that are well matched to the target task. For new
tasks �particularly new languages� where large amounts of
transcribed data are not readily available, the cost of tran-
scription can have a significant impact on overall develop-
ment costs. In addition, for some tasks, experiments have
shown that recognition performance can be improved by
omitting certain samples from the training set. For that rea-
son, researchers have investigated methods for selecting data
for training. Early work in speech recognition13 involved se-
lecting based on a recognition error or speech recognizer
confidence, specifically choosing to add those utterances
with high error �or low confidence�. With an error criterion, it
was shown that improved performance could be achieved
with less than the full amount of data, but this approach
requires transcription for measuring errors and so cannot be
used for initial selection. While recognizer confidence was
less effective in that study, it has since been used to good
effect in identifying utterances to remove from the training
set �either because of poor transcriptions or noisy conditions,
e.g., Ref. 29� and in active learning.30 An alternative to mea-
suring confidence of one system is to look at disagreement
among multiple systems, as in a study applying hidden Mar-
kov models �HMMs� to part-of-speech tagging.31 Another
early study32 looked at representing speech from groups of
speakers with supervectors of average cepstral parameters
from a subset of phones based on a force-alignment to the
transcript, which are reduced in dimension with principal
component analysis. These vectors are clustered, and data are
selected to best represent the different clusters. A more recent
related study seeks to sample the space characterized by dis-
tances between HMMs trained for different speakers, finding
that the best results are obtained by sampling at the periphery
of a small dimensional space learned via MDS,33 building on
the results of Shozakai and Nagino28 and reducing the re-
quirements for speech transcription by using adaptation for
training the speaker-dependent models.

These different results are not entirely consistent in their
recommendations. The clustering results suggest that one
should sample to cover the space. Other results suggest that
one should sample to emphasize outliers after some initial

training phase, similar to the philosophy of boosting. Look-
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ing at human language, learning would support the idea of
using multiple strategies in the sense that mothers talk dif-
ferently to their children when they are very young, but it
also suggests the use of sampling in the first stage. In this
work, the authors investigate methods of sampling in a single
training phase and a two-stage approach. While they include
average per-frame forced alignment likelihood �roughly
equivalent to confidence� as a baseline criterion for compari-
son, the goal is to identify acoustic criteria that indicate ut-
terances to select for transcribing for initial training. A sec-
ondary goal of investigating multipass strategies is to
develop an efficient training strategy that gives a good ASR
model with a lower computational cost for training.

A. Utterance features for sampling

The following one-dimensional features are used as the
sampling criteria and compared to a random sampling base-
line.

�1� LL: average per-frame log acoustic likelihood obtained
by forced alignment to the reference transcript.

�2� F0: average normalized fundamental frequency. Only
voiced segments are used.

�3� EN: average normalized log energy.
�4� MS: linear discriminant projection of modulation spec-

trum features designed to separate infant-directed vs
adult-directed speech.

LL relies on an ASR model, but the others are acoustically
based features. LL was estimated using a model developed
for SRI’s Decipher, a large vocabulary recognizer, trained on
the same data it is used to sample from. LL is included be-
cause it is an indicator of “representative” �or “outlier”� ut-
terances in that higher �or lower� log likelihood occurs for
utterances that are closer to �or farther from� the mean. How-
ever, there are some limitations of the LL measure. First, it
cannot be used for the task of selecting data to transcribe
since it requires transcriptions for forced alignments. Second,
there is a bias introduced by using a previously trained ASR
model to determine what is typical. Hence, LL mainly serves
as a comparison point.

For the F0 and EN features, the raw features are ex-
tracted as described in the genre-classification study and are
normalized for each speaker. For the MS feature, the authors
first train a 25-dimensional linear classifier to distinguish be-
tween infant-directed and adult-directed speech, as in the
genre-classification experiments, and then use the resulting
score as the feature, which corresponds to a linear discrimi-
nant analysis projection.

B. Speech recognition systems

1. HTK-based system

A small CTS task defined in34 was used to evaluate the
authors’ methods with a recognition system based on the HTK

toolkit.35 The acoustic model training set of the CTS task
consisted of approximately 32 h of speech �16 h for each
gender� coming from a mixture of Fisher36 and
Switchboard37 training utterances. This baseline training set

was selected by uniformly sampling the Switchboard and
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Fisher training sets, with the constraint that the two sources
would comprise roughly 40% and 60% of each 16 h subset,
respectively. In the following experiments, the male part of
this baseline training set was used and compared to various
sampled subsets from the same corpora.

The acoustic features were 12 perceptual linear predic-
tive �PLP� coefficients38 and energy, with their first two de-
rivatives computed with vocal tract length normalization39

and mean and variance normalization. The acoustic model
was a set of three state left-to-right tried-state triphone
HMMs with 32 mixtures per HMM state and had 2000 states
across all triphones. The model was trained using the typical
HTK “recipe” of initializing triphones from monophones,
clustering single Gaussian triphones, and gradually increas-
ing the number of mixtures after clustering. Models are up-
dated with five iterations of expectation-maximization �EM�
training at each step.

The small CTS task test sets were selected from the
RT03 evaluation test set40 based on constraining the out-of-
vocabulary rate associated with a 1k-word vocabulary �the
highest frequency words in the full corpus�. �The original
RT03 evaluation set contains about the same number of ut-
terances from the Fisher and Switchboard corpus.� The male
portions of the small CTS task test sets consist of 35 min of
data for tuning and 32 min for testing. The dictionary for
decoding contains multi-words and multiple pronunciations,
so the overall size is 5.1k. A bigram language model was
used, made by projecting the 2004 CTS evaluation language
model onto the 1k vocabulary.

2. Decipher-based system

In order to investigate how the different sampling meth-
ods work in a large vocabulary system, experiments were
also conducted using the SRI Decipher41 system. The base-
line training sets were randomly sampled from the Fisher and
Switchboard corpus as for the HTK-based system. The test set
is the RT04 development test set. The dictionary is based on
38k-word vocabulary and having 83k entries including
multi-words and multiple pronunciations. Decoding involves
rescoring a lattice of initial pass hypotheses with a speaker-
adapted model �using maximum likelihood linear regression�
and a 4-gram language model. Note that this system is dif-
ferent from the standard SRI recognition system in that it has
only PLP cross-word triphone models and only ML training
is used.

C. Sampling for data selection

For each feature considered, utterances in the training
set are classified to three equally sized classes of “lowest,”
“middle,” and “highest” in order to assess whether typical
utterances �middle category� are more or less useful than
outliers.

1. Small vocabulary results using HTK

For each of the utterance-level features, utterances from
the Fisher and Switchboard corpora were sorted and parti-
tioned into three subsets based on increasing feature ranges:

lowest, middle, and highest. These ranges were chosen so
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that the subsets were the same size in terms of duration. For
each subset, 16 h of segments were randomly selected as
training data. The ratio of durations of the two corpora
within each of the sampled sets was kept the same as the
original training set.

Table II shows the WER of the models trained using the
subsets. Random sampling is used to provide a baseline.
Generally speaking, the sampled subsets from the middle
classes worked better than those from the lowest or highest
classes, regardless of the scoring methods. All the samplings
from the middle classes gave lower WER than the baseline,
and among these MS gave the best result of 2.4% relative
WER reduction. For the MS feature, a higher value meant
that the utterance sounds more like infant-directed. For
HMM training, however, it can be seen that utterances with
mid-range features are more useful than higher scoring utter-
ances that the authors presumed to be hyperarticulated. Ei-
ther hyperarticulation is not as useful in machine learning as
it is for human language learners, or the high MS score cap-
tures something other than hyperarticulation. The combina-
tion of F0, EN, and MS, which led to better classification of
infant- vs adult-directed speech, was also tested but did not
lead to lower WERs.

2. Large vocabulary results using Decipher

Both male and female triphone models were trained re-
spectively using 16 h of the sampled training set. In the
decoding, the system automatically decided which model to
use by comparing likelihood of Gaussian mixture models
�GMMs� associated with male and female speakers. The
male/female GMMs were trained from HUB5 and had 256
mixtures each. Table III shows the WER of the subsets from
the middle classes since this gave the best results in the HTK

small task experiments. As can be seen, the feature-based
sampling also results in lower WER than the baseline in this
experiment using the large vocabulary Decipher systems.
However, the LL criterion gives better results perhaps be-
cause of the match to the Decipher models.

TABLE II. Sampling criteria and resulting WER. The baseline WER was
41.4.

Scoring measure Lowest Middle Highest

LL 41.6 41.1 41.7
F0 41.3 41.0 41.1
EN 42.7 40.8 42.7
MS 41.1 40.4 41.9
F0+EN+MS 41.1 41.0 41.4

TABLE III. WER for large vocabulary recognition using Decipher.

Sampling measure WER

Baseline 26.1
LL 25.7
F0 25.9
EN 25.7
MS 25.9
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D. Sampling for two-stage training

Usually, acoustic models are trained using a locally op-
timal iterative method such as the EM algorithm.42 By using
an initial model trained on a subset of the data with better
separated classes �either prototypical instances or data from
the middle region only�, the final model may avoid problems
of local optima and require less training time �lower compu-
tational cost�. Thus, to improve efficiency and hopefully per-
formance, two-stage training methods are investigated. Fig-
ure 8 shows the procedure of conventional one-stage training
and proposed two-stage training. In these experiments, the
decision tree designed in stage 1 is fixed in stage 2, though
the distributions are re-estimated. The experiments are de-
signed to answer two questions: �1� Does two-stage training
with increased amounts of data in the second stage yield
improved performance over one-stage training? �2� Is it use-
ful to constrain model means to the prototypes learned ini-
tially and update only the variances? The second question
was motivated by work on child language acquisition show-
ing early learning of prototypical vowel sounds.

1. Results using HTK-based systems

For two-stage training, 48 h of training data were ran-
domly selected as a full set, using the same second stage
random sampling for all different initial models. Acoustic
models trained on the 16 h subset of the middle classes were
used as the initial model, and their parameters were updated
using two EM iterations in the second stage. Both the one-
stage and two-stage models had 2k states and 32 mixtures
per HMM state. Two types of EM training were conducted:
updating only variances vs updating all the parameters. Note
that the subset used to train the initial model was not added
in the second stage to keep the experimental condition the
same among the sampling methods excepting the parameter
initialization.

Table IV shows the WER. In the table, results of mean
only update are also shown for a reference purpose. The
baseline “one-stage” model was trained from scratch on the

Monophone

Triphone

Triphone
with GM

Triphone
with GM

Monophone

Triphone

Triphone
with GM

Train
Set 2

Train
Set

One-stage Training Two-stage Training

1st stage 2nd stage

Train
Set 1

FIG. 8. One-stage and two-stage training procedures.
48 h of the full set. While some models gave slightly better
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results when only variance or mean was updated, it was more
often better to update all parameters. When all parameters
were updated, all two-stage strategies improved performance
over the one-stage baseline, which supports the hypothesis
that initial training with better separated classes is helpful.
As before in the HTK-based experiments, the MS-based ini-
tialization gave the best result. The computation time of
these two-stage EM training was only 40% compared to one-
stage training.

2. Results using Decipher-based systems

The two-stage training strategy was also evaluated using
the Decipher system using 32 h of training data in the first
stage and 64 h in the second stage. The results are shown in
Table V. When the randomly sampled set was used in the
first stage, the WER was increased compared to the one-
stage baseline. On the other hand, there were small reduc-
tions in WER when the initial set was selected based on the
utterance features, suggesting that better initialization can
improve overall system performance. More significantly, the
cost of two-stage training is 65% of the one-stage approach.

VI. CONCLUSIONS

Motivated by insights from human language acquisition
and the high cost of transcribing speech when moving to a
new domain, the authors analyzed the characteristics of
speaking styles and investigated sampling methods for ASR.

The analyses were performed in the first half of the pa-
per using the MULTI-REG corpus and the motherese corpus.
While both the infant-directed and dictation utterances tend
to have more clearly articulated utterances and slower speak-
ing rates, the authors found that these appear on opposite
ends of a scale learned through MDS of the modulation spec-
trum. They also discovered the pitch-formant matching phe-

TABLE IV. WER of one vs two-stage training using HTK, with and without
update constraints.

Sampling Variance Mean All

One-stage 41.0
Random 41.6 40.9 40.9
LL 41.4 40.8 40.6
F0 40.6 40.8 40.7
EN 40.3 40.1 40.5
MS 41.5 40.4 40.1

TABLE V. WER of one vs two-stage training using Decipher.

Sampling WER

One-stage 23.8
Random 24.2
LL 23.6
F0 23.7
EN 23.7
MS 23.7
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nomenon in highly exaggerated infant-directed utterances.
The modulation spectrum was also shown to be useful in
automatic classification of speaking style.

In the second half of the paper, the authors have inves-
tigated sampling methods for ASR based on features used in
the analyses. For the small CTS task, it was shown that sam-
pling from middle range classes gave lower WER than from
lowest or highest classes for all of the utterance features.
Among the sampling criteria, the lowest WER �2.4% reduc-
tion� was obtained by mid-range sampling using a
modulation-spectrum-based feature. Sampling was useful in
both a small vocabulary simple HTK-based system and a
more complex large vocabulary Decipher system. While
acoustic measures did well with the HTK system, the better
matched likelihood criterion was most useful for the case
where a model is trained in advance.

In addition, sampling was useful for improving the train-
ing schedule, not only reducing the computational cost, but
also leading to gains in WER in some cases. In the two-stage
training experiment using HTK, it was shown that better per-
formance was obtained by initializing with a model trained
on data selected to include utterances near the mean of the
modulation spectrum. In other words, using lower variance
data in initializing the model is helpful. In addition, updating
all parameters was better than updating only variances. The
computational cost was about 40%–65% compared to the
conventional one-stage training. The cost savings may in-
crease in scaling to larger data sets, but there are issues to
explore related to incrementing model complexity. An open
question is how sampling interacts with discriminative train-
ing.
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