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Class 8: Computer Simulation: How, What, and Why?

In the last class in particular, but also in a number of previous classes, we’ve looked at the
results of computer simulations. In this class we will delve a bit deeper into what a computer
simulation is and why we use one. This class will touch on astronomy only at the end, and
will for most of the time focus on how to use computers in physics in general. As we will
see at the end, however, this will nonetheless provide useful insight into what we’re actually
looking at when we look at a computer simulation of astronomical phenomena.

I. Motivation: why do we use simulations in physics?

The first question to discuss when it comes to simulations is why we use them
in the first place. Isaac Newton didn’t need a computer. Nor did Einstein. So why do
we? One obvious answer is that most of us aren’t as smart as Newton or Einstein, but
that’s actually not the heart of the matter. The real question is what type of problem
we’re trying to solve, versus the types of problems they worked on.

Part of physics is fundamental physics, in the sense of using a mix of experiments
and theory to understand the basic laws governing the universe. This is for the most
part the type of physics Newton and Einstein did, and for the most part this type of
physics is not one where computers are really central. They are useful as calculation
aids and in working out consequences of theories, but this type of physics is really
mostly pencil and paper.

However, there is another aspect of physics, which is working out the conse-
quences of those basic principles, particularly in novel situations where past experience
and intuition is of little help, and coming up with high-level explanations for complex
phenomena. In this situation the underlying laws themselves are not in serious ques-
tion (though occasionally one discovers an unexpected problem), but the consequences
of those basic equations are far from obvious until one works them out.

One example of that in astrophysics is the discussions we’ve had of the behavior
of matter in stellar cores. The fact that it is possible for matter to become degenerate,
so that its pressure is much higher than one would naively guess, and that this behavior
is responsible for an entire class of star (white dwarfs) is a perfect example of an
inobvious conclusion drawn that follows from known, basic laws of physics. There
are numerous other examples in other areas of physics. For example, in solid state
physics, it turns out that the defining properties of metals – that they conduct heat
and electricity, that they are ductile, and that they are lustrous (i.e., they reflect
light well) – all follow from more or less the same physical principles that give rise to
degeneracy pressure in white dwarfs.

Some of this working out of inobvious consequences of basic physics can be done
by pencil and paper, but this pencil and paper work is often motivated and guided
by experiment. In the case of metals, it has been clear since antiquity that certain
solids have a common set of unusual properties, so the motivation was obvious. In
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astronomy, the existence of white dwarfs, and the need for a mechanism to explain
their properties, became obvious soon after the HR diagram was constructed.

This is where computer simulations come into play. We have complex phenom-
ena that we wish to understand in terms of known physical laws, and the challenge is
that the way in which the observed phenomena arise from those laws is far from clear.
Nature provides us with some experiments as guidance, and we can set up our own
experiments in the laboratory, but it is often the case (particularly in astrophysics)
that we want to know the results of experiments that we are not able to perform in
a laboratory because we do not have the necessary technical ability, or because the
cost would be prohibitive. For example, we cannot produce any substantial amount of
degenerate matter on Earth.

This is where a compute comes in: in some cases we can’t make the system we’re
interested in on Earth, but we can make a computer representation of it. Since the
underlying physical laws are known, we can use them to figure out how the represented
system will behave, in effect replacing an experiment in vitro with one in silico. This
can serve to guide our intuition and model-building just as a laboratory experiment
would, with the ultimate goal of producing high-level explanations, or approximate
pencil and paper models. This is the main motivation for computer simulations in the
world of physics.

I should also note that, while this is the main motivation in physics, or in most
other sciences, it is not the main motivation for all simulations. Indeed, in engineering
applications the goals of simulations are often subtly different. The goal is not insight
into basic principles or the behavior of some complex phenomenon, so much as the goal
is to characterize and predict the behavior of some particular system, either for the
purposes of planning or design. Applications like this is where simulations got their
start. The first large-scale uses of computer simulation were as part of the Manhattan
Project, where they were used to help design the first atomic bombs. Many of the
simulation techniques that are today part of the toolkit of any computational physi-
cist were invented in the weapons labs, and to this day some of the largest simulation
projects are classified work done on weapons design.1

II. Construction: how does one go about building a simulation?

1Undoubtedly the greatest pioneer of this work was John von Neumann, a Hungarian-born Jewish math-
ematician who moved to the United States in 1930 and invented much of the field we now call numerical
analysis while at Los Alamos. He was part of a group of brilliant physicists and mathematicians from Hun-
gary who moved to the United States around this period, and became known as “The Martians”, because
their incredible scientific abilities were (jokingly) taken as a sign that they were descended from a Martian
scout force that had landed in Budapest around 1900 and impregnated a number of local women, before
leaving again after deciding that Earth did not suit their needs. von Neumann was a child prodigy who at
age 6 could divide 8-digit numbers in his head, and by age 19 had published two ground-breaking papers in
mathematics. In addition to being one of the founders of numerical analysis and computing, he also made
fundamental contributions to quantum mechanics, invented the field of game theory, and invented the idea
of self-replicating automata – the latter several decades before the discovery of DNA. As part of his work on
self-replicating systems, in 1949 von Neumann also designed the world’s first computer virus.
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A. Computer capabilities

Now that we’ve understood why one might want to use a computer to
perform “numerical experiments”, we can turn to the question of what is actually
involved in building a computer simulation. What are the steps involved? What
choices do simulation designers have to make along the way?

To understand how a simulation is constructed, we first have to understand
what a computer is, and what it can do. As its basic level, a computer really only
has four capabilities. First, it is a calculator, in the sense that it can perform
the basic arithmetic operations plus, minus, multiply, and divide, and that it
can do those very fast. A subtle but important point is that these are the only
mathematical operations a computer (or, for that matter, a calculator) can do.

So how can your calculator compute something else, for example a square
root or the sin of a number? The answer is that it is possible to write these
operations as a series of steps involving only the four basic arithmetic operations.
Take the example of the sin function. One can show using a mathematical method
called Taylor expansion that the sin of a number x can be written out as

sinx = x− x3

6
+

x5

120
− x7

5040
+ · · · .

This formula provides a way to calculate something like a sin to whatever degree
of precision is desired using only arithmetic operations. In fact, this is more or
less what a computer or calculator does when you ask it compute a sin. We will
make use of a similar capability to construct our computer simulations.

The second major capability of a computer is that it can store and retrieve
large collections of numbers with great speed. The implications of this are a bit
subtle. Most obviously, a computer can hold a column of numbers representing
something of interest – say a set of positions and corresponding measurements of
the speed of the wind at those positions – and perform any of the basic arithmetic
operations on them. More subtly, we can use a list of numbers to represent
instructions for things a computer should do. For example, the number 1 might
be an instruction to add, the number 2 an instruction to subtract, the number 3
might be an instruction to forget what is currently stored in memory, the number
4 might be an instruction to retrieve something from a location in memory, and
so forth. This makes it possible to encode a large set of steps to be performed
as a large set of numbers, which a computer can remember and then execute.
A device for turning human-readable instructions into something a large set of
numbers that encode actions to a computer is called a compiler.

The third capability is input and output. Specifically, computers can take
numbers that they have stored in memory and display them for human consump-
tion in one of several ways (as numbers on a screen, on a printout, via some
graphical representation like a graph), and they can receive input from humans
(in the form of keyboard or mouse commands, for example) or from other external
data sources (for example sensors).
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B. Example problem

OK, given these capabilities, how do we built a computer simulation? To
make this discussion concrete, let’s consider a concrete example: cooking. We
are going to heat up a frying pan at the center by applying heat to its back,
and we would like to figure out how the temperature of the frying pan will vary
from one position within the pan to another, and over time. This is obviously
not something with a lot of physics applications, and it is not something we need
a computer to do (it turns out the governing equations can be solved on pencil
and paper, so a computer is not needed), but this problem can nonetheless serve
as a useful way of understanding what’s actually under the hood in a computer
simulation.

The first step in building a computer simulation of any physical problem
is to figure out what underlying physical processes we want the simulation to
include and encode. In the case of the frying pan, the important physical process
is thermal diffusion: the flow of heat from warm to cold. This process is described
by a type of equation called a partial differential equation, and formally it can be
written as follows:2

∂T

∂t
=

1

C

(
dQ

dt
+ κ∇2T

)
.

It’s not important for the purpose of this class that you understand the
mathematical meaning of these statements. An intuitive understanding will do.
Our goal is to know the temperature T of the pan. The temperature will vary
both in time, and with position within the pan – intuitively, we expect the region
closest to where the flame is applied to be the warmest, and the regions farthest
from the flame to be the coolest. The symbol ∂T/∂t means the rate at which the
temperature is changing at a fixed position, so the equation is a description of the
rate at which the temperature changes in at each position.

The symbols on the right hand side describe the factors that cause the
temperature to change. The quantity dQ/dt represents the rate at which heat
is being added to the pan by the flame. It can vary with position, of course,
and also with time (we could turn the flame on and off, for example). The term
κ∇2T represents the rate at which heat diffuses through the pan from one point to
another.3 The quantity κ represents the thermal conductivity of the pan. A high
value of κ corresponds to a material that will produce a lot of heat flow for a small
gradient in temperature, and thus is a good conductor. A small value corresponds
to a material that produces little heat flow even for a large temperature gradient,
and thus is an insulator. Finally, the quantity C is the heat capacity, which
describes how the temperature of a material depends on its heat energy, and vice

2For those who watched Copenhagen: another name for this equation is the diffusion equation. It’s the
equation that Bohr and Heisenberg go back and forth about regarding the solution for uranium-235 versus
uranium-238, where Bohr points out that Heisenberg failed to estimate the correct critical mass for the
atomic bomb by failing to solve the diffusion equation for pure uranium-235.

3The operator ∆2 means to take the second derivative with respect to position at fixed time, for those
keeping score at home.
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versa. Both C and κ are fixed properties that depend on what the frying pan is
made of.

This equation will describe the behavior of our system. To complete spec-
ification of the problem, we need to know what the pan is made of, and thus
its heat capacity C and conductivity κ. We also need to know where and when
the flame is being applied, dQ/dt. Once we know these, we are ready to build a
computer simulation.

C. Discretizing

The ultimate goal in building a computer simulation for this system is to
take our system and the equations describing it and do the same thing as with
the sin function: find a way of expressing the evolution in terms of the four basic
arithmetic operations that a computer can do. This process is know as discretizing
the equations.

We first have to represent the system we’re interested in. A real frying
pan has an infinite (or close to infinite) number of positions within it, but of
course my computer has only finitely much memory, so I need to approximate
that infinite, continuous system with a finite number of elements. There are
uncountably many possible ways to do this, but one of the simplest approaches
is just to draw a uniform rectangular grid on the pan and measure the average
temperature Tij in cell Tij of the grid. Figure 1 shows an example. Obviously
one would have to do something more complex to handle a non-rectangular frying
pan, and the example shown of a 4 × 6 grid would be too coarse to be of much
use. Nonetheless, the basic principle is the same.

We have therefore taken our continuous problem and partially reduced it
to a discrete one. We want to know the average temperature in each cell, and
we need to come up with a set of arithmetic operations governing the behavior
of these cells. That is, we need to take the right hand side of our equation above
and turn it from operations involving derivatives that computers don’t understand
into operations involving arithmetic that computers do.

How to do this is a problem in mathematics that falls within the sub-field
called numerical analysis. We will not go through this in detail, of course, but the
basic idea is that you can show that certain arithmetic rules have the property
that, as the grid becomes finer and finer, the results of using them get closer and
closer to the results of the continuous, exact mathematical result. One example
of such a discretization is4

∂Tij
∂t

=
1

C

[
dQij

dt
+

κ

∆x2
(Ti−1,j + Ti+1,j + Ti,j−1 + Ti,j+1 − 4Tij)

]
.

The right hand side now represents a set of arithmetic operations. The
quantity dQij/dt just represents the rate at which heat is being added to cell
(i, j), while Tij and Ti−1,j, Ti+1,j, Ti,j−1, Ti,j+1 are the average temperature in a

4For simplicity here I’ve assumed that ∆x = ∆y, so the grid cells are square.
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Figure 1: A discrete grid representation of a (rectangular) frying pan. The pan has been
divided into a 4× 6 grid of cells, each of width ∆x and height ∆y, numbered as shown. The
entire pan is a width Lx long and a height Ly high.

particular cell and its neighbors on all four sides. Thus if one were given a grid
of cell values, and a grid of heating rates, one could go about evaluating the right
hand side of this equation using nothing but the basic arithmetic operations. If
one were inclined to do so, and nothing better to do, one could even go do it on
pencil and paper instead of a computer.5

So far so good, but of course time is continuous as well, and poses the
same problem as continuous space. There are only 24 cells, but I can store an
infinite number of sets of 24 numbers, so I have to pick what times I’m interested
in, and make discrete steps in time. That is, instead of trying to measure Tij at

all times, I’ll settle for knowing it at times T
(0)
ij , T

(1)
ij , T

(2)
ij , . . ., corresponding to

times t0, t1, t2, . . ., where we’ll define ∆t = t1 − t0 = t2 − t1 = · · ·. Thus the
equation must be discretized in time as well. As with the discretization in space,
many discretizations are possible, all sharing the property that, as the times used
get closer and closer together, the results get closer and closer to the continuous
case. One example is

T
(n+1)
ij − T (n)

ij

∆t
=

1

C

dQ(n)
ij

dt
+

κ

∆x2

(
T

(n)
i−1,j + T

(n)
i+1,j + T

(n)
i,j−1 + T

(n)
i,j+1 − 4T

(n)
ij

)
5This is in fact consistent with the original usage of “computer”, which originally referred to a person

whose job it was to carry out laborious and tedious hand calculations. This usage is surprisingly old.
According to wikipedia, the first recorded usage of the term is 1613.
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T
(n+1)
ij = T

(n)
ij +

∆t

C

dQ(n)
ij

dt
+

κ

∆x2

(
T

(n)
i−1,j + T

(n)
i+1,j + T

(n)
i,j−1 + T

(n)
i,j+1 − 4T

(n)
ij

)]
.

The second equation here is just an algebraic rearrangement of the first.

Once one steps back from math panic and looks at the second equation, one
sees that it is actually a pretty simple rule for how to get the average temperature
T

(1)
ij in cell (i, j) at time 1 given the temperatures at time 0, the heating rate
dQ/dt at that time and in that cell, the size of the grid cells and the time step,
and the constants C and κ that depend on what the frying pan is made of. The
rule just involves adding, subtracting, multiplying and dividing these quantities.
Again, one could carry out all these operations by hand if necessary.

However, we’ve now build the bones of a simulation. We start with initial
conditions, giving the starting temperatures at every point. We also need to spec-
ify the material properties κ and C, and the heating rate dQ/dt at every point
and time.6 Given these ingredients, the equation above is a rule for how to get the
temperatures in every cell at the next time in terms of the specified quantities.
Of course we can then do it again to get the temperatures at the next time, and
so forth, for as long as we want to run the computer program. That’s a simulation.

D. Running and interpreting

The final step in simulations is to actually perform them and to examine
and interpret the results. Performing them involves writing a computer program
to execute the necessary mathematical steps. Because these may be very labo-
rious and slow, even on a computer, these programs are often large and involve
parallelism, vectorization, or other advanced computer science techniques.

Once a simulation has been run, the results must be understood. The
output is generally just a series of numbers. For our example of thermal diffusion,
the output will be a set of temperatures in every cell at every time step (for
whatever time steps we choose to store – it is common practice in simulations to
save disk space and disk writing time by only storing the output every so often).
The first step in making sense of this is usually visualizing, i.e., taking the output
tables of numbers and creating a graphical representation of them. This may
be an image for a single time step, or a movie of multiple time steps. For more
complex simulations, there may be more complex visualization. For example, for
3D simulations, it is common to create “fly-throughs” that show the perspective
of a camera moving through the 3D output.

These visualizations may be complemented with quantitative measure-
ments of some quantity of interest that can be computed once the solutions known.
For example, for the frying pan I may be interested in knowing how long it takes

6One additional subtlety is that we also need to specify what are called boundary conditions, which
describe what happens at the edge of the frying pan. For example, can heat leave it, or not?
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for the average temperature in the pan to be high enough to cook my dinner.
Thus I can compute the average temperature in every time step, and figure out
which one is the first where the temperature meets my requirements.

E. The art of designing simulations

If we look at this example, we can see that we made a number of choices
along the way, all of which collectively constitute the art of designing computer
simulations. First of all, there are choices about what physical processes to in-
clude or exclude. The equation we used, the equation of thermal diffusion, is
only an approximate equation. It’s a very, very good approximation in many
circumstances, but it’s not exact. Thus the first step is to decide whether it’s a
good enough approximation for the problem in which we’re interested. It almost
certainly is for any terrestrial frying pan, but there are certainly circumstances
where the diffusion equation is not a good description of heat flow.

The second decision was in how to cut up space and time into discrete
chunks. The strategy of drawing a uniform mesh of square cells is only one
possibility. For example, for a circular pan it might make more sense to break
things up into polar coordinate sections, like the divisions on a dartboard. Or
there might be reasons to put finer cells in some regions than others, or to use
a non-uniform mesh. Moreover, even once we’ve decided to use a uniform mesh,
we still have to choose how many cells to put in it. This is a tradeoff between
accuracy of the solution and amount of computer time and memory we wish to
invest. There is an analogous choice to make about resolution in time as well as
space. Smaller time steps yield a more accurate, more highly resolved solution,
but cost more time to compute.

The third decision is, once the discretization of space and time is set, how
to discretize the equations. We wrote down one example, but that’s only one out
of an infinite number of possible discretizations that all have the property that, in
the limit of infinite resolution, they converge to the right answer. However, this
does not mean that all methods are created equal. Some converge more rapidly
than others, and thus get closer to the true answer for less computational cost.
Some strategies are good for some types of problems but not others. Some will
only converge on a certain subset of problems, or only if certain conditions (for
example on the size of the time step) are met. Indeed, the discretization we wrote
down for the thermal diffusion equation turns out to be a pretty bad one. Coming
up with strategies for discretizing equations is part of what applied mathemati-
cians do, and in designing a simulation one must either select from the menu of
published methods already described, or come up with a new one.

III. Limitations: what can and can’t simulations do?

Simulations are a powerful tool, but it is important to understand their limi-
tations. As with all computing, the rule of simulations is “garbage in, garbage out”.
That is, a simulation is only as good as the inputs. An obvious part of those inputs
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is the physical parameters and initial conditions. In our example, the specific heat
and conductivity of the frying pan, the heating rate from the flame, and the initial
temperature distribution all make a difference, and the answer may be more or less
sensitive to these parameters. For parameters to which it is very sensitive, one has to
know the correct value to input to high precision to get a meaningful result.

Inputs include not only parameters, but also the choice of what physical laws
are included in the simulation. For example, the diffusion equation is a very good
approximation for the flow of heat through a frying pan, but would fail completely to
describe the flow of heat through the air, because in the air heat is moved primarily
by convection, not conduction. One needs to understand the physics correctly in order
to build a correct simulation.

Finally, even if the parameters and physical laws being modeled are correct, it
is important to remember that a simulation only represents an approximation to the
exact solution. There is no single metric for judging whether a given approximation
solution is “close enough”. It depends on what the goal is, and on the particular
problem. One of the most difficult aspects of simulation work is understanding the
uncertainties – how far from the true answer is a given simulation result likely to be,
and is this close enough for the intended purpose. This area of numerical work is called
uncertainty quantification.

IV. Applications in star formation

The reason for covering this material in our class is that star formation, and the
study of the interstellar medium more generally, is one of the most computationally-
focused areas of astrophysics. Almost all major results have emerged in part or in whole
through the use of computer simulations. This is partly due to the sheer complexity
of the problem of the interstellar medium. Interstellar gas is a magnetized, radiating,
self-gravitating fluid, and this set of physical processes is so large and daunting that
it is hard to make progress without simulations. This is exactly the case we discussed
at the beginning of the class: analyzing a physical system where the underlying laws
are known, but the complexity is such that the qualitative behavior is extremely hard
to predict simply from those laws. Computer simulations are used to deduce that
qualitative behavior instead.

In the final class, we will discuss two major areas of research on the topic of
how stars form, and simulations will play a large role in those stories.
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