
Astronomy 220B: Star and Planet Formation

Class 14 Notes: Protostellar Disks I: Observations and Formation

We now zoom in even further on the star formation process, and examine the dominant
circumstellar structures found around young stars: accretion disks. We will spend two
classes on this subject. In the first we will discuss the observational phenomenology of disks,
and then start on a discussion of theory by asking why disks form and what properties we
expect them to have. The second class on disks will discuss disk evolution, mass accretion,
and disk-driven outflows. We will then spend two classes on the stars at the centers of disks
before returning again to the disks and asking how they are cleared and the tail end of the
star formation process.

I. Observations of protostellar disks

There are a wide range of observational techniques for studying the properties of disks
around young stars, and we will certainly not exhaust the list during this class. We
will focus on a few of the most widely used methods, and develop an understanding of
how they work and what we can learn from them.

A. Optical detection

The first idea that might occur to an astronomer who wants to study disks would
be to work in the optical. The main challenge to that is that for the most part
disks do not emit optical light, because they are for the most part too cool. This
leaves only a couple of options in the optical. One is that we can detect the disk
in scattered starlight. This is very hard, because the light is very faint, and the
geometry has to be just right. There are a few examples of this.

The other possibility for the optical is to work in absorption. This requires a
bright, extended background source against which the disk can be detected in
silhouette. Fortunately, massive young stars produce H ii regions, which are
bright diffuse sources, and can provide a nice backlight for absorption work. The
most spectacular examples of this technique are in the Orion Nebula.

[Slide 1: HST disk images, from the HST website]

In this case, since we are working in optical, we get excellent spatial resolution.
The disks we see in this case are typically hundreds of AU in size. In such images
we can also see very clearly that protostellar jets are launched perpendicular to
the disks, confirmed the central role of disks in producing them. We’ll discuss
this phenomenon more in the next class.

While the optical offers spectacular pictures, its restriction to the cases where we
have favorable geometry, a nice backlight, or some combination of the two limits
its usefulness as a general tool for studying disks.
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B. Dust emission in the infrared and sub-mm

A much more broadly used technique is to detect the dust in a disk in the infrared
or sub-mm. As we discussed back at the beginning of the class, young stars often
show significantly more IR and sub-mm emission that would be expected from
a bare stellar photosphere. The natural candidate for producing this emission is
warm dust grains near the star. The fact that we see the stellar photosphere at
all, and that it is often not significantly reddened, implies that the grains cannot
be in any sort of shell or spherical distribution. A disk is the natural candidate
geometry.

[Slide 2: T Tauri star SEDs (Pontoppidan et al. 2004)]

When I first taught this class, observations in the IR and sub-mm were always
unresolved. That is starting to change, and will change even more as ALMA
continues to grow in power. Nonetheless, to fully interpret these images, we
require an understanding of the wavelength-dependence of the emission, and this
leads us to the optic of understanding the spectral energy distributions of disks,
either spatially resolved or unresolved.

[Slide 3: disk around L1527, Tobin+ (2012)]

We will start with a very simple model. Consider a geometrically thin disk of
material of surface density Σ($) and temperature T ($) beginning at a radius
$0 around the star and extending out to radius $1. The dust has opacity κλ at
wavelength λ. The entire disk is inclined relative to our line of sight at angle θ.
The flux we receive from the disk at wavelength λ is

Fλ =
∫
Iλ dΩ, (1)

where Iλ is the intensity emitted by a portion of the disk at wavelength λ, and
the integral goes over the solid angle Ω occupied by the disk.

To evaluate this, note the ring of material at radius $ has an area 2π$ d$.
It is inclined relative to the line of sight by θ, however, so its projected area is
2π$ cos θ d$. The case θ = 0 corresponds to the ring being seen perfectly face-on,
and the case θ = 1 corresponds to perfectly edge-on, and gives 0 in the limit of an
infinitely thin disk. This is the projected area, and to covert this to a projected
solid angle we divide by D2, where D is the distance to the disk. Thus the flux is

Fλ =
2π cos θ

D2

∫ $1

$0

Iλ($)$d$. (2)

To make further progress we must specify the intensity, which is a function of Σ
and T . The optical depth of the disk will be

τλ =
κλΣ

cos θ
(3)

Note that the inclination factor cos θ appears on the bottom here, as it should: for
θ = 0, face-on, we just get the ordinary surface density, but that gets boosted as
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we incline the disk. As discussed earlier (and at length in the radiative processes
class), the intensity produced by a slab of material of uniform temperature T and
optical depth τλ is

Iλ = Bλ(T )
(
1− e−τλ

)
, (4)

where Bλ(T ) is the Planck function. Plugging this in, we have

Fλ =
2π cos θ

D2

∫ $1

$0

Bλ(T )
[
1− exp

(
− κλΣ

cos θ

)]
$d$. (5)

For a given disk model it is clearly straightforward to evaluate this integral to
obtain the emitted flux. However, the model is underspecified, in the sense that
we are fitting only one function, Fλ, and we have two free-functions to use: T ($)
and Σ($). This is even if we assume that the opacity is known, which we will see
is not a great assumption.

In order to deduce things like Σ and T we need to have a physical model of how
the disk behaves, and to deduce either Σ, T , or a relationship between them in
order to obtain strong constraints on either one from an observed SED. In general
such models can be quite complicated, because the disk’s temperature distribution
depends on both internal heating via viscous dissipation, and external illumination
due to the star. The homework includes simple viscous heating model. Even
without such a sophisticated model, however, it is possible to learn very interesting
things simply from the behavior of the flux in certain limits.

1. The optically thick limit

First, suppose that the disk is optically thick at some wavelength, i.e. τλ =
κλΣ/ cos θ � 1. This is likely to be true for shorter (e.g. near-IR) wave-
lengths, where the opacity is high, and where most emission is coming form
close to the star where the surface density is highest. In this case it is rea-
sonable to set the exponential factor to 0, and we are simply left with the
integral of the Planck function of the disk temperature over radius.

Note that in this limit Σ drops out, which makes intuitive sense: if the
disk is optically thick then we only get to see its surface, and adding or
removing material beneath this surface won’t change the amount of light we
see. Substituting in the Planck function, in the optically thick case we now
have

Fλ =
4π cos θ

D2

hc2

λ5

∫ $1

$0

$

exp[hc/(kBT )]− 1
d$. (6)

If we further assume that the temperature varies with radius as a powerlaw,
T = T0($/$0)−q, then we can evaluate the integral via the substitution

x =

(
hc

λkBT0

)1/q
$

$0

, (7)
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which gives

Fλ =
4π cos θ

D2

hc2

λ5

(
$0

x0

)2 ∫ x1

x0

x

exp(xq)− 1
dx (8)

=
4π cos θ

D2

hc2

λ5

(
hc

λkB$
q
0T0

)−2/q ∫ x1

x0

x

exp(xq)− 1
dx, (9)

and x0 and x1 are obtained by plugging $0 and $1 into the expression for x.

If we look at the part of the SED where emission is dominated neither by
the inner edge of the disk nor the outer optically thin parts, which will be
the case over most of the IR, then we can set x0 ≈ 0 and x1 ≈ ∞ in the
integral. In this case the integral is simply a numerical function of q alone.
Since the integral then does not depend on the wavelength, our expression
for Fλ immediately tells us the wavelength-dependence of the emission:

λFλ ∝ λ(2−4q)/q. (10)

Conversely, this means that if we observe the SED of the disk at relatively
short wavelengths, for example near-IR, we can invert the wavelength depen-
dence to deduce how the temperature falls with radius. If we also know the
distance D and the inclination θ, we can also clearly deduce the combination
of variables $q

0T0 from the observed value of Fλ.

2. The optically thin limit

Now let us consider the opposite limit, of an optically thin disk. This limit is
likely to hold at long wavelengths, such as far-IR and sub-mm, where the dust
opacity is low, and where most emission comes from the outer disk where the
surface density is low. In the optically thin limit, we can take

1− exp
(
− κλΣ

cos θ

)
≈ κλΣ

cos θ
, (11)

and substituting this into our integral for the flux gives

Fλ =
2π

D2

∫ $1

$0

Bλ(T )κλΣ$d$. (12)

Note that in this case the inclination factor cos θ drops out, which makes
sense: if the disk is optically thin we see all the material in it, so how it is
oriented on the sky doesn’t matter.

Even more simplification is possible if we concentrate on emission at wave-
lengths sufficiently long that we are on the Rayleigh-Jeans tail of the Planck
function. This will be true for most sub-mm work, for example: at 1 mm,
hc/(kBλ) = 14 K, and even the cool outer parts of the disk will be warm
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enough for emission at this wavelength to fall into the low-energy powerlaw
part of the Planck function. In the Rayleigh-Jeans limit

Bλ(T ) ≈ 2ckBT

λ4
, (13)

and substituting this in gives

Fλ =
4πckBκλ
D2λ4

∫ $1

$0

ΣT$ d$. (14)

Note that, again, all the wavelength-dependent terms are now outside the
integral, and we therefore again expect to be able to predict the wavelength-
dependence of the emission without knowing anything about the disk’s den-
sity or temperature structure. If the dust opacity varies as κλ ∝ λ−β, then
we have

λFλ ∝ λ−3−β. (15)

This is a particularly important result because it means that we can use the
sub-mm SED of a protostellar disk to measure the wavelength-dependence of
the dust opacity. In the ISM, β is generally observed to be 2 in diffuse regions,
going down to ∼ 1 as we go to dense regions. The powerlaw index describing
how κλ varies with λ is determined primarily by the size distribution of the
dust grains, with larger grains giving smaller β. This means that reductions
in β indicate grain growth, an important prelude to planet formation.

One big caveat here is that this only applies in the optically thin limit, and at
shorter wavelengths one is probing closer to the star, where the gas is closer
to optically thick. This can fool us into thinking we’re seeing grain growth.
To see why, note that for β = 1−2, the typical values for non-disk interstellar
grains, we expect λFλ to vary as a powerlaw with index between −4 and −5
in the optically thin limit. Smaller β, which we expect to occur when grains
grow, would make this value shallower.

However, recall that in the optically thick limit λFλ ∝ λ(2−4q)/q, where q is
the powerlaw index describing how the temperature varies with radius. The
value of q depends on the thermal structure of the disk, but for observed
optically thick sources values of q in the range 0.5−1 are commonly inferred.
In this case λFλ varies as a powerlaw with index between 0 and −2. In other
words, a transition from optically thin to optically thick also causes the SED
to flatten. Thus, when we see a flattening, we have to be very careful to be
sure that it is due to changes in the grain population and not in the optical
depth.

The best way to get around this is with spatially resolved observations, which
are possible in the mm using interferometers. This lets us look at a single
radius in the disk, thereby getting rid of the effects of radial temperature
variation.
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3. Mass estimates

By combining the optically thin and optically thick parts of these curves, it
is also possible to obtain estimates of the mass of disks, provided that we
think we understand the properties of the dust. The general procedure is to
observe the disk in the IR, where it is assumed to be optically thick.

[Slide 4: SEDs of T Tauri stars (Beckwith et al. 1990)]

As discussed earlier, this lets us figure out q and $q
0T0. This means that the

temperature distribution T ($) can be considered known. If one plugs this
into the equation for the optically thin flux,

Fλ =
4πckBκλ
D2λ4

∫ $1

$0

ΣT$ d$, (16)

then the only remaining unknowns are κλ and Σ. If one assumes a known κλ
(a questionable assumption), then Σ is the only unknown.

The problem in this case is no longer underdetermined. The flux Fλ is one
known function, and it determined the unknown function Σ($) uniquely
through an integral equation. This can be solved numerically to obtain Σ($),
which in turn gives the disk mass. Typical T Tauri disk masses determined
via this technique range from 10−3 − 10−1 M�, although with an obviously
large uncertainty coming from the unknown grain properties, and from the
need to convert a dust mass into a total mass.

C. Line emission

The optical and IR / sub-mm continuum techniques both target the dust, but
they do not directly tell us about the gas in disks, which dominates the mass. To
observe the gas we must detect line emission. The lines detected can be in the
infrared, which will mostly tell us about the warm portions of the disk very close
to the star, or in the radio / sub-mm, which can tell us about the cool material
far from the star.

For the former case, lines that have been detected include the vibrational and
ro-vibrational transitions of CO, OH, water, and molecular hydrogen. These
generally probe regions within a few tenths of an AU of the star, simply because of
the high temperatures required for the upper levels to be significantly populated.
One particularly important use of these techniques is to infer the inner radii
at which disks become truncated. Since this is line emission, we determine the
velocity of the gas. If we assume that rotation near the star is Keplerian, and we
can measure the stellar mass and inclination by other means, then the maximum
measured rotation velocity directly tells us innermost radius at which there is a
dense disk. Using this technique suggests that disks are truncated at inner radii
of ∼ 0.04 AU.

[Slide 5: inferred disk radii from CO vibrational lines (Najita et al. 2007)]
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For the sub-mm and radio, detections have mostly involved CO and its isotopo-
logues. The main advantage of this data, as opposed to the dust continuum,
is that we obtain kinematic information. This can then be used to determine
whether the (usually) poorly-resolved objects we see in the continuum have a
velocity structure consistent with Keplerian rotation. The number of sources for
which this analysis has been done is not large, but it is growing.

[Slide 6: kinematics of the L1527 disk, Tobin et al. (2012)]

D. Outflows

In addition to observing the disks themselves, we can observe the outflows that
they drive. Outflows were first noticed in the 1950s based on optical observations
by Herbig and Haro, working independently. The class of objects they discovered
are known as Herbig-Haro, or HH, objects in their honor. HH objects were first
seen as small patches of optical emission containing both continuum and a number
of lines, most prominently Hα. The Hα indicates the presence of ionization, but,
unlike the large ionized regions generated by massive stars, where all species are
highly ionized, HH objects also show signs of emission from neutral or weakly
ionized species such as O i and N ii.

The standard interpretation of this sort of ionization structure is that we are
seeing a fast shock. The shocked material is ionized, producing Hα emission as it
recombines. Both upstream and downstream of the shock itself, however, there
is neutral material that is warm, either because it has had a chance to recombine
but not to cool (for the downstream gas) or because it has been pre-heated by
radiation from the shock (for the upstream gas). This produces the neutral or
weakly ionized emission lines.

More sensitive measurements in the 1970s revealed that the bright emission knots
Herbig and Haro saw are in fact connected by linear structures that also emit in
optical, just with lower surface brightness. We can also see bow shocks at the
heads of jets, where the plough into dense molecular gas.

[Slide 7: images of HH objects, taken from the HST web page]

Today our interpretation of the HH knots is that they are locations where the jet
has either encountered a dense region of interstellar material, producing a strong
shock and bright emission, or where some variation in the velocity or mass flux
being launched into the jet has caused an internal shock. The weaker emission
in between the knots is caused by the interaction of the jet with a lower density
environment. One can also detect this component in radio free-free emission,
produced by electrons in the jet plasma.

The HH objects move fast enough to produce noticeable shifts in position and
/ or brightness over spans of ∼ 10 years. The inferred velocities are typically
hundreds of km s−1. These velocities are also consistent with what we infer from
Doppler shifts in cases where the jets is partly oriented toward us.
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[Slide 8: time lapse HH object movie, Watson et al.]

An important point is that these HH jets are usually bipolar, meaning that there
is a clear driving star at the base of two HH objects propagating in opposite
directions. Sometimes the knots of emission are even mirror symmetric, suggest-
ing that they are produced by variations in the outflow velocity or mass flux
originating at the point where the jet is launched.

[Slide 9: HH212, Zinnecker et al. (1996)]

Estimates of the density of the outflowing material based on models of the shocks
suggest mass fluxes that range from 10−6 M� yr−1 in class 0 sources, dropping to
10−8 − 10−7 M� yr−1 for classical T Tauri stars / class I sources. The inferred
momentum flux is therefore of order 10−6−10−3 M� km s−1 yr−1. These estimates
are quite uncertainty however, since they are based on shock diagnostics, and tell
us relatively little about the material in between the bright HH knots.

Optical and near-IR emission traces the regions where strong shocks heat the
gas enough to excite transitions at these wavelengths. However, the jets of fast
moving material only show the tip of the iceberg as far as the outflow is con-
cerned. Observations in molecular lines reveal that narrow optical HH jets are
accompanied by a much wider-angle, slower-moving, and more massive molecular
outflow.

[Slide 10: HH111 optical plus radio, McKee & Ostriker (2007)]

Molecular observations show large masses of molecular gas moving at ∼ 10 km
s−1 – the velocity is based on the Doppler shifts of the molecular lines used to
observe the outflow. Again, we generally see a bipolar morphology. Depending on
the outflow direction, this can consist of two lobes pointing in opposite directions
on the sky, two lobes in the same position on the sky but with distinct red- and
blue-shifted components, or some combination of the two.

Despite their lower velocities, these wind components actually contain the bulk of
the outflow momentum, typically 10−4− 10−1 M� km s−1 yr−1, depending on the
luminosity of the driving source. The molecular outflows are thought to consist
primarily not of material ejected directly by the launching mechanism, but of am-
bient gas that has been swept up by this gas as it flows outward. The interaction
is via shocks that can radiate, so energy is not conserved, but momentum is. This
entrainment explains why the velocities of this material are so low compared to
the material in the jets.

II. Disk formation

OK, we now know that disks exist, and that they drive outflows. Can we make sense
of the properties of the disks and the launching of outflows? We’ll start our discussion
with the question of how and why disks form in the first place, before discussing how
matter moves through disks and how outflows work in the next class.
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A. The angular momentum content of cores

We’ll begin with observations: what do we know about how rapidly cores rotate?
To determine this observationally, one maps a core in an optically thin tracer and
measures the mean velocity on every line of sight through the core. If there is a
systematic gradient in the mean velocity, that is indicative of some net rotation.
Doing this for a sample of cores yields a distribution of rotation rates.

[Slide 11: velocity gradient map, Goodman et al. (1993)]

It is most convenient to express the resulting distribution dimensionlessly, in terms
of the ratio of kinetic energy in rotation to gravitational binding energy. If the
angular velocity of the rotation is Ω and the moment of inertia of the core is I,
this is

β =
(1/2)IΩ2

aGM2/R
, (17)

where a is our usual numerical factor that depends on the mass distribution. For
a sphere of uniform density ρ, we get

β =
1

4πGρ
Ω2 =

Ω2R3

3GM
(18)

Thus we can estimate β simply given the density of a core and its measured
velocity gradient. Observed values of β typically a few percent.

[Slide 12: observed core rotation rates, Goodman et al. (1993)]

This implies that cores are not primarily supported by rotation. In fact, we can
understand the observed rotation rates as being a property of the turbulence. Al-
though cores are primarily thermally-supported, they do still have some turbulent
motions present at transsonic or subsonic levels. Since most of the power in this
turbulence is on large scales, there is likely to be a net gradient.

Burkert & Bodenheimer performed the experiment of generating random turbu-
lent velocity fields with a variety of power spectra, and seeing what they would
look like to an observer. Analyze a large number of random realizations like this
produces a β distribution that agrees very well with the observed one.

[Slide 13: velocity dispersions from Gaussian-random turbulence, Burk-
ert & Bodenheimer (2000)]

[Slide 14: distribution of β values from turbulence, Burkert & Boden-
heimer (2000)]

B. Rotating collapse: the hydrodynamic case

Given this small amount of rotation, how can we expect it to affect the collapse?
Let us take the simplest case of a cloud in solid body rotation at a rate Ω. Consider
a fluid element that is initially at some distance r0 from the axis of rotation. We
will consider it to be in the equatorial plane, since fluid elements at equal radius
above the plane have less angular momentum, and thus will fall into smaller radii.
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Its initial angular momentum in the direction along the rotation axis is j = r2
0Ω. If

pressure forces are insignificant for this fluid element, it will travel ballistically, and
its specific angular momentum and energy will remain constant as it travels. At its
closest approach to the central star plus disk, its radius is rmin and by conservation

of energy its velocity is vmax =
√

2GM∗/rmin, where M∗ is the mass of the star
plus the disk material interior to this fluid element’s position. Conservation of
angular momentum them implies that j = rminvmax.

Combining these two equations for the two unknowns rmin and vmax, we have

rmin =
r4

0Ω2

GM∗
=

4πρβr4
0

M∗
, (19)

where we have substituted in for Ω2 in terms of β. This tells us the radius at which
infalling material must go into a disk because conservation of angular momentum
and energy will not let it get any closer.

We can equate the stellar mass M∗ with the mass that started off interior to this
fluid element’s position – this amounts to assuming that the collapse is perfectly
inside-out, and that the mass that collapses before this fluid element’s all makes
it onto the star. If we make this approximation, then M∗ = (4/3)πρr3

0, and we
get

rmin = 3βr0, (20)

i.e. the radius at which the fluid element settles into a disk is simply proportional
to β times a numerical factor of order unity.

We shouldn’t take the factor too seriously, since of course real clouds aren’t uni-
form spheres in solid body rotation, but the result that rotation starts to influence
collapse and force disk formation at a radius that is a few percent of the core ra-
dius is interesting. It implies that for cores that are ∼ 0.1 pc in size and have
β values typical of what is observed, they should start to become rotationally
flattened at radii of several hundred AU. This should be the typical size scale of
protostellar disks in the hydrodynamic regime.

C. Rotating collapse: the magnetohydrodynamic case

Magnetic fields can greatly complicate this picture, due to magnetic braking. As
a core contracts, rotation wants to spin it up, but this in turn twists up the
magnetic field. This creates a tension force that opposes the rotation rate, and
tries to keep the core rotating as a solid body.

To analyze this effect, let us work in cylindrical coordinates ($,φ, z). Consider a
fluid element in a disk at a distance $ from the star, whose dimensions are d$,
dφ, dz in the $, φ, and z directions. The fluid element is rotating around the star
with a velocity vφ in the φ direction. The fluid element is threaded by a magnetic
field B = (B$, Bφ, Bz). For future convenience we define the poloidal component
of the field to be

Bp = (B$, Bz),
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i.e. it is the component of the field not associated with wrapping around the
rotation axis.

The φ component of the field is called the toroidal component, since it represents
the part of the field that is wrapped in the rotation direction. If you drew a
two-dimensional plot of the system in the ($, z)-plane, the poloidal component
would the one on the page, and the toroidal component would be the one into the
page.

We will assume that both the fluid and the magnetic field are axisymmetric, so
that they do not vary with φ, although the field does have a φ component. The
magnetic field exerts a Lorentz force per unit volume on the fluid element, given
by

f =
1

4π
[(∇×B)×B]

=
1

4π

[
B$

$

∂($Bφ)

∂$
+Bz

∂Bφ

∂z

]
φ̂

=
1

4π$
Bp · ∇p($Bφ)φ̂,

where all the components except the φ one vanish by symmetry, and in the final
step we have defined the poloidal gradient as ∇p = (∂/∂$, ∂/∂z), i.e. it is just
the components of the gradient in the $ and z directions.

The momentum equation, ignoring all components but those associated with the
Lorentz force, is

∂

∂t
(ρv) = f ,

so writing down the φ component of this equation and multiplying on both sides
by $, we have

∂

∂t
(ρvφ$) =

1

4π
Bp · ∇p($Bφ)

The left hand side of this equation just represents the time rate of change of the
angular momentum per unit volume ρvφ$, while the left hand side represents the
torque per unit volume exerted by the field.

Given this equation, how quickly can a magnetic field stop rotation? We can
define a magnetic braking time by

tbr =
ρvφ$

∂
∂t

(ρvφ$)
=

4πρvφ$

Bp · ∇p($Bφ)

To evaluate this timescale, consider the case of a fluid elements that is part of a
collapsing cloud, and is trying to rotate at a velocity vφ equal to the Keplerian
velocity, i.e.

vφ =

√
GM

$
,
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where M is the mass interior to the fluid element.

If we started with a uniform cloud of density ρ, the mass interior to our element

is M ≈ (4π/3)ρ$3, so vφ ≈
√

(4π/3)Gρ$2. Plugging this into the timescale, we
get

tbr ≈
(4πρ)3/2G1/2$2

Bp · ∇p($Bφ)

To see what this at the order of magnitude level, let us suppose that the poloidal
and toroidal components of the field are comparable, and that the characteristic
length scale on which the field varies is $, i.e. the field is fairly smooth on all
scales smaller than the size of the region that is currently collapsing. In this case
Bp · ∇p($Bφ) ∼ B2, so the time scale we wind up with is

tbr ∼
G1/2ρ3/2$2

B2

∼ (Gρ)1/2$2

v2
A

∼ t2cr

tff
,

where we are dropping constants of order unity, in the second step we wrote
B in terms of the Alfven speed vA = B/

√
4πρ, and in the final step we wrote

tcr = $/vA, where tcr is the Alfven crossing time of the cloud.

If a cloud starts out with a magnetic field near equipartition with gravity and
thermal energies, we expect tff ∼ tcr, so this means that tbr ∼ tcr. This is an
order of magnitude calculation, but its implication is clear: if we have a field that
is even marginally wound up, such that the poloidal and toroidal components
become comparable, this field is capable of stopping Keplerian rotation in a time
scale comparable to the collapse or crossing time. This can effectively prevent
formation of a Keplerian disk at all if the magnetic field is strong enough. Indeed,
this is what simulations seem to show happening.

[Slide 15: 2D simulation of magnetic braking, Mellon & Li (2007)]

D. The magnetic braking problem and possible solutions

The calculation of magnetic braking calculation we have just performed presents
us with a fundamental problem: it naively seems like magnetic fields should pre-
vent disks from forming at all, but we observe that they do. So how can we get
out of this?

This is not a completely solved problem, but we can make a few observations
about what a solution might look like. One possibility is that our assumption
of ideal MHD should fail. One mechanism that can separate magnetic field lines
from gas is ambipolar diffusion, also known as ion-neutral drift, which works as
follows.
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Molecular clouds are not very good plasmas. Most of the gas in a molecular
cloud is neutral, not ionized. The ion fraction may be 10−6 or lower. Since only
ions and electrons can feel the Lorentz force directly, this means that fields only
exert forces on most of the particles in a molecular cloud indirectly. The indirect
mechanism is that the magnetic field exerts forces on the ions and electrons (and
mostly ions matter for this purpose), and these then collide with the neutrals,
transmitting the magnetic force.

If the collisional coupling is sufficiently strong, then the gas acts like a perfect
plasma. However, when the ion fraction is very low, the coupling is imperfect,
and ions and neutrals don’t move at exactly the same speed. The field follows the
ions, since the are much less resistive, and flux freeizing for them is a very good
approximation, but the neutrals are able to drift across field lines.

To estimate how this process works, we need to think about the forces acting on
both ions and neutrals. The ions feel the Lorentz force

fL =
1

4π
(∇×B)×B (21)

The other force in play is the drag force due to ion-neutral collisions, which is

fd = γρnρi(vi − vn), (22)

where the subscript i and n refer to ions and neutrals, respectively, and γ is the
drag coefficient, which can be computed from the microphysics of the plasma,
and is γ ≈ 9.2 × 1013 cm3 s−1 g−1 (Smith & Mac Low 1997). In ionization
equilibrium, ρi will be determined by the balance between cosmic ray ionization
and recombination, and for Milky Way cosmic ray ionization rates this results in
an approximate ion density (Tielens 2005)

ni ≈ 2× 10−3 cm−3
(

nH

104 cm−3

)1/2
(

ζ

10−16 s−1

)1/2

. (23)

In a very weakly ionized fluid, the neutral and ions very quickly reach terminal
velocity with respect to one another, so the drag force and the Lorentz force must
balance. Equating our expressions and solving for vd = vi−vn, the drift velocity,
we get

vd =
1

4πγρnρi
(∇×B)×B (24)

To figure out how this affects the fluid, we write down the equation of magnetic
field evolution under the assumption that the field is perfectly frozen into the
ions:

∂B

∂t
+∇× (B× vi) = 0. (25)

To figure out how the field behaves with respect to the neutrals, which constitute
most of the mass, we simply use our expression for the drift speed vd to eliminate
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vi. With a little algebra, the result is

∂B

∂t
+∇× (B× vn) = ∇×

{
B

4πγρnρi
× [B× (∇×B)]

}
. (26)

If we recall the discussion of magnetized turbulence, we see that this is something
like the MHD evolution equation in a resistive plasma, with the ion-neutral drift
term describing something like a resistivity. It isn’t a true resistivity because it’s
not a simple scalar, but the effects are the similar.

The magnitude of the resistivity produced by ambipolar drift is

ηAD =
B2

4πρiρnγ
, (27)

and the corresponding magnetic Reynolds number is

Rm =
LV

ηAD

=
4πLV ρiρnγ

B2
≈ 4πLV ρ2xγ

B2
, (28)

where x = ni/nn is the ion fraction, which we’ve assumed is � 1 in the last step.
Ion-neutral drift will allow the magnetic field lines to drift through the fluid on
length scales L such that Rm <∼ 1. Thus, we can define a characteristic length
scale for ambipolar diffusion by

LAD =
B2

4πρ2xγV
. (29)

If we put in typical core parameters, this is perhaps ∼ 0.1 pc, meaning that the
field and the gas become decoupled on smaller scales. As the density rises and x
falls, this will shrink, and decoupling will become stronger.

This may well be part of the solution to the magnetic braking problem, but it
is probably not enough by itself. Simulations done with ion-neutral drift still
show that disks fail to form. However, it seems that disks are able to form more
easily if the gas is turbulent, so that the field lines are not perfectly straight and
not perfectly aligned with the rotation. Right now the most promising solution
seems likely to be a combination of turbulence and non-ideal MHD effects like
ion-neutral drift.
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