
Astronomy 220B: Star Formation

Class 10: Stellar Clustering

In the last class we discussed star formation at the scale of galaxies, with attention to what
determines the overall rate at which stars form. In this class we will now zoom in a bit, and
ask how star formation is arranged in space and time within a single molecular cloud, and
how these arrangements evolve over time as star formation proceeds and eventually ceases.
The central goal of this analysis will be to understand a striking observational feature of star
formation: sometimes, but not often, it produces gravitationally-bound clusters of stars.

I. Observations

We will start our discussion with a review of the observational situation, starting with
the properties of young stars and gas and then moving on to older populations of stars
that have become gas-free.

A. Spatial and kinematic distribution of gas and young stars

Newborn stars, are like gas, distributed in a highly structured and inhomogenous
fashion. The gas is arranged in filaments, and young stars are largely arranged
along those filaments, at least in the youngest regions. In somewhat older regions
we star to see clusters of stars where the is no gas, but with morphologies highly
suggestive of gas being blown away by the young stars.

[Slide 1: overlaid gas and star maps, Gutermuth et al. (2011)]

Such an inhomogenous structure calls for a statistical description, and a number
of statistical techniques have been used to describe gas and star arrangements.
For gas we have already encountered some of these, in the form of power spectra.
Power spectra can be computed for velocity structure, but they can also be com-
puted for density structure. They can be computed for both 2D projected images
of density as well as true 3D data.

Stars, on the other hand, are point objects, and so one cannot compute a power
spectrum for them as one would for a continuous field like the density. However,
one can compute a closely-related quantity, the two-point correlation function.
Recall that, for a continuous vector field (say the velocity), we defined the auto-
correlation function as

Av(r) =
1

V

∫
v(x) · v(x + r) dV. (1)

For a scalar field, say density ρ, we can just replace the dot product with a simple
multiplication. It is also common to slightly modify the definition by subtracting
off the mean density so that we get a quantity that depends only on the shape of
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the density distribution, not its mean value. This quantity is

ξ(r) =
1

V

∫
[ρ(x)− ρ][ρ(x + r)− ρ] dV, (2)

where ρ = (1/V )
∫
ρ(x) dV . If the function is isotropic, then the autocorrelation

function depends only on r = |r|.

This is still defined for a continuous field, but we can extend the definition to
the positions of a bunch of point particles by imagining that the point particles
represent samples drawn from an underlying probability density function. That
is, we imagine that there is a continuous probability (dP (r)/dV )dV of finding a
star in a volume of size dV centered at some position r, and that the actual stars
present represent a random draw from this distribution.

In this case one can show that the autocorrelation function can be defined by
the following procedure. Imagine drawing stellar positions from the PDF until
the mean number density is n, and then imagine choosing a random star from
this sample. Now consider a volume dV that is displaced by a distance r from
this galaxy. If dP (r)/dV were uniform, i.e., if there were no correlation, then
the probability of finding another galaxy at that point would simply be n dV .
The two-point correlation function is then the excess probability of finding a star
over and above this value. That is, if the actual probability of finding a star is
dP2(r)/dV , we define the two-point correlation function by

dP2

dV
(r) = n [1 + ξ(r)] . (3)

Defined this way, the quantity ξ(r) is known as the two-point correlation function.
It is possible to show that, with this definition, ξ(r) is equivalent to that given by
equation (2) applied to the underlying probability density function. As above, if
the distribution is isotropic, then ξ depends only on r, not r. Also note that this
is a 3D distribution, but if one only has 2D data on positions (the usual condition
in practice), one can also define a 2D version of this where the volume is simply
interpreted as representing annuli on the sky rather than shells in 3D space.

How does one go about estimating ξ(r) in practice? There are a few ways. The
most sophisticated is to take the measured positions and randomize them to create
a random catalog, measure the numbers of galaxy pairs in bins of separation, and
use the difference between the random and true catalogs as an estimate of ξ(r).
This is the normal procedure in the galaxy community where surveys have well-
defined areas and selection functions. In the star formation community, things are
a bit more primitive, and the usual procedure is just to count the mean surface
density of neighbors as a function of distance around a star, that is, to estimate
that

Σ(r) = n [1 + χ(r)] (4)

where r is taken to be the projected separation. This is quite rough, and is
vulnerable to considerable biases arising from things like edge effects (formally
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the correlation function is only defined over an infinite volume, but in reality of
course surveys are finite in size), but it’s what the star formation community
generally uses.

With that formal throat-clearing out of the way, we are now in a position to look
at actual data, and, since we have these clean definitions, we can talk about gas
and stars on essentially equal footing. So what do autocorrelation functions of
gas and star look like?

[Slide 2: gas and stellar correlation functions, Kraus & Hillenbrand
(2008) and Shneider+ (2011)]

In the stellar distributions, we can identify a few features. At small separations,
we see one powerless distribution. This is naturally identified as representing wide
binaries. This falls off fairly steeply, until it breaks to a shallower falloff at larger
separations, which can be interpreted as describing the distribution of stars within
the cluster. This is also a powerlaw, covering several orders of magnitude in sepa-
ration. That fact that the distribution is well fit by a powerlaw indicates that the
stars follow a self-similar, scale-free structure. One can interpret such a structure
as a fractal, and the index of the powerlaw is related to the dimensionality of the
fractal; typical values for that dimensionality are ∼ 1, consistent with a highly
filamentary structure.

For the gas, one tends to obtain a similar powerlaw structure over a broad range of
scales, with possible breaks at the high and low end. Thus the basic conclusion is
that the stars and gas are in highly structured, fractal-like distributions. At young
ages, the gas and stellar distributions are highly correlated with one another,
which is not surprising. For older stellar populations, the correlation begins to
break down.

In addition to the spatial distribution of stars and gas, one can also ask about
their kinematics. Stellar kinematics can be determined by spectroscopy, and gas
kinematics by molecular line observations. Depending on the choice of line, one
learns about the kinematics of either lower or higher density regions of gas. These
studies show that both the dense gas and the stars show much lower velocity
dispersions than the less dense gas, but that the mean velocities are quite well
correlated. The lower velocity dispersion will prove important below.

[Slide 3: line profiles in different tracers (Walsh+ 2004) and gas-star
velocity comparison (Tobin+ 2009)]

B. Time evolution of the stellar distribution

As we’ve discussed before, stars stay associated with the gas from which they form
for only a relatively short period. One can see this transition directly by comparing
older and younger stellar populations. The younger the stellar population, the
better the star-gas correlation. By stellar ages of ∼ 5 − 10 Myr, there is usually
no associated gas at all. However, it is still interesting to investigate how the stars
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evolve, because this contains important clues about how the formed.

One important point to make is that the typical star-forming environment is
vastly denser than the mean of the ISM, and as a result the stars that form are
also vastly denser than the mean of the ISM and than the mean stellar density.
More than 90% of star formation observed within 2 kpc of the Sun takes place
in regions where the stellar mass density exceeds 1 M� pc−3, corresponding to
a number density n > 30 cm−3 (Lada & Lada 2003). In comparison, the stellar
mass density in the Solar neighborhood is ∼ 0.01 M� pc−3; Holmberg & Flynn
2000).

However, these high densities do not last. If one examines stars at an age of
∼ 100 Myr, the ratio is flipped – only ∼ 10% are in star clusters with a density
identifiably higher than that of the field, while ∼ 90% have dispersed and can no
longer be identified as members of discrete clusters. (They can, however, still be
grouped by their kinematics, which take much longer to be randomized than their
positions. Collections of stars that are now at low density and no longer show up
as clusters, but that have very similar velocities and thus likely share a common
origin are called moving groups.)

[Slide 4: star cluster mass and age distributions, Fall & Chandar (2012)]

The exact functional form of this decline in number of star clusters, and whether
the fraction that remain in clusters after some period of time varies with the large-
scale properties of the galaxy, are both uncertain. The answers seems to depend
at least in part on how one chooses to define “cluster” at very young ages when
the stars are still in a fractal, non-relaxed distribution. Nonetheless, the fact that
the stars disperse tells us something very important, which is that they must have
formed such that the resulting system was gravitationally unbound. Only in very
rare cases does a bound stellar system remain after the gas is removed. This is
an important constraint for theories of star formation.

[Slide 5: variations in the cluster formation fraction with galactic envi-
ronment, Silva-Villa+ (2013)]

A second important observational constraint is that the star clusters that do
remain always show mass distribution that is close to a powerlaw of the form
dN/dM ∝ M−2, meaning equal mass per logarithmic bin in cluster mass. This
mass function is recovered in essentially all galaxies that have been examined,
and does not appear to vary with large-scale galaxy properties. The origin of this
distribution is also currently debated.

II. Theory

Having discussed the observational situation, we now turn to theoretical models for
the origin of stellar clustering. The models here are somewhat less developed than for
either the star formation rate or the IMF, but the problem is no less important and
interesting.
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A. Origin of the gas and stellar distributions

The origin of the spatial and kinematic distributions of gas and stars, and the
correlation between them, ultimately seems to lie in very general behaviors of cold
gas. This is driven by a few factors. First of all, the characteristic timescale for
gravitational collapse is the free-fall time, which varies with density as tff ∝ ρ−1/2.
As a result, the densest regions tend to run away and form stars first, leading
a a highly structure distribution in which stars are concentrated in the densest
regions of gas. Quantitatively, simulations of turbulent flows are able to reproduce
the powerlaw-like two point correlation functions that are observed.

[Slide 6: two-point correlation function from simulation, Hansen+ (2012)]

The kinematics also arise from the properties of cold, turbulent gas. One general
feature of such flows is a density-velocity anti-correlation. The densest regions of
gas are produced by strong converging shocks, and immediately after the passage
of such a shock the velocity is small because of the cancellation of opposing fluid
velocities. The stars form from these dense, shocked regions, and so they inherit
the low velocities of the dense gas out of which they form – in some sense the stars
are simply the tip of the density distribution. Again, simulations can qualitatively
and quantitatively reproduce the observed kinematics.

[Slide 7: comparison of gas and star kinematics from simulation, Offner+
(2009)]

B. Gas removal and the transition to gas free evolution

It seems that the spatial and kinematic arrangements of young stars are under-
stood reasonably well. This is mainly because the physics that is responsible for
them – gravity plus hydrodynamics – is well understood and easy to simulate.
Where we start to run into trouble is when we try to follow the transition from
gas-dominated to gas-free evolution, where stellar feedback almost certainly plays
a role.

First of all, as a baseline, let us consider what happens if we don’t include any
feedback. We have already seen that this creates star formation rates εff that
are ∼ 2 orders of magnitude too high. However, omitting feedback also leads to
problems when it comes to stellar clustering, because if one omits feedback, then
order unity of the gas is transformed into stars. The result is that, if the gas cloud
from which the stars formed was bound, the resulting stellar system is bound, and
thus all star formation occurs in bound clusters.

In fact, it’s even worse than that: even if one starts with an unbound gas cloud,
the results is still that most of the stars are members of bound clusters if the star
formation is able to consume most of the gas. This happens because most of the
kinetic energy is on large scales, so that, even if the entire cloud is unbound, there
are plenty of sub-regions within it that become bound as the turbulence dissipates.
The result is that unbound clouds wind up fragmenting into a few clusters that are
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unbound from one another, but which are at internally bound. Thus explaining
the observed fact that most stars are not members of bound clusters requires
some mechanism to truncate star formation well before the majority of the mass
is transformed to stars.

1. Rapid versus adiabatic mass loss

To see what fraction of the gas mass must be lost to render the system
unbound, we can begin with a simple argument. Let us consider a system
of gas and stars with total mass M in virial equilibrium, and with negligible
support from magnetic fields. In this case, we have

2T +W = 0, (5)

where T is the total thermal plus kinetic energy, and W is the gravitational
potential energy. Now let us consider what happens if we remove mass from
the system, reducing the mass from M to εM . We can envision that this is
because a fraction ε of the starting gas mass has been turned into stars, while
the remaining fraction 1 − ε is in the form of gas that is removed by some
form of stellar feedback.

First suppose the removal is very rapid, on a timescale much shorter than
the crossing time or free-fall time. In this case there will be no time for the
system to adjust, and all the particles that remain will keep the same velocity
and temperature. Thus the new kinetic energy is

T ′ = εT . (6)

Similarly, the positions of all particles that remain will be unchanged, so if
the mass removal is uniform (i.e., we remove mass by randomly removing a
certain fraction of the particles, without regard for their location) then the
new potential energy will be

W ′ = ε2W . (7)

The total energy of the system after mass removal is

E ′ = T ′ +W ′ = εT + ε2W = ε(1− 2ε)T = ε
(
ε− 1

2

)
W (8)

Since T > 0 and W < 0, it immediately follows that the total energy of
the system after mass removal is negative if and only if ε > 1/2. Thus the
system remains bound only if we remove less than 1/2 the mass, and becomes
unbound if we remove more than 1/2 the mass.

If the system remains bound, it will eventually re-virialize at a new, larger
radius. We can solve for this radius from the equations we have already
written down. The total energy of a system in virial equilibrium is

E =
W
2

= −aGM
2

2R
, (9)
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so if the system re-virializes the new radius R′ must obey

E ′ = −aG(εM)2

2R′
. (10)

However, we also know that

E ′ = ε
(
ε− 1

2

)
W = −ε

(
ε− 1

2

)
a
GM2

R
, (11)

and combining these two statements we find that the new radius is

R′ =
ε

2ε− 1
R. (12)

Now consider the opposite limit, where mass is removed very slowly compared
to the crossing time. To see what happens in this case, it is helpful to imagine
the mass loss as occurring in very small increments, and after each increment
of mass loss waiting for the system to re-establish virial equilibrium before
removing any more mass. Such mass loss if referred to as adiabatic. If we
change the mass by an amount dM (with the sign convention that dM < 0
indicates mass loss), we can find the change in radius dR by Taylor expanding
the equation we just derived for the new radius, recalling that ε = 1+dM/M :

R′ =
ε

2ε− 1
R =

1 + dM/M

1 + 2dM/M
R =

[
1− dM

M
+O

(
dM2

M2

)]
R (13)

Thus
dR

R
=
R′ −R
R

= −dM
M

, (14)

and if we integrate both sides then we obtain

lnR = − lnM + const =⇒ R′ ∝ 1

M
. (15)

Thus if we reduce the mass from M to εM but do it adiabatically, the radius
changes from R to R/ε. The system remains bound at all times, and just
expands smoothly.

These simple arguments would suggest that mass loss should produce a bound
cluster if the star formation efficiency is > 50% and or the mass removal is
slow, and an unbound set of stars if the efficiency is < 50% and the mass re-
moval is fast. In reality, life is more complicated than these simple arguments
suggest, for a few reasons.

First, even if gas removal is rapid, some stars will still become unbound even
if ε > 1/2, and some will still remain bound even if ε < 1/2. This is because
the energy is not perfectly shared among the stars. Instead, at any given
instant, some stars are moving faster than their average speed, and some are
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moving slower. Those that are moving rapidly at the instant when mass is
removed will simply sail on out of the much-reduced potential well without
sharing their energy, and thus can be lost even if ε > 1/2. Conversely, the
slowest-moving stars will not escape even if there is a very large reduction
in the potential well, because they will not have time to acquire energy from
the faster stars that escape. Thus for rapid mass loss, there isn’t a sharp
boundary at ε = 1/2. Instead, there is more of a smooth transition from no
stars becoming unbound at ε ∼ 1 to no stars remaining at ε ∼ 0.

Second, we have done our calculations in a vacuum, but in reality star clusters
exist inside the galactic potential, and this creates a tidal gravitational field.
If a star wanders too far from the cluster, the tidal field of the galaxy will
pull it off. Thus our conclusion that, in the adiabatic case, the cluster always
remains bound and simply expands must fail once the expansion proceeds too
far. The outermost parts of the cluster will start to be stripped if they expand
out too far, and if the expansion proceeds so far that the mean density of the
cluster becomes too low, the cluster will be pulled apart entirely.

Third, the calculation we have just gone through assumes that the system
stars in virial equilibrium, with the stars moving at the speed expected for
virial balance. However, as we discussed before, this is not a good assumption:
the stars have a much lower velocity dispersion than the gas when the cluster
is young, and thus are much harder to unbind than the above argument
suggests. If star formation continues for more than a single crossing time,
this should become less and less of a problem as time passes and the stars
are able to relax and dynamically heat up in the potential well of the gas.
However, if star formation is ended very rapidly, in a crossing time, then the
efficiency will have to be even lower than the value we have just estimated to
be able to unbind the stars, since they are starting from much lower kinetic
energies than they would have in virial balance.

2. The cluster formation efficiency

Given the theoretical modeling we have just performed, what can we say
about what fraction of star formation will result in bound stellar clusters
that will survive the initial gas expulsion? To address this question, we must
be able to calculate the star formation efficiency, which is of course a very
difficult problem, quite analogous to the problem of understanding what limits
the rate of star formation overall. The answer almost certainly involves some
sort of stellar feedback, so let us consider a simple model for how that might
work.

Let us consider a spherical gas cloud of initial mass M and radius R, which
begins forming stars. Star formation ends when the stars are able to inject
momentum into the remaining gas at a rate high enough to raise that gas to
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a speed of order the escape speed in a time comparable to the crossing time,

ve ∼
√
GM

R
. (16)

If the stellar mass at any given time is εM , then the momentum injection
rate is

ṗ =
〈
ṗ

M∗

〉
εM, (17)

where the quantity in angle brackets is momentum per unit time per unit
stellar mass provided by a zero age population of stars. Thus our condition
is that star formation ceases when

Mve ∼ ṗtcr ∼
〈
ṗ

M∗

〉
εM

R

ve
, (18)

where, since we are dropping factors of order unity, we have simply taken
tcr ∼ R/ve.

Re-arranging, we conclude that star formation should cease and gas should
be expelled when

ε ∼
〈
ṗ

M∗

〉−1 v2
e

R
∼
〈
ṗ

M∗

〉−1

GΣ, (19)

where Σ ∼M/R2 is the surface density of the cloud.

Thus we expect to achieve a star formation efficiency of ε ∼ 0.5 when〈
ṗ

M∗

〉
∼ GΣ. (20)

Just to give a sense of what this implies, for stellar radiation pressure as the
dominant feedback mechanism, we showed earlier in class that 〈ṗ/M∗〉 for
stellar radiation is 23 km s−1 Myr−1, and plugging this in we obtain Σ ∼ 1
g cm−2. Thus regions with surface densities of ∼ 1 g cm−2 should be able
to form bound clusters, while those with lower surface densities should not.
This might plausibly explain why most regions do not form bound clusters.

However, this is an extremely crude calculation, and it assumes that one can
define a well-defined “cloud” with a well-defined surface density. Real clouds,
of course, have complex fractal structures. The paper we are reading for this
class, by Kruijssen, is an attempt to develop a theory somewhat like this for
a more realistic model of the structure of a cloud.

3. The cluster mass function

As a final topic, what are the implications of this sort of analysis for the
cluster mass function? Again, we will proceed with a spherical cow style of
analysis. Consider a collection of star-forming gas clouds with an observed
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mass spectrum dNobs/dMg. Each such cloud lives for a time t`(Mg) before
forming its stars and dispersing, so the cluster formation rate is

dNform

dMg

∝ 1

t`(Mg)

dNobs

dMg

. (21)

Now let ε be the final star formation efficiency for a cloud of mass Mg, and let
fcl(ε) be the fraction of the stars that remain bound following gas removal.
Thus the final mass of the star cluster formed will be

Mc = fclεMg. (22)

From this we can calculate the formation rate for star clusters of mass Mc:

dNform

dMc

=

(
dMc

dMg

)−1
dNform

dMg

(23)

∝
[
εfcl +

(
fcl +

dfcl

d ln ε

)
dε

d lnMg

]−1
1

t`(Mg)

dNobs

dMg

. (24)

Let’s unpack this result a bit. It tells us how to translate the observed cloud
mass function into a formation rate for star clusters of different masses. This
relationship depends on several factors. The factor 1/t`(Mg) simply accounts
for the fact that our observed catalog of clouds oversamples the clouds that
stick around the longest. The factor εfcl just translates from gas cloud mass to
cluster mass. The remaining factor, (fcl+dfcl/d ln ε)(dε/d lnMg), compensates
for the way the gas cloud mass function gets compressed or expanded due to
any non-linear mapping between gas cloud mass and final star cluster mass.
The mapping will be non-linear if the star formation efficiency is not constant
with gas cloud mass, i.e., if dε/d lnMg is non-zero.

Since observed gas cloud mass functions are not too far from the dN/dM ∝
M−2 observed for the final star cluster mass function, this implies that the
terms in square brackets cannot be extremely strong functions of Mg. This is
interesting, because it implies that the star formation efficiency ε cannot be
a very strong function of gas cloud mass.
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