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Abstract— Monitoring filesystem data is a common method 
used to detect attacks. Once a computer is compromised, 
attackers will likely alter files, add new files or delete existing 
files. The changes that attackers make may target any part of the 
filesystem, including metadata along with files (e.g., permissions, 
ownerships and inodes). In this paper, we describe an empirical 
study that focused on SSH compromised attacks. First statistical 
data on the number of files targeted and the associated activity 
(e.g., read, write, delete, ownership and rights) is reported. Then, 
we refine the analysis to identify and understand patterns in the 
attack activity. 
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I. INTRODUCTION AND MOTIVATION 
To detect attacks, many intrusion detection systems (IDSs) 

inspect filesystem data (e.g., integrity verifiers [1, 2], malware 
detectors [3] and software sensors [4]). These tools are 
implemented in software [5], kernel modules [6], part of the 
hypervisor of a virtual system [7] and hardware [8]. 

Filesystems contain a large amount of information. 
Acquiring and analyzing all of the data is often infeasible as it 
translates into severe performance penalties and unacceptably 
long processing times. Furthermore, processing files that fail to 
provide meaningful information for detecting attacks may 
result in the production of an increased number of alarms in the 
event of non-malicious file activity (false alarms). Hence, an 
important goal is to identify the files and corresponding activity 
monitored to successfully detect attacks, while minimizing both 
collection time and information overload on the IDS. 
Therefore, it is necessary to make a paradigm shift: focus on 
the defender’s perspective as opposed to the attacker’s one.  

This paper describes an empirical study of filesystem 
activity after a security compromise. Quantitative data was 
collected on the use of files targeted by attackers while reading, 
writing, deleting and modifying the file metadata. Data on file 
usage were associated to attacks (e.g., change password and 
modify configuration files) to identify patterns between 
filesystem activity and attacks.  

The paper is structured as follows. Section II contains a 
description of the experimental setup. In Section III, the 
analysis the filesystem activity is presented. Section IV 

provides a summary of related work and Section V contains 
conclusions. 

II. EXPERIMENTAL SETUP 
To collect data on attacker activity, we used a set of four 

high interaction Linux honeypot computers. For details 
regarding the testbed architecture, refer to [9]. The 
experimental setup is described in more detail in [10]. 

A. Software configuration 
The four honeypots ran on an identical Linux disk image: a 

slimmed-down installation of Fedora Core 3, updated with the 
latest patches as of October 10, 2006. Since the primary 
interaction with the system was via SSH, the installation was 
conducted in a text-mode environment (the X Window system 
and associated graphical programs were not installed). 

To monitor attacker activity, we used the following tools: a 
modified OpenSSH sever to collect password attempts; syslog-
ng to remotely log important system events including logins 
and password changes; strace [11] to record system calls made 
by incoming SSH connections; and the Honeynet Project’s 
Sebek tool [12]. 

We modified the OpenSSH source tree by adding a single 
line of code that used syslog to record attempted passwords. To 
prevent attacks directed against strace, the program was 
concealed as a system script. 

B. User accounts and passwords 
Each honeypot had one privileged root account plus five 

non-privileged user accounts. Using results from a study that 
found the most commonly attempted usernames and 
passwords, we selected five usernames: admin, mysql, oracle, 
sarah and louise. For each username, we rotated four passwords 
(i.e., ‘username’, ‘username’123, password, and 123456). After 
a password modification, the honeypot was redeployed and the 
next password was used.  

Two honeypots were set up with strong root passwords. 
The other two honeypots had root accounts that rotated the four 
passwords: root, root123, password and 123456. 

C. Honeypot lifecycle 
For a quick turnaround, we used a pre-built disk image and 

automated scripts to manage the deployment of the honeypot. 



         

We monitored the syslog messages coming from each 
honeypot on 24-hour intervals to check for logins and password 
changes. The honeypot was redeployed after a password 
modification to prevent locking out other attackers. Typically, 
passwords were changed daily.  

To maximize the attackers’ activity on the filesystem 
following a password change, we waited at least one hour 
before putting the disk image back onto the honeypot, running 
the deployment script, and continuing to monitor the live 
syslog data. 

III. DATA ANALYSIS 
During the 24 day period from November 14 to December 

8, 2006, attackers from 229 unique IP addresses attempted to 
log into the honeypot 269,262 times (an average of 2,805 
attempts per computer per day). According to the syslog data, 
of 269,262 attack attempts, 824 logged in successfully and 157 
changed an account password. Results from an extensive 
analysis of the syslog data can be found in [10]. 

A. Strace data analysis 
The data analyzed in this paper consisted of system call 

data that were collected with a tool called strace [11]. Strace 
intercepts and records all system calls made by a running 
process. We launched strace against the sshd daemon, 
switching on the built-in functionality for strace to record the 
activity of all the children spawned. To discriminate between 
compromises, we developed a script to isolate each different 
compromise among the strace data. We defined a compromise 
as a successful login followed by a bash session and all its 
children. Before processing the attack sessions further, all 
administrative activity required to transfer logs to a central 
database and to reimage the honeypots were removed. Using 
the strace data, we found 743 attacks instead of the 824 found 
by the syslog data [10]. 

One reason these results differ is due to the difference in 
defining a compromise using syslog data (i.e., a successful 
login) versus strace data (i.e., a bash session). Syslog data 
included SCP and SFTP connections and aborted logins that 
were not included in the strace data. Moreover, some attackers 
were able to compromise the strace logging capability. We 
verified the data collected by strace with data collected by 
Sebek [12]. In particular, we identified strace data collection 
disruptions by attackers to ensure that such events were rare. 
We found four sessions in which strace failed to properly 
monitor. A careful examination revealed that this occurred after 
the attacker issued a kill command to the ssh daemon, thus 
terminating the daemon and strace recording. We do not 
believe that this activity was performed due to the presence of 
strace, but because the attackers’ goal was to launch a rogue 
ssh server in place of the existing one. Finally, the strace 
logging capability was enabled at the beginning of the hour 
following reimaging. For instance if a honeypot is reimaged at 
2:10, strace logging starts at 3:00, meaning that successful 
connections in between are not logged. 

For the remaining 743 attacks, we removed the empty 
sessions. An empty session was defined as a bash session with 
no activity other than a login and logout. To identify these 
sessions, we determined the number of files read by sessions 

with no activity and the commands that were run during these 
sessions. Then we matched sessions ending with the same 
command or with fewer files read. We verified that all sessions 
with a greater number of files read contained some type of 
activity. To prevent errors caused by the data collection 
process, we verified that the sessions ended with a specific 
reading activity that appeared in the login and logout. Using 
this procedure, a total of 421 empty sessions were found. The 
large number of empty sessions indicates that automatic tools 
are used to attempt dictionary attacks. After the tools achieve a 
successful login, they report the correct login and password to 
the attacker; no commands are executed.  

The remaining analysis focused on the 322 non-empty 
sessions. The non-empty sessions were processed to find the 
files written, read, deleted or whose ownership or rights had 
changed. The scripts singled out all filesystem related system 
calls for each process contained in a session. We stored this 
information by process ID to simplify post-processing. Finally, 
the filesystem calls were processed to collect statistics for each 
session and individual statistics for each file.  

B. Statistics on filesystem activity 
In this section, we present statistics related to the number of 

files that were read, written, deleted, or whose ownership or 
rights changed for the 322 non-empty sessions in the strace 
data. Only unique file activities were analyzed (i.e., duplicated 
file activities in the same session were discarded). For example, 
if a file was read several times in the same session, the reading 
activity for the file was counted once. However, if the same file 
was read and written to in the same session, the file was 
counted twice: once as read and once as written. 

Table I contains the per session minimum, maximum, 
average and standard deviation of the number of files read, 
written, deleted or whose rights or ownership changed. As 
expected, all attacks included many (minimum of 20) different 
files reads. However, more surprisingly, some attacks consisted 
of no write or delete activity, but included rights or owner 
changes. Also as expected, the average number of files read 
was quite high (144.7) while the average number of files 
written was low (32.1). More surprising was the low average 
number of deleted files (6.6). Also interesting was the low 
average number of files whose rights changed (2.2) and the 
large number of files whose owner changed (17.2). The 
average number of files whose owner changed was 
significantly higher than the number of files deleted and whose 
rights changed and equal to half the number of files written. 
The standard deviations varied as a function of the file activity: 
the number of files whose rights changed had a relatively small 
standard deviation (5.7), but the other file activities had 
standard deviations between 41.4 and 96.6. 

TABLE I.  STATISTICS ON THE NUMBER OF FILES TARGETED 

 Read Write Delete Rights Owner 
Minimum 20 0 0 0 0 
Maximum 484 656 418 42 852 
Average 144.7 32.1 6.6 2.2 17.5 
St. Dev. 78.3 90.2 41.4 5.7 96.6 

 
In Table II, we provide a set of percentile values of the 

distributions of the number of files for the five types of 



         

activities. As shown in Table II, most attackers did not delete 
files (at least 70%), change the file rights (at least 70%) or 
owner (at least 80%). From Table I, a small number of attacks 
led to a high number of file ownership changes. Based on Table 
I, we expected many attacks to include file writing. However, 
in at least 60% of attacks, no more than two files were written. 
Such results help to specify the type of attack that was 
conducted against the honeypot. Few files written related to 
password modifications, while many files written along with 
rights modification reflected the action of installing malware. 
The high number of different files read was linked to 
reconnaissance. For example, commands like “w” and “ps” 
read a total of a 120 and 160 of files, respectively. However, 
the high number of files read complicated identifying files 
specifically linked to malicious activity. 

TABLE II.  PERCENTILES OF THE DISTRIBUTIONS OF THE NUMBER OF 
FILES 

Number of Files Percentile 
Read Write Delete Rights Owner 

10% 49 1 0 0 0 
20% 57 1 0 0 0 
30% 84 1 0 0 0 
40% 144 2 0 0 0 
50% 150 2 0 0 0 
60% 166 2 0 0 0 
70% 183 13 0 0 0 
80% 202 23 2 2 0 
90% 231 73 5 12 2 
100% 484 656 418 42 852 

 
Many attacks excluded file deletion, changing the file rights 

and ownership; plotting their distribution does not add insight. 
Fig. 1 and Fig. 2, respectively, show the distribution of files 
read and written. 

The distribution of files read (Fig. 1) had two modes at 
around 75 and 150 files read. The first mode appears to be 
caused by attacker activities involving a password change 
and/or software download, installation and execution. The 
reconnaissance actions were limited; the users currently logged 
on and the processes currently running were never checked. 
The most frequent reconnaissance action was the “uptime” 
command that tells how long the system ran; the command 
does not appear in a majority of the sessions. The second mode 
occurred because of the reconnaissance command “w” that tells 
who is logged-on and what was typed in the session. The 
second mode is also caused by the “ps” command, which lists 
the processes currently running. 

 
 
 
 
 
 
 
 
 
 
 

Figure 1.  Distribution of Files Read (Bins of 25 Files) 

 
 
 
 
 
 
 
 
 
 
 

Figure 2.  Distribution of Files Written (Bins of 10 Files) 

In Fig. 2, the peak at 10 files written reflects password 
modifications. Many sessions had 1 or 2 files with a write 
action. This usually happened when the attacker changed the 
password, but did not download and install a malicious 
program. Sessions, with 8-15 files containing a write action, 
usually had a program downloaded and installed and possibly 
changed a password. 

One important statistical result addresses the correlation 
between the different file characteristics. We applied Guilford’s 
[13] interpretation of the correlation coefficient: 

• correlation coefficients lower than 0.2: no correlation, 

• correlation coefficients between 0.2 and 0.4: low 
correlation, 

• correlation coefficients between 0.4 and 0.7: moderate 
correlation, 

• correlation coefficients between 0.7 and 0.9: high 
correlation, and 

• correlation coefficients higher than 0.9: very high 
correlation. 

Table III presents the correlation coefficients for the files 
read, written, deleted, whose rights or ownership changed. 
Based on the number of different files, we observed that there 
is: 1) a low correlation between files read and written, 2) a 
moderate correlation between files written and those the owner 
changed, 3) a low correlation between files whose rights and 
owner changed and 4) a low correlation between files written 
and deleted and no correlation between files deleted and the 
other file activities. These results indicate that the number of 
files read, written, deleted, whose rights or ownership changed 
are weakly correlated. 

TABLE III.  CORRELATION COEFFICIENTS VALUES  

 Read Write Delete Rights Owner 
Read 1     
Write 0.24 1    
Delete 0.14 0.28 1   
Rights 0.32 0.34 0.19 1  
Owner 0.07 0.49 0.00 0.38 1 

C. Most significant files associated with SSH compromises 
We compiled the activity for each file that appeared at least 

once per session, disregarding the type of action that produced 
the activity. The list included a total of 996 unique files read, 
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4016 unique files written, 1700 unique files containing attribute 
modifications and 1500 unique deleted files. We removed any 
file activity that was part of the normal login/logout process. To 
identify attack patterns, we presented files with similar 
purposes together.  

Reading files was the most common activity performed in 
the filesystem. However, the number of unique files read was 
small compared to other activities. This is partly because an 
important part of reading files is invoking libraries during 
execution and files providing system information. Most 
attackers performed common actions that lead to a restricted set 
of libraries. For example, 165 sessions contained 
/usr/lib/libcrack.so.2 and 143 sessions contained 
/usr/libresolv.so.2, which are indications of password and 
network related activity, respectively. More interestingly, 
malicious activity was evident from the number of times 
certain files related to hardware and software information were 
read. The read action /proc/cpuinfo appeared in 110 sessions 
and /proc/(PID)'/status in 97 sessions. 

The file most frequently written to was /etc/npasswd, 
appearing in 161 sessions, showed that most attackers 
attempted password modifications. Also noteworthy was the 
corruption of related password files: /etc/shadow was corrupted 
in 14 sessions while creating accounts with blank passwords. 
Another common malicious activity was to install external 
programs: in a total of 57 sessions new files were created 
containing malware. Surprisingly, while tools carried diverse 
names, after decompressing the malware, many shared 
common files. For example, unix2.users appeared in 17 
sessions and psybnc.pid appeared in another 17 sessions. The 
attackers’ use of the later file shows an interesting property: all 
processes written to psybnc.pid appeared cloaked as harmless 
services (httpd, ssh, ntpd, init). However, the files used were 
not cloaked as system files, hence showing that the filesystem 
data audit is a good vector to detect concealed malware posing 
as system services.  

IDSs often monitor written activity on system files, 
especially binaries to detect rootkits and Trojan horses [14]. 
However, our results showed few attackers corrupted those 
files. Only two sessions replaced binary files. In 9 sessions, 
attackers modified key system files (e.g., /etc/hosts.allow and 
/etc/services). 

Rights or ownership changes appeared most often as part of 
the malware installation. However, they also appeared on 
binary files as part of installing rootkits (two sessions) and as 
part of erasing tracks (two sessions).  

Finally, files that were deleted were those created by the 
attacker or in user logs (e.g., bash_login), showing the cleanup 
performed by attackers. An unexpected result was that most 
attackers did not perform any cleanup. History files containing 
activity information were deleted a total of 19 times, by either 
using direct delete commands or targeted cleanup utilities. 
Leftover installation residues from malware were deleted on a 
total of 12 sessions. 

IV. RELATED WORK 
Previous work on attacker behavior focused on describing 

high-level activity from an attacker-centric perspective. This 

was true for many honeypot-related projects and papers in 
recent years, which often appeared in the “Know Your Enemy” 
series [15]. 

In [16], the authors performed an analysis of post-
compromise attacker behavior. They observed that password 
changes were the most common first step in an attack. Most 
attackers went on to download files (i.e. malicious programs), 
then tried to install and run executables. Similarly, in [17], they 
performed an in-depth forensic analysis of post-compromise 
attacker behavior. They developed some general categories of 
attacker behavior: discovery, installation and usage. 

Our objective was to detail the impact of the activity 
described in the attacker centric studies from a defender centric 
perspective, in this case the filesystem. Few such studies exist, 
all using other data sets. Killourhy [18] explored data driven 
behavior to create a defense-centric taxonomy based on system 
call usage. He created an attacker-defender testbed with 25 
attacks launched against a target machine vulnerable to all 
exploits. The trace of system calls was used to divide the 25 
exploits based on the type of system call behavior. A similar 
study to describe system log activity was conducted by Barse 
and Jonsson [19]. They launched a set of attacks and described 
their manifestations on different types of system log data. In 
their follow up paper [20], they described how to use these 
manifestations to automatically separate attacks from normal 
behavior on system logs. 

V. CONCLUSIONS 
We presented the initial results of an empirical study of the 

activity performed by attackers on filesystem data. Roughly 
half of the attacks were detected by monitoring a single file. 
More interestingly, using a file read as a sensor showed 
promise for anomaly detection, as uncommon files like 
/proc/cpuinfo were read regularly by attackers. Finally, we 
showed a link existed between previous attacker oriented 
actions (e.g. modify password or verify hardware) and 
particular files (e.g. /etc/nshadow, /proc/cpuinfo) provide a 
defender’s perspective of the attack. 
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