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IBM InfoSphere Information Server Lab 

This workbook guides you through the IBM® InfoSphere™ Information Server lab exercises. As you 
execute these exercises you will be acting as an employee of our feature company JK Life & Wealth and 
take on a dedicated role that is responsible for the task at hand. Each lab will introduce you to the 
technology of one or two IBM InfoSphere Information Server components and how JK Life & Wealth 
employees are using these components to solve their critical business problem.  

Note: Subsequent labs will build upon previous ones, so be sure to complete each lab in order.  

Scenario overview 
 

Hello, my name is Jim Knopf and I am the CEO of JK Life & Wealth. JK is a 
large financial services company which is globally recognized as a brand 
leader in customer satisfaction. To that end our core business includes 
delivering banking, investment and insurance services to our clients 

In order to remain competitive, we have expanded JK’s business not just 
through organic growth but through acquisitions as well, At JK, we 
understand that the challenge to stay competitive lies at the heart of our IT 
environment and is fed by our most strategic asset – the data. To 
differentiate ourselves competitively, we need to understand our customer 

and product data holistically across all our lines of business. This is crucial to enable the right marketing 
campaign and other customer value programs. 

Growing extremely fast through the recent acquisitions, we had to realize that our IT environment has not 
kept pace. The acquisitions resulted in a proliferation of source systems and, as we lacked appropriate 
integration tools, resulted in numerous, disconnected information silos. As a consequence it has become 
a true challenge to derive trusted information which can be used for new company-wide marketing 
campaigns which are needed for our acquisitions ROI. 

We knew we had to take action!  Given our requirements, IBM InfoSphere software products offered the 
ideal solution for JKLW. Let’s have a look how the tools help us simplifying our data integration process 
and deriving information in a trusted and consistent way. 

We start by identifying the best sources for customer data, deal with any data inconsistencies and then 
enable business, customers and applications to access this trusted information. 

IBM InfoSphere Information Server lets our best people collaborate to quickly bring ideas from concept to 
company-wide publication. 

Let me introduce my team: 
 
 

 Jean-Luc Picard, our Business Analyst. He defines business terms and 
consumes Business Intelligence (BI) reports. This way, he helps the IT 
team to put the information into context 
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 Data Soong, our Data Analyst. At JKLW, we've got tons of source 
systems that might be useful. Our data analyst profiles this source data 
and creates mappings from source to target systems. He keeps track of 
data lineage and analyzes data dependencies. 

 

 
 
 

 Scott Montgomery, our Data Integration specialist. He crunches the data, 
cleans it up, and gets it where it needs to go.  
 
 

 
 

 Deanna Troy, our SOA architect. She takes all the information and 
shapes it into a reusable service, which can be used anywhere, anytime. 

 
 
 
 
 

 Kate Pulaski, our Business Intelligence architect. She knows our Data 
Warehouse like nobody else and builds the reports we need for our 
marketing campaign.  
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The InfoSphere Information Server client applications 
During the Lab sessions, you will be using the following client applications: 

Table 1: Necessary IBM InfoSphere Information Server client applications 

Lab Session Client Name Client Type 

IBM InfoSphere Information Server Web 
Console 

Web 

IBM InfoSphere Business Glossary Browser Web 
 1 InfoSphere Business 

Glossary 

IBM InfoSphere Business Glossary Anywhere Thick 

 2 InfoSphere Metadata 
Workbench 

IBM InfoSphere Metadata Workbench Web 

 3 InfoSphere Information 
Analyzer 

IBM Information Server Console Thick 

 4 InfoSphere FastTrack 
IBM Information Server Console for Fast 
Track 

Thick 

 5 InfoSphere DataStage and 
InfoSphere QualityStage 

IBM WebSphere DataStage® and 
QualityStage® Designer 

Thick 

 6 InfoSphere Information 
Server Manager 

IBM InfoSphere Information Server Manager Thick 

IBM Information Server Console Thick 

IBM InfoSphere Metadata Workbench Web 
 7 InfoSphere Information 

Services Director 
IBM InfoSphere Data Architect Thick 
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Lab 1 Defining, Managing and Searching Business Vocabulary 
with IBM InfoSphere Business Glossary 

 

In this lab, you will be acting as JK Life & Wealth Business Analyst Jean-Luc 
Picard. You rely on BI reports to support your business decisions. 

To improve trusted information, data quality and standardization JKLW has embarked 
on a Data Governance program in which you have taken on the Data Stewardship 
responsibility. Your goal is to establish a common vocabulary for all business 
definitions used throughout JK’s lines of business. 

 

I'm Jean-Luc, Business Analyst for JK Life & Wealth. I'm the lucky one who oversees JK’s risk exposure. 
I have a meeting with Jim our CEO tomorrow. He wants me to provide a report showing our current credit 
risk, since we just completed acquisition of a large bank. I know Kate, our BI Architect, recently created a 
new report for our Customer Analysis, including risk exposure. But I am not sure yet if we included our 
newly acquired bank in this report. I better get started to figure this out. 

 
In this lab, you will 

 take advantage of Business Glossary Anywhere to look up a term definition directly from a BI 
report field 

 take a closer look at this term with Business Glossary Browser 

 edit multiple terms using the Business Glossary Data Steward interface 

 finally export the new glossary for backup or migration purposes. 
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1.1 Look up business terms 
As a business analyst, I work with Business Intelligence reports on a daily basis. Out of experience I 
know that these reports are filled with information and terminology whose definition is undergoing a 
constant change and understanding the latest definition is required in order to make accurate business 
decision. Therefore it is good to know that everyone in JKLW has access to the companies Business 
Glossary. Let’s leverage it to better understand our reports. 

 

__1.  Open the BI report ‘JKLW_Customer_Report_3.pdf’ from the desktop. 

__2.  Navigate to the top right report that shows the “Expected Loss by Score Range / Line of 
Business”.  

__3.  Highlight the ‘Line of Business’ description. 

__4.  Press F10 on your keyboard. 
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__5.  InfoSphere Business Glossary Anywhere will pop up with a list of matching terms. In your case 
one the ‘Line of Business’ Term is returns. Click the term name to drill into it. 

The detailed view of the term is shown in the Business Glossary Anywhere popup window. 
 

 

We recently acquired a new company which has become 
the BANK2 Line of business. It seems that the description 
for this term is outdated. We will need to update this.  

 

__6.  Open the term in Business Glossary Browser by selecting the ‘Open in Browser’ icon from the 
Business Glossary Anywhere window. 
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IBM InfoSphere Business Glossary’s classification 
system 

Our common enterprise vocabulary contains technical 
artifacts (links to data items) and relationships to our data 
stewards. The stewards govern this information. 

 

__7.  Click on ‘Related IT Assets’. 

 

 

 

It is indicated that the term ‘Line of Business’ only lists one 
data source as a reference (BANK1). This makes me 
wonder if the report we were looking at includes all the data 
sources or if we only forgot to create the appropriate link. I 
need to trace this down. 
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Our Data Analyst ‘Data Soong’ is the designated Steward for this term. 
 

__8.  Click on the stewards name. 
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__9.  Click on the email address to send him an email. We need to ask him if he has already combined 
the BANK1 and BANK2 sources. 
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__10.  Use the browser’s back button to navigate back to the ‘Line of Business’ business term. 

__11.  Expand the ‘General Information’ section. 

__12.  There is a synonym defined called ‘Business Group’. Let’s see if both terms need an update in 
the description field. Click on the term ‘Business Group.’ 

 

__13.  The long description for ‘Business Group’ was already updated to include JK’s new LOB BANK2. 
We just have to add BANK2 to the ‘Line of Business’ term description. Let’s check what IT 
assets are related to this term. 

__14.  Expand the ‘Related IT Assets’ section. 

__15.  Select ‘Click to Toggle Display’ . 

 

 

 

As you can see, the term was already updated to relate to 
BANK1 and BANK2 sources 

 

By using the web-based Business Glossary Browser applications, we were able to better relate 
to the information that was presented to us. We have contacted the data steward to clarify what 
IT assets relate to the term ‘Line of Business’ and whether or not they are being used in our 
current Customer Analysis report. 
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1.2 Edit the term 
We have identified two terms that need to be updated: 

● Line of Business: We need to add a data steward 
● Business Group: We need to update the description 

We will be using the web-based Business Glossary Data Steward interface to make modifications on 
JKLW Business Glossary. Only authorized Business Authors are allowed to perform changes. 

__16.  Select ‘Information Server Web Console’ from the desktop. 

__17.  Log on with user name picard and password inf0server. 

__18.  Click on the ‘Glossary’ tab. 

 

__19.  In the Navigation task bar, select ‘Terms’ from the ‘Browse and Edit’ section. 
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__20.  Go to the top right corner of the page and select ‘Edit Multiple Terms’. 

 

__21.  In the search box, type ‘business’ and hit enter (or click the ‘Search’ button). 

__22.  Select the check boxes in front of the two terms ‘Business Group’ and ‘Line of Business’. 

__23.  On the bottom of the page, click the  ‘Edit one at a Time’ button. 
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__24.  In the term ‘Business Group’, go to the steward section and click on the person icon. 

 

__25.  Assign this term to  the Data Analyst ‘Data Soong’. 

__26.  Click ‘OK’. 

 

__27.  On the bottom left corner of the page, select ‘Next’. 
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__28.  In the term ‘Line of Business’, change the long description field to read: ‘BANK1, BANK2 and 
insurance are called divisions of JK Life & Wealth. (….)’ . 

__29.  Click ‘Save All and Close’. 
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1.3 Exporting business vocabulary for archiving or migration 

Now that we have modified our vocabulary it is time to create an export file of our glossary which 
can serve as an archive version when added into our IBM Rational® ClearCase® server or can 
be used to keep our other Information Server instances in sync. 

__30.  In the Navigation task bar, select ‘Export Glossary Archive’ from within the ‘Glossary 
Interchange’ section. 

 

__31.  Under: ‘Select the categories that you want to export’ check both options to keep the 
relationships to the ‘Related IT assets’ and the ‘Stewards’ intact. 

__32.  Since our glossary is quite small, it is common practice for us to export the entire glossary. 
Select all categories to export. 

 

__33.  Click the ‘Export’ button. 
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__34.  Internet Explorer asks you what to do with the file. Select ‘Save’. 

 

__35.  Navigate to the ‘C:\JKLW_IOD\BG’ directory. 

 

__36.  Name the file to export ‘JKLW_Glossary.xmi’.   

__37.  Click ‘Save.’ 

This file can later be imported by using the import wizard in the Business Glossary data steward 
interface.  This functionality can also be used to move this glossary to a different Information 
Server instance, e.g. our production server or another instance in a different geography. 

__38.  You can now log out of the Information Server Web Console or continue to the question on the 
next page if you have extra time. 

Ok, from my end I have gotten everything rolling. I’m really happy to have the Business Glossary 
at my fingertips. Knowing that we have InfoSphere Information Server, I am sure, that our Data 
Analyst will be able to trace back what data sources are being used by this report. If we aren’t 
integrating our new bank yet, we better get started right away. I need a correct report tomorrow! 
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1.4 Summary 
IBM InfoSphere Business Glossary and IBM InfoSphere Business Glossary Anywhere provide business 
users with immediate, in-context access to business terms and definitions. They can send feedback to 
the data stewards of assets and customize attributes to support business needs. 

Additionally, Data Stewards can manage the entire glossary through a single interface including but not 
limited to inserts, updates, deletes, imports, exports and synchronization of business terms, their 
definitions and categories.  

 

Question: 

What other data stewards are in our system and what are 
the assets they manage? 
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Lab 2 Exploring and Analyzing your Information Assets with 
IBM InfoSphere Metadata Workbench 

 

In this lab, you will be acting as the data analyst “Data Soong”.  You are the 
designated data steward for marketing and customer systems.  

Your goal is to trace back where the data used within JKLW BI reports originates 
from including what it is related to and what happened to the data as it moved across 
applications into JK’s data warehouse. 

 

I have just received this email from our Business Analyst Jean-Luc Picard: 

Hi Data, 
The term ‘Line of Business’ relates only to the BANK1 data source. 
This makes me wonder if the report “JKLW_Customer_Report_3” 
includes data from our new acquisition, BANK2. Can you 
investigate? 
Regards, 
Jean-Luc  
Business Analyst JK Life & Wealth 

 

It looks as if Jean-Luc is questioning the validity of the report. I know he is having a meeting with Jim 
tomorrow. It certainly does not look good if we base our information on outdated reports. Let me 
investigate what is going on.  

Those kinds of requests used to take a lot of time as I had to manually dig into each of the systems to 
trace back how it was generated. Now, with the help of Metadata Workbench and because of the end-to-
end InfoSphere common metadata, I can see the complete lineage of where the data comes from. 

. 

In this lab, you will 

 view the operational data lineage from the BI report all the way to it source data 

 query operational & design data 
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2.1 Understanding the data lineage path 
Metadata Workbench provides me with the capability to explore, analyze and manage the relationship 
between operational (run-time) metadata and design-time metadata. I just need to find the report and 
trace the linage back to the source. Let’s bring up the Metadata Workbench. 

__1.  From your desktop, select ‘Metadata Workbench’. 

__2.  Authenticate with data / inf0server. 

__3.  From the welcome screen, select ‘BI Reports’. 

 

__4.  Click on the report  ‘JKLW_Customer_Report_3’. 
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Several metadata assets for this report are displayed. 
Workbench presents business (Description, Steward, …) 
and technical (Database Table, Report Fields, …) metadata 
about the report. 

 

__5.  In the task bar on the right, select ‘Job Lineage’. 

 

__6.  In the ‘Choose the information to view:’ section on the left, select ‘Where does the data come 
from?’. 

__7.  In the ‘Choose the analysis relationship for inclusion’ uncheck ‘Design Data’ and ‘User Defined 
Data’ (leave only Operational Data selected). 

 

 

Data Lineage reports can show whether a particular 
relationship is based on design, operational or manual 
lineage. Deselecting Design and User-defined data will only 
show us the lineage based on true job runs. 
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__8.  Click ‘Create Report’. 

 

 

 

Creating the report will return all “Information Assets” that 
participate in the specific BI report job lineage path. 
Different asset types are listed in different tabs. There are a 
large number of BI Collections, Database Tables and 
DataStage jobs involved. Some of these assets are 
intermediate results  

 

__9.  You can now select a source where the lineage analysis should start from. To filter the results to 
only show final assets, select ‘Display Final Assets’ on the bottom of the page 

 

 

Your goal was to find out if the BANK2 line of business was 
included in the data set used to create the report.  JKLW 
naming convention is using the Line of business name as 
part of a table’s schema name. Therefore any table coming 
from BANK2 LOB would have BANK2 in their schema 
name.  

 

__10.  Look through the list of tables returned under the ‘Database Table’ tab. As you can see, from a 
line of business perspective, only the BANK_ACCOUNTS table from the BANK1 line of business 
is being returned. Let’s have a look at the chain of DataStage jobs involved in the transformation 
of our source table into the data source used by the BI Report. 

__11.  Select the table ‘BANK_ACCOUNTS’. 
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__12.  On the bottom right side of the page, select ‘Show Graphical Report’  

 

 

 

Due to the complexity of the returned lineage path, only a 
fraction will be expanded after you open the graphical 
report. You can click the ‘Plus” sign on an icons upper left 
corner to further expand the lineage.   
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__13.  Start expanding on the table ‘CRD_EXP_X_LOB_SMY’ and then continue expanding to the left 
and continue to choose the most lower left icon when expanding until you reach the table 
‘BANK_ACCOUNTS’. Always click the lower leftmost ‘+’ and continue to scroll to the lower left to 
extend the lineage to the source. 

 

Lab 2 Page 27 



IBM Software 

2.2 Inquire about BANK1 and BANK2 source tables 
Ok, it looks as if BANK2 sources have not been used for our Customer analysis report. But have they 
been integrated into any job yet and if yes, has this job been run already. I can get answers to these 
questions very easily, using one of Metadata Workbench’s pre-defined queries. I can also use these 
queries as the foundation to enhance or build new queries and make them available to other JKLW users 
by using the graphical Query Builder.  

__14.  Under ‘Discovery’ tab, click ‘Query’. This will open the Query Builder. 

 

__15.  On the middle, right side, click the ‘Manage’ button. 
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__16.  From the ‘Manage Queries’ list, select: ‘JKLW Job Design Usage – BANK SCHEMA’ and click 
‘Edit’. 

 

__17.  Select the ‘Criteria’ tab. 

__18.  There are already two criteria defined. You want to add a sub-condition for the second criteria. 
Click on the ‘2’ drop down button and select ‘Add Sub-condition’. 
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__19.  On the ‘Available Properties’ list on the left side, expand ‘Writes to Data Item (Design)’. 

 

__20.  Within this section, then expand ‘Database Schema’ and select ‘Name’. This will then select the 
Database schema as your sub-condition 

 

__21.  Back on the right ‘Criteria’ side, type ‘BANK’ into the text box of your new second sub-condition. 
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__22.  Click ‘Save’, to publish this query, then click ‘Save’ again on the Save Query message box. 

 

__23.  Click ‘OK’ when ask to overwrite the query and ‘OK’ again. 
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__24.  Click ‘Run’ to see the results returned by this query. 

 

Looking through the returned result, you can see that BANK2 sources are being accessed in a 
few different jobs. Now let’s check if these jobs have yet been used in our day to day operation. I 
know we have an existing query that I just need to call to find out. 

__25.  Under ‘Discovery’ tab, below ‘Run Query’ open the drop down list of published queries. 

__26.  Select the query: ‘JKLW Job Operational Usage – BANK SCHEMA’ and click the ‘Run’ button’. 

 

I can see that we only have operational information from our BANK1 line of business. Although 
some of our BANK2 sources have been used in Job designs, they have not yet been used 
operationally. We have probably not yet finished development. 

It is now clear that only BANK1 feeds into our BI report. Before we can start developing, we need 
to get a clear understanding of the data we will be working with. Let me bring up IBM InfoSphere 
Information Analyzer to profile our data.  
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2.3 Summary 
In this lab session you have learned how IBM InfoSphere Metadata Workbench provides you with web-
based visualization and navigation of metadata, cross-tool data lineage and the responsiveness to 
change by providing you with an understanding of the impact of any change to any piece of information 
across tools, showing which reports, services, or target databases will be impacted before a data 
element is changed. 

 

 

Questions: 

 Using the Workbench, can you find the Business 
Terms that we just updated? 

 How many Data Servers are in our Information 
Server domain and what databases do they host? 
(hint: Browse -> Data Servers) 

 

Let’s log out of the Metadata Workbench now and close the browser. 
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Lab 3 Review the Completeness of your Data with IBM 
InfoSphere Information Analyzer 

 

You will stay in the data analyst role for this exercise. You need to understand 
the data & structure of source systems and investigate potential data quality 
problems, such as inconsistencies. Profiling the data with Information Analyzer 
will address this. 

 

Ok, now we know that none of our BANK2 customer source data has been integrated into our 
warehouse. However, we have existing transformation logic to move operational customer data from our 
BANK1 LOB into the warehouse. It would be great if we could leverage these same jobs to also move 
BANK2 operational customer data into the warehouse. In order to do this we need to understand first, in 
which way (structural and content) BANK1 & BANK2 customer data overlap or differentiate in order to 
combine them correctly.  

In this lab, you will 

 Review the column analysis to identify potential anomalies for social security numbers 

 Run and examine the cross domain analysis to identify overlapping data 

 Publish your results 
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3.1 Viewing the column analysis 

__1.  Start the Information Analyzer Console by double-clicking on the Information Server Console 
icon on the Desktop. 

__2.  Authenticate with our data analyst user data / inf0server. 

__3.  We already have a project with profiling results for our operational data sources in place. Select 
the ‘JKLW ODS Profiling’ project. 

 

__4.  Information Analyzer shows a status summary for the project and the anomalies found. 
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__5.  Select ‘Open Project’. 

 

 

All IBM InfoSphere Information Server projects have a 
lifecycle with Investigate, Develop, and Operate phases. 
The Information Server console guides you through the 
lifecycle.  

 

 

In this lab, you will start in the investigation phase by looking at the basic structure of the data 
sources, then drill down into their specific columns. 

The project name is displayed in the control pane. 

__6.  Click on the Investigate icon to see the drop-down list.  Select ‘Column Analysis’ from the drop-
down list. 

 

__7.  The hostname and the ‘JKLW_DB’ database are displayed. Expand the database view to display 
the schema names. 

__8.  The database schemas are displayed. Expand the ‘BANK2’ schema to display all tables in our 
BANK2 schema. 
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__9.  Expand the ‘BANK_SAVINGS’ table to view the columns. 
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__10.  Click on ‘BANK_SAVINGS’ and select ‘Open Column Analysis’ from the tasks bar. 

__11.  Select ‘SS_NUM’ column. 

__12.  Click the ‘View Details’ button. 

 

__13.  The details view starts within the ‘Frequency Distribution’ Tab. Switch to the Histogram view. 
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This graphical representation of our data clearly shows that there are some duplicates in our 
social security number field in the BANK_SAVINGS table alone. 

__14.  Click on the Format tab. 

__15.  I am looking at the ‘General Format’ table and can see that the table uses various formats 
(invalid and valid) for the SS_NUM values. 

 

__16.  Select ‘Close’ twice to close Columns Analysis details view 

There are a few records that have inconsistencies in the format. Our data integration specialist 
Scott will have to address this later. 

Let’s find out if we have active customers, across our lines of business, in BANK1 and BANK2. 
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3.2 Viewing Cross-Domain Analysis 
The cross domain analysis allows us to analyze the relationships of column-to-column within a single 
table, across multiple tables, or across multiple data sources. We will now explicitly select the SS_NUM 
column that identifies our customer. 

In a previous step we had already ran Cross Domain Analysis for the SS_NUM column across the 
different tables in this project. 

__17.  In the Investigate menu, select Cross-Domain Analysis. 

 

__18.  Expand the JKLW_DB. 

__19.  Open the JK_BANK1 schema. 

__20.  Expand the BANK_ACCOUNTS table. 

__21.  Select the SS_NUM column.  

Page 40 Discovering the value of IBM Information Server 



IBM Software 

__22.  In the Tasks bar, select ‘Open Cross Domain Analysis’. 

 

__23.  A pop up window will state that there are no valid candidates available at this point. Select ‘OK’ 

__24.  We do expect to see little overlap across the tables since the only non-duplicate overlap would 
be a customer that is doing business with the BANK1 and BANK2 Lines of Business. Let’s lower 
the Candidate Criteria Threshold to 0.0% and uncheck ‘Show only valid candidates’. Click 
‘Reload’. 

 

__25.  Select the result that states BANK_SAVINGS in the Table column. 
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__26.  Click ‘View Details’. 

 

 

 

The Analysis Details view shows that there are four 
overlapping values. In the column analysis we found out 
that our social security number data is fairly reliable. We 
can therefore assume that we have a few customers that 
have been doing business with JKLW BANK1 line of 
business as well as the newly acquired line of business 
BANK2. This means when integrating the new sources into 
our customer master table, that we do not create duplicate 
records. 

 

__27.  Click ‘Close’ twice. 
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3.3 Publish Analysis Results 
To share our gained knowledge on the underlying data, we will now publish the analysis results to make 
them immediately available. This will allow other JK users downstream in the data integration project to 
see the profiling summary data. 

__28.  From the Investigate menu, select ‘Publish Analysis Results’. 

 

__29.  Select ‘JKLW_DB’. 

__30.  From the Tasks bar, select ‘Publish Analysis Results’ to publish the current analysis. 

__31.  Select the ‘Include Notes’ checkbox and click ‘OK’. 

 

This will publish the analysis summary results for the data sources of this project including all 
notes, A new publication date will be listed when the publishing process has finished. 

__32.  Close the ‘Information Server Console’. 

Now I got my arms around the source systems that we are working with. My next mission is to 
build a mapping from these different data sources into our single target, which I will then make 
available to our data integration specialist, Scotty in form of a DataStage template job. This way 
Scotty only needs to focus on what he can best, develop transformation logic. 
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3.4 Summary 
The exercises in this lab showed that Information Analyzer is a visual, task-specific tool that simplifies 
understanding of your data sources. Without Information Analyzer, this analysis would have been largely 
manual, incomplete, and probably discovered after the fact. And everything you did in these exercises 
can easily be configured as a baseline, meaning that every time you run analysis again you'll be able to 
see differences in the profiling results--alerting you to changes in the source data and allowing you to 
take corrective action immediately.  

But most importantly, the whole team can work faster because there is shared, active metadata under all 
your tools. 

 

 

Questions: 

  Investigate > Primary Key: Does the 
JK_BANK1.BANK_ACCOUNTS table have a 
primary key defined on database level? 

 Investigate > Foreign Key: What column acts as a 
foreign key in the 
JK_BANK2.BANK_DEMOGRAPHICS table? 
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Lab 4 Accelerating the Development Process with IBM 
InfoSphere FastTrack 

 

You will stay in the data analyst role for this exercise.  Part of your 
responsibility is to collect business requirements and transform them into 
specifications that describe on a high level how JK’ existing source systems 
map into new or existing target models. 

 

 

Getting my arms around our source systems using InfoSphere Information Analyzer was only half the 
battle. I use InfoSphere FastTrack to deal with the other half – specifying how to get the data into the 
warehouse, which has a completely different structure then our sources. FastTrack helps automate a 
huge chunk of this process. 

 

In this lab, you will 

 Explore the column mapping editor 

 Edit a source to target specification 

 Use the specifications to create a DataStage job 

 

You have already started the source to target specification development and now we need to go back 
and finish up. We will be able to give Scotty, our data integration specialist, a job that is 80% complete.  
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4.1 Exploring the Column Mapping Editor 

__1.  Start the ‘Information Server FastTrack’ client from the desktop 

__2.  Log on as the data analyst ‘data’ and the password ‘inf0server’ 

 

 

The Home view shows you the existing projects and the 
mapping specifications they contain. There are two existing 
projects. We will work with the ‘JK Customer WH’ project. 
The ‘Completed JK Customer WH’ project lets you cheat a 
little. It contains the completed mapping specification as of 
the end of this lab with all tasks completed. 

 

__3.  Select the project ‘JK Customer WH’ and click ‘Open Project’. This will then open the ‘Mapping’ 
view 

 

__4.  Here you see five mapping specifications displayed 

__5.  Click on the column header ‘Target’ to sort by the target column 
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Three mapping specifications share the target table 
definition BANK2_COMBINED_SOURCES. Each 
specification is reading from a different BANK2 source 
table. 

 

__6.  Select the ‘BANK_CHECKING_To_COMBINE_SOURCE’ specification and click ‘Open’ 

 

In the overview screen, I can see that I am the designated owner of this mapping specification 
and I can see the status which is currently ‘In Progress’. 

__7.  Select  ‘Column Mappings’ on the left side of the Mapping Editor 
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The FastTrack column mapping editor records source to 
target column transformations. I can annotate these with 
business terms and include transformation rules via 
business rules in free form or functions as DataStage 
derivations. 

 

I can see that the BANK_CHECKING source table is already mapped to our target model and 
that the target columns are annotated with business terms. Our target model has a larger scope 
then the BANK_CHECKING table. Therefore, a few source columns do not have matching 
targets. As I know the DataStage function to set column values to null, I can include these here 
(setNull() ) in the Function column. This way Scotty can still have his coffee break!  

Also all the columns were marked reviewed before. Everything looks fine here.  

__8.  Go back to the overview page and switch the status from ‘In Progress’ to ‘Reviewed’ 

__9.  I don’t really have more work to do here. Let’s close this specification. 

 

 

We have already created a DataStage job 
(COMBINE_BANK2_SOURCES) from the three mapping 
specifications with the checking, savings and investment 
sources. Since they all feed into the same target, we 
applied parallel composition to create the job. 
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4.2 Working with Source to Target Specifications 

__10.  Open the ‘COMBINE_BANK2_To_CUSTOMER_STAGE’ specification 

 

__11.  Open the Column Mapping editor 

The target of the previous specification is listed as a source here. I can see that some of my 
source columns are already mapped to their target. It looks as I may need to finish this 
specification. Also on the source side, we have BANK_BRANCH columns. This is a lookup table 
that helps us to complete the data that goes into the common data model for cleansing. By 
talking to Kate our BI Architect, I know that we always need to include demographical information 
with the customer records. We will now finish this specification in the following lab exercises: 

● Discover a few source columns from our BANK2_COMBINED_SOURCE table, 
● create a lookup definition on the BANK_DEMOGRAPHICS table, 
● add the lookup columns to the specification; and  
● annotate the target column with business terms. 
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4.2.1 Discovering source columns 

__12.  In the mapping editor, select the three source columns on line #14, 15 and 16 

__13.  Change to the ‘Discover’ tab below the spreadsheet 

__14.  In the JKLW_DB on your local host, open the JK_BANK2  schema and select the 
BANK2_COMBINED_SOURCE  table 

__15.  Click ‘Discover Source’ 

 

 

 

Discovery 

Your search is for columns that are semantically or lexically 
similar to the column you are trying to match. The similarity 
is measured by a score between 1 and 100, where 1 is no 
match and 100 is a complete match. The synonyms and 
abbreviations in the business glossary help you to match 
columns. 
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__16.  The message ‘Results are available’ is displayed in the table cell indicating that FastTrack found 
potential columns. Start from the top and click the cell that contains the message to see the 
results.  

__17.  The ‘Match Details …’ button displays the details of the match characteristic 

__18.  There should be only one discovered column per source column. Click ‘Add to Sources’  for each 
result 

 

 

4.2.2 Creating the lookup definition 

__19.  Select ‘Lookup Definitions’ on the left side 

__20.  Click ‘Add Lookup Definition’ 

__21.  Name it ‘DEMOGRAPHIC_LOOKUP’ 
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__22.  In the ‘Database Metadata’ view, open the JKLW_DB database underneath IBM-09E579C16AA 

 

__23.  In the JK_BANK2 schema, mark the BANK_DEMOGRAPHICS table 

__24.  Drag the BANK_DEMOGRAPHICS table into the ‘Lookup Table’ field on the left 
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__25.  Drag the BANK_2_COMBINED_SOURCES table into the ‘Source Table’ box on the left 

 

__26.  Select the ‘Add Key …’ button 

__27.  ACCOUNT_HOLDER_ID is our key. Select this column for the lookup and the source table 

__28.  Click ‘OK’ 
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4.2.3 Adding the lookup columns to the specification 

__29.  We are now ready to add the lookup table columns into our mapping specification. Go back to 
the ‘Column Mappings’ view 

 

 

Validation 

In FastTrack you can enable validation of your mapping 
specification. This will automatically validate your mapping 
specification for correctness and integrity. Any potential 
problem is listed in the Validation view and flagged on the 
Mapping Editor. 

 

__30.  Select the ‘Validation’ view on the upper right side. You should see five validation warnings. In 
our case, each warning stands for a missing lookup column in the source of the mapping spec. 

__31.  Click the first warning in the validation view. The associated missing source column in the 
mapping specification will be highlighted. Please also take a look at the name of the target 
column for this row. You need to remember the target column name to select the correct lookup 
column. 

 

__32.  Right click on the highlighted field. 

__33.  From the context menu, select ‘Add Lookup Column …’ 

__34.  Expand the DEMOGRAPHIC_LOOKUP definition and the contained BANK_DEMOGRAPICS 
lookup table. 

__35.  Select a column that matches the name of the target column for the row you are working on and 
click ‘OK’  (e.g. MARITAL_STATUS). 

__36.  Repeat the previous five steps for the remaining 4 warnings. 
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4.2.4 Annotating the target columns with business terms 

We heavily integrate our business glossary at JK Life & Wealth to minimize the risk of data 
misunderstanding. It is common practice to add business terms to our specifications.  

__37.  Open the JK Wealth Category in the ‘Business Terms’ view. 

__38.  Drag and drop the following business terms into the target columns: 

Target Column Business Term 

GENDER 
JK Wealth > Banking Private Customer > 
Gender Type 

MARITAL_STATUS 
JK Wealth > Banking Private Customer > 
Marital Status Type 

NBR_YEARS_CLIENT 
JK Wealth > Banking Private Customer > 
Customer Number of Years as Client 

ACCOUNT_HOLDER_ID JK Wealth > Customer Number 

PROFESSION 
JK Wealth > Banking Private Customer > 
Occupation Type 

 

 

__39.  Select ‘Save’ and then ‘Close’. 

Lab 4 Page 55 



IBM Software 

4.3 Use the Source to Target Specification to Generate a DataStage Job 
If you have completed editing the mapping specifications, you should jump to the next page. If you have 
not completed any of the exercises, you can follow these directions to catch up. 

Select the Home pillar and then the project ‘Completed JK Customer WH’.  

Click ‘Open Project’ 

 

 

 

Proceed with the instructions on the next page and apply them within the ‘Completed JK Customer WH’ 
project. 
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__40.  In the ‘JK Customer WH’ project, mark the ‘BANK_1_To_CUSTOMER_STAGE’ and the 
‘COMBINE_BANK2_To_CUSTOMER_STAGE’ specification. 

__41.  From the Tasks bar, select ‘Generate Job’. 

__42.  As a Composition Type, select ‘Parallel Composition of Mapping Specifications’. 

 

 

 

Composition Type 

When generating a DataStage job composed of multiple 
mapping specifications, you have the option to merge the 
sources and targets either in a parallel or sequential way. 

 

__43.  Click Next. 
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__44.  Name the job ‘BANK_1_BANK_2_To_CUSTOMER_STAGE’. 

__45.  Select the IOD_DEMO  InfoServerDemo_QS  Jobs directory. 

 

__46.  Leave the ‘Use Shared Table Definitions’ option checked and click ‘Next’ 
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__47.  We have already defined our data source connection properties. For the JKLW_DB data source, 
select the JKLW_ODBC_DB option and for  JKLW_DWH data source use  JKLW_ODBC_DWH. 

 

__48.  Click ‘Next’. 

This page gives you the opportunity to define naming conventions for the DataStage objects that 
will later appear in the DataStage job. Let’s stick to the defaults for now. 

__49.  Select ‘Finish’. 

A window will appear that indicates that the DataStage job is being created. 

I will have to inform our Data Integration Specialist Scotty. He needs to get moving and urgently 
finish the integration effort of our BANK2 sources.  
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4.4 Summary 
You have now accelerated our data integration project by using IBM InfoSphere FastTrack to create our 
source-to-target mapping specifications which were then translated directly into DataStage ETL jobs. 
You have followed our data governance practices and tracked the status of your work and annotated 
mappings with business terms to translate the business logic into application code which will increase JK 
Life & Wealth’s productivity. 
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Lab 5 Transforming your data with IBM InfoSphere DataStage 

  

In this lab, you will be acting as the Data Integration Specialist Scott 
Montgomery of JK Life & Wealth. You are responsible for creating an 
integrated, trustable data repository by building the required data flows and 
transformation logic.  

 

 

As the Data Integration specialist at JKLW, I am considered the Master of Data Transformation, so I am 
in my elements when I can develop high-performing transformation logic.  However, not long ago, before 
we applied IBM InfoSphere Information Server, I typically received a bunch of emails from our Data 
Analyst with loose instructions about sources, targets and how to map and transform these.  There was a 
lot of back and forth communication needed to understand the basic requirements. We often had to 
spend extra time to rework our jobs because of prior miscommunication. 

This situation has really improved since we started using IBM InfoSphere Information Server. Now, I 
typically get informed once our Data Analyst has generated a new DataStage Job template based on his 
FastTrack Mapping specifications. Being able to start from these templates, my work now really focuses 
on what I can do best. All transformation instructions are directly contained in the job at the specific field, 
so there is no guess work anymore. We at JKLW have seen development time reductions of up to 40%. 

Your goal in this Lab exercise is to create a single job combining JK’ customer source data from its two 
lines of businesses (BANK1 & BANK2) into a single staging file which in our subsequent project will be 
used as the foundation to standardize and cleanse JK’ customer data before we move it into the 
warehouse.  

As JK is leveraging InfoSphere FastTrack for accelerated development, the foundation for your work was 
already prepared by JK’s Data Analyst Data Soong. Data previously had generated two DataStage job 
templates (‘COMBINE_BANK2_SOURCES’ & ‘BANK_1_BANK_2_To_CUSTOMER_STAGE’ ) which 
you will now be combining into one single job. 

In this lab, you will 

 Review the FastTrack jobs created by the JK’ Data Analyst Data Soong. 

 Complete the job initially generated by FastTrack. 

 Create a combined data repository by running the job. 
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5.1 Create a DataStage job that combines all LOB sources 
I have just gotten an email from Data, letting me know that he has finished the mapping from our source 
systems to our customer stage model. He told me that he generated two jobs in our DataStage 
development project ‘IOD_DEMO’’. As FastTrack is concerned about mapping sources to targets and not 
about performance, Data had created two separate job templates based on the two major mappings he 
had to do. So my job now is to finish these jobs. 

__1.  Start the DS/QS designer by double clicking on the InfoSphere DS/QS Designer Client icon on 
the desktop. 

__2.  Authenticate with our Data Integration Specialist user ‘scotty’/ ‘inf0server’. Ensure the project is 
set to  ‘IOD_DEMO’’ before clicking: ‘OK’. 

Let me first have a look at the two jobs that we will be dealing with. 

__3.  In the repository view, expand the folder ‘InfoServerDemo_QS Jobs’. 

__4.  Open the job ‘BANK_1_BANK_2_To_CUSTOMER_STAGE’ by double-clicking or right-clicking 
and selecting ‘Edit’. This is the job which was generated by FastTrack in the previous exercise. 

__5.  Open the job ‘COMBINE_BANK2_SOURCES’. This job was generated to combine the different 
‘BANK2’ sources. 

 

The target of the job ‘COMBINE_BANK2_SOURCES’ is being used as one of the sources in the 
job ‘BANK_1_BANK_2_To_CUSTOMER_STAGE’. It probably would make sense to combine 
these two jobs to avoid landing of the data. This will ensure that we can apply maximum 
parallelism and performance when we run the jobs in production. 
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5.1.1 Combining the jobs created by FastTrack 

In order to combine the two jobs, you will need to replace the source ODBC stage 
‘BANK_2_COMBINED_SOURCES’ in job ‘BANK_1_BANK_2_To_CUSTOMER_STAGE’ with the data 
flow of job ‘COMBINE_BANK2_SOURCES’. 

__6.  From the canvas of job : ‘COMBINE_BANK2_SOURCES’ , select and copy all stages except the 
target ODBC stage ‘BANK_2_COMBINED_SOURCES’. 

 

__7.  Switch to the canvas of job ‘BANK_1_BANK_2_To_CUSTOMER_STAGE’ and paste the copied 
section into this job. 
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__8.  In the section that you just copied, delete the output link 
‘Link_BANK_2_COMBINED_SOURCES’. 

 

__9.  Delete the ODBC input stage ‘BANK_2_COMBINED_SOURCES’. 
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__10.  Drag the beginning of the link ‘Link_Bank_2_COMBINED_SOURCES’ to the funnel stage 
‘Copy_of_Funnel_001’ in the pasted section. 

 

 

Now, as we had un-linked and re-linked the Funnel stage, we need to verify, and, if needed, 
reapply the column mapping inside the Funnel stage.  

__11.  Open the ‘Copy_of_Funnel_001’ stage by double-clicking on the stage. The property window of 
the Funnel stage opens. 
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__12.  Select the ‘Output’’ tab to see the output column mappings. 

 

__13.  Ensure the ‘Mapping’  tab is selected. 

__14.  Select all columns on the left side and Click: ‘Auto-Match’. The ‘Column Auto-Match’ window 
opens. 
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We can see that all Input columns are using a prefix ‘B1_’ but the output columns do not. To get 
a good auto matching result, we will need to ignore the prefix. 

__15.  On the Input Column side,  enter ‘B1_’  into the ‘Ignore prefix’ and Click: ‘OK.’ 

 

Now all the input columns are automatically mapped to the corresponding output columns.  

__16.  Click: ‘OK’ on the Funnel stage property window to close it. 

 

5.1.2 Replacing the output stage 

Our goal at JKLW is to re-use as many of our existing jobs as possible. Our existing Data Quality jobs, 
which we will be talking about in Lab #6 are using a ‘Data Set’ as input to standardize and cleanse the 
customer master data. Therefore, we will be writing our combined customer data into a ‘Data Set’ instead 
of a database table as currently used in the job. 

 

 

What is a Data Set? 

Parallel jobs use data sets to manage data within a job. 
Think of each link in a job as carrying a data set. The Data 
Set stage allows you to store data being operated on in a 
persistent form, which can then be used by other 
DataStage jobs. Data sets are operating system files, each 
referred to by a control file, which by convention has the 
suffix .ds. Using data sets wisely can be key to good 
performance in a set of linked jobs. 
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__17.  Delete the output ODBC stage ‘COMBINE_CST_INPUT’. 

 

__18.  In the design palette, open section ‘File’. 

__19.  Drag the ‘Data Set’ stage from the palette to the position of the removed ODBC stage. 

 

 

 

InfoSphere FastTrack 8.1 does not support ‘Data Set’ as 
sources or targets  
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__20.  Ensure that the output link ‘Link_COMBINE_CST_INPUT’ is attached to the newly added ‘Data 
Set’ stage. 

 

5.1.3 Using a job parameter within the newly added Data Set stage 

For the new output ‘Data set’ stage, we are going to apply an existing ‘Parameter Set’ 
(‘InfoServerDemo_Common_Parameters’) that defines the directory location for all of JK’s output files.  

 

 

Job parameters give jobs much greater flexibility and 
reusability as the values for these parameters are 
dynamically provided at runtime. 

‘Parameter set’ objects are used to define job parameters 
and default values that you are likely to use over and over 
again in different jobs. 

 

__21.  Open the property window of the newly added ‘Data Set’ stage by double clicking the stage. 
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__22.  In the ‘Properties’ tab, select the property, ‘File’ directly underneath ‘Target’. 

__23.  On the right side, click the arrow, next to the ‘File’ text box and select ‘Insert job parameter…’. 

 

__24.   Click: ‘New…’  The Job Properties window opens. 

__25.  Click: ‘Add Parameter Set…’. 
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__26.  Expand folder  ‘InfoServerDemo_QS  Shared’ and select  parameter set object 
‘InfoServerDemo_Common_Parameters’. 

 

__27.  Click: ‘OK’ and ‘OK’ again to close the Job properties window. 

__28.  Select the ‘InfoServerDemo_Common_Parameters’ job parameter. 

 

__29.  Now click on the arrow next to the ‘File’ text box again and select ‘Switch to multiline editor’. 
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__30.  Append ‘\Combined_Input.ds’’ to the parameter name in the editor field. The complete line 
should now read: ‘#InfoServerDemo_Common_Parameters.DATADIR#\Combined_Input.ds’. 

 

__31.  Click: ‘OK’ to close the stage. 

 

5.1.4 Entering database authentication credentials 

Finally, before we can test our job, we need to make sure that the database authentication credentials 
are correct in each of the ODBC stages. I know that the credentials from the ODBC stages copied from 
our job ‘COMBINE_BANK2_SOURCES’ were correct. So I only need to verify the other ODBC stages.  

Passwords change all the time. Therefore, like shown in our previous step, we at JK would use job 
parameters to dynamically apply passwords. But I am a bit in a hurry right now and just need a quick test 
here. Therefore, I will just apply an existing ‘Data Connection’ object which contains the correct 
parameters (data source name, user name, password etc.) for our data sources. Later, I will then 
associate Job parameters with this connection object. 

__32.  Double click the ODBC input stage ‘BANK_ACCOUNTS’ to open the stage properties. 
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__33.  On the Connection bar, on the right side, click the ‘Load’ link. 

 

__34.  Expand folders ‘InfoServerDemo_QS Shared’. 

__35.  Select the Data Connection ‘JKLW_DB’ and click ‘Open’. This will apply the connection 
parameters defined in the data connection toward the stage. 

__36.  Click ‘OK’ to close the stage properties. 

__37.  Double click the Container stage ‘LookupContainer_001’ to drill into it. 
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__38.  Repeat steps 32 through 36 for the two ODBC stages ‘BANK_BRANCH’ and 
‘BANK_DEMOGRAPHICS’ inside the container. 

 

 

5.1.5 Conditioning the Lookup behavior  

By default, a lookup failure would force the job to abort. To avoid this, we will define that the job 
continues even when a lookup failure occurs. In such a case the failing row from our source is omitted. 

__39.  Assuming you are still in the LookupContainer, open the Lookup stage ‘Lookup_001’. 

 

__40.  Click the ‘Constraint’ icon in the left upper corner (second icon from left). 

 



IBM Software 

Lab 5 Page 75 

__41.  For both links (Link_BANK_BRANCH & Link_BANK_DEMOGRAPHICS) change the ‘Lookup 
Failure’ settings from ‘Fail’ to ‘Continue’. The valid values for the ‘Lookup Failure’ field can be 
selected from a drop down list when clicking on the field. 

 

__42.  Click ‘OK’  to close the Lookup stage conditions window. 

__43.  Click ‘OK’ to close the Lookup stage. 

__44.  Press ‘Ctrl-S’ (or choose FileSave) to save the changes. 

__45.  On the bottom of the Canvas window, select the tab 
‘BANK_1_BANK_2_To_CUSTOMER_STAGE’ to switch back to the main job. 
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5.1.6 Optional: Importing a finished BANK_1_BANK_2_To_CUSTOMER_STAGE job 

In case you want to skip previous steps in this exercise, you can import the completed job and overwrite 
your existing work.  

 

In the menu bar, select Import > DataStage Components… 

 

Choose the file: 
C:\JKLW_IOD\DataStage_QualityStage\BANK_1_BANK_2_To_CUSTOMER_STAGE.DSX. 

 

Overwrite all existing items. 
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5.1.7 Compile and run the job 

Now we have completed the job, to bring our customer data source together. Thanks to FastTrack, there 
wasn’t much that I had to do. The last step is to test the job. 

__46.  Compile the job by clicking Compile under File menu (or use ‘F7’ key). 

 

 

__47.  Run the job by clicking Run under File menu (or ‘Ctrl-F5’ ). 

 

__48.  On the Job Run Options window, you have the option to provide a value for our Job Parameter 
‘Data Directory’. Leave the default value and just click the  ‘Run’ button to execute the job. 
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As an indicator that the job has finished successful, all job links will turn green and showing the 
number of rows written on each link.  

 

Now you can verify the data from the output ‘Data Set’ stage. 

__49.  Open the property window of the output ‘Data Set’ stage by double clicking the stage icon. 

__50.  Click on the ‘View Data’ button on the upper right corner. 

 

__51.  Click ‘OK’ on Resolve Job Parameters window. 

__52.  Click ‘OK’ on the window to select the number of rows. 



IBM Software 

Lab 5 Page 79 

The data being returned represents a combined customer input set for BANK1 & BANK2 line of 
business customers in a non-standardized and un-cleansed form. 

 

__53.  Click the ‘Close’ button to close the window and ‘OK’ to close the stage properties. 
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5.2 Exploring the data movement 
Using DataStage designer, we can see graphically, how data flows and transforms within a job. Here, we 
will just verify where certain data items from our target originated from. At JKLW we have some very 
complex jobs and the Column Analysis together with the Impact Analysis built into DataStage will be 
really helpful in case we need to make changes to our jobs. 

__54.  Right click on ‘Data set’ stage and select ‘Show where data originates from > Columns on 
link.Link_COMBINE_CST_INPUT…’ 
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__55.  From the list of columns select ‘ACCOUNT_HOLDER_ID’ and click ‘OK’. 
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Now the data flow path is shown in yellow color. Also hover your mouse over the yellow line and 
you will see exactly what is happening when a data item moves from one stage to another. 

 

__56.  One thing you can see is, that the yellow path does not go all the way to the 
‘BANK_ACCOUNTS’ source. Instead it ends at the transformer stage ‘Transform_002’. If you 
would look inside the transformer you would see that this column was added here and set to null. 

Ok, now we have a unified customer set from all JKLW customer sources. All I need to do now is 
to standardize it, cleanse it and move it into our existing Warehouse. Because we just brought 
our new sources into the same format we have been using for our BANK1 sources, most of my 
work is actually done as all jobs to do the cleansing and movement to the Warehouse already 
exist. I will just verify that our Quality Matching rules still work with the now combined data set, 
then I just need to re-run my jobs. But let’s see this in the next exercise. 
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5.3 Summary 
IBM InfoSphere DataStage is a powerful, scalable ETL solution allowing comprehensive data 
transformations. IBM InfoSphere DataStage Designer enables you to build these comprehensive data 
transformations graphically, therefore letting the user focus on the data flow instead of worrying how to 
implement a certain function. DataStage lets you apply a modular development approach allowing the 
maximum reusability of transformation logic. Last but not least, all of the DataStage metadata is part of 
IBM InfoSphere Information Server’s actively shared metadata repository allowing other components and 
users to view these changes instantly.  
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Lab 6 Cleansing your Data with IBM InfoSphere QualityStage 

 

You will stay in the role of the JK Life & Wealth Data Integration Specialist 
Scotty. You are in charge to provide accurate and trusted data for our customer 
database. In this lab, you will standardize and match the customer records and 
then use survivorship to consolidate the best data from across the different 
systems into one record. 

 

I have just finished reading a report from our Data Analyst ‘Data’ that he published with IBM InfoSphere 
Information Analyzer. It appears that we have some customers that showed up in multiple sources of the 
new BANK 2 data. That’s okay for operational data since this customer might use multiple products in 
our BANK1 and BANK2 lines of business.  

However, Troy and Kate asked me to build a master record set of customer data. They will load this data 
into our Data Warehouse and use it for the new marketing campaign. I will have to remove the duplicates 
for this purpose. Data also commented in his report that the record format does not look pretty at times in 
certain fields. I can fix that too. Ok, let’s get started with IBM InfoSphere QualityStage™! 

 

In this lab, you will 

 learn how rule sets help you standardize your data, 

 explore the match designer, 

 learn about survivorship rules; and 

 update the job sequence. 
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6.1 Standardizing your data 

__1.  Open the InfoSphere DataStage and QualityStage Designer client and authenticate as the Data 
Integration Specialist Scott: scotty / inf0server. 

__2.  Attach to the ‘IOD_Demo’ project. 

__3.  Open the ‘InfoServerDemo_QS’  ‘Jobs’ folder. 

__4.  Open the ‘Job2_QS_Standardize’ job for editing. 

 

 

 

Standardizing Data 

Standardizing or conditioning is the first step in data 
cleansing and it ensures that the source data is consistent, 
that is, each type of data has the same type of content and 
format. When you use consistent data, the system can 
match address data with greater accuracy. InfoSphere 
QualityStage uses standardization rule sets to determine 
how columns are parsed and classified into tokens. 

 

__5.  Double click the ‘Standardize’ stage on the canvas 

Names and addresses vary not only by language but also by country.  Therefore, when 
standardizing names and addresses it is important to apply country specific rules.  
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All of our customers from JK’s BANK1 and BANK2 Lines of Businesses are US-based. 
Therefore, we are using US name & address standardization rule sets (USADDR.SET, 
USNAME.SET) to standardize our customer names and addresses according to US rules. Let’s 
find out how these rules works. 

__6.  Select ‘Cancel’ to close the properties window. 

__7.  Expand ‘IODDemoProject’  ’Standardization Rules’   ‘USA’   ‘USADDR’. 

__8.  Double-click ‘SET USADDR’ (it’s the only rule in the list with a different color). 

 

__9.  Click the ‘Test’ button. 
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__10.  In the ‘Input String’ field, type ‘555 Main Street’ and click ‘Test This String’. 

 

 

Here you see how the USADDR rule would tokenize the given input string. The rule identified 
‘555’ as the house number, ‘Main’ as the street name, and ‘Street’ as the street suffix, which it 
standardized to ST. Applying the rule sets to the customer data would standardize their address 
information in a similar way. 

__11.  Exit the rule set and cancel the ‘Rules Management’ window. 
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6.2 Matching your data 

__12.  From the ‘InfoServerDemo_QS’  ‘Jobs’ folder, open the ‘Job3_QS_Match’ job for editing. 

 

 

 

Matching Data 

InfoSphere QualityStage uses probabilistic matching 
technology to determine if two rows of data are considered 
matches. 

 

 

Probabilistic vs. Deterministic Matching 

Deterministic matching uses a combination of algorithms 
and business rules to determine when two or more records 
match. The result of deterministic matching is always binary 
(match or no match). 

Probabilistic matching uses likelihood ratio theory to assign 
comparison outcomes to the more likely decision. This 
method leverages statistical theory and data analysis and, 
thus, can establish more accurate links between records 
with more complex typographical errors and error patterns 
than deterministic systems. 
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At JKLW, we currently have configured our Data Cleansing process to perform a full refresh, meaning 
whenever we run our Data Quality jobs we will perform a un-duplication for our entire operational 
customer data set and refresh our “Customer master” with the refreshed result.  

This type of matching (unduplicate match) is done against a single data source. In addition to a 
standardized version of the data source itself, the unduplicate match stage requires frequency 
information about the columns in the data source, which we have created in our standardization job 
‘Job2_QS_Standardize’, which we had looked at in the prior section. 

__13.  Right click on the ‘JKLW_Customer_Match’ stage. 

__14.  Select ‘Open ‘JKLW_Customer_Match’ match specification. 
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The Match Designer interface is the place where we define and test the criteria for matching. As our goal 
at JK for matching is to unduplicate our customer records, we have chosen an ‘Unduplicate’ match type. 
The steps to select and find potentially matching records can be done in an iterative process, called 
Match Pass. In each Match Pass, we defined columns to be used for blocking and matching the data to 
select matches, duplicates and clerical records. The remaining records, so called residuals can then be 
included in the next match pass. 

 

 

Blocking vs. Matching 

Blocking variables are used to partition your source records 
into blocks. Matching is then performed on pairs of records 
from within the same block. E.g. if you choose a Gender 
code with its values F, M as the blocking variable, you 
would partition your source records into two blocks, one 
block for ‘F’ records, one block for ‘M’ records.  

 

__15.  The ‘JKLW_Customer_Match’ match specification contains of 4 Match Passes. If you only see 
one pass, click on the left arrow underneath ‘More Passes…’ to see the other passes. 

 

__16.  Click on the ‘CstName2’ match pass. 

The match pass window shows you on the left side, the blocking (upper half) and matching 
(lower half) variables applied in this pass. If the pass was tested before, you can also see a 
histogram and the returned blocks of records. 

 

 

In case you do not see results after opening the match 
pass, you need to test the pass again. In this case, click the 
‘Test Pass’ button on the match pass window. 

 

The frequency/weight histogram is a graphical representation of the distribution of weights. You 
can use the sliders on the histogram to define cutoff limits for matching and clerical records. Any 
row with a lower weight than the clerical cutoff will be considered a No Match (residual). Any row 
with a weight above the matching cutoff is considered a match (XA) (or duplicate (DA) if in the 
same block), and rows between the matching and clerical cutoff are, clericals (CP). 
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6.2.1 Adding the customer’s first name as a match command to Match Pass CstName2 

__17.  In the Match Commands section, click ‘Add’. 

 

__18.  From the ‘Available Comparison Types’ list, select: ‘NAME_UNCERT - First name uncertainty 
string comparison’. 

The NAME_UNCERT comparison compares first names, where one name could be truncated. 
This comparison uses the shorter length of the two names for the comparison and does not 
compare any characters after that length. 

__19.  Select ‘MatchFirstName_USNAME’ from the list. Double-click ‘MatchFirstName_USNAME’. 

__20.  In the Command Options section, leave the defaults in the m-prob (.9) and u-prob (.01) field. The 
Probability is a number that indicates how reliable the column is in this match. The closer the 
number is to 1, the more reliable the field is. 

__21.  Specify ‘800’ in the Param 1 field. 

Param1 is a number that indicates how much difference is tolerated when comparing to values in 
this column. The number ranges from 700 to 900. In this case, you are willing to tolerate some 
misspellings, so 800 is a reasonable compromise. 
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__22.  Click ‘OK’. 

__23.  In the top left corner of the Match Pass area, click ‘Save Pass’ to save the changes in this match 
pass. 

 

__24.  Open the ‘Test Pass’ field and select ‘Test with sample input data set’. Click ‘Test Pass’ to test 
the pass. 

 

 

We have now have added First Name to our matching columns in the CstName2 match pass. 
There is a clear difference in weight distribution after adding the First Name as matching column 
to the pass.  
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__25.  See how the records are paired by the matching algorithm. 
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__26.  Select the ‘Total Statistics’ tab. 

 

__27.  On the left side, select the check boxes ‘Pseudo matches’, ‘Data duplicates’, ‘Clerical Pairs’ and 
‘Data residuals’. 

__28.  Select ‘Bar’ as Chart Type, ‘Stacked’ as Chart Style and click the Refresh chart button. 

 

This chart gives a good high level overview on the output of all match pass. For each pass you 
can see the number of matches, duplicates, clericals and residuals.  

Ok, I’m quite happy with the testing of our unduplicate matching specification. Let’s use it, to run 
the actual matching job.  

__29.  Close the Match Designer. 

We have already included the JKWL_Customer_Match specification in our match stage. As we 
have seen from the Match Designer, the process of matching produces four streams of data: 

● Match. The master records. 
● Duplicate. The duplicates that are above the match cutoff. 
● Residual. The unassociated records (residuals). 
● Clerical. Potential duplicates that fall in the clerical range. 

We are writing the clerical results to a sequential file as we need to do a manual review to 
determine match or duplication. All other streams are sorted based on their matching identifier 
and brought back together. These results are important for our next step: Surviving the best 
records. 
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6.3 Retaining the best records 

__30.  Open the job ‘Job4_QS_Survive’. 

 

The Survive job is the last job in the IBM InfoSphere QualityStage workflow and is usually run 
after the matching job. 

 

 

Data survival constructs a column values from groups of 
related or duplicate records (identified by the same match 
identifier) and stores the column values in the survived 
record (the best result) from each group. 

 

__31.  Double-click the ‘Survive’ stage. 

To select a best candidate match, you can define multiple survival rules applying different 
techniques on target columns, for example: 

● Analyzing  the max/min length of data in a column; and 
● Analyzing the frequency of a value in a group. 
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For example, the Unduplicate Match stage identified the following portions of three records as 
representing the same person using different variations of the name. 

qsMatchSetID Given Name Middle Initial Family Name Suffix 

9 JON  SMITH JR 

9 J E SMITHE  

9 JOHN E SMITH  

The Survive stage constructs the best record using max length analysis on the columns Given Name, 
Middle Initial, and Suffix, and using frequency analysis on the column Family Name, with the following 
result. 

qsMatchSetID Given Name Middle Initial Family Name Suffix 

9 JOHN E SMITH JR 

 

Our survival rules use the column length and data frequency techniques to survive records. Let’s add a 
new Rule to our survive stage. 

__32.  Select ‘New Rule…’. 

 

__33.  Specify ‘GenderCode_USNAME’ from the Available Output Columns. 

__34.  Select ‘GenderCode_USNAME’ as a target column to analyze. 
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__35.  Select the ‘Most Frequent (Non-blank)’ technique. 

 

__36.  Click ‘OK’. 

__37.  You might have to confirm that the Analyze and Target columns are the same. 

With this particular rule – should we, for any reason, have different gender types for the same 
customer – we will be applying the majority vote and select the gender type seen most frequently 
for this customer.  

For columns that do not have a specific rule in the survive stage we will be using the value 
coming either from the Master record (MP) or from the residual record (RA).  

 

__38.  Select ‘OK’. 

Lab 6 Page 97 



IBM Software 

6.4 Updating the Data Quality Sequence Job 
I’m almost done integrating BANK2 into our existing standardization and cleansing routine. One small 
step is left. We have multiple jobs handling the pull from the ODS, standardization, cleansing etc. We 
have been using Sequence Jobs to schedule and run dependent jobs. This is making the monitoring so 
much simpler.  

To handle the pull of customer data from our BANK1 & BANK2 ODS, we had created a new Job 
(BANK_1_TBANK_2_O_CUSTOMER_STAGE). This one is not yet used by our existing sequence job. I 
need to hurry, to make sure our next scheduled run is including the correct job. 

__39.  Open the sequence job ‘BANK_to_CST_STAGE_SEQ. 

 

 

 

IBM InfoSphere DataStage and QualityStage provides a 
graphical Job Sequencer which allows you to specify an 
execution sequence for parallel server jobs. A sequence job 
simplifies the execution of dependent jobs. Similar to other 
jobs, a sequence job can be scheduled and run using the 
InfoSphere DataStage and QualityStage Director. 

 

The sequence shows the order in which our Data Quality jobs would be executed. We are still 
using our old job that only reads from the BANK1 source. We need to replace the first job with 
our new job, ‘BANK_1_BANK_2_To_CUSTOMER_STAGE. 

__40.  Double click the ‘Run_BANK_1_To_CUSTOMER_STAGE’ stage to open the properties window. 

Page 98 Discovering the value of IBM Information Server 



IBM Software 

__41.  At ‘Job name:’, click the ‘…’ button to browse for jobs in the repository. 

 

__42.  From IOD Demo > InfoServerDemo_QS > Jobs, select our new job, 
‘BANK_1_BANK_2_To_CUSTOMER_STAGE’. 

__43.  Click ‘Open’. 

__44.  Switch to the ‘General’ tab. 

__45.  Update the stage name to include BANK2: ‘Run_BANK_1_BANK_2_To_CUSTOMER_STAGE’. 

 

__46.  Click ‘OK’. 

__47.  Click Ctrl-S to save the job. 

__48.  Click F7 to compile the sequence job. 
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Job 5 in this sequence will flag customer based on JKLW’s high value margin limit. Any customer with a 
total account balance exceeding JK’s high value margin will be considered High Value Customers (HVC) 
for the analysis period. Job 6 will create a load file for our data mart.  

This sequence job can now be scheduled to run automatically and to keep our load file up to date. 

This was my part of the process. The development of this project has finished. We should now deploy 
the jobs to our test server to see if we are producing the desired results. Following this, we can finally 
deploy the jobs to our production server. 
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6.5 Summary 
You have now discovered the basic technologies that ensure data quality in our data warehouse. Using 
the IBM InfoSphere DataStage and QualityStage Designer, we updated our data standardization logic to 
standardize our address data, matched the records together and then survived the best customer 
records. You saw how easily this significant business problem is solved by IBM InfoSphere Information 
Server. 
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Lab 7 Building deployment packages using IBM InfoSphere 
Information Server Manager 

  

In this lab, you will still be acting as the Data Integration Specialist, Scott 
Montgomery of JK Life & Wealth. You are responsible for deploying the 
DS/QS jobs you have just created into a production environment.  

 

 

I have developed and tested all the DataStage and QualityStage jobs that integrate and cleanse our 
customer data and move it into our warehouse. At JKLW we have different environments for 
development, test and production. I am now ready to make our new and modified transformation and 
cleansing jobs available in our production environment.   

Before we have started using IBM InfoSphere Information Server Manager, there was a lot of manual, 
error-prone work involved to move production-ready transformation logic to our production system. If 
something went wrong, it was also quite cumbersome to revert back to an older version. 

With Information Server Manager, I can create a ‘Package’ which includes all my new and modified jobs 
and their dependent objects, and deploy them to our production system. I can also include objects from 
other projects or external files in the same package. I can rebuild the package whenever we make 
changes to one of our projects. This will create a new version to which I could roll back to or compare the 
contained files with.  

Information Server Manager provides me with an easy to use interface to define and manage different 
packages and deploy them to other Information Server engines. 

Your goal in this lab is to understand the concepts of packages, how to create different versions of a 
package and how to deploy a package version in a different environment.   

In this lab, you will 

● Create a new build for an existing deployment package, and 
● Compare different versions of the package. 
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7.1 Create a new version of a deployment package  

__1.  Open the Information Server Manager by double clicking ‘Information Server Manager’ icon on 
the desktop. 

__2.  Right click on the domain ‘IBM-09E579C16AA:9080’ and click: ‘Connect’. 

 

 

Domain? 

A domain address is the location of an Information Server domain server. 
Information Server Manager can connect to many different Information 
Server installations to enable enterprise-wide deployment. 

 

__3.  On the ‘Edit Domain’ window, enter the user name ‘scotty’ and password ‘inf0server’ and 
click:’OK’. 

__4.  Click on the ‘+’ sign to expand the ‘IBM-09E579C16AA’ domain. 

There are two sub folders – DataStage and Packages. Underneath DataStage you can see all 
Information Server engine locations and the existing projects for these engines.  The ‘Packages’ 
folder contains all the packages that have been created for the various projects.  

 

What is a Package? 

 

A package is a unit of deployment. A package contains a collection of 
objects that can be deployed to a different environment. A package can 
consist of a history of versions. Each version is called a ‘Build’. Multiple 
builds within a package provides version control. 

 

We already created a package ‘JK Production’ with an older version of our jobs. These jobs only 
loaded the data from the ‘BANK1’ line of business. I have made changes to several of our jobs to 
include our new line of business BANK2 into our process flow.  
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Now I want to update the package with a new version that will then include the latest versions of our jobs.  

__5.  Open the package ‘JK Production’ by double clicking on ‘Packages JK Production’ . 

 

On the right side, the package window opens.  

__6.  Expand the folder ‘InfoserverDemo_QS  Jobs’ to view the objects that were included in the 
package definition. There are also older versions of the objects contained in this package. 
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__7.  Click on the ‘History’ tab.  

 

Different builds (versions) were created for this package. Each build contains information about 
the date when it was created, who created it and whether or not it was deployed on a different 
server. 

I have only one build ‘Build1’ right now. The objects for the existing build are seen in the bottom 
part of the package window.  

Let us now create a new build for this package.  

__8.  Click on the ‘Build’ button located on the top right hand corner. 

__9.  On the ‘Build’ window, enter ‘BANK1_BANK2’  as the label for the new build and click ‘OK’. 

It could take a while until the building process has completed. 

__10.  When the build is complete, click: ‘OK’ on the ‘Build results’ window. 

We have now created a new version of the package ‘JK Production’ based on the latest version 
of our included jobs. We could deploy this package onto any other server or project by clicking 
the ‘Deploy’ button. We can also use this build to rollback our jobs. 
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7.2 Compare different versions of the package  
Information Server Manager allows me to compare different builds with each other. This helps me 
tremendously because I will know exactly which jobs have changed and need to be redeployed on our 
production system.  

__11.  Click on the ‘History’ tab. 

__12.  Right click on the build ‘BANK1_BANK2’ and click on ‘Compare with Previous Build’ on the pop-
up menu.  

 

You will see a comparison of ‘Build1’ and ‘BANK1_BANK2’ on the lower side of the Package 
window. Notice that green colored objects are the new objects added to the package with the 
latest build. The red colored objects have been removed and blue objects have changed. 

I have now included the latest version of our jobs in our production package and it is ready to be 
deployed. I will start the deployment right now.  

It is time for me to inform our SOA Architect, Deanna Troy, about the availability of some new 
‘service-enabled’ jobs. She always makes new services available through our service registry 
that can then be picked up by our various enterprise development teams.  
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7.3 Summary 
IBM InfoSphere Information Server Manager is designed to support a model of separate systems that are 
used to develop, test, and run DataStage and QualityStage jobs. The tool facilitates this model by 
providing secure and managed methods of moving objects between the different systems. It attains this 
by allowing the developers to define and build the packages on development projects and deploy them 
across different servers and projects. In this exercise, we just saw how to create a new build and how to 
deploy them visually. We also saw how to find out the differences between two builds of the package.   

 



IBM Software 

Lab 8 Delivering your data as a service using IBM InfoSphere 
Information Services Director 

  

In this lab, you will be acting as the SOA Architect Deanna Troy of JK Life & 
Wealth. You are responsible for delivering consistent, manageable information 
through out the enterprise as services.  

 

 

As the SOA Architect at JKLW, I am responsible to deliver trusted information across the enterprise, so 
that any application, wherever it is, can access this information. Services (such as Web, REST, JMS, etc) 
are loosely coupled, reusable components that can be easily integrated into our applications, delivering 
the trusted information. 

SOA is a concept or methodology and does not dictate how services are build. Therefore, for us at JKLW 
the success of SOA was directly linked to the simplicity and time reduction to actually build reusable 
services in the first place.  

No doubt, Information Services Director as part of IBM InfoSphere Information Server was the tool we 
had been looking for. Our application developers are SME in Java, C or Rails but they aren’t experts in 
how to access our ODS, Warehouse and everything in between. On the other hand, our Data Integration 
experts don’t know how to write code. Information Services Director is bridging the gap between these 
two groups. Whenever a new requirement arises to build Data Integration or Data Access services, we 
can create these through a few simple steps in a matter of minutes.  

 

 

 

Web Service as defined by w3 Consortium 

Web Services provide a standard means of interoperating between different software 
applications, running on a variety of platforms and/or frameworks. Web services are 
characterized by their great interoperability and extensibility, as well as their machine-
processable descriptions thanks to the use of XML. They can be combined in a 
loosely coupled way in order to achieve complex operations. Programs providing 
simple services can interact with each other in order to deliver sophisticated added-
value services. . 
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I just received a note from our Enterprise Application development team which is building a new system 
to be used by JK’s Customer self-service portal and our Call Centers. In the past, we have allowed to 
add duplicate customers primarily because we couldn’t match them to an existing record.  Now, to keep 
our records clean, we are going to integrate a service which will perform a real-time standardization 
before searching for this customer in our Customer Master system. Our development team will simply 
have to integrate a service invocation of a service-enabled InfoSphere QualityStage job.  Let me see if 
we already have build such a service and if make it available to development teams throughout JKLW by 
registering the service description (WSDL) on our company-wide service repository – IBM WebSphere® 
Service Registry and Repository. 

Your goal in this Lab exercise is to familiarize yourself with the concepts of service-enabled 
DataStage/QualityStage jobs and how to create services for these jobs. 

In this lab, you will 

 Review a “Service enabled” job to lookup customer names in JK's Customer Master 

 Review the service components Application, Services and Operations for the web service created 
to invoke the customer lookup job 

 Test the web services using the Web Services Explorer part of Eclipse.org Web Standard Tools 
bundled e.g. into InfoSphere Data Architect 
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8.1 Review the Service enabled Job to lookup a customer 
Let me take a quick look at the service enabled job which is looking up a customer name in our master 
customer repository. 

 

 

DataStage/QualityStage jobs are enabled for service invocation by setting 
the ‘Enabled for Information Services’ flag within the job properties in 
DataStage designer. 

 

As the SOA Architect, I am not doing any Data Integration or Data Quality development. Therefore, I 
don’t have access to our Datastage/QualityStage projects through the DataStage Designer. However, I 
do have access to Metadata Workbench, through which I can see all the details that I need to know. 

__1.  Open an IE browser and from the Favorite menu select ‘Lookup Customer Job on Metadata 
Workbench’ 

 

__2.  At the Login, authenticate with our SOA architect user ‘troy’/ ‘inf0server’ 

__3.  This will directly bring you to the ‘Lookup_Customer’ job view in Metadata Workbench 
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__4.  Click on the job image. This will open an enlarged version in a separate window. 

 

As you can see, we are using real-time input & output (ISD Input / Output stages) for this job. 
The job itself standardizes the customer name input from the application before it uses the 
standardized form of the customer name to look for it in the Customer Master repository (here 
we are just accessing the Data Set version of the repository).  
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Topology 

Service-enabled jobs are classified into 3 different topologies. 
Topology I are new or existing batch jobs exposed as a service with 
no service specific input or output.  

Topology II jobs are similar to Topology I jobs but add a service output. 
Jobs in these two topologies are started on-demand. 

Topology III jobs have both a service input and a service output. The 
column definition of ISD input stage corresponds to the service input and 
the column definition in the ISD output stage corresponds to service output. 
These types of jobs are always running, meaning there is no job startup 
response delay. 

__5.  Close the Job image by clicking on the ‘Close this Window’ link on the upper right corner 

__6.  Back on the Job view in Metadata Workbench, scroll down and expand the ‘Information Services 
Usage’ section 

 

Right in the first line here, I can see that the job was already Web Service enabled. Furthermore, 
I can see that an operation in a service already calls this job. I could continue to lookup all 
relevant information within Metadata Workbench. But let me switch to open the dedicated 
Information Services Director user interface. In case I need to make any changes, I can do right 
there.  
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8.2 Review the service created for customer lookup 
Now let me review the service created by InfoSphere Information Services Director (IISD). The IISD user 
interface is accessed through the Information Server Console. 

__7.  Open the Information Server Console by double clicking on the icon on the desktop. 

__8.  Authenticate with our SOA architect user ‘troy’/ ‘inf0server’.  

__9.  Building and deploying services is done collaboratively within a project scope. We already have 
an existing project for the customer lookup service. Select the ‘JKLW_Customer_Services’ 
project. 

__10.  Click: ‘Open Project’ 

__11.  From the project menu, click on ‘Develop  Information Services Application’. 

 

This will open the application workspace where we can create, modify, delete, import, export or 
deploy applications. The application we have created for the customer name lookup is ‘CustApp’. 
Notice that this application is already deployed, which means the services within this application 
are ready to be called by other applications   

Let’s have a look at what is defined for this application.   

__12.  Select the application ‘CustAppt’’ and click ‘Open’.   

 

 

An application is a container for a set of services. In Information Services 
Director, an application defines the unit of deployment, which means when 
deploying (or un-deploying) an application all its contained services are 
deployed (or un-deployed). 
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__13.  Click: ‘OK’ on the pop-up window to confirm to open the application in read-only mode 

__14.  On the application view, on the left side, you can see a folder named ‘Services’. If you expand 
the ‘Services’ folder a service entry with the name ‘CustService’ becomes visible 

__15.  Double-click on the ‘CustService’ name to bring the service overview into the center view. 

I can see an overview about this service here, such as a description, the primary contact (myself) 
and specific service security information. 

__16.  Click the ‘Bindings’ tab  

 

I can see that this service is using SOAP over HTTP binding which means that the service 
request and response is sent within a so called SOAP envelope using HTTP as the transport 
protocol.  

  

 

Bindings 

Service consumers are able to access information services using multiple 
technologies for program interoperability. These technologies are called 
bindings. Bindings consist of a message format (e.g. SOAP) and a message 
transport (e.g. HTTP). IISD currently supports 6 bindings which are SOAP 
over HTTP, SOAP over JMS, RSS, REST, EJB, and Text over JMS. 

 

__17.  On the left view, expand the ‘Operations’ folder 

I can see that there is an operation defined named ‘lookupCustomer’.  
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__18.  Double click on ‘lookupCustomer’ to open the operation details into the center view. 

 

An Operation is basically like a function signature (e.g. f(x)=y ). Here f is the operation name, x is 
our input parameters and y is the output result. 

 

 

Information Provider 

As the name suggests Information Providers are the actual source where an 
operation is being executed. E.g. in case of DB2 as an Information Provider, 
an operation would invoke a SQL statement on a DB2 engine. ISD supports 
DB2, Federation Server, Oracle and Classic Federation as Information 
Providers. 

Information Providers need to be enabled in order to be used within a 
Service Application as part of the ISD Configuration.  

 

In the Operation details view, I can see which Information Provider is being called when invoking 
the service operation. In this case it is ‘DataStage and QualityStage’. The exact location is 
determined by the ‘Job’ field and ‘Project’ field. 

The ‘Inputs’ and ‘Outputs’ tab on the bottom part of the window describes the input and output 
parameters for this service. These parameters where automatically detected from the column 
definitions of the ISD input and output stages in our ‘Lookup_Customer’ job.    
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8.3 Test the Web service using InfoSphere Data Architect 
Great, our service for customer lookups was already deployed. Let’s now test the service. We found out 
that our service is using the SOAP/HTTP binding, so it’s a classic web service. What we need is a test 
bed that is able to send and receive SOAP envelopes over HTTP. I know what I am going to use. I have 
InfoSphere Data Architect here on my system which comes bundled with the Web Standard Tools 
including the Web Services Explorer from eclipse.org.  But let me first get the link to the WSDL of my 
service.  

 

 

WSDL 

WSDL – Web Service Definition Language. A WSDL is for a service client 
what a blueprint is for an architect. It exactly tells the client how to construct 
the invocation message and to whom this message can be sent.  

 

__19.  In the project menu click ‘Operate’ and select ‘Deployed Information Services Application’. 
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__20.  In the left view, expand the folder ‘CustApp’ and click ‘CustService’.  

__21.  Click the ‘View Service in Catalog’ button next to the service name. 

 

This will take you directly to the service view within the Information Services web catalog.     

__22.  Click on the ‘Bindings’ on the catalog view.  

__23.  Expand the ‘SOAP over HTTP’ binding to open the binding properties. 
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__24.  Click on the ‘Open WSDL Document’ link.  

 

 

This will open the WSDL document in separate browser window. Have a look at the WSDL. You 
might recognize some of the information that we had looked at earlier. For our test, we only will 
need the URL to this WSDL. 
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__25.  Open InfoSphere Data Architect by double clicking on Rational Data Architect V7 icon on the 
desktop.   

 

 

IBM InfoSphere Data Architect has been included in the 
IBM InfoSphere branded product line. It was formerly 
known as IBM Rational Data Architect. 

 

__26.  Accept the default work space and click: ‘OK’.  

__27.  Once InfoSphere Data Architect has opened, click ‘Run’ and select ‘Launch the Web Services 
Explorer’ from the pop-up menu.  
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__28.  On the top right corner of ‘Web services explorer’ window, click ‘WSDL page’ icon.  

 

__29.  In the Navigator of the Web Services Explorer, click ‘WSDL Main’ then copy the URL of the 
WSDL document from the browser window into the WSDL URL text field and click ‘Go’. 
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As you can see, the Web Service Explorer could interpret the WSDL and discovered an operation 
‘lookupCustomer’ and an endpoint (Service Provider) to which the request would be sent.  

__30.  Click on the ‘lookupCustomer’ operation name link.  

 

__31.  On the ‘invoke WSDL Operation’ window, Enter a name for the ‘full name’ field (e.g.: ‘Jim 
Cogborn’ or ‘Ed Kuhn’) and click ‘Go’.  
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The response message at the bottom part of the window includes social security number and the 
standardized full name of the customer from our Customer Master repository.  

What has just happened here? My input in the Web Services Explorer was sent as a SOAP/HTTP 
service to the service provider (Information Server, in this case) which then invoked the DataStage job. 
The job then standardized the input and did a lookup against the master customer repository to retrieve 
any existing customer. It returned the result to the Service provider, which then packaged it as SOAP 
message and sent it back to the Web Services Explorer.     

We now have a web service that checks any name against the names in our customer repository. This 
service could be used by any JKLW application. All I need to do now is to publish this service on our 
service registry. I can do this right from within the Information Server web console. Now let me inform our 
enterprise application development team about the availability of the service. 

Page 122 Discovering the value of IBM Information Server 



IBM Software 

Lab 8 Page 123 

8.4 Summary 
IBM InfoSphere Information Services Director is a powerful tool to create web services on top of 
DataStage/Quality Stage jobs or SQL statements against DB2, Oracle or Classic federation data 
sources. IISD services package information integration logic that insulates developers from the 
underlying complexities of data sources. IISD provides support for load balancing and fault tolerance for 
requests across multiple servers. It also provides foundation infrastructure for information services. 

I will now update our BI architect, Kate Pulaski that we have completed this stage of this project. She 
needs to re-run our Customer Analysis report. Our Business Analyst Jean-Luc Picard is already waiting 
for the result. 
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Lab 9 Optimize your jobs using IBM InfoSphere DataStage 
Balanced Optimization 

  

In this lab, you will be acting as the Data Integration Specialist Scott 
Montgomery at JK Life & Wealth. You will analyze DataStage job 
performance and explore methods to improve the job performance using 
DataStage Balanced Optimization. 

 

 

At JK, we are facing a steady increase in data amounts that we need to process in our daily batch 
window. We have taken measures to run our jobs on a maximum level of parallelism on our DataStage 
engines. However, if we want to avoid the costly upgrade to more powerful hardware, we need to look 
into other areas to improve the performance of our jobs. 

As an ETL developer, I know very well how to create proficient transformation jobs and the DataStage 
graphical job designer makes it simple and intuitive to design the flow of data. However, building the logic 
around the principles of “Extract, Transform, and Load” (ETL) is not necessarily leading to an optimum 
job performance considering that potentially many more records are extracted from our source systems 
then actually needed within the transformation.  During our nightly batch window, our high-end 
operational database systems have little activity except for the simple extracts. If we could leverage the 
idle power of those systems to take on some of the computation currently performed in our DataStage 
jobs would certainly improve our overall job performance. 

There are many instances where our jobs extract data from more than one source table, actually located 
in the same database and where the data is later joined & filtered within the ETL process, ultimately 
creating unnecessary I/O between source database and ETL engine. However, trying to manually 
redesign these jobs would not only be time-consuming, but difficult and error-prone. It would require 
profound SQL skills to create the complex SQL statements to push functionality from the ETL engine to 
our source or target databases.  

It came to our advantage that IBM has just released a new product – DataStage Balanced Optimization – 
which analyzes a DataStage job and creates a new job design, in which the processing of data is 
rebalanced among source and target database systems and the DataStage engine. Being able to offload 
processing to our database engines, we would have a truly complete data integration platform where we 
could perform TETLT.  

In this lab, you will be using IBM InfoSphere DataStage Balanced Optimization to improve performance 
for one of the jobs created as part of the FastTrack and DataStage lab exercises. The FastTrack 
generated job independently extracts data from JKLW customer sources, then joins them together and 
eventually creates a customer Master table. Some of the source data being joined together within the 
DataStage engine is actually located on the same database. Pushing the join to the source databases 
could potential lead to performance improvements as it would reduce I/O traffic between the database 
and the ETL engine.    

In this lab, you will 

 Improve the Job performance of a DataStage job.  

 Compare the performance between the original job and the job optimized by DataStage Balanced 
Optimization. 
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9.1 Optimize FastTrack generated DataStage job   
As part of the FastTrack and DataStage lab exercise (#4 & #5), we designed a job to create a unified 
view of JK customer data. Originally, the FastTrack generated job used ODBC Connector stages to 
access the source and target tables.  All of our source data resides in DB2 databases. To take better 
advantage of data stored on DB2, we have already replaced all ODBC Connector stages with DB2 
Connector stages, to natively access DB2 data.   

 

 

Source and target optimization in InfoSphere DataStage Balanced 
Optimization 8.1 currently supports Teradata and IBM DB2® database 
systems accessed through Teradata Connector or DB2 Connector.  

 

__1.  Start the DS/QS designer by double clicking on the Designer Client icon on the desktop. 

__2.  Authenticate as user ‘scotty’ and password ‘inf0server’. Ensure the project is set to 
‘ADD_ON_MODULE’’ before clicking ‘OK’. 

 

Let me first have a look at the job that we will be using. 

__3.  In the Repository view, expand the folder ‘BalancedOptimization’’. 

__4.  Open the job ‘DB2_BANK_1_BANK_2_To_CUSTOMER_STAGE’ by double-clicking or right-
click and then selecting ‘Edit’.  
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__5.  Additionally, open the job ‘ORIGINAL_BANK_1_BANK_2_To_CUSTOMER_STAGE’. We 
created this job as part of Exercise # 5.  

 

Comparing the job design of the two jobs, we can see that job 
‘DB2_BANK_1_BANK_2_To_CUSTOMER_STAGE’ has slightly changed. 

The actual logic is still the same, but all ODBC Connector stages were replaced by DB2 
Connector stages. Additionally, the container stage has been deconstructed into the main job 
and we separated the two Lookups into their own stages. 

We will be using this modified job, to further improve it from a performance perspective using 
DataStage Balanced Optimization. I will leave the DS Designer open as I need to come back 
here later. 

__6.  Start ‘DataStage Balanced Optimization’ by double clicking on the ‘Balanced Optimization’ icon 
on the desktop. 
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__7.  Authenticate with our Data Integration Specialist user ‘scotty’/ ‘inf0server’. Ensure the project is 
set to ‘ADD_ON_MODULE’’ before clicking ‘OK’. 

 

On the left side of the Balanced Optimization user interface, the repository view is shown, in the 
same way as in the DataStage Designer client.  

__8.  Expand the folder ‘BalancedOptimization’. 

__9.  Double-click on the job ‘DB2_BANK_1_BANK_2_To_CUSTOMER_STAGE’’ to open it. 

Opening a job in Balanced Optimization will create a new tab window which is divided into three 
sections. The top section is an ‘Option’ window where conditions for the optimization process 
can be defined. The middle section is the ‘Viewer’ window, which shows the opened job design 
and will also show the optimized job design, after the optimization step has finished. The bottom 
section shows console output which is generated during the optimization process. 
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__10.  Click on the two downward arrows on the right side of the ‘Options’ window. 

 

The option, ‘Push processing to database sources’ is already selected. In our job, the target is a 
Dataset. As mentioned above. To push processing to either the source or the target can only be 
done if the source or the target is a database and is being accessed through specific stage 
types. 

The ‘Advanced Properties’ list contains additional options to control the optimization process 
such as:  

● The name of a stage where optimization should stop (clicking in the empty field will show 
the list of selectable stages). 

● Maximum SQL nested joins.  

We will leave the default settings for the advanced properties, which means that the optimization 
step will not stop on any particular stage but include all stages. The maximum number of nested 
SQL joins is set to 8. Let us optimize the job. 

__11.  Click on the ‘Optimize’ button on top right side of the left ‘Viewer’ window. The optimization 
process starts and could take a few seconds. Once the process is complete, click ‘OK’.  

 

An optimized job is being displayed on the right hand side of the viewing area. You can see that 
the ‘optimized’ job has fewer stages. Originally all three sources from our Bank2 Line of 
Business were accessed separately and then funneled together. This ‘union’ has now been 
pushed to the database. We will have a more detailed look at it once we have saved the new job.   
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__12.  Click ‘Save As’ on the top of optimized job window and save the job with the default name 
‘Optimized1DB2_BANK_1_BANK_2_To_CUSTOMER_STAGE’.  

 

 

Let me take a detailed look at how the extract, transformation and funnel operations were 
pushed towards our source database. To look into a specific stage, I need to switch back to the 
DataStage Designer client. 

__13.  Close the ‘Balanced Optimization’ window.  

__14.  Go back to the DS/QS Designer client window.  

__15.  Refresh the Repository view by selecting Repository  Refresh from the menu.  
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__16.  Expand the folder  ‘BalancedOptimization’ and open the job 
‘Optimized1DB2_BANK_1_BANK_2_To_CUSTOMER_STAGE’ for editing. 

 

 

 

Tip: Use the plus and minus buttons in the tool bar to 
zoom in or out when viewing the job 

 

 

 

__17.  Double click on the stage named ‘DB2_Connector_1’   to open its properties.  
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The SQL statement which will be executed on the DB2 database can be inspected when clicking 
the field ‘Select statement’ in the stage properties.  

__18.  Click the field for ‘Select statement’ on the connector properties. 

 

Pushing the data extraction from our three BANK2 sources to the database within a single SQL 
query statement, already results in quite a complex statement. As an ETL developer, I would 
have never been able to write such a complex SQL statement. Balanced Optimization did this in 
just a few seconds. 

__19.  Select ‘Cancel’ to navigate away from the connector properties window. 

Let us now run both jobs, the original DataStage job before the optimization and the optimized 
job, to compare the performance between the jobs. 
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9.2 Comparing the performance between the two DataStage jobs 
First I need to compile our new optimized job.  

__20.  Compile the job ‘Optimized1DB2_BANK_1_BANK_2_To_CUSTOMER_STAGE’  by selecting 
‘Compile’ under the File menu (or use ‘F7’ key). 

__21.  Open the DataStage Director client. The Director can be opened from within the ‘Tools’. Click on 
‘Tools’ and select ‘Run Director’. 

 

__22.  On the Director client, select the job ‘DB2_BANK_1_BANK_2_To_CUSTOMER_STAGE’’ and 
click the green ‘Run now…’ to run the job immediately.  

 

The status of the job will change from ‘Compiled’ to ‘Running’ and once successfully finished 
to‘Finished’. 

__23.  Once the job has finished, look at the ‘Elapsed Time’ column and note the time that it took to run 
this job. 

 

__24.  Repeat the previous two steps to verify that the job runtime is within the same range. 

__25.  Now, select the job ‘Optimized1DB2_BANK_1_BANK_2_To_CUSTOMER_STAGE’ and click the 
green ‘Run now…’ to run the job immediately. 
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__26.  Once the job has finished, look at the ‘Elapsed Time’ column and note the time that it took to run 
this job. 

 

__27.  Repeat the previous two steps to verify that the job runtime is within the same range. 

Though the actual result may vary depending on a specific system configuration, I can see here 
that the optimized job finished a little faster then our original job.  

This looks very promising and I will now go ahead and QA-test this job to eventually deploy it on 
our production system. 

Lab 9 Page 133 



IBM Software 

Page 134 Discovering the value of IBM Information Server 

9.3 Summary 

IBM InfoSphere DataStage Balanced Optimization is a powerful tool to improve DataStage job 
performance. With InfoSphere DataStage Balanced Optimization, users can continue to express the logic 
of their integration processes using the natural flow-oriented conventions of DataStage, and then 
automatically or semi-automatically optimize the designs to enhance the performance through SQL 
pushdown. Moving data processing to the sources or the targets will help maximize parallelism and 
throughput in all three aspects of the data integration flow:   

 Inside the database 

 The I/O to and from databases; and 

 the InfoSphere DataStage parallel engine. 
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Lab 10 Replicating data with IBM InfoSphere Change Data 
Capture 

  

In this lab, you will be acting as the JK Life & Wealth’s Database 
Administrator Neelix. It falls into your responsibility to setup and maintain 
configurations to synchronize data between JK’s Data Center. You are also 
using replication technology to capture specific events for auditing and 
transform the data for other specific business purposes.  

 

 

Our growing banking and insurance business eventually effected our day to day operations. Our 
operational database systems were running at a high utilization rate during peak business hours. We had 
to take action to further ensure continuous uninterrupted and fast access. 

We now have setup a second Data Center to host our operational database system. We are going to 
distribute and balance access to the operational databases in both Data Center according to a customer 
geographic location. Additionally, we are going to configured continuous bi-directional synchronization 
between the operational databases on each Data Center which then enables us to use the respective 
other Data Center as a backup system in case of a failure.  

 

In order to go life with our Data Center configuration, we required dedicated replication technology. We 
had particular requirements regarding system impact, latency, data integrity and multi-side update 
support with conflict resolution. Considering our options, we chose IBM InfoSphere Change Data 
Capture (CDC). CDC not only supports our requirements, it also integrates easily with our other 
InfoSphere products (such as InfoSphere DataStage) that we already use at JK Life & Wealth.     
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In addition to the Data Center synchronization, I received a request from our loan department to capture 
certain bank transactions. The loan department is planning to build an application which will monitor 
customer transactions. If the withdrawal amount in a time-period is going to exceed a specific ratio to the 
customers prior account balance, the system will flag the customer as a candidate to receive a special 
personal loan offer. At JK, we have a policy in place that only dedicate applications are allowed to access 
our banking ODS. I know that CDC also provides great transformation capabilities. Therefore, in order to 
capture the specific bank transactions for the loan application, I will be using CDC for this as well.  

Let’s not waste any time and get started to setup Data Center synchronization and the capturing of the 
bank transactions using CDC  

In this lab, you will be using IBM InfoSphere Change Data Capture to setup replication of operational 
data between the JK Data Center. Also, using CDC, we will be generating transaction records out of 
updates made to JK bank account database.  

In this lab, you will 

 Understand the concepts of InfoSphere Change Data Capture. 

 Test the continuous mirroring between databases on our two Data Center; and 

 Configure and test CDC to address the requirement by the loan department. 

 

 

Note: It is advisable to stop the WebSphere Application Server hosting 
IBM InfoSphere Information Server during this exercise. Close any open 
Information Server client application. Then run the ‘Stop server’ script located 
on your desktop (double-click the icon to start). The shut-down process will 
take a few minutes. 

Also, if you have not done so before, disable the Symantec Client Firewall 
to avoid any Socket Exception because of blocked ports. 
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10.1 Testing the continuous synchronization between operational 
databases  

I have received the requirement to setup bi-directional replication between our banking ODS on our two 
Data Centers. This step intends to reduce the current utilization rate and will establish a constant failover 
system. This means whenever an update is being made to one of these databases (e.g. a customer 
performed a banking transaction), the change needs to be replicated instantaneously to its mirror 
database in the other Data Center. In our current system architecture, we are using DB2 UDB 9.5 
databases systems on both Data Centers. However, CDC is supporting most major Database systems 
for log-based data capture.  

In order to replicate data from a database, I need to create a CDC instance for this database. Therefore, 
for bi-directional replication, I need to create two CDC instances. Let us take a quick look at the CDC 
Configuration tool used to create these instances. 

__1.  Start the CDC processes. Double click on the desktop icon  ‘Start CDC’ to run the 
start script. 

__2.  Open the CDC Configuration for DB2 tool by double clicking the desktop icon  
named ‘CDC Configuration for DB2’. 

The CDC Configuration tool enables me to define new CDC instances. A CDC instance can be 
seen as an agent process which either captures changes made on a source database or applies 
changes on a target database.  
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I can see that there are already two instances defined (one for each ODS in our Data Center) 
and that they are in the running state. This means we are ready to setup the replication process. 

 

__3.  Close the CDC configuration tool by clicking Close’. 

As the next step, I will be using the CDC Management Console to manage and setup our 
replication scenario.  

__4.  Start the CDC Management Console by double clicking on ‘CDC Management Console’ icon on 
the desktop. 
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__5.  Authenticate with our Database Administrator ‘neelix‘ and password inf0server’ and click: ‘Login’. 
Should the server name and port number field be empty, use the following settings (server 
name: localhost, port number: 10101). 

 

 

CDC Management console is a graphical interface to create subscriptions 
and manage the replication environment. It provides an integrated view of all 
source and target data sources. You can specify replication tables, define 
data transformation and other business logic and monitor replication 
processes. 
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__6.  Click the ‘Access Manager’ button. 

 

As a System Administrator for CDC I have access to the ‘Access Manager’ view. I can create 
new users, change users roles & status, assign Datastores to users and add new Datastores. I 
can see that I am assigned to the two existing Datastores (CDC_JKLW_DB & 
CDC_JKLW_DB1). Each Datastore maps to one of the CDC instances we had looked at before. 
These are ‘dual’ Datastores, meaning they can be used as either source or targets.  

 

 

CDC Access Manager allows to setup and manage Datastores and CDC 
users. Here you specify connection parameters and user access rights for 
a Datastore. 

A Datastore represents a replication source or target (or both). Each 
datastore corresponds to an instance of CDC defined in the CDC 
configuration tool.  
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__7.  Click on ‘Configuration’ button and then click on ‘Datastores’ tabulator below the Configuration 
button.  

 

The Access Manager view that we have been looking at, is only available to CDC System 
Administrators. The ‘ConfigurationDataStores’ view can be used by all CDC users to see the 
list of Datastores they are assigned to. It is also the place to define specific system parameters 
for a Datastore. 
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For our two Datastores, we need to add a system parameter to support bi-directional replication 
between UDB databases. 

__8.  Right-click on Datastore ‘CDC_JKLW_DB’ and select ‘Properties’ from the context menu. 

 

__9.  On the Datastore Properties window, select the ‘System Parameter’ tab. 

__10.  Click the ‘Add’ button to add a new system parameter. 

__11.  In the Parameter Name field enter: ‘ddl_awareness’ and in the Value  field enter: ‘false’. 
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__12.  Click ‘OK’ on the Add System Parameter windows, then click ‘OK’ on Datastore Properties 
window. 

__13.  Repeat the previous five steps for Datastore ‘CDC_JKLW_DB1’.  

__14.  Click on ‘Subscriptions’ tabulator to see the currently defined subscriptions.  

 

 

Subscriptions are the definition of your replication environment where you 
specify your source and target Datastores. A subscription contains all 
needed information (source system, target system, table & column 
mapping, replication type etc.) to replicate data from a source to a target. 
You define which target is subscribed to what source. Because a 
subscription defines a specific replication direction, we need at least two 
subscriptions to support our bi-directional Data Center replication scenario. 

 

10.1.1 Monitoring Subscriptions – Assessing the status quo 

I can see two subscriptions; ‘DC_I_TO_DC_II’ and ‘DC_II_TO_DC_I‘ which are defined under project 
‘CDC_POT’. Two subscriptions are needed to setup bi-directional replication and to define the replication 
environment for each direction. 

 

__15.  Click on the Monitoring button. 

Subscription monitoring shows the state and status of the defined subscription. I can see that 
both subscriptions are in Inactive state and have normal status (error & unknown are the two 
others) at this point. Let us take a look at our source and target databases before we start the 
replication process. 
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__16.  Double click on the desktop icon ‘JKLW_DB on DC I’. This will open a database connection to 
our database JKLW_DB on Data Center I.   

 

__17.  Double click on the desktop icon ‘JKLW_DB1 on DC II’. This will open a database connection to 
our database JKLW_DB1 on Data Center II.   

 

Place the windows so that you can see both at the same time. 

At this point, the database JKLW_DB in our original banking ODS in Data Center I, contains all 
account details. Database JKLW_DB1 on our new Data Center II, is not yet populated.  
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__18.  At the command prompt issue the following command on both command windows to see the # of 
rows in each bank account table and to see account details for the customer with account id = 
101607. 

 db2 –tvf COUNT_ROOWS.SQL 

 

For the JKLW_DB database, I can see that we have 207 records in the BANK_ACCOUNT table 
and that the account id 101607 belongs to Elna H Frederick. The same table on database 
JKLW_DB1 is still empty. 

Let us start the replication process and verify that the replication process is running successfully.  

 

10.1.2 Refreshing the new JKLW_DB1 database with the existing data 

Before starting the continuous mirroring between our two Data Centers, we need to refresh the 
JKLW_DB1 database to be in sync with database JKLW_DB.  
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Mirroring: Refreshing databases means that exact copies of the datasets 
are created. Real time data replication between a source and target table 
is called mirroring. 

 

To refresh, I need to return to the CDC Management tool. (I am still in the Monitoring  
Subscription view). 

__19.  Right Click on subscription ‘DC_I_TO_DC_II’ and select Start Refresh. 
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__20.  On the Start Refresh window, all tables in this subscription should have the ‘Refresh’ check box 
enabled.  Click ‘OK’.  

 

The refresh operation synchronizes between JKLW_DB and JKLW_DB1. Observing the 
subscription state, we can see that the state changes from ‘Inactive’ to ‘Refresh’ to ‘Ending’ and 
back to ‘Inactive’. 

Let’s go back to the two DB2 command windows, once the refresh has ended.  
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__21.  On each of the two command windows re-run the command, which you had executed in Step 18. 

 db2 –tvf COUNT_ROOWS.SQL 

I can now see that we get the exact same result on both tables, which means our databases are 
in sync and are ready to be placed in continuous mirroring.  

 

 

10.1.3 Configuring real time data replication between the two databases 

To enable real time data replication, we need to change the replication method of our subscriptions from 
‘Refresh’ to ‘Mirror’ 

__22.  On the Management Console, click the ‘Configuration’ button. 

__23.  On the left (Subscription) side, ensure that subscription ‘DC_I_TO_DC_II is selected. 
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__24.  On the right (Table Mapping) side, click the ‘Change Replication Method’ icon and select 
‘Change Replication Method (All) …’ 

 

__25.  On the popup window, change the replication method to ‘Mirror’ and select the check box 
‘Prevent Recursion’. 

 

__26.  Click ‘OK’ to make changes. 

To avoid any further refresh when starting the subscriptions, we will set the capture point to the 
current state on both subscriptions. Let’s start with DC_I_TO_DC_II as we still have this one 
selected. 
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__27.  On the right (Table Mapping) side, click icon ‘Mark table capture point for mirroring’ icon and 
select ‘Mark table capture point for mirroring (All) …’ This will change the status of the tables in 
the table mapping to ‘Active’ 

 

__28.  Click ‘Yes’ on the confirmation window. 

__29.  On the left (Subscription) side, select subscription ‘DC_II_TO_DC_I’. 

__30.  Do Steps 27-28 now for subscription ‘DC_II_TO_DC_I’. 

At last, we will start both subscriptions for continuous mirroring. 

__31.  Click on the Monitoring button and ensure the ‘Subscription’ tabulator is selected. 

__32.  Select then right click subscription ‘DC_I_TO_DC_II’ and select Start Mirroring (Continuous). The 
state of the subscription should change to ‘Mirror Continuous’. 
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__33.  Repeat Step 32 for subscription ‘DC_II_TO_DC_I’. 

 

 

10.1.4 Validating the database mirrors 

Both subscriptions should be running now and I can do some quick tests to verify it. To do this, I need to 
go back to the two DB2 command windows that I had opened before. 

__34.  Start with the window for ‘JKLW_DB_ON_DC_I’. You will execute a script which will change the 
marital status of Elna H. Fredrick from ‘married’ to ‘divorced’. On the command prompt type: 

 db2 –tvf UPDATE_RECORD_ON_DC_I.SQL 
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__35.  On the second window (JKLW_DB1_ON_DC_II), verify that the change was replicated, by 
executing the following command on the command prompt 

 db2 –tvf LIST_UPDATED_RECORD.SQL 

I can see that the marital status has changed to ‘divorced’ on my second database which means 
replication at least works for one direction. 

 

Now, let’s check the reverse direction. 

__36.  Still on DB2 command window ‘JKLW_DB1_ON_DC_II’ execute the following statement: 

 db2 –tvf UPDATE_RECORD_ON_DC_II.SQL 
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__37.  On the other DB2 window (JKLW_DB_ON_DC_I), verify that the change was replicated, by 
executing the following command on the command prompt 

 db2 –tvf LIST_UPDATED_RECORD.SQL 

The update on JKLW_DB1 on DC II set the marital status for Elna Frederick to ‘single’. 

 

Ok, this seems to work fine now. Let’s now do our other task, setting up data capture for our 
transaction table.  Leave the DB2 command windows open. We will come back here to test the 
new subscription we are going to create. 



IBM Software 

Page 154 Discovering the value of IBM Information Server 

10.2 Creating a new subscription to capture bank transactions 

Let us now see how we can assist the JK Life & Wealth’s loan department to capture bank transactions. 
They were asking for our help in their effort to offer personal loans to customers. We can use the existing 
infrastructure of Change Data Capture to define a new subscription, in which it filters and transforms the 
data in the format needed by the loan department. The loan department expects to get the following 
information: Account Id, Amount withdrawn or credited and the transaction date.  

__38.  On the Management Console window, click on the ‘Configuration’ icon and then click on the 
Subscriptions tab. 

__39.  Click on the ‘Create new Subscriptions…’   icon on the left side. 

 

We will be capturing the changes made to the bank account table in JKLW_DB and insert the 
balance updates into a transaction table located in the same database.  
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__40.  Define a new subscription ‘TXN_SUB’  in Project ‘CDC_POT’ with source and target both set to  
‘CDC_JKLW_DB’, then click ‘OK’. 

 

Once created, the new subscription ‘TXN_SUB’ is listed underneath project CDC_POT. As the 
next step we will be creating the table mapping which defines transformations and filtering to 
capture the specific transaction details.  
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__41.  Right click on the newly created subscription TXN_SUB and select ‘Map Tables…’ 

 

The Map Tables wizard opens. First we need to choose a table mapping type. We need to 
capture the transactions made in our bank accounts table including the exact time when the 
transaction was made. 

Live Audit would be an appropriate mapping since it generates automatic mappings between 
sources & targets and it allows us to track specific audit information such as timestamps. 
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__42.  Select Live Audit Mappings and click ‘Next’. 

 

We need to keep track of the time at when a transaction has happened. CDC provides a set of 
audit control fields. They will be captured along with the changed data. We can collect Aud_Type 
information which captures the type of change on the database, whether it was an Insert, Update 
or Delete operation. Aud_User collects who changed the record and Aud_Time saves the time at 
which the transaction took place.  
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__43.  If applicable, remove all audit control fields except Aud_Time from the list of Audit columns then 
click ‘Next’. 

 

We are going to capture changes from the BANK_ACCOUNTS table in JKLW_DB database.  



IBM Software 

Lab 10 Page 159 

__44.  Select ‘JK_BANK1.BANK_ACCOUNTS’ as our Source table and then click: Filter columns...  

 

We are only interested in capturing account id and bank balance from our source table. We can 
ignore all other columns. By default all source columns are selected.  
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__45.  De-select all columns except ACCOUNT_ID and BANK_BALANCE and Click ’OK’. 

 

__46.  Then click ‘Next’ on the ‘Select Source Tables’ window.  

The Transaction table already exists. Its name is JK_BANK1.TRANSACTIONS. Therefore, we 
are mapping our source to an existing target. 

__47.  On the ‘Select Existing or Create New Target Table’ window, ensure that ‘Map to existing tables’ 
is selected and then click ‘Next’ 
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__48.  On the ‘Map Source table to Existing Target Tables’ window select 
‘JK_BANK1.TRANSACTIONS’ as the destination table. And click ‘Next’.  
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__49.  Review the mappings to ensure they are correct and click ‘Next’.  

 

__50.  To create the mapping, click ‘Finish’ 

We have now created the table mapping. Any matching column names are automatically 
mapped between the source and target tables. Next, we will add expressions for our derived 
columns (Withdrawal and Credit Amount) and create column filter conditions.  

__51.  To continue working on our mapping, double click the Table Mapping (or right-click and select 
‘Edit Mapping Details…’).  
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We need to map the audit journal field (Aud_Time) as a source column for our target column 
TXN_TIMESTAMP. Also, we need to define an expression to derive the withdrawal (credit) 
amount out of the difference between the old and new bank balance. We don’t need to do 
anything for the TXN_ID, as this value will be generated by the database. 

__52.  Click on the Column Mapping tab.  

We can see that the ACCOUNT_ID column was automatically mapped. We need to specify 
expressions or journal control fields to the remaining target columns except the TXN_ID which 
will stay unmapped. 

__53.  Expand Journal Control Fields.  

__54.  Drag ‘&TIMESTAMP’ to the source side of the target column TXN_TIMSTAMP.  

 

__55.  Expand ‘Expressions’.   
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There are already two expressions defined, which we will be used here for the two target 
columns ACTION and AMOUNT. 

__56.  Drag the ‘ACTIOIN_VALUE’ expression to the source side of the target column ‘ACTION’. (the 
source field will then contain the actual expression – not the name of the saved expression). 

__57.  Drag the ‘BALANCE_DIFFERENCE’ expression to the source side of the target column 
‘AMOUNT’. 
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Our Loan department is only interested in bank transactions that result in a change of the bank 
balance for an account. Opening a new account or closing an account is not the type of 
operation they are interested in. For example, an account opening transaction will result in a 
record insert in the database and similarly a closure of an account will result in a database row 
delete. We will filter such operations.  

__58.  Click on ‘Operation’ tab. 

__59.  For ‘Row level Operation’, change the value for ‘On Insert’ to ‘Do Not Insert’; change the value 
for ‘On Update’ to ‘Audit After Image’ and change the value for ‘On Delete’ to ‘Do Not Delete’. 

__60.  For ‘Table level Operations’ change the value for ‘On Clear / Truncate’ to ‘Do Not Delete’. 

 

In terms of change propagation, we retained changes only for updates. We are removing deletes 
and inserts from the capture process.  

 

 

User Exits define a set of actions that you want to execute either before or 
after applying a row level operation. You can specify your user exit program 
in the User Exits Tab of mapping specification. 
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__61.  Click: ‘Apply’ to update the table mapping. 

Now the subscription is ready to be activated.  

 

10.2.1 Testing the newly created subscription 

Let us quickly test the new subscription that we have just created. To test the subscription, we need to 
start the subscription in continuous mirroring mode. 

__62.  On the Management Console, right click on subscription TXN_SUB and select Start Mirroring 
(Continuous).  

__63.  Return to the DB2 command window for JKLW_DB_ON_DC I which we had used before. 
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__64.  Executing the following commands step by step on the DB2 command prompt: 

 db2 –tvf LIST_TRANSACTIONS.SQL 

 db2 –tvf WITHDRAW.SQL 

 db2 –tvf CREDIT.SQL 

 db2 –tvf LIST_TRANSACTIONS.SQL 

Executing these we will first list the transaction table, which is empty. Then an update is made to 
bank balance for Account Id 101607 which is calculated as a withdrawal. The second update is 
calculated as a credit on the same account id. Lastly, listing the Transaction table shows the two 
transactions derived from the updates on the Bank_Account table. 
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To shut down our CDC system in a clean way, we need to stop all three subscriptions and then 
stop the CDC Instance and the CDC transformation server processes.  

__65.  In MonitoringSubscriptions, select all three running subscriptions and then select ‘End 
Replication (Controlled). Ensure the State is changing to ‘Inactive’. 

 

__66.  On the desktop double-click on  ‘Stop CDC’ to stop the running CDC processes (two 
UDB instances and CDC Transformation Server process) 



IBM Software 

Lab 10 Page 169 

10.3 Summary 

IBM InfoSphere Change Data Capture is a very powerful log based replication product which has little 
impact on a source database. In addition to replication, CDC can be used for database auditing and real 
time data transformation. It supports all major database systems such as DB2, Oracle, Sybase, Informix, 
SQL Server for dual replication (source & target). Captured data can be provided as JMS messages or 
could be passed to third party software by using the ‘User Exit’ feature of the product.  
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Lab 11 Leverage Trusted Information when working with IBM 
Cognos BI 8.4  

  

In this lab, you will be acting as JK Life & Wealth Business Intelligence 
Architect Kate Pulaski. It is your job to design and deliver the reports and 
dashboards that JK’s business needs 

 

 

 

    

In this lab, you will 

 Understand how easy you can compose flexible reports in Go! Dashboard 

 Create a small report to integrate it into a Go! Dashboard report 

 Understand the origin of measures & dimensions through the invocation of a data flow analysis in 
InfoSphere Metadata Workbench 

 Understand the business definition of report fields and other objects through the built-in 
integration of InfoSphere Business Glossary 
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11.1 Preparation Step in InfoSphere DataStage   
This preparation step is necessary to create the new data lineage for the BANK2 sources that we have 
added in the InfoSphere FastTrack and InfoSphere DataStage Labs. We will take advantage of the new 
lineage later in this lab. 

__1.  Ensure IBM InfoSphere Information Server is completely started. (You can double click the ‘Start 
server’ and ‘Start agent’ icons on the desktop). 

__2.  Open the InfoSphere DataStage Designer client. 

__3.  Authenticate as user ‘scotty’ and password ‘inf0server’. Ensure the project is set to  
‘IOD_DEMO’’ before clicking ‘OK’. 

__4.  You need to import the job created in exercise #5. 

__5.  To import, select ‘Import  DataStage Components…’ from the menu. 

 

__6.  At the ‘Import from file” text box, navigate to the file: 
‘C:\JKLW_IOD\DataStage_QualityStage\BANK_1_BANK_2_To_CUSTOMER_STAGE.DSX’ 
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__7.  Select radio button ‘Import All’ and then click ‘OK’. This will import the job 
‘BANK_1_BANK_2_To_CUSTOMER_STAGE’. 

 

__8.  Open the imported job ‘BANK_1_BANK_2_To_CUSTOMER_STAGE’. 

__9.  Compile the job by pressing F7. 

__10.  Run the job by clicking on the run icon in the toolbar. 

 

__11.  Close the DataStage Designer client. 

__12.  Open Metadata Workbench by double-clicking on the ‘Metadata Workbench’ desktop icon. 

__13.  Authenticate using the following user / password: ‘isadmin’ / ‘inf0server’ . 
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__14.  On the left, click the ‘Advanced’ tabulator and then click the click the ‘Automated Services’ link. 

__15.  On the Automated Services window, leave everything as it is and click the ‘Run’ button. 

 

__16.  This step will take a few seconds. Once it has finished, the status for all three services runs  
(Views, Locators, Jobs) should show ‘Complete’. 

__17.  Log out of Metadata Workbench. 
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11.2 Starting Cognos and Go! Dashboard 
Our IBM Cognos® and Dashboard server is not active by default. We will need to run two scripts to start 
the two servers. These scripts will launch the Apache Tomcat application server for IBM Cognos and 
Dashboard, the Apache web server and start up the Derby ‘Content Manager’ database. 

__18.  Run the ‘Start Cognos’ script by double-clicking on the desktop icon ‘Start Cognos’. Note the 
start window will stay open. If you want to close it, you need to press any key on the window. 

__19.  Run the ‘Start Dashboard’ by double-clicking on the desktop icon ‘Start Dashboard’. 
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11.3 Creating a simple Report for the Dashboard 

__20.  Open the Cognos Home page by double-clicking on the desktop icon ‘Cognos Home’. 

__21.  Under ‘My Actions’ click the link ‘Create professional reports’. 

 

__22.  On the ‘Select a package’ window, click the link of the ‘JKLW Customer Analysis Package’. This 
will start a new Report Studio window. If you see a message from Internet Explorer about 
clipboard access, click the ‘Allow access’ button. 

 

Lab 11 Page 175 



IBM Software 

__23.  On the ‘Welcome’ window, click ‘Create a new report or template’. 

 

__24.  On the ‘New’ window, click ‘Blank’ and the ‘OK’. 
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__25.  From the menu, click ‘Table’ then select ‘Insert  Table …’. 

 

__26.  Create the table with the default settings (2 columns, 1 row, maximize width). 

__27.  On the bottom of the ‘Insertable Objects’ window (on the left), click the ‘Toolbox’ icon. 

 

Lab 11 Page 177 



IBM Software 

__28.  From the ‘Insertable Objects’ window, click and drag the Chart tool into the left column of the 
table.  

 

__29.  Select the 3-D Axis chart and click ‘OK’. 
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__30.  From the ‘Insertable Objects’ window, click and drag the ‘Crosstab’ into the right column of the 
table. 

 

 

__31.  On the bottom of the ‘Insertable Objects’ window, select the ‘Source’ tab to see the objects in the 
JKLW Customer Analysis Package. 
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11.3.1 Data flow analysis for measures & dimensions 

Thanks to the seamless integration between InfoSphere Metadata Workbench and Cognos BI, I can see 
where the data for a measure or dimensions field originates from beyond a Cognos package. 

Let me first check if, in the meantime, our Data Integration team integrated Bank2 Line of Business into 
our Warehouse. 

__32.  In the ‘Insertable Objects’ window, expand ‘Customer_Credit_Exposure_Measure’ and right-click 
on ‘SUM_ACC_BALANCE’. 

__33.  On the context window, select ‘Lineage’. 

 

__34.  If this is the first invocation of Metadata Workbench, a Metadata Workbench Authentication 
window appears. Authenticate with user ‘kate’ / ‘inf0server’. 

Page 180 Discovering the value of IBM Information Server 



IBM Software 

Starting Lineage from within Cognos, will invoke a Data Lineage request on the selected BI Report 
Member SUM_ACC_BALANCE. In order to find a result, it is necessary that models, packages or reports 
have been imported into Information Server using any of the various Cognos Import bridges prior to 
running Lineage again Metadata Workbench. 

__35.  There are quite a lot of database tables and DataStage stages returned. Click on the ‘Display 
final asset’ button to reduce the result. 

 

With just the final assets displayed, I can see that SUM_ACCOUNT_BALANCE now maps to 
Bank1 & Bank2 Line of Business.  

That’s good news for the report we are going to create. Now let me also do a quick check on the 
business definition of ‘Line of Business’. 
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11.3.2 Lookup business definitions in Report Studio through InfoSphere Business 
Glossary 

The ability to look up our common Business Glossary directly from the IBM Cognos BI development 
environment ensures that I’m on the same page with the Business Analysts that gave me the 
requirements for this report. 

__36.  Right-click on the Dimension ‘Line of Business’ and select ‘Glossary’ from the context menu. 

 

__37.  Same as for the Lineage invocation, if this is the first time to call Glossary, an authentication 
window appears. Authenticate with ‘kate’ / ‘inf0server’. 

__38.  The glossary lookup will first return an overview page, with the name of all found business terms 
matching the selected terms. In our case, only one term is returned. Click the term name ‘Line of 
Business’ next to the briefcase icon. 

 

Drilling into the details of a term will open a business term definition window, similar to the 
Business Glossary Anywhere popup window. 
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__39.  Click on the ‘Open in Browser’ button on the top right corner. 

 

Opening the term in a browser shows us the same information in the default Business Glossary 
Browser interface. From here I can now navigate to all related terms and assets. 

This also looks very good. Let me finish the report by integrating Measures and Dimensions into 
the appropriate chart and crosstab fields. 
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We need a report showing our Credit Exposure by Line of Business for the previous year. Therefore we 
will be using ‘CREDIT_EXPOSURE’ as measure for both charts on the report. 

__40.  Click and drag ‘CREDIT_EXPOSURE’ measure into the default measure box (z-axis) on the left 
chart. 

__41.  Click and drag ‘CREDIT_EXPOSURE’ measure into the center of the Crosstab. 

 

Based on our requirement to report on Line of Business for 2008, we need to dimensions for the 
report. One dimension is the Line of Business and the other dimension is the Measurement 
Period. 

__42.  Expand dimension ‘Line of Business’ to: Line of Business  LOB  Members  Line of 
Business (All.) 

__43.  Click and drag  ‘Line of Business (All)’ into the ‘Series’ field of the chart. 

__44.  Click and drag ‘Line of Business (All)’ into the ‘Column’ header of the crosstab 

 

__45.  Expand dimension ‘Measurement Period’ to: Measurement Period  MSR_PRD  Members  
Measurement Period (All)  2008. 

__46.  Click and drag ‘2008’ into the ‘Categories (x-axis)’ field on the chart. 
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__47.  Click and drag ‘2008’ into the blue ‘Rows’ side of the crosstab. 

 

Both dimensions have further sub levels into which the user can drill in our out. But first we need 
to enable our report for this drill down function. 

__48.  On the menu, click ‘Data’ and select ‘Drill behavior …’ from the context menu. 

 

Lab 11 Page 185 



IBM Software 

__49.  On the ‘Drill Behavior’ window, enable the check box ‘Allow drill-up and drill-down’.  

 

__50.  Click ‘OK’ to close the window. 
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Last but not least we will change the Measure name in the Crosstab to a less technical name. 

__51.  Right click the ‘CREDIT_EXPOSURE’ field in the Crosstab and select ‘Override default text…’ 
from the context menu. 

 

__52.  In the ‘Edit Label’ text box, type ‘Credit Exposure’ and click ‘OK’. 

Lab 11 Page 187 



IBM Software 

Finally, we are ready to save our new report. 

__53.  From the menu, click ‘File  Save As…’. 

 

__54.  Name the report ‘Credit Exposure Report’ and click ‘Save’. 

 

The report is now ready to be integrated into our dashboard. 
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11.4 Integrating reports and charts into Go! Dashboard 
We already have one existing Dashboard report, which we want to use as the basis for the integration of 
the newly created report. 

__55.  Open the Dashboard report by double-clicking on the desktop icon ‘JKLW Report on Dashboard’. 

The desktop shortcut is associated with the Go! Dashboard report that will be loaded into your 
browser. 
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To add the Credit Exposure metrics to this report, we need to bring the Dashboard into editing mode. 

__56.  Click the down arrow on the top left side of Go! Dashboard window and select ‘Edit content and 
layout…’  from the context menu. 

 

In the edit mode, Go! Dashboard will show the various reports in the public and private folders of 
Cognos BI to which I have access. 

__57.  Expand the folder: ‘Public Folders  JKLW Customer Analysis Package’ and hover with your 
mouse over the ‘Credit Exposure Report’ that you created in the previous section. 

Doing so will immediately run the report and we can see how the report would look like on the 
screen. 
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__58.  To integrate the ‘Credit Exposure Report’, click and drag the report from the left folder view onto 
the Dashboard canvas to the right, directly underneath the ‘JK LIFE & WEALTH’ title picture.  

 

After dragging the report onto the canvas the two dimensions (Line of Business and 
Measurement Period) are not expanded but we can check already if the drill-down is working. 

__59.  Click on any of the dimensions either in the Chart (x-axis or z-axis) or in the crosstab (row or 
column names). Drilling on the year will then show the month of the year. Drilling on the Line of 
Business will show the ‘Line of Business – Legal entity’ and then the holding companies within a 
Line of Business. 
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On the newly integrated portlet, the title is still showing a default title. Let’s set the title to something more 
meaningful. 

__60.  Click the downward arrow on the right side of the newly integrated portlet. On  the context menu 
select ‘Layout and Style’. 
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__61.  On the ‘Set the layout and style’ window, ensure the ‘Show the title bar’ check box is enabled 
and that the radio button ‘Type the title’ is selected. In the Title text box type: ‘Credit Exposure 
2008 by Line of Business’. Then click ‘OK’ to close the window. 

 

This looks good now. Let’s save this report. 

__62.  Click the downward arrow on the top left corner of the dashboard canvas and select ‘Save As’ 
from the context menu. 
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__63.  Give the new Dashboard report the name: ‘Dashboard Analysis with Credit Exposure Report’ 
and click ‘Save’. 

 

__64.  Last but not least, close the editing mode, by clicking on the ‘Done’ in the upper left corner. 
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11.5 Summary 
You have now used the integrated, open standards-based IBM Cognos BI platform to build a business 
intelligence report that will help our Business Analyst Jean-Luc to communicate JKLW’s most recent and 
accurate financial status to our CEO.  

You have leveraged our common enterprise vocabulary in report elements to ensure the consistent use 
of terms across the enterprise. You have explored metadata relationships using the web-based 
InfoSphere Metadata Workbench tool to understand and manage your end-to-end information 
infrastructure. 

You have discovered how IBM Cognos Business Intelligence and IBM InfoSphere Information Server 
have helped JKLW to turn information from fragmented, disparate systems into trusted and relevant 
information at high volume and velocity. 
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Appendix A. Notices 

This information was developed for products and services offered in the U.S.A.  

IBM may not offer the products, services, or features discussed in this document in other countries. 
Consult your local IBM representative for information on the products and services currently available in 
your area. Any reference to an IBM product, program, or service is not intended to state or imply that 
only that IBM product, program, or service may be used. Any functionally equivalent product, program, or 
service that does not infringe any IBM intellectual property right may be used instead. However, it is the 
user's responsibility to evaluate and verify the operation of any non-IBM product, program, or service.  

IBM may have patents or pending patent applications covering subject matter described in this 
document. The furnishing of this document does not grant you any license to these patents. You can 
send license inquiries, in writing, to:  

IBM Director of Licensing 
IBM Corporation 
North Castle Drive 
Armonk, NY 10504-1785 
U.S.A.  

For license inquiries regarding double-byte (DBCS) information, contact the IBM Intellectual Property 
Department in your country or send inquiries, in writing, to:  

IBM World Trade Asia Corporation 
Licensing 
2-31 Roppongi 3-chome, Minato-ku 
Tokyo 106-0032, Japan  

The following paragraph does not apply to the United Kingdom or any other country where such 
provisions are inconsistent with local law: INTERNATIONAL BUSINESS MACHINES 
CORPORATION PROVIDES THIS PUBLICATION "AS IS" WITHOUT WARRANTY OF ANY KIND, 
EITHER EXPRESS OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES 
OF NON-INFRINGEMENT, MERCHANTABILITY OR FITNESS FOR A PARTICULAR PURPOSE. Some 
states do not allow disclaimer of express or implied warranties in certain transactions, therefore, this 
statement may not apply to you.  

This information could include technical inaccuracies or typographical errors. Changes are periodically 
made to the information herein; these changes will be incorporated in new editions of the publication. 
IBM may make improvements and/or changes in the product(s) and/or the program(s) described in this 
publication at any time without notice.  

Any references in this information to non-IBM Web sites are provided for convenience only and do not in 
any manner serve as an endorsement of those Web sites. The materials at those Web sites are not part 
of the materials for this IBM product and use of those Web sites is at your own risk. 

IBM may use or distribute any of the information you supply in any way it believes appropriate without 
incurring any obligation to you. 

Any performance data contained herein was determined in a controlled environment. Therefore, the 
results obtained in other operating environments may vary significantly. Some measurements may have 
been made on development-level systems and there is no guarantee that these measurements will be 
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the same on generally available systems. Furthermore, some measurements may have been estimated 
through extrapolation. Actual results may vary. Users of this document should verify the applicable data 
for their specific environment.  

Information concerning non-IBM products was obtained from the suppliers of those products, their 
published announcements or other publicly available sources. IBM has not tested those products and 
cannot confirm the accuracy of performance, compatibility or any other claims related to non-IBM 
products. Questions on the capabilities of non-IBM products should be addressed to the suppliers of 
those products. 

All statements regarding IBM's future direction and intent are subject to change or withdrawal without 
notice, and represent goals and objectives only. 

This information contains examples of data and reports used in daily business operations. To illustrate 
them as completely as possible, the examples include the names of individuals, companies, brands, and 
products. All of these names are fictitious and any similarity to the names and addresses used by an 
actual business enterprise is entirely coincidental. All references to fictitious companies or individuals are 
used for illustration purposes only. 

COPYRIGHT LICENSE:  

This information contains sample application programs in source language, which illustrate programming 
techniques on various operating platforms. You may copy, modify, and distribute these sample programs 
in any form without payment to IBM, for the purposes of developing, using, marketing or distributing 
application programs conforming to the application programming interface for the operating platform for 
which the sample programs are written. These examples have not been thoroughly tested under all 
conditions. IBM, therefore, cannot guarantee or imply reliability, serviceability, or function of these 
programs. 
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Appendix B. Trademarks and copyrights 

The following terms are trademarks of International Business Machines Corporation in the United States, 
other countries, or both: 

IBM  AIX CICS ClearCase ClearQuest Cloudscape 

Cube Views DB2 developerWorks DRDA IMS IMS/ESA 

Informix Lotus Lotus Workflow MQSeries OmniFind System p 

Rational Redbooks Red Brick RequisitePro System i  

System z Tivoli WebSphere Workplace   

Adobe, Acrobat, Portable Document Format (PDF), and PostScript are either registered trademarks or 
trademarks of Adobe Systems Incorporated in the United States, other countries, or both. 

Cell Broadband Engine is a trademark of Sony Computer Entertainment, Inc. in the United States, other 
countries, or both and is used under license therefrom. 

Java and all Java-based trademarks and logos are trademarks of Sun Microsystems, Inc. in the United 
States, other countries, or both. See Java Guidelines  

Microsoft, Windows, Windows NT, and the Windows logo are trademarks of Microsoft Corporation in the 
United States, other countries, or both.  

Intel, Intel logo, Intel Inside, Intel Inside logo, Intel Centrino, Intel Centrino logo, Celeron, Intel Xeon, Intel 
SpeedStep, Itanium, and Pentium are trademarks or registered trademarks of Intel Corporation or its 
subsidiaries in the United States and other countries. 

UNIX is a registered trademark of The Open Group in the United States and other countries.  

Linux is a registered trademark of Linus Torvalds in the United States, other countries, or both. 

ITIL is a registered trademark and a registered community trademark of the Office of Government 
Commerce, and is registered in the U.S. Patent and Trademark Office. 

IT Infrastructure Library is a registered trademark of the Central Computer and Telecommunications 
Agency which is now part of the Office of Government Commerce. 

Other company, product and service names may be trademarks or service marks of others. 
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