
In Search of Alternative Uses of Byte-Addressable
Non-Volatile RAM: A Case Study of a Green Web

Server Cluster†

In Hwan Doh Young Je Moon Jung Soo Park Eunsam Kim
Department of Computer Engineering, Hongik University

Seoul 121-791, Korea
{ihdoh, yjmoon, cmzace, eskim}@mail.hongik.ac.kr

Jongmoo Choi
Division of Information and

Computer Science
Dankook University

Seoul 140-714, Korea
choijm@dankook.ac.kr

Donghee Lee
School of Computer

Science
University of Seoul

Seoul 130-743, Korea
dhl_express@uos.ac.kr

Sam H. Noh
School of Information and

Computer Engineering
Hongik University

Seoul 121-791, Korea
samhnoh@hongik.ac.kr

ABSTRACT
Non-Volatile RAM (NVRAM) has both character-
istics of non-volatility and random byte address-
ability. The advent of NVRAM can bring about
novel and innovative features that are not possi-
ble in conventional computing systems. The work
presented here makes two proof-of-concept contri-
butions in that direction. First, we develop a pro-
totype system that can be turned on and off in-
stantly (within less than 1 second) by making use
of NVRAM. This is done by making NVRAM the
main memory and retaining all its contents even
while power is off. Second, we model the energy
savings gained by deploying the instant on/off fea-
ture into servers within data centers, and then apply
the model to a data center configuration. In partic-
ular, we consider a Web server cluster where servers
in the cluster are instantly turned on and off ac-
cording to the variation of the workload arriving at
the cluster. Using the model and a real world Web
trace, we show that the Web server cluster that we
propose consumes only around 43% of the total en-
ergy consumed by a traditional Web server cluster
while providing the same service availability.

1. INTRODUCTION
Various forms of Non-Volatile RAM (NVRAM)

such as Magnetoresistive RAM (MRAM), Phase-
change RAM (PCM or PRAM), and Ferroelectric

†This work was supported by the Korea Science and
Engineering Foundation(KOSEF) grant funded by the
Korea government(MOST) (No.R0A-2007-000-20071-0)

RAM (FeRAM) have been considered as emerging
solid-state technology [14]. This NVRAM has both
the non-volatile and random byte-addressable na-
ture at the same time. As NVRAM technology con-
tinues to make progress, we can anticipate NVRAM
to become an everyday component of our commod-
ity computing systems in the near future [1, 2, 3].

Past research that make use of NVRAM in the
storage hierarchy have shown the possibility of sub-
stantial performance benefits that may be gained by
exploiting NVRAM [12, 17, 24]. However, the ad-
vent of NVRAM can not only bring dramatic perfor-
mance enhancements, but it may also lead to novel
and innovative features that are not possible in con-
ventional computing systems. The work presented
here is one in that direction. In particular, this work
presents the instant on/off feature that is attainable
through the use of NVRAM and its application to
a Web server cluster.

Innovative deployment of NVRAM as part of main
memory in computing systems allows the system to
be instantly turned on and off. As main memory
becomes nonvolatile, all the contents maintained in
main memory such as process objects that could not
be retained with power-off are now always retain-
able irrespective of power state. If one takes the
contents of the CPU registers and peripheral de-
vices and stores them in nonvolatile storage such
as NVRAM as well, the system can always main-
tain its full state when the power goes down. This
full state can be reinstated when needed and exe-
cution continued with power on. In this study, we
implement a prototype of such a system.
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Green computing, part of which is an effort to
reduce energy consumed by computing systems, is
no longer an option but mandatory from the en-
vironmental and financial viewpoints [21]. Today,
a tremendous amount of energy is being consumed
by data centers, and thus, green computing is be-
coming a focus of much research. Several major
IT companies such as Microsoft, Google and Yahoo
are making efforts to conserve energy consumed by
their data centers [21]. Moreover, researchers are fo-
cussing their attention to the wasteful energy con-
sumption incurred by idle server systems in data
centers [15, 26, 27].

In this work, we make two proof-of-concept con-
tributions. First, we develop a prototype system
that can be turned on and off instantly (within less
than 1 second) by making use of NVRAM. Second,
we model the energy savings gained by deploying
the instant on/off feature into servers within data
centers, and then apply the model to a data cen-
ter configuration. In particular, we consider a Web
server cluster where servers in the cluster are in-
stantly turned on and off according to the varia-
tion of the workload arriving at the cluster. Using
the model and a real world Web request trace, we
show that the Web server cluster that we propose
consumes less than half, in particular, only around
43%, of the total energy consumed by a traditional
Web server cluster while providing the same service
availability.

The remainder of this paper is organized as fol-
lows. In Section 2, we briefly mention the charac-
teristics of the emerging NVRAM technology. Sec-
tion 3 presents the novel use of NVRAM to allow
systems to be instantly turned on and off. Then we
discuss a case study of the green Web server cluster
that adopts the instant on/off feature in Section 4.
Previous works related to this study are presented
in Section 5. Finally, in Section 6, we conclude with
a summary and directions for future research.

2. NON-VOLATILE RAM (NVRAM)
NVRAM has access characteristics of conventional

RAM such as SDRAM, that is, byte-addressability,
and yet, retains the non-volatile characteristics of
secondary storage such as Flash memory. Compared
to SDRAM, NVRAM has SDRAM-comparable ac-
cess speed though the actual speed differs from tech-
nology to technology.

In comparison to Flash memory, NVRAM has the
following advantages. First, its access time is faster
than Flash memory, especially for write access. The
poor write access time in Flash memory can be ag-
gravated even more if it accompanies erasure op-
erations. Second, NVRAM has no erasure opera-

tion. In Flash memory, erasures must be done to
ensure that free space is available as overwriting
pages is not allowed. Furthermore, the erase opera-
tion is done in block units, which is asymmetric to
that of write operations that are done in page units.
Hence, when erasure occurs, copying of valid infor-
mation within the block to be erased must occur as
well [19]. This type of overhead for writes is not nec-
essary with NVRAM where writes are done simply
like SDRAM. Finally, erasures also bring about an-
other critical limitation of Flash memory, that is,
endurance. Block erasures are physically limited
to around 10,000 to 100,000 times for Flash mem-
ory, while practically, there is no such limitation for
NVRAM.

Although NVRAM technology has significant ad-
vantages compared to typical memory technology,
the downside of NVRAM is cost. Specifically, FeRAM
that we use in our implementation is currently being
sold for $24.65/4Mb. Even so, as with all previous
technologies including DRAM and Flash memory,
as NVRAM finds its place in computer systems the
price is bound to come down.

Table 1 summaries the characteristics of NVRAM
compared to SDRAM and Flash memory [4, 5].

Table 1: NVRAM characteristics in compar-
ison with typical solid-state technologies

Flash Memory Volatile NVRAM

NAND NOR SDRAM FeRAM MRAM

Non-volatility Yes Yes No Yes Yes

Access R/W Page Byte Byte Byte Byte

Unit Erase Block Block - - -

Access Read 12us 110ns 40∼75ns 110ns 35ns

Time Write 200us 80us 40∼75ns 110ns 35ns

Erase 2ms 0.6s - - -

Endurance
105 105 1015 1012 1015

(# of writes)

Cost ($/MB) 0.0049 0.9111 0.0073 47.04 36.66

3. INSTANT ON/OFF SYSTEM
In this section, we discuss how we made use of

NVRAM to realize the instant on/off system.
In making use of NVRAM, we take a novel view

and replace the RAM address space with NVRAM,
storing all kernel and application code in NVRAM.
Then, we take from the Suspend-To-RAM (STR)
feature. STR in its original form stores various sys-
tem information in RAM while turning off most of
the other components of the system to save energy.
This feature still requires power for main memory
and other minor components. When an interrupt
to resume the system occurs, the interrupt handler
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Figure 1: The development board and the
FeRAM daughter boards.

calls the resume function, which restores the system
to the state before the suspend based on the infor-
mation in memory.

Our approach is similar, but when the system is
turned off, all state information is stored in NVRAM
along with the operating system and applications.
Hence, the system can be turned off in full. So
that we know what to do when power returns, we
store the resume function at some designated loca-
tion. When power returns, we execute the resume
function stored at the designated location, restoring
the system to the state before the power off.

We implemented our approach on an embedded
system development board with a PXA255 XScale
processor. For proof-of-concept, we developed FeRAM
daughter boards and attach as much as 64MB of
FeRAM to the development board. The develop-
ment board and the FeRAM daughter boards are
shown in Figure 1. The NVRAM appears in the
physical memory address space and can be directly
accessed from the CPU via memory mapped ad-
dressing. We port the Linux version 2.6.21 on this
board and implement our instant on/off approach
there.

4. GREEN WEB SERVER CLUSTER
In this section, as a case study, we adopt the in-

stant on/off feature to a data center, in particular, to
a Web server cluster. First, we present the overview
of the server cluster configuration that we consider.
Then, an energy model for the server cluster is pre-
sented, and based on the energy consumption mea-
surements we obtain the benefits gained by deploy-
ing the instant on/off feature in such cluster sys-
tems.

4.1 Overview
The data center that we consider is a Web server

system that provides Web services through servers

Figure 2: Clustered web server system archi-
tecture in a data center.

clustered as shown in Figure 2. The clustered Web
server system consists of a load distributor system
and several real server systems. Web clients access
the Web server through the IP address of the load
distributor system that is part of the server cluster.
The front-end load distributor system distributes
user requests to the actual back-end servers based
on the load scheduling policy. The back-end Web
servers respond to the user requests relayed by the
load distributor. Hence, the clustered Web server
system provides transparency to the users regard-
less of the system configuration.

The goal of this work is to model the energy con-
sumption that is conserved by the Web server clus-
ter without sacrificing service availability through
the use of the instant on/off feature. As each server
system can be turned on and instantly become avail-
able for service, the system that we propose can re-
act with agility to sudden surges in user requests
that may come into the server system even though
the majority of the systems may currently be turned
off. Hence, there is room for conserving energy with-
out worrying about user experience by simply turn-
ing each server system off whenever the server sys-
tem becomes idle. For ease of discussion, hereafter,
the Web server cluster configuration that we pro-
pose will be referred to as the ”Green Web Cluster”
(GWC).

To maximize energy savings in the GWC, the dis-
tributor system intuitively distributes Web requests
to a minimal number of active server systems in or-
der to let as many servers be idle, and hence, turned
off, as possible. We shall refer to this type of load
scheduling policy as the load biasing policy to con-
trast it with load balancing. The load biasing policy
that we currently consider simply distributes user
requests to the heaviest loaded server system that is
responding below its maximum throughput.

Throughout this paper, we consider the energy
consumed only by server systems although other en-
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ergy consuming components such as cooling equip-
ment constitute a significant part of the total en-
ergy consumption for data centers. Nonetheless, it
is worth noting that the cost for cooling systems can
also be relieved by turning the unnecessary server
system off [27]. Hereafter, we focus on the energy
savings for server systems excluding the relative en-
ergy savings from cooling systems.

4.2 Energy and Responsiveness of a Single
System

In this subsection, we consider an empirical mea-
surement of the energy and responsiveness of a sys-
tem that employs the instant on/off feature. The
measurements verify that the approach that we pro-
pose is feasible as a real system.

For the experiments, a Web server and a Web
client system are connected via a gigabit ethernet
switching hub. The client system is a Pentium 4
system with a 2.0 GHz CPU, 512MB main memory,
and 100Mbps ethernet card that generates a burst
of Web requests by executing the Webbench bench-
mark tool [6]. The Web server system that runs the
Apache Web server services these requests.

Three types of servers are considered for the ex-
periments. The first type is the typical server that
we can imagine. It is a system that is constantly on,
always waiting for the client requests to arrive. This
server system is referred to as the ”constant on server
(COS)”. The second type is a conventional server,
but that which turns itself off when idle. This type
of operation is not the norm, as typically turning
systems on and off incurs long delays. However, we
consider this type for comparisons purposes. We
will refer to this second type of server as the ”typ-
ical on/off server (TOS)” system. The final type is
the server with the instant on/off feature, which is
referred to as the ”instant on/off server (IOS)”. All
the servers are implemented on the embedded devel-
opment board described in Section 3. For COS and
TOS, SDRAM is employed, while for IOS, FeRAM
is employed as its main memory.

Figure 3 shows the total energy consumed by each
of the three server systems as a function of time
elapsed during the experiment. For the initial 60
seconds of the experiment, there are no Web re-
quests from the client system so that each Web server
system is in the idle state. From then on up to the
end of the experiment (180 seconds), the client sys-
tem surges enough Web requests to saturate each
Web server system. Power reported here is for the
server only and is measured using the HPM-300A
power meter [7].

When in the idle state, both the IOS and TOS
systems that have been turned off consume minimal

Figure 3: Power usage for the three server
systems.

stand-by power, which is 0.2W in our embedded sys-
tem, while the COS system that is always on spends
55% (2.2W) of the peak power (4W) since the uti-
lization of CPU is 0%. After the initial 60 seconds,
the server is turned on and the client requests start
to arrive, and the server reacts to the requests. All
the server systems spend around 3.1W power when
requests come in at full speed. In the TOS system,
a separate 30 second boot time is required before
requests can be serviced. The energy consumption
profile during this period is reflected in the high peak
at the 60 to 90 second range for TOS.

We conduct another set of experiments to ver-
ify the responsive of each system as well as their
throughput. In these experiments, the server sys-
tems are left in their idle states, that is, idle for
COS and off for IOS and TOS systems. At this
point, the Web client starts issuing Web requests.
The IOS and TOS systems are immediately turned
on, while nothing in particular is done for the COS
system. The results in Table 2 presents the time to
service availability from idle state, the throughput
when a burst of Web requests arrive at the server
system that was in idle state, and the number of
SNA (Service Not Available) errors that Web users
experience.

As soon as a burst of Web requests come into each
server, both the IOS and COS systems respond to

Table 2: Web server system configurations
used in the experiments

Time to availability Throughput
SNA errors(seconds) (Requests/sec)

IOS Less than 1 43.3 None

COS 0 88.7 None

TOS 30 Failed to find server
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the Web requests instantly since the COS system
is always on and the IOS system can be turned
on and become available for service in less than
1 second. Unfortunately, the TOS system has to
spend around 30 seconds to turn itself on and be-
come available for service, so that intolerable SNA
errors are triggered for the burst of Web requests.
Hence, the throughput for the IOS and COS sys-
tem is 43.3 and 88.7 Web requests per seconds, re-
spectively, while the TOS system fails to execute
the Webbench benchmark due to the SNA errors.
The throughput difference between IOS and COS
comes from the FeRAM and SDRAM access speed
difference. Even though the access speed of cur-
rent NVRAM technologies is somewhat slower than
modern DRAM, it is expected that NVRAM ac-
cess speed will soon become comparable to that of
DRAM. In fact, NEC recently announced that it
has already developed an MRAM prototype whose
access speed is almost equivalent to that of LSI-
embedded SRAM; specifically, MRAM with 3.7ns
data output time [8]. Hence, this throughput dif-
ference will start to dissipate as NVRAM memory
technology improves. In fact, when the same exper-
iments are conducted on FeRAM for COS, the two
systems show almost identical results. It is worth
noting that the IOS system has no SNA errors.

4.3 Energy Model
From the above results, we verify that the IOS sys-

tem not only saves energy consumption as much as
the TOS system, but also provides service availabil-
ity as high as the COS system. Therefore, GWCs
that deploy energy efficient IOS systems has poten-
tials to conserve energy. In this regard, in this sub-
section, we model the energy efficiency of a Web
server cluster. Based on this model, in the follow-
ing subsection, we compare the energy consumption
of a GWC with a traditional data center with COS
systems using real Web traces.

The energy consumed by a GWC is modeled as
follows.

Etotal(k, n) =
∫ k+n

k

P (t)dt (1)

P (t) = Nact(t)× Pact +
(Ntotal −Nact(t))× Pidle (2)

Nact(t) = dLcur(t)/Tmaxe (3)

Let time k and n be the starting time and the total
time elapsed for modeling energy consumption, re-
spectively. The function Etotal(k, n) in Equation (1)
is the total energy consumed by a Web cluster such
that it is the sum of the power consumed, P (t), at

Figure 4: Web request patterns for a day ex-
tracted from the WorldCup98 trace.

any given time t for a duration of n starting from
time k. In turn, P (t) at any given time t can simply
be represented as a sum of the power consumed by
active and idle servers at time t, which is represented
by Equation (2). In Equation (2), Nact(t) refers to
the number of active servers that are currently pro-
viding Web service at any given time t. Pact and
Pidle represents the power consumed by a server
system in active and idle state, respectively. The
number of inactive servers can be obtained by sub-
tracting Nact from Ntotal, the total number of Web
server systems in the data center. Finally, Nact(t)
can be calculated by Lcur(t), the total number of
Web requests at time t, divided by the maximum
throughput of a server system, Tmax, as shown in
Equation (3).

For the sake of simplicity, we make two assump-
tions in this model. First, we assume the server sys-
tem has only two extreme CPU states, that is, they
are either fully saturated or idle. For the two CPU
states, the system consumes Pact and Pidle power,
respectively. Second, we do not consider the power
consumed to turn a system on and off.

4.4 Analysis Based on the Model
In this subsection, we apply the model derived

in the previous subsection to GWC and a tradi-
tional Web cluster system, denoted TWC, that al-
ways keeps all its systems on and ready for action.

For the analysis, we use a real world Web request
trace that was obtained during the 1998 World Cup.
Figure 4 represents the total number of Web re-
quests at every second as a function of time elapsed.
This is a day long trace extracted on the 24th of
June 1998 [10]. Like most Web trace patterns, user
requests per second in this trace is low for a long pe-
riod of time with occasional sudden request bursts,
in this case, specifically around the 15 and 21 hour
points [26].
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To apply our energy model, we set the parame-
ters of the model as follows. We first set Pact for
both GWC and TWC to 120W. Pidle for GWC and
TWC is set to 3W and 70W, respectively, as the
server systems in GWC are turned off when servers
are idle while the server systems in TWC are always
on continuously consuming power. We obtain these
values for the server systems by measuring an ac-
tual Pentium 4 system that has a 2.4 GHz CPU,
512MB RAM, and a 80GB hard drive. Note that
these numbers are not representative of the power
hungry server systems deployed in real data centers,
where a typical system Pact value would generally
be in the 400W range. Hence, the results presented
here can be interpreted to be conservative numbers.

The Ntotal is optimally calculated as

Ntotal = dLpeak/Tmaxe
where Lpeak represents the peak load in the trace.

The server is assumed to handle a maximum of 400
incoming requests per second for the Web trace, that
is, Tmax is 400. Hence, Ntotal is 6 for this analysis.

Since the trace provides Lcur(t), the number of
user Web requests at any given time, in second units,
we approximate Equation (1) as follows and calcu-
late the total energy consumed (in Wh) during a
day for the trace.

Etotal(k, n) =
k+n∑

t=k

P (t)× 1(sec)
3, 600(sec)

Let us now analyze the energy consumed by GWC
and TWC serving a full day of user requests of Fig-
ure 4. The power consumed in order to serve the
Web requests in the trace by each server cluster at
every second is shown in Figure 5. As represented
in Figure 5(a), GWC consumes only minimal power
since GWC allows unnecessary servers to be turned
off during the 0 through 13 hour period and also
after the 22nd hour. On the other hand, the en-
ergy consumed by TWC represented in Figure 5(b)
is equal or higher than that of GWC all the time
since the server systems in TWC are always on re-
gardless of the number of Web requests.

Through the model, we find that the total amount
of energy consumed by GWC and TWC is 12,229Wh
and 5,360Wh, respectively. That is, by employing
GWC the total energy consumed is reduced by more
than half that of TWC. Specifically, the energy sav-
ings gained by converting the TWC into a GWC
is 6,869Wh per day. For a year, GWC conserves
2,507kWh in comparison with TWC. In turn, this
results in savings of $258.46 in terms of electricity
cost when considering $0.1031 per kWh which is the
average electricity cost for the commercial sector in
September 2008 in the US [9]. Although the energy

(a) Green Web Cluster System

(b) Traditional Web Cluster System

Figure 5: Energy consumed by each data cen-
ter as calculated by the energy model.

and cost savings in our analysis seems to be trivial,
the potential savings may become significant when
considering the huge number of server systems in
today’s data centers. Not even considering the en-
vironmental aspect of these savings, the immediate
financial benefits could be in the hundreds of thou-
sands to even millions of dollars per year. Of course,
to be fair, we must add that we have not considered
the cost of these new type of NVRAM in the anal-
ysis. This is a moving target that is indeed difficult
to pinpoint.

5. RELATED WORK
In this work, we exploit NVRAM to make systems

be turned on and off instantly. In turn, we apply
these instant on/off systems to achieve energy sav-
ings for data centers without performance degrada-
tion. Considerable research have already been con-
ducted on the issues related to NVRAM. Also, there
are numerous studies focussed on relieving energy
consumed by data centers.

Research on making use of NVRAM have mainly
focussed on using it at the system software layer.
These work can be categorized into three approaches.
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First, several studies exploit NVRAM as an exten-
sion of nonvolatile storage to enhance file system
performance. In general purpose system environ-
ments, the HeRMES file system proposed by Miller
et al. adopts MRAM to store metadata, while stor-
ing file data in disk [24]. In embedded system en-
vironments, the MiNV file system proposed by Doh
et al. maintains all the metadata in NVRAM while
storing all the file data in Flash memory [17]. The
PFFS file system proposed by Park et al. adopts
a similar approach to the MiNV file system but
PFFS concentrates on the specific characteristics
of PRAM [25]. Kim et al. also propose a scheme
that makes use of PRAM as an extension to retain
the FAT file system metadata and/or FTL meta-
data [20].

Second, there have been much research that make
use of NVRAM as a write cache. Baker et al. show
that write traffic can be significantly reduced with
the help of battery-backed RAM in a network file
system environment [12]. Chen et al. propose the
Rio file cache that supports fault tolerance in file
systems without degrading performance by using
main memory powered by a UPS (Uninterruptible
Power Supply) [16]. Recently, a write-aware buffer
management scheme that considers NVRAM as a
write buffer cache was proposed by Lee et al. [22].
Doh et al. explore the impact of an NVRAM write
cache for file system metadata on system perfor-
mance in terms of I/O performance, energy effi-
ciency, and wear-leveling of the underlying Flash
memory [18].

The third approach tends to exploit NVRAM in a
more innovative fashion. Baek et al. propose an
NVRAM manager that unifies the functions of a
main memory manager and file system in an embed-
ded system environment such that NVRAM super-
sedes both SDRAM and Flash memory [11]. Visions
and challenges of deploying NVRAM in portable
storage systems are also nicely introduced by Bel-
losa [13].

Distinctive to all of these approaches related to
NVRAM, this work presents a proof-of-concept im-
plementation of a prototype system that can be in-
stantly turned on and off by exploiting NVRAM as
main memory. Then we apply the instant on/off
system to save energy consumed by data centers.

Considerable research have been conducted on ef-
forts to conserve energy consumed in data centers.
Here we briefly mention previous studies that con-
serve energy consumption by turning unnecessary
server system to low power states or off state. Pin-
heiro et al. propose a simple server provisioning pol-
icy that dynamically turns the system nodes in clus-
tered systems on and off based on the overall load

coming into the cluster system [26]. Recent provi-
sioning policies that turn on and off server systems
consider server systems that provide connection ori-
ented services. Chen et al. present server provision-
ing policies and load dispatching algorithms based
on the models obtained from a real data trace [15].

Tolia et al. advocates energy proportionality that
may be obtained by leveraging unused systems to
very low power states or off states [27]. In a study
closely related to this work, Meisner et al. propose
PowerNap, which conserves server idle power by en-
abling the server system to transition into and out of
a near-zero-power idle state in response to incoming
server requests [23].

Though the basis of our approach is in line with
the server provisioning approaches that conserve en-
ergy by turning off idle systems, our approach is
distinctive from previous studies in that we show
evidence that with the use of NVRAM a novel in-
stant on/off feature is possible. This is turn allevi-
ates the need for complex provisioning policies that
have been the main focus of the majority of previous
studies.

6. SUMMARY AND FUTURE WORK
Non-Volatile RAM (NVRAM) has both charac-

teristics of non-volatility and random byte address-
ability. Magnetoresistive RAM (MRAM), Phase-
change RAM (PCM or PRAM), and Ferroelectric
RAM (FeRAM) are some of the NVRAM types that
are vying for a position in the next generation solid-
state realm [14]. Past research that make use of
NVRAM in the storage hierarchy have shown the
possibility of substantial performance benefits that
may be gained by exploiting NVRAM. However, the
advent of NVRAM can also bring about novel and
innovative features that were not possible in con-
ventional computing systems. In this regard, we
presented, as proof-of-concept, a prototype system
that can be turned on and off instantly (within less
than 1 second) by making use of NVRAM. This was
done by using NVRAM as the main memory and
retaining all the contents maintained in main mem-
ory such as process objects that could not be re-
tained with power-off. With this, the contents of the
CPU registers and peripheral devices were stored in
NVRAM as well so that these values could be used
when power is turned on and the system is restarted.

As an application of instant on/off, we model the
energy savings gained by deploying the instant on/off
feature into servers within data centers, and then
apply the model to a data center configuration. In
particular, we considered a Web server cluster where
servers in the cluster are instantly turned on and off
according to the variation of the workload arriving
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at the cluster. Using the model and a real world Web
request trace, we show that the Web server cluster
that we propose consumes only around 43% of the
total energy consumed by a traditional Web server
cluster while providing the same service availability.

For future work, our immediate goal is to develop
a prototype of a cluster system for deployment and
experimentation in a more realistic setting. In a
real setting, the issue of load biasing needs to be
considered more seriously. Further refinements in
the model will need to be made when considering
load biasing; hence, finer modeling and its validation
will be considered along with the development of the
platform.

Although we did develop an actual prototype sys-
tem, the prototype system based on an embedded
system is not representative of real server class sys-
tems employed in data centers. For our approach to
be feasible with real server systems, complex issues
such as those pertaining to high-end CPUs, periph-
eral devices, storages systems, etc. must also be
addressed. These are some of the issues that are
currently being considered.
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